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Preface
Foreword from the Conference Chairs
Welcome to Marseille for the 10th International Symposium on Computer Music
Multidisciplinary Research (CMMR) Sound, Music and Motion.
To make this anniversary an unforgettable event, we have united strong forces on
both the scientific and artistic sides by associating on the one hand renown French
laboratories and universities: Laboratoire de Mécanique et d'Acoustique (LMA),
Institut des Sciences du Mouvement (ISM), Laboratoire de Neurosciences cognitives
(LNC), Laboratoire d’Analyse, Topologie, Probabilités (LATP), Sciences, Arts et
Techniques de l’Image et du Son (SATIS), and on the other hand renown music and
dance associations: Ubris Studio, n+n corsino, that will take care of the artistic
program of the conference. In addition the two industrial partners PSA Peugeot
Citroën and Genesis are supporting and actively participating in the event.
Participants will also be able to enjoy several additional events and expositions since
Marseille is the European Capital of Culture 2013.
The CMMR acronym originally symbolized Computer Music Modelling and
Retrieval and the first CMMR gatherings mainly focused on information retrieval,
programming, digital libraries, hypermedia, artificial intelligence, acoustics and signal
processing. Little by little CMMR has moved towards more interdisciplinary aspects
related to the role of human interaction in musical practice, perceptual and cognitive
aspects linked to sound modelling and how sense or meaning can be transmitted either
from isolated sounds or musical structure as a whole. During CMMR 2012 the
steering committee therefore decided to slightly change the significance of the
acronym from Computer Music Modelling and Retrieval to Computer Music
Multidisciplinary Research. This means that new research communities now are
welcome to the conference in addition to the traditional ones.
This year, the theme of the conference is Sound, Music and Motion. The notion of
motion is important in any field related to sound and music and is therefore well
adapted to this interdisciplinary conference, since it can be studied from different
standpoints spanning from physics to perceptual and cognitive considerations, and
from scientific to artistic approaches.
Chairs of the Conference
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Keynotes
Keynote 1: Jean-Claude Risset (CNRS / LMA, Marseille)
Tuesday, October 15th, 10:00 - 11:00
Music: Ars Bene Movandi
Abstract: According to Saint Augustinus, music is ars bene movandi – the art of
moving well, a graceful dance of sounds. This statement is more than a metaphor.
According to Sundberg, “our listening refers to experiences of movement”: thus “an
aesthetically pleasing performance is similar to a graceful motoric pattern”.
In my presentation, I shall first give various instances of the importance of motion
in sound and music. The motion of most resonating bodies is not harmonic. Fast
vibratory motions are perceived as pitches, while slow sub-audio modulations yield
changes of amplitude. The art of musical instrument makers has to take in account the
physical laws of acoustics as well as the specifics of the auditory perception to
construct machines that will effectively convert the expert gestures of the performer
into audible acoustic energy. There are two basic archetypes of instruments: the violin
player controls his sound from beginning to end, while the percussionist, as soon as
he or she has triggered a sound, can attend to the next one. Small children cannot
refrain from dancing on music with a strong beat: they will not dance on periodic
recurrence of images.
Then I shall demonstrate an interactive process of accompaniment I have
developed in Media Lab, M.I.T. and in Laboratory of Mécanique and Acoustique of
C.N.R.S. (L.M.A.), using a Disklavier, a mechanized acoustic piano built by Yamaha.
This is a special interaction, in which the key motions of the pianist trigger a response
in terms of motions of mechanical keys rather than motions of a loudspeaker
membrane: the live pianist is accompanied by a virtual partner playing on the same
piano an accompaniment which depends on what the pianist plays and how he or she
plays.
Biography: Composer and researcher. Born 1938, France. Scientific and musical
studies (Ecole Normale Supérieure, piano, composition with André Jolivet). Worked
at Bell Labs with Max Mathews in the sixties to develop the musical resources of
computer sound synthesis (trumpet simulation; pitch paradoxes; synthesis of new
timbres; sonic developpement processes; sound catalog of synthesized sounds, 1969).
Head of Computer Department at IRCAM (1975-1979). At M.I.T. Media Labs,
develops from 1989 the first “Duet for one pianist”, whereby the pianist triggers an
accompaniment on the same piano that depends upon what and how he or she plays.
Emeritus at CNRS, Laboratoire de Mécanique et d’Acoustique, Marseille. For his
pionnering work in computer music, he received notably the first Golden Nica (Ars
Electronica Prize, 1987), the Giga-Hertz-Grand-Prize 2009, and the highest French
awards in both music (Grand Prix National de la Musique, 1990) and science (Gold
Medal, Centre National de la Recherche Scientifique, 1999).
Website: http://jcrisset.free.fr/
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Keynote 2: Cathy Craig (Queen's University, Belfast)
Wednesday, October 16th, 09:00 - 10:00
Moving Better: How can sound help?
Abstract: Our survival in the ever-changing world we live in requires that we pick up
and use sensory information from our environment so that we can successfully
interact with other objects and/or people. More specifically changing patterns of
sensory stimuli provide the brain with important information that allows us to
organise and control our actions ahead of time. In this presentation I will explore how
the brain can use this sensory information to guide movement. More specifically I
will discuss how we can harness the power of dynamic sensory stimuli, in particular
sound, to create auditory guides that help improve the control of our actions.
In the first example will look at how sound can help improve the consistency of
action when learning to perform a new self-paced skill, that draws on the main
principles involved when putting a ball in golf. Data will be presented that show the
benefits of using sound to significantly improve the consistency of the golf putting
action. Comparisons with visual guides will also be drawn.
The second example will explore how sound can be effectively used to help
improve movement performance in people with Parkinson’s disease. As Parkinson’s
disease significantly impacts on a person’s ability to initiate and control movement,
we will show how ecologically based auditory guides, developed from using
recordings of ground reaction forces, can help people with Parkinson’s improve both
their stride length and cadence when walking. Again potential limitations of these
techniques, particularly simulating footstep sounds, will be explored while future
directions this emerging area of research could take will also be discussed.
Biography: After graduating from Edinburgh University (MA 1993 and PhD 1997 in
Psychology), Professor Cathy Craig worked for 8 years as a lecturer at the Sports
Science Faculty, at the University of Aix-Marseille 2 France where she obtained her
H.D.R in 2006. She then moved to take up the post of senior lecturer in the
psychology department at Queen’s University Belfast where she was promoted to
professor in 2010. She is now the Head of the School of Psychology and the Director
of the Perception Action and Communication research group. Being the recipient of a
prestigious European Research Council grant in 2008, she has been able to build a
state of the art research facility (the Movement Innovation Lab) at Queen’s University
Belfast that is dedicated to the study of how our brain controls everyday actions. Her
particular interest is in how temporal patterns of sound and light can be exploited to
help improve movement performance. Her research is characterised by the use of
innovative methods such as auditory guides, immersive interactive virtual reality and
gaming technology which allow her to create computer generated sensory
environments that can help train and improve movement. To date she has used this
technology to understand and improve movement performance in both sport (e.g. golf
putting) and health (e.g. walking in Parkinson’s).
Website: http://www.qub.ac.uk/mil
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Keynote 3: Marcelo M. Wanderley (CIRMMT, Montréal)
Thursday, October 17th, 09:00 - 10:00
Movement, Mapping and Digital Musical Instruments
Abstract: In this talk I will discuss several works on the study of performer
movements and the design of digital musical instruments (DMIs). Using several
motion capture techniques, the detailed study of how performers play their
instruments is essential to understand how skilled musicians perform music, but can
also shed light onto new strategies for designing DMIs, for instance, by sensing
performers' ancillary movements. The design of DMIs can itself be approached by
several angles, for instance, input device design or choice of mapping strategies. The
recent availability of inexpensive sensor and microcontroller platforms has given rise
to a dramatic increase in the number of devices available, although most all of them
have remained as laboratory prototypes with almost no performance practice. The
step from prototype to a fully-fledged instrument is actually not an obvious one,
demanding effort and dedication of engineers to produce stable versions of their
designs and of performers to create their own performance technique. Similarly,
choosing a given mapping over another is still an open question. Although tools to
help with experimentations with mappings have become more popular in the last 10
years such as libmapper, there is still a need to study why certain mapping choices
may be more or less applicable in a given context. I will provide examples of
movement analysis and DMI design created at the Input Devices and Music
Interaction Laboratory (IDMIL), at McGill University, illustrating the above issues
and try to highlight directions for future research in this field, for instance, the
development of prosthetic instruments.
References: New Digital Musical Instruments:
https://www.areditions.com/cmdas/DAS21/cmdas021.html
IDMIL: www.idmil.org
libmapper: www.libmapper.org
Prosthetic instruments: www.prostheticinstruments.com
Biography: Marcelo Mortensen Wanderley holds a Ph.D. degree from the Université
Pierre et Marie Curie (Paris VI), France, on acoustics, signal processing, and
computer science applied to music. His main research interests include gestural
control of sound synthesis, input device design and evaluation, motion capture, and
the use of sensors and actuators in digital musical instruments. He is the co-editor of
the electronic publication "Trends in Gestural Control of Music" (2000). Dr.
Wanderley has chaired 2003 International Conference on New Interfaces for Musical
Expression and co-authored the textbook “New Digital Musical Instruments: Control
and Interaction Beyond the Keyboard”, A-R Editions, 2006. He is currently William
Dawson Scholar and Associate Professor in Music Technology at the Schulich School
of Music, McGill University, Montreal, where he directs the Input Devices and Music
Interaction Laboratory (IDMIL) and the Centre for Interdisciplinary Research in
Music Media and Technology (CIRMMT).
Website: http://www.idmil.org/people/marcelo_m._wanderley
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Keynote 4: Norbert Corsino (n+n corsino, Marseille)
Thursday, October 17th, 19:00 - 20:00
The Silences of Dance
Abstract: The silences of dance are not silent. They express a tension in the void. This
tension is a suspension in space and time: it becomes the place for updating between
different elements by breaking symmetries or by what can be descibed as such.
Musics and dances are associated and differentiated in the connection windows that
refer to a topological structure of time. Through the example of three dancers and
choreographers – Pina Bausch, Merce Cunningham and Michael Jackson – we will try
to specify how this transformation takes place for each of them.
Biography: Nicole Corsino and Norbert Corsino are choreographers and researchers.
Interested in the kinetics of bodies and of landscapes, they explore areas where dance
can emerge and be written in order to show how the movement of bodies modifies
them. They change performance spaces and venues by showing their choreographic
fictions in the form of interactive installations. Winners of the Prix Villa Médicis
(1994) for research with the Life Forms choreographic composition software, they
create Totempol in Vancouver, it is the prelude to the cloned performers of Captives
2nd movement. (2000). Traversées is commissioned by The French government
(Commande Publique, 1996). In coproduction with IRCAM and IRISA, they create
Seule avec loup, an interactive choreographic navigation incorporating the WFS
system of sound holography (Centre Pompidou 2006). Prizewinners of the CMACGM’s corporate foundation (2007), soi moi is a choreographic navigation, created
for iPhone (2009). Bangalore fictions, done at New Delhi and Bangalore, is also
available in choreographic novel for iPad. (2013). They are artistic managers of scène
44 , an european stage for choreography and digital arts, Marseilles Media Pole.
Website: http://www.nncorsino.com/fr/
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Keynote 5: Daniel Deshays (CNRS / ARIAS, Paris)
Friday, October 18th, 09:00 - 10:00
Gesture and Sound
Abstract: Being proof of an action the sound that is generated by a bodily gesture
holds in it the intentions that were an essential condition of it being produced. The
nature of the sound of a set down object takes into account the intention that preceded
and accompanies the gesture: violence, for instance, or clumsiness. What
one perceives and what carries meaning are these basic intentions that are transported
in the sounds. They are, as in the timbre of the voice, interpreters of a hidden meaning
that the listener divines. These givens are at the heart of sound.
Yet the desire to listen is born out of surprise, which in turn originates with
sudden breaks and depends for its existence on conditions of discontinuity. It is the
discontinuity in movements which captures our attention, and this rupture which
triggers our need to understand what has just occurred. This is precisely one of the
driving forces behind reactivating our listening.
Furthermore, what is important in listening is not what is defined but rather what
is uncertain. It is the degree of uncertainty which is listened to. Our listening is
constructed in proportion to its incomplete state. If what is offered is excessive, it will
arouse only fleeting interest. Any element perceived and understood is immediately
abandoned to enable our “survival instinct” to be available to control the next new
event that will inevitably arise. Listening opts first of all for what is suggested rather
than what is offered. All this naturally corresponds to safeguarding our libido, and
indeed, how could it be otherwise? We know that what we are too sure of having is no
longer desired and quickly abandoned.
Sound recording has to do with the facing-off of situations, the confrontation of
physical movements. What I want to hear in a recording and in the details of the
actions made available by sound production is the quality of the desire for exchanges
brought into play. Such extremely refined data as these are at the heart of what is at
stake in listening.
Biography: Daniel DESHAYS was born in 1950. He is both a sound engineer and a
sound director. He got a Bachelor diploma in Bacteriology in 1970 at École Nationale
de Chimie de Paris, a degree in Études de théâtre, musique, cinéma & philosophie, a
MA "Musique, implications théâtrales" in 1975 and a Master of Advanced Studies
"Le théâtre musical de Mauricio Kagel" in 1978 both at Paris 8 University. He is the
head of the Sound Department at ENSATT (École Nationale Supérieure des Arts et
Techniques du Théâtre) in Lyon, France and a Research Fellow at CNRS ‐ARIAS
(Atelier de recherche sur l’intermédialité et les arts du spectacle, UMR 7172). Since
1974, Daniel Deshays has conceived, produced and directed around 50 soundtracks
for films, around 40 sound creations for theatre, diverse sound development for TV,
dance, art exhibitions, more than 250 albums in studio recordings, and several site‐
specific installations. He published 15 expert articles and 3 books on the art of sound.
Website: http://deshays.net/Deshays.Net/Facade.html
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Investigation of the Harpist/Harp Interaction
D. Chadefaux1 , J.-L. Le Carrou1 , B. Fabre1 , and L. Daudet2?
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LAM/d’Alembert, UMR CNRS 7190 UPMC Univ Paris 06
Institut Langevin, Paris Diderot University, ESPCI, UMR CNRS 7587, Paris, France
jean-loic.le carrou@upmc.fr

Abstract. This paper presents a contribution to the field of the musician/instrument interaction analysis. This study aims at investigating
the mechanical parameters that govern the harp plucking action as well
as the gestural strategies set up by harpists to control a musical performance. Two specific experimental procedures have been designed to
accurately describe the harpist motion in realistic playing contexts. They
consist in filming the plucking action and the harpists gestures using a
high-speed camera and a motion capture system, respectively. Simultaneously, acoustical measurements are performed to relate the kinematic
investigation to sound features. Results describe the musical gesture
characteristics. Mechanical parameters governing the finger/string interaction are highlighted and their influence on the produced sound are
discussed. Besides, the relationship between non sound-producing gestures and musical intent is pointed out. Finally, the way energy is shared
between harpist arm joints according to various playing techniques is
analyzed.
Keywords: Harp, High-speed video analysis, Motion capture, Acoustics, Data mining

1

Introduction

A musical performance can be split into several processes (see Fig. 1) requiring
expertise in many research fields to achieve its complete proper analysis. The
musician has first to interpret the played score before setting the instrument into
vibrations. Then, the latter produces the sound which is radiated in the room
and perceived by the audience. Eventually, while playing, the musician adjusts
his performance based on tactile and acoustical feedbacks as well as conveys his
musical intent to the audience through corporal expression. Based on this statement, we choose to focus the present paper on the musician’s actions on the
?

The authors would like to thank C. Brum Medeiros, M. Ghamsari-Esfahani,
L. Quartier, M.-A. Vitrani and M. M. Wanderley for their help during measurements,
the harpists who participated in this study: M. Denizot, P. Didier, E. GrégoireRousseau, M. Klein, S. Le Conte, C. Levecque, C. Lieby-Muller, A. Malette-Chénier,
M. Monod-Cotte, B. Pigaglio, M. Rochut, M.-E. Sutherland and C. Vincent; and
R. Martin for her interest and fruitful discussions.
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Fig. 1. Block diagram of a musical piece performance.

instrument in a harp performance. Stringed instruments are well-investigated
at the mechanical and acoustical levels [1] and can now be satisfyingly synthesized [2–4]. However, the way to control these sound-synthesis are still lacking
of realism at a mechanical level since parameters controlled by musicians while
playing are not taken into account. Investigations of musician control parameters
in musical contexts are thus required to propose improvements in this field and
provide an understanding of the sound differences between musicians [5, 6].
A skilled musician develops the ability to control his sound production during
many years of practice until reaching the capability to precisely define the whole
set of acoustical features that govern the produced note. This notion is directly
related to the acoustical signature of each musician which depends on the control parameters he owns to play a given instrument (e.g. bow force, bow velocity
and bow-bridge distance for the violin [7]). In the present case of plucked string
instruments, the control parameters consist in the initial conditions of the string
vibrations provided by the musician (string’s shape, velocity, rotation around its
axis, as well as its angle of polarization at the release instant [8]). The control of
such highly-precise movements cannot be only governed at the hand level. The
control parameters that define the sound production result from complex mechanisms combining musician motion, audio and proprioceptive feedback. Hence,
improving the understanding of these mechanisms through gestural analysis of
musicians in realistic musical context is valuable to perform relevant gesturebased sound synthesis through virtual character animation [9].
The current paper relates the main experimental contributions of a general
study of harp performance [10]. The first section aims at investigating the sound
producing gestures, i.e. the plucking action. The experimental procedure is presented in Sec. 2.1. Then acoustical and kinematic descriptors are defined and
computed to discuss the range of value as well as the impact of the harpist control parameters on the string vibration in Sec. 2.3. The second part deals with
an experimentally-based analysis of the gestural strategies in harp performance.
We successively present the experimental setup and the data processing method
carried out in Sec. 3.1 and Sec. 3.2, respectively. Finally, the descriptors are computed to point out underlying gestural strategies in different musical context in
Sec. 3.3.
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3

Plucking Analysis

A detailed description of the harp plucking action has been provided in [8] from
an acoustical point of view. Further kinematics analyses of the collected database
are proposed in the following section and discussed relatively to musical considerations.
2.1

Experimental Procedure

Ten harpists have participated in a set of measurements carried out to study the
harp plucking. They have been asked to perform proposed arpeggio and chords
sequences involving only the left hand on an Atlantide Prestige Camac concert
harp. The scores of these musical excerpts are presented in Fig. 3. Measurements
mostly consist in accurately capturing the finger and string trajectories in the
3D-space through a high-speed camera set at 5167 fps and fixed to the instrument
to let harpists tilt the harp at their convenience. The spatial range allowed by
the latter sample rate induces to film only one harp string (the 30th string,
D[3 at about 140 Hz) from the entire set of strings involved in the proposed
musical excerpts. Thus the performed analyses focus on the 30th string plucked
with annular and forefinger in arpeggio and chord sequences contexts. The highspeed camera directly provides displacements in the (ex , ey ) plane defined in
Fig. 2 while a mirror is required to estimate the trajectories’ component along
the ez -axis. Fig. 2 shows an image captured with the high-speed camera. The
left part of the image presents the direct framing while the right part shows
the associated mirror view. The black markers disposed on the finger and the
string are then automatically tracked throughout the film based on an image
processing procedure described in [8]. Simultaneously, resulting acoustical signals
and soundboard vibrations have been measured with two standard microphones
placed at about one meter of the harp’s column and an accelerometer fixed at
the bottom of the studied string, respectively.
2.2

Data Processing

As high-speed camera films of harp plucking reveal that finger motion mainly
takes place in the plane perpendicular to the strings-plane, finger/string interaction is investigated in the grayed (ex , ez )-plane in Fig. 2. A sample of the
collected finger/string trajectories database is proposed in Fig. 2. Instants tc
and tr mark the beginning and the end of the plucking action, respectively. At
tc the finger starts to touch the string while tr corresponds to the instant the
finger releases the string, i.e. the beginning of the string’s free oscillations. Between these two instants, two plucking phases exist: the sticking (when finger
and string move in parallel) and the slipping (when the string slips on the finger
surface with opposite direction) phases. The former lasts about 200 ms while
the latter’s duration is about 3 ms [8]. Under the classical assumptions that the
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Fig. 2. Scheme of the experimental setup carried out to analyze the harp plucking
action. An image obtained through the high-speed camera is presented as well as an
example of finger and string trajectories in the measurement frame of reference (grayed
plane).

string is flexible, of uniform linear density ρl , stretched to a tension T and fixed
at its ends, its transverse vibrations are
r(y, t) =

∞
X

Φn (y)(xn (t) cos Γ ex + zn (t) sin Γ ez ),

(1)

n=1

where xn (t) and zn (t) are the generalized displacements [1], Φn (y) is the modal
deflection [1], and the angle of polarization Γ is defined in Fig. 2 as the angle
between ex and the major axis of the ellipse shaped by the vibrating string.
As the harp strings are attached at the soundboard through a simple knot, we
assume this fixation system will favour the transmission of the ex component of
the vibrations to the soundboard. Thus, the previous expression can be simplified
as
r(y, t) =
=

∞
X
n=1
∞
X

Φn (y)xn (t) cos Γ ex ,

(2)

Φn (y) (An cos ωn t + Bn sin ωn t) cos Γ ex ,

(3)

n=1

where the damping is supposed to be negligible on the early oscillations, ωn
are the eigen-frequencies and An and Bn are the modal amplitudes depending
from the initial displacement Dtr and velocity Vtr of the string at the plucking
position y0 :
An =

2Dtr sin (kn y0 )
2Vt sin (kn y0 )
, and Bn = 3 r
,
kn2 y0 (L − y0 )
kn y0 (L − y0 )c
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p
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T /ρl the wave velocity. Finally, we obtain
∞
X

2 sin (kn y0 ) cos Γ
r(y, t) =
Φn (y) 2
kn y0 (L − y0 )
n=1




Vtr
Dtr cos ωn t +
sin ωn t ex .
ωn

(5)

A harpist disposes of the four following parameters to control his sound
production: Dtr , Vtr , Γ and y0 . In spite of its strong influence on the spectral
content of the played note, it has been shown that the plucking position is not a
discriminating feature between harpists [8]. Further, it has been measured that
the 30th string is plucked at about the third of its length. This is why this
parameter is not discussed in the present study. At a temporal level, control
parameters influence the instant, when the maximal amplitude of the vibrations
is reached:
tM =

Vtr
1
arctan
,
ω0
Dtr ω0

(6)

as well as the maximal amplitude at tM :
|r|max

∞
X

2 sin (kn y0 ) cos Γ
=
Φn (y) 2
kn y0 (L − y0 )
n=1

s
Dt2r +

Vt2r
.
ωn2

(7)

Further, control parameters influence also the spectral content of the produced
sound. As it is expected to show a good correlation with the sensation of brightness of the sound produced [11], we choose to express the spectral centroid
relatively to the harpist control parameters:
P∞
n=1 fn |R̃n (f )|
,
(8)
CGS = P
∞
n=1 R̃n (f )
q
P∞
−2
Dt2r + Vt2r /ωn2
n=1 fn |Φn (y)| sin (kn y0 )kn
q
= P
.
(9)
∞
−2
2 + V 2 /ω 2
|Φ
(y)|
sin
(k
y
)k
D
n
n
n
0
tr
tr
n
n=1
where R̃n (f ) is the Fourier transform of the string’s transverse motion r(y, t).
This spectral descriptor is often computed on the radiated sound rather than on
the string vibrations to characterize the sound production. However, even if the
relationship between the vibrations of the string and the radiated sound is not
straightforward and requires the knowledge of the soundboard mobility as well as
the harp radiation properties, we expect the spectral centroid computed on the
string vibrations to give an insight on the influence of the plucking conditions.
2.3

Results

Fig. 3 presents an example of finger movements in the (ex , ez )-plane for two
harpists plucking the 30th string in the four configurations we analyze in this
paper, i.e. D[2 played with the forefinger or the annular (referred as to 2 and 4
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in the fingering of the proposed scores) in arpeggio or chord sequences. The main
conveyed result is that the pattern drawn by the harpist finger while plucking
a string is a gestural signature of the player in a given musical context. Harp
plucking is hence an expert gesture which is characterized by a high repeatability
and specificity to the performer. Besides, it is interesting to note that the finger
motion give us some insight on the underlying musical structure of the played
excerpt. Indeed, second and fourth beats of each repeated sequence show various shapes and thus various emphases. Even if this phenomena is noticeable for
chords, it notably occurs in arpeggio contexts. Further, whatever the considered
finger, we widely observe that the finger motion is more straightforward while
playing a chord than an arpeggio. This directly results from the implied technique and the duration of the finger/string interaction : in average 140 ms vs.
263 ms for chord and arpeggio, respectively. Unlike to arpeggio sequence where
the interaction lasts the entire duration between two notes, the harpist hand is
not positioned on the strings to play a chord and the interaction lasts about a
quarter of the amount of time available. The harpist has therefore more time
to control his arpeggio gesture, which explains the more sinuous patterns. This
result also implies that the specificity of the finger trajectory is less obvious for
a chord performance.

Fig. 3. Finger movement for two harpists performing arpeggio and chord sequences
with the annular (referred to as 4) and the forefinger (referred to as 2). The analyzed
notes are the grayed ones (D[2 at about 140Hz).

Fig. 4 presents the maximum soundboard acceleration with respect to the initial conditions of the string vibrations for each harpist. Each of the four graphs
corresponds to a playing configuration. The control parameters Dtr , Vtr and
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Γ appears to be highly-dependent on the harpist as well as on the plucking
context. This result is confirmed by the reasonable uncertainties we estimate.
However, no obvious trend can be highlighted between the investigated finger or
technique. Besides, the soundboard acceleration results from the combined vibrations of the strings the harpist plucked as well as the strings’ vibrations due
to the sympathetic phenomena [12]. Regarding the chord sequence, the maximum of acceleration is difficult to interpret since it is a combination of the three
plucked strings vibrations. Thus, there is no meaningful trend between the maximum soundboard acceleration and the parameters Dtr , Vtr and Γ for the chord
case but the expected globally higher maximum soundboard acceleration. This
observation is confirmed by the measured sound pressure level averaged for each
playing configuration which is 3 dB to 5 dB higher when performing a chord. As
expected based on Eq. 7, the evolution of the maximum soundboard vibrations
for the arpeggio sequence is related to the initial conditions plane: the more the
initial displacement, the higher the maximum soundboard vibrations.

Fig. 4. Initial conditions of the string vibrations for ten different harpists in two musical contexts, and two fingerings associated to the maximum soundboard acceleration
(m/s2 ) averaged for each musician. For each playing configuration, the averaged sound
level computed with a reference sound pressure level of 20 µPa is displayed. The reported uncertainty represents a 95 % confidence interval.

It has previously been underlined that, unlike usually admitted, the initial
conditions of a plucked string are a complex mix of displacement, velocity and
rotation [8]. In order to control their sound level, harpists adjust the initial displacement they provide to the string. Fig. 4 indicates that it is necessarily related
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Fig. 5. Influence of the initial conditions of the string vibrations on the spectral centroid
(a) and on the instant of the maximal vibrations tM (b).

to the initial string’s velocity. The bigger the initial string’s displacement, the
more important the initial string’s velocity. Although the latter parameter could
only be a control parameter harpists use to precisely govern their sound production, it could also influence the string vibrations features, i.e. the produced
sound. In order to get some insight on this question, Fig. 5 shows the evolution of the dimensionless spectral centroid CGS/f0 and the instant the maximal
amplitude of the vibrations is reached tM with respect to the measured ratio
Dtr /Vtr , computed as written in Eq. 9 and Eq. 6, respectively. Fig. 5-a) indicates that the dimensionless spectral centroid rapidly rises with Dtr /Vtr and
converges toward the limit 5.5 which corresponds to the case Vtr = 0. Moreover,
67% of the collected data corresponds to Dtr /Vtr < 2 ms, indicating that the
control parameter Vtr conveys to significant variations in the spectral content of
the sound production. Besides, Fig. 5-b) indicates that variations in the instant
where the maximum of vibration is expected are up to ∆tM = 1.8 ms at the
current fundamental frequency. Most of the ratio Dtr /Vtr computed from the
collected database corresponds to ∆tM ∈ [0.5 ms; 1 ms]. Although this order of
magnitude seems to be non negligible, further investigation would be required to
clearly conclude on the perceptual meaning of these variations in harp playing.
The harp plucking is an expert gesture, highly-repeatable and specific to the
player and the musical context. This gesture finely defines the mechanical parameters that governed the string’s free oscillations: string’s shape, velocity, and
angle at the release instant. These parameters controlled by the player directly
influence the sound features. However, such skilled gestures cannot be only govern at the hand level, and a more global investigation of harp playing, such as
gestural and postural analyses, are required to enhance the current study.

3

Gestural Analysis

In the present section, we present a gestural and postural analysis of harp performance. For this purpose, two approaches are proposed. The first one consists
in a kinematic description of the upper-limb motion, especially the hand, accordingly to the musical context. This approach is worthy to improve knowledge

CMMR2013 - 32

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Investigation of the Harpist/Harp Interaction

9

on musical gesture and to feed gesture based sound synthesis. The second is an
ongoing exploratory analysis of the energetic strategy musicians set up to play
harp. This kind of study, as for instance [18], is valuable to propose, in collaboration with musical and medical specialists, optimizations of the musician posture
or of the instrument itself (materials, shapes, stringing, ...) to avoid injuries.
3.1

Experimental Procedure

A specific experimental procedure presented in Fig. 6 has been designed in order
to investigate the gestural strategies underlying a harp performance. A motion
capture system composed of six infrared cameras set at 250 fps has been used
to accurately measure the harpist skeleton motion over time as shown in Fig. 7.
The skeleton is defined by reflective markers disposed on the harpist according
to the Plug-In-Gait model (Vicon Oxford Metrics Ltd, Oxford, UK). As the
harp would have obstructed them, the head as well as the chest of the harpist
were not captured. Besides, acoustical signals have been measured with two microphones and two standard digital video cameras were placed in the room to
control the motion capture reconstruction and to record harpist discussion. The

Fig. 6. Scheme of the experimental setup carried out to analyze harpist global posture
and gestures.

combination of these audio, video and motion signals allows the synchronization of the collected database. Three harpists have been asked to interpret the
Debussy’s Danse Profane three times on an Aoyama Orpheus concert harp for
repeatability and adaptation issues. The investigation we propose in the following sections concentrates on two parts of the musical piece which are separated
by an animated sequence. They are constituted of octaves and harmonics, respectively. The associated scores are proposed in Fig. 10. These excerpts have
been selected because they both are performed with the left upper-limb only and
with no change in the pedal configuration and that the repetition of the played
note is valuable for variability considerations.
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Fig. 7. A harpist during the measurement session and the extracted position of body
segments.

3.2

Data Processing

Segmentation In order to investigate the gestural strategies underlying each
selected excerpt, musical gestures associated to notes have to be pointed out.
This segmentation is performed according to the sound producing gesture definition proposed in [13]: the harpist fingers are first positioned on the strings, then
they pluck the strings and leave them until getting in touch again to play the
next note. Experimentally, the onset of each acoustical signal is first determined
[15, 14] and the instant the fingers are touching the string is highlighted through
the hand trajectories in the (ex , ez )-plane.
Harpist’s Center of Mass One useful descriptor in the assessment of gestural
and postural strategies in a human performance is the center of mass position.
It is classically referred to as COM and defined as [16]
COM (t) =

Nl
1 X
mi (spi + Ki (sdi − spi ))
M i=1

(10)

where Nl is the number of body segment considered in the reconstructed skeleton
of total mass M , mi the mass of the ith segment and Ki the distance of the ith
segment center of mass relatively to its proximal end. spi and sdi are the positions
of the proximal and the distal ends of the ith segment, directly known through
the motion capture database. The required anthropometric data are extracted
from [16].
Joint Mechanical Work Figure 8 presents the computational process set up to
analyze the way energy is shared between joints while harp playing. It is mostly
based on inverse dynamics method. Knowing forces and moments occurring at
the distal end of a segment as well as its center of mass position, a link-segment
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model [16] allows to estimate forces and moments at the proximal end. For a
multi-segment body, this method is applied recursively to estimate forces F and
moments M at each arm joints. The mechanical power is then deduced from F
and M through the standard relationship P = M .ω ( ω is the angular velocity
estimate through Euler’s equations of motion). Finally, the mechanical work
is obtained from time-integrating the power curve within the gesture duration.
Experimentally, as the more distal forces and moments are not directly reachable,
we assumed moments to be negligible and forces to be between 2 N and 8 N
according to the sound level of each note [8].

Fig. 8. Retrieval process of forces and moments occurring at a harpist’s arm joints.

3.3

Results

Kinematic analysis Fig. 9 presents the evolution of the center of mass COM
of one harpist associated to the acoustical waveform along the beginning of the
Debussy’s Danse Profane which is composed of the investigated octave intervals and harmonics sequences surrounding an animated sequence. The COM
is computed according to two harpists skeleton definitions: with and without
the harpist’s arms represented in black and in gray, respectively. During the octave intervals sequence, unlike the smooth grayed curve, the black one presents
regular oscillations revealing the 14 played notes and the 14 left arm gestures.
It means that the musician posture is stable in the position shown in the first
picture above the waveform. Then, performing the animated sequence required
the right hand which is lifted toward the strings at the highlighted (a) instant
(see picture 2 and 3). Again, the center of mass computed on the harpist body
without arms do not present important variation except a slight rise due to the
back bending. At the (b) instant, the harpist muffles the string (see picture 4)
and change the pedal configuration before lowering his right arm to perform the
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Fig. 9. Center of mass of a harpist performing the beginning of the Danse Profane.

harmonics sequence with the left hand only (see picture 5). The change in the
pedal configuration is the only action noticeable on the evolution of the center
of mass computed without the arms. The same pattern occurs during the harmonics sequence than during the octave interval one. The harpist body center
of mass is almost constant without taking the arms into account. Finally, as we
investigate the octave intervals and the harmonics sequences, it is relevant to assume the body posture almost constant and to focus the present analysis on the
left arm gestures. A kinematic description of the left hand gestures provided by
the three harpists along the two studied musical context is proposed in Fig. 10.
For each player referred to as H1,2,3 the three takes T1,2,3 are presented in the
(ex , ez )-plane because it is the most emphasized one when harp playing. As
at the smaller scale of the plucking action, hand gestures appears to be highly
repeatable and specific to a bar and a harpist. Likewise, considering the octave
intervals sequence in Fig. 10-a), hand gestures give us insight on the underlying musical construction proposed by the player. For instance, H3 performs two
various gestures while playing a D[ accordingly to its position in the musical
phrase. It seems that this player proposes a 4-time structure. Moreover, harpists
emphasize differently the last note of each sequence. Indeed, the associated hand
gestures own a specific shape and a higher magnitude than the other notes. This
phenomenon is obviously related to the anticipation of the following musical se-
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(a) Octave intervals sequence.

(b) Harmonics sequence.
Fig. 10. Repeatability and characteristics of the three harpists’ left hand movement in
the (x0y)-plane related to each performance of the Danse Profane referred as to T1,2,3 .

quence, as for instance the string muffling, the change in the pedal configuration
as well as the hands repositioning. Note that this result is highly noticeable for
the octave intervals case in Fig. 10-a) for which the gesture magnitude is more
important than for the harmonics in Fig. 10-b). Finally, analysis of the Fig. 10-
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b) provides us insight on the influence of musical context. Two main kinds of
hand gesture patterns are observed when playing harmonics mostly depending
on the direction of the musical phrase. Whether the following note is higher or
lower, the gesture will be round-shaped or loop-shaped. This is related to an observation previously made in the sagittal plane for the octave intervals sequence
assessing that hand trajectory is more sinuous when the hand moves forward
than backward [17]. Besides, the note duration impacts the gesture magnitude.
Averaged over the three takes, the dotted half notes magnitude are 1.2, 1.2 and
1.8 times higher than the half notes magnitude which are 2.1, 1.5 and 2.1 times
higher than the quarter notes magnitude for H1 , H2 and H3 , respectively.

Fig. 11. Work (J) generated by the three muscle groups averaged for each octave interval and harmonic repeated three times by the three harpists. The reported uncertainty
represents a 95 % confidence interval.

Dynamic Analysis Fig. 11 presents the work generated by each of the three
limb-segments of the harpists left-upperarm in the two musical contexts investigated. The process carried out to estimate this descriptor is explained in Sec. 3.2.
The first noteworthy result is that the uncertainties estimated for the three takes
are rather small, which allow to pertinently analyze these curves. Then, as expected because of its relative mass, the hand is the limb-segment that generates
the less work in the three harpist arms in both octave intervals and harmonics
contexts. Considering the former context, an interesting trend is that, although
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the work generated by the upperarm-segment is always higher than the one
generated by the forearm-segment for H1 and H3 , these two segments appears
to contribute equally to the energy generation for H2 . A potential explanation
is that, unlike the two others, the last musician is a skilled but non professional harpist. Although a thorough investigation is required to conclude, we
assume that a professional harpist try to optimize the energy sharing into his
upperlimb to avoid injury. This observation is not confirmed for the harmonics
context because of the different playing technique involved. Playing octave intervals conveys to a arm gesture controlled as a block [17], while playing harmonics
mostly involves a hand motion with stable elbow and shoulder position. Besides,
theoretically, the work generated is directly related on the note duration, which
is clearly noticeable in harmonics sequences. Even if each octave interval played
is a dotted half note, variations occur in the work curves. H1 and H3 present
similar patterns in a 4-note structure while H2 presents a 2-note structure along
the octave intervals sequence. This results in slight temporal deviations in the
note durations suggesting the musical structure harpist aims at transmitting
through up and down beats.

4

Conclusion

This paper has presented a contribution to the musician/instrument analysis
in the case of the concert harp at an experimental level. Investigations have focused on characterizing this interaction at the plucking action and at the gestural
strategies scales in the most realistic and non invasive contexts. For this purpose, high-speed camera and motion capture system have been used to precisely
determinate harpist’s fingers and body motion along musical performances. Simultaneously, vibratory and acoustical signals have been measured to enhance
the kinematic analysis in the light of the sound production context.
Musical gestures are characterized by their repeatability and their specificity to
the player and the context. This result has been verified at the finger temporal
and spatial scales as well as at the larger ones of the hand. Performing such a
skilled gesture, harpists precisely control the mechanical parameters they provide to the strings, defining their free oscillations and thus, the produced sound
features. These plucking parameters are the string’s shape, velocity, rotation as
well as its angle at the release instant. Besides, gesture analysis give insight on
the musical intent. The pattern the finger or the hand draws is typical of the
importance given to the considered beat. The way players organize the energy
generation between their limbs reveals also the excerpt structure through slight
variations in the note duration to emphasize it.
A detailed analysis of the plucking action along the harp tessitura would be
necessary to generalize the highlighted trends on one gut string. Further, coupling these measurements with arm motion capture will be valuable to estimate
absolute order of magnitude of the energy generated or absorbed by each muscle groups. Such an experimental procedure would be interesting to investigate
the learning process of a musical piece. It would be a helpful teaching tool to
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visualize and better understand the relationship between a given gesture or posture and the produced sound, as well as to develop strategies against joints and
muscle injury.
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Abstract. The Legos project aims at studying sound gesture relationship. During the project, two participatory workshops related to sonic
interaction design have been organized. The aim of the workshops was
to stimulate ideas related to the control of everyday objects using sound,
and then, to create and experiment with new sonic augmented objects.
The present article provides an overview of the two workshops. The
methodology we used is based on industrial design processes of new product creation and theoretical issues were discussed. The first workshop
focused on the analysis and the possible sonification of everyday objects.
New scenarios of use were obtained and tested. The second workshop
focused on sound metaphor, questioning the relationship between sound
and gesture using the concept of basic actions and the work on the sound
synthesis engines. During the two workshops, experiments using sensors
and real-time synthesis were carried out on a selection of case studies.
Keywords: Workshop, design, sound synthesis, interaction, rehabilitation

1

Introduction

The ANR project Legos1 aims at systematically studying the coupling quality
in gesture-sound systems over time. Three areas of application are under consideration in the project: the new digital musical interfaces DMI, rehabilitation
and sonic interaction design SID.
Through these three areas, the sensormotor learning is assessed by focusing
on different levels: expressiveness and how the sound is controlled (DMI), quality
of the gesture when guided by an audio feedback (Rehabilitation) and quality of
the object manipulation by a user in an interactive context (SID).
Concerning sonic interaction design, we wanted to study experimentally how
a dynamic sound interaction allows improved use of everyday objects in terms of
?

1

We acknowledge support by ANR French National Research Agency, under the ANRBlanc program 2011 (Legos project ANR- 11-BS02-012) and additional support from
Cap Digital. This work is part of the Florian Gutierrez’s internship, student in sound
design at the School of Fine Arts TALM Le Mans.
http://legos.ircam.fr
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control, learning and user experience. Different aspects can influence the gesturesound relationship. A first aspect is how the mode of production of the sound
is recognized. Clues could be included in the dynamic aspects of sound that
reflect a physical phenomenon associated with a gesture (e.g. an impulsive sound
could be associated with a brief impact gesture of the hand). Another important
element is the production context of the gesture, that is to say, if the action is
done with an objective or not. These different aspects will be tested: the nature
of the gesture-sound relationship (the relationship between the sound and its
production and the gesture) and the context of the task to achieve.
The project is based on experimental approaches and workshops in order to
generate an interdisciplinary expertise in design, motor control, sound synthesis
and cognitive sciences.
The aim of the project is to develop novel methodologies for the gestural
interfaces design by analyzing and comparing the experimental results of the
three mentioned areas.
1.1

Goals of the Workshops and Methodology

By organizing workshops, the goal was to provide a framework for brainstorming
and experimentation. Another goal was to create case studies during workshops
in order to frame the project for these three areas of applications. These workshops were organized with different members of the project. They had the second
goal of providing an educational and methodological framework, on one hand,
for the creation of new interactive sonic devices, and on the other hand, for the
organization of future workshops2 .
Three workshops were scheduled, corresponding to an approach that summarizes a development cycle of a new product that we often find in industrial
design [1] . The different steps of a new product creation can be divided into
four stages: requirements, design, development, and testing [2]. During the first
steps, requirements are provided by experience or by more formalized approaches
(usability testing, user feedback, ...). During the design part, requirements are
integrated to propose new ideas during sessions of brainstorming, prototyping,
and analysis of existing solutions. This part has been formalized as the conceptualization of ideas (sketches) and the embodiment of the concept (proptotypes)
[3]. The development part is the passage of design requirements and specifications in the formalization of the product. The product is tested with the target
users to ensure that the product is in line with expectations. All these process
could be linear or iterative depending on the project.
During these workshops, we focused on the three stages : requirements, design and testing. The idea was not to develop a final product, but to develop
experimental prototypes that can be share across the different fields (SID, DMI
and Rehabilitation). The two first workshops mainly grouped the two first stages,
the last workshop is dedicated to testing. During the first workshop, the goal was
to develop usage scenario analysis with the aim of integrating dynamic sound
2

http://hcsquared.eu/summer-school-2013/lectures-workshops
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design, while the second workshop was more focused on sonic interaction design.
The first workshop allowed us to concentrate on how the sound can contribute
to the user experience of an everyday object and the second workshop to think
about the sound gesture relationship within the context of interaction with objects.
Our hypothesis in the context of sound design is that the necessary information is in part ”available” in our environment, and in addition, exploration of
our environment allows to reveal questions and problems about everyday objects:
”Attention to what constitutes daily life and a dynamic exploration of the immediate environment, not only enable a better understanding of the world, but
enrich the perception, construct logical meaning and sharpen critical thinking”
[4].
This general approach was used to organized the three following workshops :
1. Usage scenario analysis. Scenario development of the use of everyday objects
incorporating a reflection on sound design - June 2012.
2. Sound metaphor creation. Work on sound metaphors, questioning the relationship between sound and gesture, using the concept of basic actions and
the work on the sound synthesis engines - October 2012.
3. Validation. Assessment of devices, working on a common framework for comparing the three different approaches (DMI, rehabilitation, SID) - to be
achieved in 2013.
This article presents a summary of the workshops #1 and # 2 of 2012 which
were held at IRCAM.
1.2

Theoretical Backgrounds

The theoretical framework of these workshops stems from our participation to
the European CLOSED project3 and the COST Action SID Sonic Interaction
Design [5]. Under these projects, different workshops [6], [7], [8], were organized
and have helped to develop a framework, in the spirit of participatory workshops
[9] to generate creative, new ideas in interactive sound design context.
A methodology has been established to help the designer generate new scenarios from everyday objects by analyzing them in terms of functionality, contexts
of use, associated actions, and existing sounds. Participants are encouraged to
hybridize different functionalities, associated actions and contexts of use taken
from different everyday objects. The aim is to stimulate the creation of new
scenarios of sonic interaction design. During these sessions, participants think
together and share experiences during practical exercises.
Practical exercises are diversified, including ”speed dating” [10] (generation of
ideas in pairs over very short time periods regularly changing partners to promote
stimulation), ”bodystorming” [11] (playing active situations with objects to test
scenarios), or ”sound drama” [12] (the scenarios are staged with objects using
audio post-production). This approach can be complemented by prototyping
3

http://closed.ircam.fr
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through sensors associated with microcontrollers (such as Arduino4 or Modular
Musical Objects 5 ).
For our workshops, we used this framework by integrating the different skills
of the project members: theoretical background on sound-gesture relationship,
hardware and software for motion capture, different approaches to sound synthesis (physical modeling, synthesis based on acoustical descriptors, ...). These
different skills gave us the opportunity to prototype the different ideas and to
confront them. The aim is to evaluate these interactive sound devices in the
three different fields of application (DMI, rehabilitation and SID). This will be
the topic of the last workshop #3.

2

Workshop #1: Usage Scenarios of Everyday Objects

2.1

Introduction

This workshop had different aims: creating user cases of everyday objects augmented with sonic interaction that can be applied to digital musical instruments
and to rehabilitation. The aim was to create experimental prototypes to explore
how sound can change the interaction experience with everyday objects. Our
work was based on the analysis of everyday objects [13] [1] in order to propose
new user experiences integrating dynamic sound design.
This workshop was held at Ircam6 in June 2012. The first day was dedicated
to the generation of scenarios and the second day to the prototyping of these
scenarios with augmented objects. Before the workshop, participants were asked
to bring one or two small objects. Objects had to be simply manipulated with
one or two hands, in contact (or not) with another object or support, and with
a specific function and purpose. The first object had to give satisfaction to the
user in terms of use. The second object, on the other hand, had to be hard to
use (difficult to hold and with a difficult task to achieve).
The first day, we introduced to participants the different goals of the workshop. After this introduction, each participant presented their objects, explaining
their choices.
Grid for Analyzing Object In order to analyze everyday products and propose extension of user experience with sound design, we built a grid. This grid
reflects part of the analysis of aesthetic components of a product in industrial
design (harmonic, functional, cultural, technological and social factors) [1] but
also more general approaches concerning the analysis of a product: the function
of a product; the form of a product and the use of the product [13].
4
5
6

http://www.arduino.cc/
http://interlude.ircam.fr/
Participants: Sara Adhitya, Frédéric Bevilacqua, Eric Boyer, Florestan Gutierrez,
Sylvain Hanneton, Olivier Houix, Jules Françoise, Nicolas Misdariis, Alexandre
Panizzoli, Quentin Pyanet, Nicolas Rasamimanana, Agnès Roby-Brami, Patrick
Susini, Isabelle Viaud-Delmon.
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Participants were grouped in pairs to analyse the different objects using a
grid:
– Object description: form, size, material, grip.
– Use: context, primary and secondary functions.
– Action on the object: descriptions, interaction with a support or with an
object.
– Experience with the object: positive and negative.
Then, we selected a few objects to produce scenarios integrating sound. The
second day, we prototyped the selected scenarios with augmented objects, separating participants into two groups of five participants. At the end of the day,
each group presented their works.
2.2

Analysis and Selection of the Object

Participants brought several objects following the instructions given to prepare
the workshop. Each participant explained the objects they brought. This first
round was also intended to involve participants in a participatory framework.
These objects were varied: a screwdriver, wooden and plastic citrus presses, a tea
infuser, a razor, an apple corer, a rechargeable lamp, keys, a squeegee, a spinning
gyroscope with its launcher, matches, a spirit level, a saw, make-up, a sponge, a
clothe spin, an alarm clock, a lighter, a jam jar, a coffee plunger and a measuring
tape. Some objects were difficult to use or manipulate or having a baffling design.
Other objects were acceptable, often used in our everyday context and elicited
positive emotions during their use.
Participants were then placed in pairs in order to describe the selected objects
using the analytical grid (section 2.1). We asked them to highlight the negative
and positive aspects of the objects both in terms of ergonomics, design, use and
manipulation.
Findly, we focused on the negatives aspects highlighted by the participants.
For example, the jam jar was difficult to open and manipulate, the regular movements of the spinning gyroscope were difficult to master, and the spirit level
required difficult control which needed visual feedback difficult to maintain.
After this step, participants selected objects to generate scenarios focusing
on usage problems. Thus the different problems or specificities encountered were
organized when using objects to sample our selection . These categories were:
problems of grasping, problems of coordination or adjustment of the action,
problems of design, manual or bimanual manipulation, manipulation without
visual feedback, signage problems without interaction, reversed tools (for example, pressing the infuser tea to open it). The selected objects and the associated
problems or specificities were:
– The jam jar and the measuring tape (Bimanual manipulation)
– The spinning gyroscope, the sponge and the squeegee (Adjustment of the
action)
– The rechargeable lamp (Signage problem of the charge level)
– The spirit level (Need of visual feedback)
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2.3

Development of the Scenarios

Participants worked in parallel in two groups. While one group worked on a set of
objects for 30 minutes to provide usage scenarios, the other group proceeded in
the same way on the other objects. Then the two groups exchanged objects and
continued brainstorming for 30 minutes in the same way. The participants used
simple ways to illustrate their scenarios (gestures, vocalizations, paper - pencil,
...). In a second phase, the two groups met in the same room and shared scenarios.
The participants presented their ideas that were analyzed and discussed. The
principal ideas concerning the four objects were then summarized. A selection
of scenarios are presented below.
The Jam Jar One group proposed the sonification of the closing sound of
the jam jar in order to be optimal, i.e. not too strong and not too loose. This
idea was related to the work done by Rocchesso et al. [14], [15] on the moka7 .
Another proposition was the use of two beating sounds, like the tuning of a
guitar, to prevent strong closing. Other ideas were related to the idea of giving
a relationship between the container and contents.
The Spirit Level The general idea was to enable the ”reading” without visual
feedback in the case of the user not being in front of the spirit level. The sound
could give the necessary information about the direction of the inclination. The
natural metaphor of the rain stick was proposed, in reference to the sound installation ”GrainStick - 2.0” by Pierre Jodlowski8 . A possible extension was the
hybridization between the spirit level and the measuring tape (rattle sound for
giving information about the measured distance).
The Spinning Gyroscope The participants struggled to run the spinning
gyroscope. Its use was not particularly intuitive when starting the rotation of
the spinning. Two proposals were made for its use: for relaxation and meditation like the Chinese health balls without launching and for triggering different
sound worlds depending on the type of movement. The other group studied
the manual mechanism to launch the spinning gyroscope. They noted two main
movements: the movement of the wrist in order to move the launcher and the
rotational movement of the the spinning gyroscope on its axis. The movement
of the launcher could be two points instrumented to retrieve information on the
move. Two different sounds may be associated with the wrist and spinning gyroscope. The idea was to phase these two parameters for the gesture and action
when they were optimal.
The Squeegee Analyzing the use of the squeegee sheet glass, various control
parameters are listed: the inclination of the head of the squeegee, the normal
7
8

http://vimeo.com/898836
http://brahms.ircam.fr/works/work/27276/
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pressure on the surface, the path and the flow velocity. These parameters can
also be similar to the use of a razor. Another track is to explore the sonification
of the error in the control of the squeegee (the following parameters) rather than
the whole gesture. For example, if we consider the pressure on the surface, too
much pressure may be associated with a squeaky violin sound. The object does
not present special problems of manipulation, but the goal of sonification in this
case is to be aware of the movement.
Summary During this step, participants have created scenarios for these objects by integrating a reflection on the use of sound to improve or expand their
uses. Following the discussion about the different scenarios and discussions, we
selected two objects (The squeegee and the spinning gyroscope) to deal with the
scenarios in depth and make them interactive.
2.4

Prototypes

Two groups were formed to work specifically on scenarios using the spinning
gyroscope and the squeegee window. The goal is to prototype the scenarios
by instrumenting these objects using sensors associated with sound synthesis
softwares.

Fig. 1. Working group on the spinning gyroscope. Participants instrumented the
launcher and the wrist of the user (4) using sensors MO[16] to sonify the movement.

The Augmented Spinning Top At first, the participants discussed how to
obtain the best movement with a minimum of effort. The optimal motion was
identified to be to a small dry tilting of the spinning top in order to begin
the rotation mechanism. This movement gives enough energy to the spinning,
allowing a first cycle and rotation. They observed that participants who were
unable to produce a rotational movement, produced more erratic movements of
the wrist. An imagined solution was to optimize the gesture by sonifying two
parameters: the movement of the wrist (as a fixed angle), and the frequency of the
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spinning top due to its frequency rotation. The group was able to demonstrate
a prototype of the spinning top accompanied by sensors placed on the wrist
and the spinning top (see Figure 1). When the user plays with the spinning
top, he/she received a sound return on his/her gesture with the sound becoming
more ”rough” when the movement deviated from the optimal movement. An
extension of this work could be the sonification of the phase difference between
the movement of the wrist and the spinning top rotation so that the user can
correct his/her gesture.

Fig. 2. Working group on the squeegee window. Participants instrumented the squeegee
using sensors MO[16] (2), and have tested different movements (1) and different sound
engines to sonify movement.

The Augmented Squeegee First, participants observed different window
cleaning techniques to understand the different movements. By testing themselves this technique on a surface (see Figure 2), the sequence could be broken
down into a succession of repetitive actions (a linear trajectory followed by a
rapid rotation to change direction). A first observation was made: it is difficult
to keep a fluid gesture during the successions of the linear path followed by the
rotation and that this requires training.
To better understand the various successive actions, the idea was to sonify
the different parameters such as the angle of the squeegee, the pressure exerted
on the surface, and the rotation. The idea was to make fluid changes of direction
and regular trajectories. The augmented squeegee with sensors should control
a sound synthesis software that suggests an optimal trajectory and movement
with a sound metaphor.
For example, considering the angle of the squeegee, if the user kept the race
too close to the surface, a sound like ”wind” or ”white noise” indicates that the
squeegee does not adhere enough to the surface, otherwise a grating sound is
produced. Finally between these two non-optimal situations (angles too low or
too high), the right movement is sonified with the metaphor of a finger sliding
on a glass. Different types of sounds were tested: earcons or auditory icons [17]
and vocalizations. The first tests suggested that vocalizations associated with
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the ”gesture follower”9 allowed, in the first attempt, to easily sonify the gestures
being closest to the movement.
2.5

Summary

During this first workshop, we proposed a methodology to help participants
brainstorme and generate new scenarios from everyday objects.
Participants have analyzed everyday objects in terms of use, function and
form. Instead of hybridizing new functionalities and associated actions, we have
focused on usage problems and selected a few objects to brainstorm on usage
scenarios. Participants used different approaches to illustrate their scenarios:
vocalizations, bodystorming and sound drama. The last part of the workshop was
the work on prototyping. We selected two use cases and built augmented objects
with sensors and sound synthesis to test our scenarios. During this workshop we
did not particularly focus on the relation between sound and action, which is
the topic of the next workshop. This workflow is part of a very useful framework
to link the theoretical background and use cases that we will help us to develop
experimental studies in the three areas (DMI, SID and rehabilitation).

3

Workshop #2: Sound Metaphors

3.1

Introduction

The objective of this second workshop was to study the sound gesture relationship. A first proposition was to work on the decomposition of the movement
with basic gestures. The second one was to work on the type of relationship between gesture and sound production. We also wanted to do further work on the
synthesis engines (sound synthesis, physical models of behavior). This workshop
was held at Ircam10 in October 2012. A video summarized this workshop11 .
3.2

Basic gestures and sound-gesture relationship

Basic Gestures The analysis of a complex action into elementary actions is
derived from work done in the CLOSED project12 . The aim of these studies
was to break down the basic tasks of daily life, especially in the kitchen and to
see if they were associated to a sound resulting, or not, from the actions. We
completed this analysis [18] to extend this framework by integrating the results
of studies that analyze the manual gesture. For example, studies [19], [20] have
9
10

11
12

http://imtr.ircam.fr/imtr/Gesture_Follower
Participants: Sara Adhitya, Frédéric Bevilacqua, Eric Boyer, Jules Françoise, Sylvain
Hanneton, Olivier Houix, Fivos Maniatakos, Nicolas Misdariis, Robert Piechaud,
Nicolas Rasamimanana, Agnès Roby-Brami , Norbet Schnell, Patrick Susini, Isabelle
Viaud-Delmon
https://www.youtube.com/watch?v=GGKcTk95kDc
http://actionanalysis.wikispaces.com/
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proposed a taxonomy of manual gesture differentiating a gesture requiring power
and another requiring precision. We felt that this approach could help structure
our thinking.

Sound-Gesture Relationship We introduced different types of relationship
between gesture and sound production:
– Arbitrary relationships: when a noise parameter varies as a function of arbitrarily gesture, such as when an object is moved upwards and its sonic
roughness is increased;
– Metaphorical relationships: when a user pumps a device faster and faster,
a virtual sound click is repeated more quickly (it uses the metaphor of a
spinning top) [21].
We asked the participants to think about these two types of sound-gesture
relationships applied to basic gestures using synthesis techniques (vocalizations,
Foley or sound synthesis softwares).

3.3

Sound-Gesture Relationship

Each participant presented an example of a sound-gesture relationship based on
elementary actions. This presentation showed that this exercise could be difficult, for example in imagining the metaphorical relation. Some participants gave
examples of case studies related to an object rather than elementary gestures.
Nevertheless, all participants attempted to answer it by offering reflections and
proposals. Participants gave examples like the ones described below:
– Arbitrary relationship: the cinematic of a ping pong was sonified with simple
oscillators depending on the direction. This example can be related to the
artistic performance of Robert Rauschenberg ”open scores”13 in 1966. An
other example: when there is no movement, there is silence. When the gesture
is amplified, a noise becoming a granular texture sonifies the amplitude of
the movement. Accidental gesture (with snap) is associated with a percussive
sound. This example is inspired by ”light music” of Thierry de Mey14 .
– Metaphorical relationship: when a spirit level is inclined, the movement is
related to a bubble sound. A torsional movement could be associated with
a liquid sound when wringing a cloth. A last example: when a drawer is
opened, a sound world unfolds, giving information on its contents.
After these discussions, we defined three case studies that challenge different
type of feedbacks (about the position or about the movement).
13
14

http://www.fondation-langlois.org/html/f/page.php?NumPage=642
http://brahms.ircam.fr/works/work/27276/
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Development of the Case Studies

The participants were separated into three groups to work specifically on these
three case studies. We did not use the use cases developed during the first workshop to stimulate new ideas and diversify the scenarios. We will selected the best
scenarios that can be applied in the three application areas after the workshops.
At the end of the day, each group gave a demonstration of its augmented object.
The Sonic Level The idea developed in the ”sonic level” was to sonify the
angle relative to the horizontal axis using a virtual orchestra (an accordion and
drums). Thus, when the level is flat, the orchestra plays all the instruments
(drums, accordion) and when the angle to the horizontal plane increases, the
orchestra gradually becomes out of sync until only the accordion plays.
The eRhombe A physical model of interaction was developed intially, producing no sound. Indeed, the objective was to first model the behavior of a virtual
rhombus which is driven by the rotation of a physical sensor (gyroscope). The
user rotates the sensor (MO) and must be consistent with the model when the
virtual rhombus starts running and running. The next step is to sonify the virtual
rhombus with an abstract or metaphorical relationship.
The Augmented Ping Pong At the beginning, participants wanted to sonify
the position and the acceleration of the racket for the gestures ”forehand” and
”backhand”. They encountered difficulties of motion capture, e.g. to distinguish
”forehand” and ”backhand”. The sounds used in the demonstration were based
on the principles of classical sound synthesis. This work was been extended after
the workshop with a functional prototype and presented to ping pong players
[22].

4

Summary and Perspectives

The workshop # 1 was very challenging and participants appreciated this framework highly developed in the design community but less used in our respective
disciplines. Participants were able to identify issues related to objects found in
the remaining part of the LEGOS project and proposed answers in the form of
prototyped augmented objects.
At the time, we did not test different approaches of sound synthesis to refine
the sound design of the interactive objects. For example, we have not been able to
fully exploit the expressive possibilities of sound synthesis by physical modeling.
It was difficult to be closer to the movement. An approach to the sound synthesis
by physical modeling needs a finer setting in order to make audible the different
gestures.
This work will be continued in order to test hypotheses concerning the role
of sonic feedback in sensory-motor learning and the type of sound-gesture relationship (metaphorical or abstract).
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For the workshop # 2, the use of sound metaphors to sonify gestures showed
that beyond the issue of choosing the type of sound, it is paramount to make audible the information associated with different actions that composed the movement. The development of an interaction model as an intermediate structure
between the motion capture and sound synthesis engine seems a particularly
promising work.
These workshops have been beneficial for the LEGOS project because we
developed different prototypes to test experimental situations, always questioning the three fields: sonic interaction design, rehabilitation and digital musical
interfaces. These workshops also helped to generate more theoretical questions,
especially regarding the distinction between sound metaphor and interaction
metaphor, and the question of expertise has been the focus of our discussions.
The theoretical contribution of these workshop is on one hand an extension of
a framework to propose a creative process for sonic interaction design and on the
other hand a more theoretical reflection on sound gesture metaphors that will
extend the concept of auditory icons and earcons introduced in human computer
interaction to the context of sound-gesture interactions involved in new tangible
interface.
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Abstract. This paper describes how a vibrotactile glove design was developed for a digital musical instrument (DMI) consisting of an openair music controller. Hand motion of the performer was captured using
infrared marker based motion capture and mapped to synthesis parameters. Vibrotactile feedback was provided to the fingertips using voice
coil actuators fed by synthesized audio signals. Two DMI prototypes
were created, each with their own set of switchable vibrotactile feedback
strategies. An informal evaluation of the controller and the vibrotactile
glove shows that vibrotactile stimuli can provide useful feedback on the
performer’s motion, provide feedback on manipulation of the DMI parameters, and enhance the experience of playing.
Keywords: open-air motion, open-air music controller, motion capture,
vibrotactile feedback, digital musical instrument, DMI

1

Introduction

Musical vibrotactile feedback exists naturally in acoustic instruments since, when
sound is produced, vibrations propagate to e.g. the performer’s fingers [11]. Haptic feedback entails both force and tactile feedback, the latter dealing with perception of texture and vibration. Expert performers rely on haptic feedback from
the instrument [24]. Vibrotactile feedback is absent in digital musical instruments
(DMIs) unless actuators, i.e. devices that produce vibration, are integrated in
the design. This can be seen as augmentation of the instrument controller.
We define motion as displacement in time, while gestures are defined as the
meaning bearing component of motion [21]. Relevant to this text is open-air
motion, i.e. motion that does not involve direct physical manipulation of the
instrument’s control surface. A known musical instrument in which open-air
motion is used to control parameters is the Theremin. Here, open-air motion of
the hands controls amplitude and pitch continuously [31]. In DMIs, the sound
generator and the sound controller are not coupled physically as in acoustic
instruments [22]. This means that the mapping between sensor input and synthesis parameters can be arbitrary, i.e. any motion can control any parameter
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of the sound synthesis. Approaches to mapping strategies have been discussed
extensively to deal with the issue of controlling sound [17–19]. In DMIs, open-air
controllers may consist of various kinds of technology [33]. One can argue that
the issue of mapping strategies is not only related to auditory feedback, but also
to haptic feedback. The issue of mapping to feedback other than auditory has
little been discussed, except for [25, 24].
Rovan and Hayward point out important issues when dealing with open-air
controllers [33]. The performer is often left relying on proprioception and egolocation. The disadvantage is then inaccuracy with respect to the performer’s
absolute position. This might introduce imprecise control. Paying attention to
visual feedback when playing can be distracting, also Rovan and Hayward explain that, with respect to psychology and physiology, vibrotactile perception
is more “tightly looped” than visual perception. The above mentioned provides
a rationale that suggests haptic feedback might prove to be useful in DMIs,
particularly in DMIs with open-air controllers.

2

Implementation

Haptic displays have been made for musical applications, [10, 7, 28, 29]. Haptic
actuators can be embedded in the controller or be placed on different parts of
the body so musical features can be perceived through haptic perception, [16, 15,
14]. There have been made several vibrotactile displays that deliver feedback to
the hands using glove-like designs, [35, 23, 34]. The most relevant for this paper
is Rovan and Hayward’s “tactile ring” which is capable of delivering vibrotactile
feedback when used with an open-air music controller [33]. The focus of our
research is on what kinds of vibrotactile feedback that might be provided, how
a response to motion can be conveyed through vibrotactile feedback, and also
what feedback strategies that can be considered useful and preferable in the
given context. To address these problems two DMI prototypes were created and
a vibrotactile glove was created.
2.1

The Vibrotactile Glove, Sound Controller and Sound Generator

There exist a wide range of different vibrotactile actuators to choose from [12].
Drawing upon Egloff’s use of voice coil actuators [14], four Hiwave 11 mm low
profile voice coil actuators [1] were fitted inside four of the fingers of a right
handed utility glove, respectively the index, middle, ring and little finger (Figure
1). The specific glove was chosen for the setup to fit different subjects. A Vicon
460 motion capture system with six M2 cameras was chosen for capturing the
motion of the hand, thus serving as the open-air controller in this context.
The camera setup resides in the IDMIL (Input Devices and Music Interaction
Laboratory) at McGill University. The glove was fitted with a fixed marker
configuration (Figure 1) and a model was defined in the Vicon iQ software.
This allows for easy recognition and robust tracking of the glove across different
subjects. Only the position data of the marker on the middle finger was used for
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controlling the synthesized sound. The marker position data was sent in realtime
(frame rate 100 Hz) from the computer running the Vicon software to another
computer running the audio synthesis via OSC [4]. The signals were amplified
by Sparkfun class D amplifier [5] and fed to the actuators via minijack.
The libmapper tool can be used to establish, edit and store mappings between
constituent parts of DMIs [3, 27]. Using the musical programming environment
SuperCollider modified to be compatible with libmapper [2], the marker position data was mapped to synthesis parameters. All the vibrotactile signals with
varying frequency content were filtered by two cascaded biquad filters. The filter
coefficients were obtained from the Max MSP patch used in [7]. This was an attempt to compensate for the nonlinear frequency perception curve of vibrotactile
stimuli, as described in [36]. Some of the tactile signals were also low pass filtered
at the end of the tactile range (fc = 800 Hz) to roll off audible frequencies. The
different stimuli are not dependent on the auditory output of the DMI’s sound
generator as found in [7]. Rather, they are a result of the mapping of the marker
position input to the tactile signal synthesis parameters. The webmapper GUI
[6] was used to edit, store and load the mappings between the marker position
data and the parameters of the vibrotactile and audio synths.

Fig. 1. Glove with fixed marker configuration and index finger actuator exposed.

2.2

Prototype 1

With this prototype, discrete notes in a pentatonic scale can be chosen and
triggered with varying amplitude and spectral content. The audio synth is based
on [13, pg. 24]. The notes of the scale are distributed along the x-axis of the
Vicon coordinate system. The marker x-position is divided by different scalars
depending on the desired note “grid” spread. Then the position data is rounded
to the nearest integer and modulus 8 is taken. Finally, the eight discrete values
one might select are mapped to eight discrete pitches of an ascending pentatonic
scale (passing through one octave). A pulse is sent to the actuators such that
the performer can get an indication of whether or not a new note is selected.
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A similar approach for note selection feedback is found in [29]. The maximum
amplitude of the sound synthesis is controlled by the velocity of the marker. The
marker height controls the spectral attributes of the sound (low to high–“dull” to
“bright”). When crossing a given point, the sound synthesis amplitude envelope
is triggered. The maximum amplitude and spectral properties are controlled by
the marker position at the point of triggering, i.e. no control of parameters once
the sound is triggered.
Four different vibrotactile feedback strategies were created (Table 1). Triggering the sound with rapid hand motion carried out with the hand raised high
will yield the following vibrotactile signals: (1) a sinusoidal signal with a high
maximum amplitude; (2) a long burst with high maximum amplitude; (3) a
“rough” signal (amplitude modulation) with high maximum amplitude; and
(4) the “bright” audio signal with high maximum amplitude filtered with respect to tactile perception curve as well as with a low pass filter (fc = 800 Hz).
Accordingly, triggering the sound with slow hand motion with the hand held
low will yield the following vibrotactile signals: (1) a sinusoidal signal with a low
maximum amplitude; (2) a short burst with a low maximum amplitude; (3) a
pulsating sinusoidal signal with low maximum amplitude; and (4) the “dull”
audio signal with a low maximum amplitude filtered the same way as in the
previous example.
This DMI prototype is focused on separable control of parameters [20]. Also,
this approach can be categorized as a skill -based DMI [26], which entails low level
control of the synthesis parameters. Although absolute frequency discrimination
in tactile perception is quite poor, Okazaki et al. found that harmonic relationships between auditory and vibrotactile stimuli can be perceived [30]. This idea
was implemented in vibrotactile feedback strategy 1 and 3 (f0 /2) to keep the
signal within the most sensitive tactile range while maintaining a coupling to the
audio signal. Picinali et al. showed that subjects are able to distinguish between
differences in spectral properties of vibrotactile stimuli [32]. Spectral variances
can be found in strategy 3 and 4.
2.3

Prototype 2

Here, a drum loop can be triggered by crossing from positive to negative values
on the y-axis of the Vicon coordinate system. The drum loop is filtered by a
resonant low pass filter, where the marker x-position controls the filter frequency
while the z-position controls the playback rate. This setup is focused on integral
control of synthesis parameters [20]. I.e., more than one parameter of the sound
producing algorithm can be controlled simultaneously and continuously. This
DMI approach can be seen as rule-based [26]. Two feedback strategies were
created (Table 2). While the first strategy involves feeding the actuators with
the filtered audio signal, the second strategy entails extracting onsets of the audio
signal that are used to trigger percussive envelopes of a sinusoidally amplitude
modulated sine tone. Thus, depending on the playback rate the envelopes will
be triggered less or more frequently.
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Table 1. Feedback strategy mappings in prototype 1
Main Mapping
Synth
Mapping
vib.tact. & audio if(positive to negative)→trigger
vib.tact. & audio first difference→amplitude
vib.tact.
mod 8→8 discrete pitches/filter freqs
audio
mod 8→8 discrete pitches

Vicon
Marker y-pos
Marker x-pos
Marker z-pos

audio

low–high→“dull”–“bright” spectral param.

Strategic specific vibrotactile mappings
Vib.tact. strategy Feedback
Mapping
spetral: no
Strategy 1
pitch: yes
frequency = f0 /2
spetral: yes
z-pos→burst length
Strategy 2
pitch: yes
resonant frequency = f0
spetral: yes
z-pos (low-high)→modulation freq (7-20 Hz)
Strategy 3
pitch: yes
carrier frequency = f0 /2
spetral: yes
z-pos→spectral parameter
Strategy 4
pitch: yes
f0

Spectrogram of vibrotactile signal (top), audio signal (middle) and marker x,y,z position (lower)
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Fig. 2. Example excerpt of the first author playing with vibrotactile feedback strategy
3 of concept 1. Notice that whenever the marker y-position crosses from positive to
negative a note is triggered. The slope of the line at this point is related to the amplitude
of both the tactile and audio signal. One of the note selection feedback stimuli is pointed
out in the uppermost plot.
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Table 2. Audio and vibrotactile mappings of prototype 2
x-pos→filter frequency
if(y-pos from positive-negative)→trigger loop
z-pos→playback rate

Audio mapping

Vibrotactile strategy 1 same as above but filtered
x-pos→carrier frequency
Vibrotactile strategy 2 onsets of audio signal→trigger envelope
z-pos→modulation frequency

When holding the hand high and to the right of the origin of the Vicon
coordinate system (negative x-position values), the filter frequency will be low
and the playback rate will be close to twice the original. While this will yield
vibrotactile stimuli similar to the audio signal with vibrotactile strategy 1, a
rapidly iterated “rough” signal can be felt with strategy 2. The latter can be
seen in Figure 3 between 7–11 seconds. Holding the hand low while on the left
side of the origin (positive x-position values), the filter frequency will be high
while the playback rate will be either closer to the original or less, i.e. backwards
playback.
Spectrogram of vibrotactile signal (top), audio signal (middle) and marker x,y,z position (lower)
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Fig. 3. Example excerpt of the first author playing with feedback strategy 2 of concept
2.

3

Evaluation

An informal evaluation was conducted with five participants from the IDMIL at
McGill University. The participants are all familiar with musical practice as well
as DMIs. All participants tested the two prototypes with the feedback strategies
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in different orders. The spread of the note grid was varied between the different
strategies with prototype 1. With both prototypes, participants tried playing
without any feedback at all such that they could give their opinion on whether
they preferred having feedback or not, and whether or not they found the glove
design to be obtrusive. Each trial of the feedback strategies lasted no longer than
three minutes. The audio mappings were explained for each prototype, however
the vibrotactile feedback strategy mappings were not explained. No analysis was
performed on the motion of the participants.
In the evaluation of prototype 1, the focus was on finding out if the participants could feel that the vibrotactile feedback varied with the amplitude and
spectral content of the perceived sound. Also, whether or not the pulses provided
when selecting notes was helpful, as well as whether or not the glove felt obtrusive. The task remained open, i.e. the participants were asked to select notes
while varying the mentioned parameters of the sound. With prototype 2, the
focus was on finding out if the participants could feel that the feedback varied
with the parameters of the sound. To reveal this, the participants were asked to
explore the DMI with no instructions other than an explanation of the mapping.
The results of the evaluation of both prototypes are shown in Table 3. Questions
on the specific strategies were asked right after testing them.
Table 3. Results of informal evaluation of concept 1 and 2.
Perceived feedback variance according to perceived sound
Prototype 1
Perceived feedback
Prototype 2
Perceived feedback
Strategy 1
amp: 3/5, spectr: 1/5 Strategy 1
freq:1/5, tempo:4/5
Strategy 2
amp: 2/5, spectr: 1/5 Strategy 2
freq:4/5, tempo:5/5
Strategy 3
amp: 5/5, spectr: 3/5
Strategy 4
amp: 4/5, spectr: 4/5
Note selection f.back useful: 4/5
Feedback or no feedback preferred? Glove obtrusive?
Prototype 1
Answer
Prototype 2
Answer
Feedback preferred? yes: 5, no: 0
Feedback preferred? yes: 5, no: 0
Glove obtrusive?
yes: 1, no: 4
Glove obtrusive?
yes:1, no: 4

As the table shows, most of the participants found note selection feedback
to be useful. The participant that did not find the note selection feedback useful
explained that proprioception was more important for selecting notes. One participant stated that the perceived effort put into the motion when triggering the
note felt more important than vibrotactile feedback on amplitude. Conversely,
another participant stated that such feedback was useful for understanding the
velocity of the hand. With feedback strategy 1 of prototype 1, a participant reported perceived variance in the feedback according to spectral changes. Indeed,
this feedback strategy does not vary according to spectral changes of the sound.
Perhaps is this related to the fact that the participants inevitably perceive the
vibrotactile feedback and audio simultaneously, i.e. through multimodal perception.
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Feedback strategy 2 of prototype 1 was the least obvious with respect to
providing feedback on amplitude and spectral content change. It is perhaps not
surprising since the signal itself is very different from the audio signal. Some
participants explained that they found the feedback in prototype 2 to be useful
for understanding the rhythm in the drumloop, getting more immersed and getting a better understanding of the space where the motion is used to control the
sound. Although not all participants could feel variance with the audio parameters, the informal evaluation shows that vibrotactile feedback was considered
preferable with both prototypes.

4

Future Work

The informal evaluation shows that vibrotactile feedback can be considered useful and preferable when using an open-air music controller. However, a formal
study with more participants would be necessary for further investigation of
these discovered tendencies. This could entail a more strictly defined musical
task as well as analysis of the motion, using position data of either the hand
or the full body of the participant. Having tested a set of different vibrotactile
feedback strategies, new approaches can be made. In some cases the participants could not feel significant variance in amplitude in prototype 1. Since both
of the DMI prototypes are fairly unconventional, as well as the participants did
not know on beforehand how to play them, the aspect of learning has to be
taken into account. One might argue that the vibrotactile feedback may become
increasingly discernible as the participants acquire more skills with the DMI.
The vibrotactile synths are capable of delivering an adequate dynamic range
for the participants to perceive noticeable change. However, a different mapping
might make such dynamics more pronounced. Similarly, a different mapping
might improve the feedback for manipulation of the resonant frequency of the
filter in prototype 2. While mapping strategies might improve the vibrotactile
feedback strategies, new approaches to signal synthesis may also yield more
discernible and useful feedback.
One of the participants remarked that the glove was too big. Thus, improvement can be made to the glove design so that it is more adaptable to different
subjects. Another participants remarked that although the glove itself was not
obtrusive, the wires were. While the focus was not on making a wireless design,
this is something that clearly would make the design less obtrusive. A wireless implementation could entail transmitting the synthesized tactile signal itself
wirelessly to a receiving device on the glove. Another approach is to control
vibrotactile signal synthesis on a wireless device such as a smartphone [8, 9].
Acknowledgments. Thanks to Marcello Giordano, Clayton Mamedes, Mark
Zadel, Joseph Malloch, Stephen Sinclair, Aaron Krajeski, Darryl Cameron and
Avrum Hollinger at McGill University for helping out with various technical
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Abstract. Musicians typically use various playing modes (bass lines, chord
comping, solo melody improvisation) when they perform with their instrument.
The design of augmented instruments calls for a precise understanding of such
playing modes, from real-time analysis of musical input. In this context, the
accuracy of mode classification is critical because it underlies the design of the
whole interaction taking place. In this paper, we present an accurate and robust
mode classifier for guitar audio signals. Our classifier distinguishes between 3
modes routinely used in jazz improvisation: bass, solo melodic improvisation
and chordal playing. Our method uses a supervised classification technique
applied to a large corpus of training data, recorded with different guitars
(electric, jazz, nylon strings, electro-acoustic). We detail our method and
experimental results over various data sets. We show in particular that the
performance of our classifier is comparable to that of a MIDI-based classifier.
We discuss the application of the classifier to live interactive musical systems.
We discuss the limitations and possible extensions of this approach.
Keywords: Audio classification, playing mode, guitar.

1 Introduction
Interactive musical applications require some form of control from the player. Control
can be expressed explicitly by the musician with controllers (faders, knobs or pedals).
However, many control information cannot be given explicitly, because it creates a
cognitive overhead that interferes with the performance. Implicit control information
can be given through the automatic analysis of the audio signal of an instrument. Such
information provides the system with valuables clues about the intention of the
musician. For instance, in jazz improvisation, a musician typically alternates between
several playing modes such as chord comping, solo melodic improvisation, walking
bass, etc. Recognizing these modes automatically opens the way to musically aware
interactive applications. In this paper, we address the problem of automatically
classifying the audio input of a guitar improviser into such musical modes. The
objective of playing mode classification is to build robust interactive musical
applications (for instance, performance oriented ones, such as the VirtualBand [10],
augmented instruments, etc.). We discuss some of these applications with more
details later in this article.
Playing mode analysis has so far been studied by the MIR community essentially
from the viewpoint of expression modeling. As a consequence, most of the works in

CMMR2013 - 64

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

playing mode identification focus on timbral aspects of a given playing technique. For
instance, [8] and [11] propose a system which classifies in real time different playing
techniques used by a guitarist. These techniques include “up and down legatos”,
“slides”, “slapped / muted notes”, as well as the position of the pick on the neck with
regards to the bridge. The system relies on the analysis of both the incoming audio
signal and/or gesture capture data. Similar topics have been investigated with the goal
of modeling expressivity, such as the articulation in nylon guitar [9]. [1] presents a
feature-based approach to classify several plucking styles of bass guitar isolated
notes, and [2] describes an automatic classifier of guitar strings for isolated notes
using a feature-based approach, and a two-step analysis process. [19] studies the
retrieval of played notes and finger positions from guitar audio signals. Instrumental
techniques classification methods have been investigated for the beatbox [13] and
[14] and the snare drums [16] with some success. [15] describes an approach to
analyze automatically audio effects applied to an electric guitar or bass, and [18]
studied the automatic classification of guitar tones. As we will see below, their
objective is in some sense opposite to ours, since we aim at extracting information
from the guitar signal that is precisely timbre-independent.
Our objective is different. For instance, in guitar, jazz in particular, there are many
ways to play: octave playing (typical of Georges Benson or Wes Montgomery styles),
chord comping, bass lines, mix of chords and bass (as in Bossa nova), etc. We call
these ways of playing the guitar playing modes. Our aim is to precisely to detect these
playing modes in real time for interactive applications. In other words, we don’t aim
at extracting information about the way the musician plays musical phrases (using
staccato, legato, slap…), we want to extract information about the musical content
that is played (notes, chords…). Playing modes would be in principle easy to analyze
from a score of the performance. However, score-related symbolic data (pitches,
duration of the notes…) are available only from MIDI instruments. Furthermore, the
accuracy of MIDI guitar is not perfect, and requires specific, expensive hardware.
One way to extract our information would be to use automatic score transcription
from audio [6] [12]. However, these techniques are not accurate enough to build
robust live systems. More specifically, [5] addresses the problem of guitar audio
transcription, but this approach does not take into account the dynamic variation that
can occur in live recordings, and is biased by the use of a unique guitar model for
training and testing.
One key problem is to detect accurately and robustly polyphony from the guitar
signal. Monophony vs. polyphony classification has been investigated by [7], using
the YIN pitch estimation algorithm [3] with bivariate Weibull models. This method is
practical since it only requires short training sets (about 2 minutes of audio), works
for many instruments, and achieves good performance (a 6.3% global error rate).
Most importantly, this work shows that the YIN descriptor yields informative features
for polyphony detection.
In this paper, we describe a mode classifier that works directly from a guitar audio
signal, and classifies it into three basic playing modes described above: bass, chords
and melody. Following [2] the classifier is based on a 2-step analysis process (single
frames then smoothing on larger windows), based on YIN-derived features, pitch and
inharmonicity indicator like [7] and [19].
Our classifier is largely timbre-independent, i.e. works well with several types of
guitar. We describe the training data in the next section. The classifier is described in
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Section 3 and its performance discussed in Section 4. Section 5 describes applications
of the classifier for interactive music systems.

2 Datasets
All guitars exploit the sound coming from the vibration of strings. But there are many
types of guitars and therefore many different guitar sounds. In order to avoid bias or
over fitting due to the use of a single guitar for training data, we built an audio dataset
recorded with 4 different guitar types: a Godin LGX-SA solid-body guitar (God) –
which has also a MIDI output – which output has been fed to a AER Compact 30 jazz
amplifier, a Cort LCS-1 jazz guitar (Cort), an Ovation Electric Legend (model Al Di
Meola) electro-acoustic guitar (Ovat) and a Godin Nylon SA nylon string guitar (Nyl)
(see Fig.1).

Fig.1. The 4 guitar types used for our datasets. Top-left: one is a pure solid-body (Godin LGX),
two of them have a hollow-body (the Cort jazz archtop and the Ovation electro-acoustic), and
one of them has nylon strings (Godin Classic).
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Each subset contains the recordings of seven jazz standards: Bluesette, The Days
of Wine and Roses, LadyBird, Nardis, Ornithology, Solar, and Tune Up. Each song
has been recorded three times, for each playing mode: melody, bass, and chords. The
database contains therefore 84 files (1 hour and 39 minutes of audio) which are all
available at http://flow-machines.com/mode_classification_sets.

3 The mode classifier
Our method uses a two-phase analysis: first, short signal frames (50ms) are classified
with a supervised classification algorithm, which determines playing mode over short
time windows, with an imperfect accuracy. Then, information obtained over the 50ms
frames is aggregated to classify a whole audio chunk. The scheme of the algorithm is
shown in Figure 3.
3.1 Feature selection
We use a training set containing jazz guitar recordings, which have been played and
tagged in each of our three playing modes: “bass”, “melody” and “chords”. We
describe the data sets in more details in Section 4.
As a first step, we performed feature selection to determine which features are the
most relevant for our problem. We used the Information Gain algorithm [17] of Weka
[20], set with the lowest threshold possible (-1.8x10308) to obtain a list of features
ranked by information gain, and ran it on a set of 37 features divided in two sets:
1) Basic audio features: MFCC (13), harmonic-to-noise ratio, spectral centroid,
spectral flatness, spectral kurtosis, spectral decrease, spectral spread, spectral
rolloff, spectral skewness, chroma (12), RMS.
2) YIN features, following [5]: YIN pitch, YIN inharmonicity indicator and YIN
variance.
Feature selection yields the 6 following features: harmonic-to-noise ratio, YIN
pitch and YIN inharmonicity, spectral spread, spectral centroid and spectral kurtosis.
This confirms that YIN features are indeed interesting for our task. To further reduce
the feature set, we retained only the 4 following features:
1) YIN pitch, which was quantized to avoid overfitting (this point is explained
below), computed with an absolute threshold of 0.2 for aperiodic/total ratio,
2) YIN inharmonicity coefficient, computed in the same manner,
3) Harmonic-to-noise ratio of the signal, computed with a fundamental frequency of
185 Hz (which is the lowest frequency possible with 50ms frames, we would
have to work with larger frame lengths to decrease the fundamental),
4) Spectral spread.
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3.2 Frame selection and training
The training sets are normalized, and sliced into 50ms frames, overlapping at 75%.
We chose this duration to work with portions of the signal that contains no more than
one musical event, for example to separate the different notes of a melody even for
fast ones that can appear, for instance, in jazz solos.
Before extracting the features from these frames, a selection step is performed to
retain only the frames which contain the steady state portion of the signal and exclude
the ones which include silence, or transients. In fact, preliminary empirical results
show that, given our feature set, common statistical classifiers (SVM, decision trees,
Bayesian networks) fail to classify correctly the frames that contain transients. To do
so, we first use a noise gate with a -13dB threshold to remove silent frames. To detect
quickly transient frames, we use a simple onset/offset detection algorithm, presented
in Figure 2, which computes the difference between the RMS values of the 10 first
and last milliseconds of the signal, and applies a 6dB threshold on it.

Fig. 2. Simple onset/offset detection procedure. The output of the algorithm is positive if there
is a difference of 6dB or more between the two RMS values.

More sophisticated onset detection techniques such as frequency domain-based
ones [4] can be used, but the proposed solution is fast and works well enough for our
goals. Finally, the features are extracted from the remaining audio frames.
We finally train and test various classifiers on our database: a Support Vector
Machine with linear, radial and polynomial kernels, a Bayesian network and a J48
tree. The best classifier turns out to be a Bayesian network classifier (Weka’s
BayesNet with a “GeneticSearch” algorithm) with default parameters.
3.3 Performance on Frame Classification
We train the classifier on one song, The Days of Wine and Roses (the longest song of
the database), taken from the Godin guitar (God) subset, and test it on the six other
songs. When we classify the selected audio frames (discarding silent frames and
transients) with our feature set and the Bayesian network, we obtain an average Fmeasure of 0.87. This result is not sufficient for a robust, real-time classifier. In the
next section we add an aggregation, or smoothing step to our method to further
improve the classifier performance, following the approach in [2].
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Fig. 3. General scheme of the classification algorithm.

3.4 Aggregation
In order to improve classification performance, we aggregate the results of individual
frame classification within a given time window (called thereafter chunk) and apply a
winner-takes-all strategy to identify the mode of the chunk. A typical chunk size is
one bar at reasonable tempo (1s at 240 bpm, 4s at 60 bpm).
Since the Bayes classifier yields a probability of class membership, we can discard
frames for which the class probability falls under a given threshold, which can be
determined with a validation process, and use the winner-take-all strategy on the
remaining ones.

4 Results
This section describes various evaluations of the classifier (including aggregation),
highlighting the impact of using different guitars on classification robustness.
4.1 Evaluation on a one-song training set
First, we train the classifier on one single song, “The Days of Wine and Roses”, taken
from the Godin guitar (God) subset. Then, we test it on the six other songs, for each
guitar subset, with a 1.5s chunk duration (the duration of one 4/4 bar at 160 bpm). The
results are displayed on Table 1.

CMMR2013 - 69

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Table 1. Classification performance obtained over six songs, for various guitar models.
Tested subset
Mean F-measure

God
0.96

Cort
0.941

Ovat
0.854

Nyl
0.839

For the guitar subsets Cort and God, the results are slightly better than the
preliminary ones obtained with the Bayesian network without the aggregation step
(.87 average F-measure). However, the classification results are poor for the Ovat and
Class guitar subsets.
4.2 Evaluation with the use of larger training sets
To improve the performance, we increase the size of the training set: we train and
evaluate the classifier with the leave-one-out procedure. Hence, each training set
contains now six songs. To study the influence of the guitar type used for training and
testing, we repeat this procedure for each guitar subset. The results are displayed on
Table 2.
Table 2. Classification performance obtained with the leave-one-out procedure on the whole
dataset. The first number is the minimum F-measure over the six tested songs, the second is the
average F-measure.
Tested subset →
Training set : God
Training set : Cort
Training set : Ovat
Training set : Nyl
Average F-measure over
all training sets

God
0.956
0.971
0.94.3
0.963
0.885
0.92
0.92
0.943

Cort
0.933
0.968
0.974
0. 984
0.917
0.955
0.961
0.975

Ovat
0.654
0.90
0.753
0.94
0.964
0.978
0.961
0.975

Nyl
0.71
0.901
0.922
0.972
0.956
0.978
0.981
0.992

0.949

0.971

0.948

0.961

These results show that while a larger training set increases the accuracy, the
classification performance depends of the guitar used for training and testing: more
specifically, the pairs God/Cort and Ovat/Nyl seem to give better results when used
together (one for training and the other for testing). This can be explained by the fact
that the guitars used to record Ovat and Nyl subsets produce more high-frequency
content than the other ones: a feature such as spectral spread is sensitive to timbre.
4.3 Evaluation with a mixed training set
In order to make the classifier more independent of the guitar type, or more generally
of timbral variations, we pick tracks from each of the four subsets to build a new
training set. We use the recordings of The Days of Wine and Roses and Ladybird from
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each subset to train the classifier, and test the performance on the six remaining
tracks. Results are shown on Table 3.
Table 3. Classification performance obtained with the use of a mixed training set. We compare
the minimal F-measures over the four guitars in order to evaluate the timbral sensitivity of the
classifier.
Tested subset →

God

Cort

Ovat

Nyl

Min. Fmeasure

Bluesette

0.971

0.988

0.989

0.995

0.971

Nardis

0.941

0.966

0.973

0.99

0.941

Ornithology

0.99

0.988

0.99

0.999

0.988

Solar

0.977

0.965

0.985

0.997

0.965

Tune Up
Min.F-measure per
tested subset

0.968

0.984

0.962

0.952

0.952

0.968

0.978

0.98

0.987

0.968

Here, we can see that the use of a mixed training set, containing two songs (or a
total 31 minutes of audio), increases the overall performance. We evaluated the
classifier with larger training sets, but larger sets do not increase classification
accuracy in a significant way. This last training set will be used in the rest of this
article.
4.4 Influence of the analysis window length
Since the algorithm includes an aggregation step, we can assume that the accuracy of
the classifier depends on the length of the analyzed audio chunks. Figure 4 displays
the performance of classification, obtained over the five tracks which are not included
in the training set, for various analysis windows. As a comparison, we added, for each
guitar subset, the F-measures obtained without performing the aggregation over the
50ms frames.
We can see that the classification improves when increasing the analysis window
length, reaching a plateau at about .98.
4.5 Real-time
Since the algorithm consists in feature extraction and simple Bayesian classification,
the overall complexity of the algorithm is linear with the analyzed audio window
length (other computation such as the aggregation is negligible). The average
classification CPU is 2% of real-time, with a Java implementation running on an Intel
i7 2.67GHz quad-core, Windows laptop (eg. the experienced latency obtained for the
analysis of a 4/4 bar at 120 bpm is 20ms). This clearly enables interactive musical
applications on commonly available hardware.
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F-measure

0.95
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1.5
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Analysis window length (s)
God
Nyl
Ovat-noAgg

3

Cort
God-noAgg
Nyl-noAgg

4
Ovat
Cort-noAgg

Fig. 4. Improvement of classification performance obtained with different analysis window
lengths. The series followed by the mention noAgg (dotted lines) show the results obtained
without the aggregation step.

4.6 Comparison with MIDI-based classification
We compared our algorithm with the performance of a MIDI-based mode classifier
described in [10], using the Godin guitar subset (this guitar has a MIDI output). The
MIDI-based classifier trains a Support Vector Machine classifier on 8 MIDI features,
related to pitch, duration, velocity, and more advanced ones, aggregated over one bar.
This classifier is been trained on the song Bluesette, and tested on the six other songs.
In order to work with the same experimental settings, we adapted the analysis frame
of our audio-based algorithm on each song, to match the length of a bar. The results
are displayed in Tables 4 and 5.
Table 4. Results of the MIDI-based SVM classifier
Classified as →
Bass
Chords
Melody

Bass

Chords
1314
24
1

6
1294
12

Melody

F-measure

2
13
1318

0.98
0.97
0.99

Table 5. Classification results obtained with our classifier
Classified as →
Bass
Chords
Melody

Bass
1118
85
25

Chords
1
1017
31
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Melody
3
11
1065

F-measure
0.947
0.936
0.968
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The results we obtain are still reasonable, but weaker than with the preceding
training sets. This is due to the fact that audio analysis requires larger training sets
than MIDI to reach the same performance. To illustrate this point, we increase slightly
our training set and train our classifier with two songs: Bluesette and The Days of
Wine and Roses. We repeat the testing procedure on the five remaining tracks. The
confusion matrix is displayed on Table 6.
Table 6. Classification results obtained with our classifier, with a larger training set.
Classified as →
Bass
Chords
Melody

Bass
811
0
18

Chords
30
852
21

Melody

F-measure
10
3
817

0.965
0.969
0.969

These results show that our method provides results which are comparable to the ones
obtained with the MIDI output of the guitar. This result enables us to integrate our
algorithm in actual interactive live applications, without any MIDI support.

5 Interactive applications
We describe two examples of applications of our mode classifier. VirtualBand, which
implementation is discussed in [10], enables a musician to control virtual instruments
which interact with him in real time, while following a harmonic grid. A
VirtualBand’s applications, reflexive loop pedals, use our mode classifier to analyze
the audio input. Two virtual instruments are instantiated by the system: bass and
chords. In a typical interaction scenario, the musician starts to play chord, which are
recognized as such and recorded by the system. Then, the musician starts playing a
walking bass line. As a response, the chords virtual instrument plays back recorded
chord audio chunks, transposing them if necessary with a pitch shifting algorithm, to
fit the grid. The musician can then decide to play some melodic lines. In that case, the
bass and chords virtual instruments both play along. A detailed version of this
example is given in [10]. This interactive application allows the user to control the
musical process while not using control devices such as loop pedals, that would
interfere with his creative flow. Hybrid modes, such as the “Bossa nova” mode (see
next Section) can be added to this setup to allow more sophisticated interactions,
thanks to the addition of a new virtual instrument.
Another application, included in VirtualBand’s features, is to automatically
process the input sound according to the playing mode. Various audio effect chains
can be applied to the audio input, their selection depending on the currently played
mode. For instance, the system can add a specific reverberation effect when the
musician is playing melody, tube distortion when chords are detected, and, say, apply
dynamic compression and enhance the low end of the sound when the instrumentalist
is playing bass. The effect chain is applied with a latency corresponding to the chunk
size needed to perform mode classification (about 1 sec minimum).
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6 Discussion
We have shown that YIN features, that represent half of our feature set, are efficient
to classify guitar playing modes: our classifier is accurate, robust to variations in
guitar type, and able to cope with real-time computational constraints, thanks to a
small feature set. We also showed that although the accuracy depends on the size of
the analyzed audio, this classifier can be used with realistic window sizes. Three
points can be improved, to further extend its applicability.
6.1 Features
The method also raises issues when dealing with long chord decays (say, more than
5s), when only one note keeps sounding. This case falls off the boundaries of our
algorithm and feature set. One solution would be to add a robust onset detector to our
algorithm, and restrict the mode computation on the first seconds that follow an onset
(we did no implement such a solution).
Another limitation comes from the feature set: we work with a feature set that
answers a specific problem, but it may not be efficient to distinguish efficiently yet
other playing modes, such as strums or octaves. The algorithm is also somewhat
specific to the guitar: the YIN inharmonicity factor may not behave the same with less
harmonic instruments, such as the piano.
6.2 Hybrid playing modes
In our method, we perform an aggregation step because the frame classifier alone is
not accurate enough. Nevertheless, it provides a good hint about the rate of chords,
melody and bass, within audio chunks that contain a mixture of different playing
modes. For instance, we can consider an extra “Bossa nova” playing mode which
consists in alternative bass/chords patterns. In order to recognize such a mode, we add
an extra rule to the aggregation step of the algorithm: before applying the winnertakes-all strategy to our frames classes, we compute the weight of each class, without
taking the class probabilities into account, and we express it in absolute percentage.
Then, we consider the bass and chords weights: if they are both greater than, say, 20%
and lower than 80%, then we can consider that the chunk belongs to the “Bossa nova”
class. Such a rule could be also implemented in a classifier, so that the process is
entirely automatic. An example of such a hybrid mode is displayed in figure 5.

Fig. 5. Identification of bass and chord parts in a Bossa nova guitar audio signal
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Although the frame classifier does not provide an accurate weight for each class
within a chunk, the ability to detect when the musician is performing this hybrid
playing mode brings new possibilities for building interactive applications. This
pattern is correctly detected, however it represents only a particular case of the Bossa
nova playing mode, in which bass and chords do not overlap. In the (frequent) case
when they overlap, the classifier performance drops sharply.
6.3 Absolute aggregation vs. time series
In this paper, we use the simple winner-take-all strategy to aggregate the 50ms frames
over the entire analysis window. This method does not take into account the timeseries nature of a musical audio signal. For instance, guitar players sometimes use
low-pitched notes in their melodic improvisation, and conversely, play walking bass
with high-pitched notes. With our window-based scheme, the classifier uses the YIN
pitch as a strong hint to distinguish the melody from the bass. As a consequence, the
user might be surprised by some results for those notes with intermediary pitches (e.g.
in the range C3-E3) also, since there is no high-level musical analysis of the currently
played phrase. The evolution and continuity between the different features values
extracted within an audio chunk could be evaluated over time, leading to a smarter
way to process these frames. We assume that a classifier that exploits such knowledge
would be more accurate, and also could efficiently identify more sophisticated new
playing modes such as arpeggios, muted notes strumming and, in general, playing
modes based on longer temporal patterns.

7 Conclusion
We have presented a simple, fast and accurate method to classify basic playing modes
for the guitar from its audio signal. We limited our work to the study of the guitar,
focusing on a timbre-independent classifier. Further studies with other instruments
such as the piano or synthetic sounds are needed to assess the generality of our
approach.
Our classifier works efficiently for simple playing modes, such as chords or bass.
Future designs of the algorithm, in particular taking into account the continuity
between frame analysis, will be able to distinguish more complex playing modes,
such as the Bossa nova bass/chord mixing discussed earlier.
Automatic playing mode classification brings a lot of potential for designing
smarter augmented instruments. Interestingly, developing subtler and subtler playing
modes classifiers, from polyphony-based detection as we presented here to the
identification of player-specific patterns (Montgomery’s octaves, Benson’s licks or
Van Halen’s fast harmonic arpeggios), infringes on the emerging domain of style
modeling.
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Spotting and Recognition for Real-time Music
Performance
Jiuqiang Tang1 and Roger B. Dannenberg 2,
1 2

Carnegie Mellon University
jiuqiant@andrew.cmu.edu
rbd@cs.cmu.edu

Abstract. Our work allows an interactive music system to spot and recognize
“command” gestures from musicians in real time. The system gives the
musician gestural control over sound and the flexibility to make distinct
changes during the performance by interpreting gestures as discrete commands.
We combine a gesture threshold model with a Dynamic Time Warping (DTW)
algorithm for gesture spotting and classification. The following problems are
addressed: i) how to recognize discrete commands embedded within continuous
gestures, and ii) an automatic threshold and feature selection method based on
F-measure to find good system parameters according to training data.
Keywords: Gesture Spotting and Recognition, Automatic Threshold and
Feature Selection, Dynamic Time Warping, Threshold Model, F-Measure
Evaluation.

1

Introduction

Musicians’ gestures can be interpreted as either discrete commands or as continuous
control over a set of parameters. For instance, a temporal gesture, which consists of a
cohesive sequence of movements, could represent a command to start a sound, enter a
new state, or make a selection among several discrete choices. Alternatively,
continuous control gestures may communicate sound parameters such as gain, pitch,
velocity, and panning. Continuous parameter sensing is relatively easy since most
physiological parameters captured by sensors are represented as a continuous stream.
Converting this stream to a continuous parameter is often a simple matter of applying
a mapping function to each sensor value to compute a control value. On the other
hand, it can be very difficult to spot and recognize temporal gesture patterns within a
continuous signal stream. Common solutions for command interfaces include special
sensors such as buttons on a keyboard or multiple spatial positions as command
triggers. However, locating multiple physical keys or learning to reproduce absolute
positions in live performance can be risky. Some “natural” gestures, such as nodding
the head or pointing, offer an alternative way to communicate commands.
Achieving a high recognition rate for continuous gestures is more challenging than
recognizing static poses or positions because a sequence of sensor values must be
considered. In this paper, we explore the recognition of discrete command gestures
within a stream of continuous sensor data. The approach is based on the well-known
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dynamic time warping (DTW) sequence matching algorithm. While DTW provides a
powerful mechanism for comparing two temporal sequences, it does not tell us what
features will work best, how to pre-process the data to avoid outliers, how to spot a
finite gesture in an infinite stream of input, or how to set thresholds to optimize
recognition and classification performance. The goal of our study is to design and
evaluate a gesture spotting and recognition strategy especially for music performance.
We select features by searching over feature combinations, obtain optimal thresholds
for each gesture pattern, and automatically generate a gesture recognizer.

2

Related Work

Recent research focuses on machine learning approaches for gesture-to-sound
mapping in interactive music performance [1, 2, 3, 4]. Fiebrink’s Wekinator [2]
explores how end users can incorporate machine learning into real-time interactive
systems, but the API/ Toolbox she provides uses a feature vector as input and creates
a class as output. Users have to select features and models manually. Francoise built
two models based on Hierarchical Hidden Markov Models to segment complex music
gestures [1] in real time. He applied two strategies, a forward algorithm and FixedLag smoothing, to recognize violin-bowing techniques during a real performance. His
research mainly focused on how different strategies affect segmentation accuracy and
recognition latency but did not clearly point toward a good combination over
parameters that can increase detection accuracy.
In the field of gesture recognition, major approaches for analyzing spatial and
temporal gesture patterns include Dynamic Time Warping [5, 6, 7, 8, 18], Neural
Networks [9, 10, 11], Hidden Markov Models [12, 13] and Conditional Random
Fields [14]. Many existing gesture spotting and recognition systems apply a threshold
model for discriminating valid gesture patterns from non-gesture patterns [12, 15].
Lee and Kim developed an HMM-based adaptive threshold model approach [12].
This method runs off-line and is not a suitable threshold model for real-time musical
gesture recognition and identification. Krishnan et al. proposed an adaptive threshold
model [15]. In their model, several weakest classifiers, which can satisfy a majority of
samples of all the training classes, are used to test whether the input is too general.
Additionally, in order to deal with multiple deformations in training gesture data,
Miguel A Bautista et al. proposed a probability-based DTW for gestures on RGB-D
data [8], in which the pattern model is discerned from several samples of the same
gesture pattern. They used different sequences to build a Gaussian-based probabilistic
model of the gesture pattern. Similar to our work, Gillian et al. applied DTW to
musical gesture recognition [18] and achieved over 80% recognition accuracy
spotting command gestures in a continuous data stream. Our work extends this
approach with automated feature selection and threshold optimization.

3

System Overview

Our music gesture recognition system uses training data to learn gestures. In our
terminology, a feature is a sensor reading or a processed sensor reading, a feature
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vector, or simply vector, is a set of simultaneous features, which typically include x,
y, and z joint position coordinates. A gesture sample is a sequence of these vectors. A
template is a sample that is representative of a particular command gesture. In
operation, input is a continuous sequence of feature vectors. Overlapping windows of
input are compared to templates using DTW, and output commands are issued when
gestures are detected. We describe how input is compared to templates in Section 4.
Initially, the musician defines a gesture vocabulary, such as nodding their head,
waving their hands, or making a circle motion. After defining a gesture vocabulary,
the user records both gesture templates and test samples by using a motion capture
sensor such as Microsoft Kinect or an on-body acceleration sensor.
Figure 1 illustrates the general architecture. Here we see the training process on the
left (described in Section 5), where training samples are compared to templates using
DTW using different parameters and features to obtain the best settings. The system
in operation is shown on the right where the results of comparing continuous gesture
input to templates are used to recognize gestures.

Fig. 1. General architecture of training and recognition processes.

4

Gesture Comparison with Dynamic Time Warping

Since the lengths of the template and real gesture are variable, Dynamic Time
Warping (DTW) is one of the best algorithms for defining and computing the distance
between these sequences. Moreover, DTW has the advantage of good performance
with limited training data. The system stores many prerecorded templates for each
gesture and each template is compared to the input data with a separate DTW
computation. Multiple templates are expected to cover the variation of a particular
gesture pattern. However, the use of multiple templates increases the overall
classification time of the system, and some templates could be redundant.
The original DTW algorithm was defined to measure the distance or dissimilarity
between two time series T and I based on an Euclidean distance function 𝑑𝑖𝑠𝑡(𝑖, 𝑗)
that measures the mismatch between any two vectors 𝑇! and 𝐼! , and penalties for
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inserting and deleting sequence elements. A cost matrix of size 𝑚  ×  𝑛 is filled with
values that represent distances between the first i vectors of T and j vectors of I. After
computing a full cost matrix, the DTW algorithm can do backtracking from the last
cell of the cost matrix, 𝐶[𝑚][𝑛], to find a least distance path from the end to the
beginning. The value of any cell 𝐶 𝑖, 𝑗 in the cost matrix can be calculated by
following the simple rule:
𝐶 𝑖, 𝑗 =   𝑑𝑖𝑠𝑡 𝑖, 𝑗 + min

𝐶 𝑖 − 1, 𝑗 + 𝑖𝑛𝑠𝑒𝑟𝑡  𝑐𝑜𝑠𝑡
𝐶 𝑖 − 1, 𝑗 − 1                                         
      𝐶 𝑖, 𝑗 − 1 + 𝑑𝑒𝑙𝑒𝑡𝑖𝑜𝑛  𝑐𝑜𝑠𝑡

(1)

Unfortunately, in our case we want continuous input I to match template T even if
only the end of I is a good match. The standard DTW can be modified to remove
penalties for skipping an initial prefix of the input; however, we find it useful to
compute spatial coordinates relative to the gesture starting point to achieve positionindependent gesture features. Therefore, we use a sliding window method that
considers many gesture starting points within the continuous input I.
4.1 Dynamic Time Warping with Sliding Window
For each gesture template, the system allocates a queue Q with a capacity of n
representing instances of DTW matchers. A new matcher is created every t input
samples (the hop size in Figure 2). Each new matcher replaces the oldest matcher in
Q. Each matcher also retains the spatial coordinates of the first input; typically these
are subtracted from successive samples to make them position independent before
computing a new column of 𝐶 𝑖, 𝑗 .

Fig. 2. The system runs a new DTW instance for each template in each window.

The system recognizes a gesture when the DTW-based distance to a template falls
below the gesture threshold. The timestamp where the minimum distance occurred
will be treated as the end point of this gesture. In addition, the start point of the
gesture can be estimated by applying backtracking. Using this information, an output
message is generated to report the type of gesture, the start time, and the end time.
This message may then trigger some music events according to the detected gesture
pattern. If more than one gesture type is matched at the same time, we use a KNNbased resolution algorithm to pick only one.
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5

Training

We use the users’ personal gesture patterns and train the threshold model by trying
each reasonable feature combination to find the best combination. In our
implementation, training on examples is used to select among the following
parameters and features:
Input Feature. Sensors capture the motion of the users as a vector of N features
consisting of values such as joint angles, spatial coordinates, and acceleration.
Rather than search every combination (all 2N), the system searches only a set of userpredefined feature combinations.
Preprocessing Function and Parameters. The system can also apply preprocessing
functions to smooth or transform data. In our implementation we normally use an
exponential smoothing method, testing four or five different smoothing values.
Insertion and Deletion Costs. For the DTW Algorithm, insertion and deletion costs
can have a large effect on performance. To limit the search, insertion and deletion
costs are chosen from 4 possible values: 0.0, 0.1, 0.3 and 0.5.
Thresholds. For each gesture, we store n templates, and a gesture is considered
recognized when one of its n templates matches the input with a distance less than a
per-gesture threshold. For each gesture, we search for the threshold that maximizes
the F-measure. Note that once the relatively expensive DTW distances are computed,
we can evaluate the F-measure for different thresholds quickly, so the search for the
best threshold is a fast operation. In practice, greater thresholds may be desired, e.g. to
allow for greater variation in real-time performance.
Our training system performs a grid search on every reasonable combination of
Input Feature, Preprocessing Function and Parameters, Insertion and Deletion Costs,
and Thresholds to obtain the best result as evaluated by summing the F-measures
obtained for all gestures. Moreover, users can customize and weight the feature
combinations and adjust F-measure criteria to meet their needs. The F2-measure, for
example, can be used to favor recall over precision, leading to fewer false negatives.

6

Experiments and Results

To evaluate continuous gesture recognition, a human tester is asked to perform
eight simple hand gestures (see Figure 3) in front of a Microsoft Kinect sensor. Each
of these “command” gestures is repeated five times to create templates. The tester is
also asked to perform ten training gestures for each pattern. In order to reject the false
detection of user’s spontaneous motions, the system also requires the user perform
several spontaneous motion samples, such as waving arms and shaking the body.
Those non-gesture training samples are labeled with 0. Each sample in the template
set and training set has the same approximate duration, which is about 2 seconds or 60
samples. The system estimates the best feature combination and threshold values
based on the DTW comparisons between the template and training sets.
To evaluate the system, a tester performed 25 samples lasting 10 to 20 s. Each
sample contains 1 to 3 gestures in the vocabulary and those gestures are hand labeled
after recording. Figure 4 shows the two-dimensional hand trajectory of one of the test
samples, which contains gesture 8 and gesture 1 in the vocabulary. The evaluation is
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based on recognition accuracy. A gesture is correctly recognized if the system finds
the correct gesture within 6 samples (0.2 s) of the end point of the “true” label. Figure
5 shows how the alignment scores for Gestures 1 and 8 fall below the respective
recognition thresholds (dotted lines) when the gestures are made.
When testing 55 gestures in 25 continuous sequences, we find there is a big
difference in the recognition accuracy with different feature combination (See Table
1). Generally, the feature combination with the higher F-measure score achieves
higher recognition accuracy. The highest recognition accuracy is 89%, where the Fmeasure score is 7.83/8.0. (8 F-measures are summed, so the maximum score is 8.)

Fig. 3. Gesture vocabulary for testing. The start point of each gesture is labeled as a dot and the
end of the gesture is labeled as an arrow.
Gesture 8

Gesture 1

Fig. 4. Two-dimensional trajectory of one test sample, which contains gesture 8 and gesture 1.

Fig. 5. Solid curves are the best alignment score between each template and each input vector.
The dotted lines illustrate the thresholds of each gesture template.
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Table 1. Continuous Gesture Recognition Accuracy.
Feature Vector
x-,y-axis left hand
x-,y-axis left hand
x-,y-axis left hand
x-,y-axis left hand
x-,y-axis elbow & left hand
x-,y-axis elbow & left hand
x-,y-axis elbow & left hand
x-,y-axis left hand

Relative
Position
False
False
False
False
False
False
True
True

Insertion
cost
0.0
0.1
0.0
0.1
0.1
0.1
0.1
0.0

Deletion
Cost
0.0
0.3
0.0
0.3
0.3
0.4
0.4
0.1

F-Score Recognition
Value
Accuracy
6.37
72%
6.26
70%
6.44
75%
7.63
82%
6.10
67%
7.21
80%
6.67
75%
7.83
89%

Execution time depends on several variables. Assume the system has m gestures
and n templates of length of l, we create a DTW comparison every t vectors, and the
!
computation for one DTW matrix cell is c. The total computation is 𝑚  ×  𝑛  ×     ×  𝑐.
!  

In our implementation, m = 8, n = 5, l = 60 (2 seconds), t = 4, c = 2.6 µs, and for one
DTW cell and the total cost for comparing one input vector with all gesture templates
is 1.56 ms on average. This represents less than 5% of a core at a 30 Hz input rate.

7

Conclusion and Future Work

In this paper, a Dynamic Time Warping based gesture spotting and recognition
system is built for real-time “command” gestures. The system evaluates different
feature combinations to maximize the F-measure for the training data. The system
sends recognized commands via OSC messages. It currently supports Microsoft
Kinect and an on-body wireless sensor as the input. The system achieves 89%
accuracy on continuous gesture recognition. A working implementation has been
written in Java. Source code and a demonstration video are available:
http://www.cs.cmu.edu/ ~music/mat/projects.html#gesture-jt.
However, there is still work to be done in the future to improve the performance of
the system. The system still does not get a perfect performance on continuous gesture
spotting and recognition. In our testing, some particular non-gesture patterns can
easily match one of the gesture patterns and make a false triggering. Good gesture
design is critical but further work could explore better distance functions (e.g. using
Mahalanobis distance [16] [17]) and sequence matching algorithms (e.g. Continuous
Dynamic Programming (CDP), Hidden Markov Models (HMMs) or Conditional
Random Fields (CRFs)). Although not currently a problem, various optimizations
could be applied to reduce the real-time computational load.
Moreover, further research on optimizing the searching routine for feature
combinations should be done to eliminate unnecessary search. An analysis on the
individual contribution of each factor in the search space might help us rank the
impact of each factor and use a greedy algorithm to reduce search time. Furthermore,
we will conduct user studies to evaluate our recognition system in practical contexts
and develop systems with more gesture types providing a larger command set.
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Abstract. We develop a formalism to disambiguate the evaluation of
music information retrieval systems. We define a “system,” what it means
to “analyze” one, and make clear the aims, parts, design, execution, interpretation, and assumptions of its “evaluation.” We apply this formalism
to discuss the MIREX automatic mood classification task.
Keywords: Evaluation, systems analysis music information research

1

Introduction

While a considerable amount of work has contributed to standardizing the
evaluation of solutions to problems in music information retrieval (MIR), e.g.,
[6–8,10,15,17,22], and some work contributes to the critical discussion of evaluation in MIR, e.g., [1,4,5,12,18,20–30], very little work contributes to formalizing
evaluation in MIR, i.e., disambiguating evaluation to make clear its aims, parts,
design, execution, interpretation, and assumptions. Much of the formalism underlying evaluation in MIR has been adopted, unknowingly or without much
question, from that of machine learning and information retrieval. However, this
formalism remains for the most part implicit in MIR evaluation. In this work,
we aim to make it explicit.
To be sure, the massive and concerted efforts of MIREX (Music Information
Retrieval Evaluation eXchange) [6, 7, 10] enables a systematic and rigorous evaluation of MIR systems proposed for such tasks as beat tracking, chord and onset
detection, melody extraction, and genre and emotion recognition. Inspired by the
Text Retrieval Conference (TREC) [8], MIREX aims to standardize MIR benchmarks: realistic information needs and problem formulations (e.g., appropriately
?

This work is supported in part by Independent Postdoc Grant 11-105218 from Det
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case number 11-115328. Part of this work was undertaken during a visit to the Centre
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EP/G007144/1 (Plumbley). This publication only reflects the authors’ views.
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describing the mood of recorded music), test data collections (e.g., MIREX music mood dataset [15]), and performance measurement (e.g., accuracy of labels
to “ground truth”). That MIREX has had an impact is indisputable: the trials, techniques, data, and/or software of MIREX has between 2005 – 2010 been
cited in over 500 journal articles, conference papers, master’s theses and PhD
dissertations [6]. However, it has only been recently that the methodologies of
some evaluation in MIREX have begun to be questioned.
Criticism of evaluation practices of MIR systems is not new, but it is certainly
not as widespread as work proposing new MIR systems [30]. In 2003, Downie [9]
argued for standardizing evaluation practices in MIR, and thus coordinated three
workshops on the topic [8], and developed MIREX [17]. In 2005, Pampalk et al.
[18] discovered a source of bias in the evaluation of music similarity algorithms:
performance is significantly better when train and test datasets contain material
from the same artist or album, than when such tracks are isolated to only one of
the datasets. In 2006, Flexer [12] addressed the lack of but necessity for formal
statistical testing in MIR evaluation. In the same year, McKay and Fujinaga [16]
argued that the problem and evaluation of solutions for music genre recognition
must be rethought, from building the datasets used for training and testing,
to defining the overall goal in a more realistic way. In 2007, Craft et al. [4,
5] pinpoint problems with music datasets having naturally vague labels, and
propose a slightly different approach to evaluation than what has been used.
More recently, four articles of eight in a forthcoming special issue entitled,
“MIRrors: The past of Music Information Research reflects on its future”,1 are
critical of current evaluation practices in MIR [1, 20, 26, 30]. Aucouturier and
Bigand [1] point out that the extent to which research and evaluation in MIR is
goal-oriented situate it outside the practice of science. Schedl et al. [20] highlight
the near absence of the consideration of users in typical MIR system evaluations.
Urbano et al. [30] observe that current MIR evaluation practices play little role in
the development of MIR systems: problems and success criteria are often artificial
with no real use contexts; evaluation procedures are often weak, nonuniform,
irreproducible and incomparable; and little to no effort is made to learn why
and/or why not a system worked, and how to then improve it. In our article [26],
we show how the standard approach used most to evaluate systems for music
genre recognition lacks the scientific validity for making any useful conclusion.
This finding applies also to evaluation in music emotion recognition [24], and by
extension, to autotagging since the majority of tags are genre and emotion [3].
Clearly, though the efforts in standardizing MIR evaluation have been very
successful, the current practices of MIR evaluation sit upon a foundation that
might be adequate for solving some problems, but not others. To answer which
might be the case in MIR, there is thus a need to answer several critical questions:
What does it mean to evaluate a system? What is the aim of an evaluation? What
are its parts? What is its design? How is it executed? How can the results be
interpreted and presented? What assumptions are made? Where can problems
1

This will appear in the Journal of Intelligent Information Systems, with the special
issue editors Perfecto Herrera-Boyer and Fabien Gouyon.
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arise, and how can they be solved? Our work here attempts to contribute to
this discussion through formalizing evaluation. We first review the concept of
a system, and what it means to analyze and evaluate one. We then review the
design and analysis of experiments, and discuss relevance and scientific validity.
Finally, we use this formalism to look at and critique the evaluation performed
in the MIREX automatic mood classification task (MIREX-AMC).

2

Formalization of System Evaluation

In this section, we define a system, and describe its analysis and evaluation.
We then review formalized experimental design and analysis. We finally discuss
relevance and scientific validity.

2.1

Systems and System Analysis

A system is a connected set of interacting and interdependent components that
together address a goal [19]. Of the many systems in which MIR is interested,
there are four essential kinds of components: operator(s) (agent(s) that employ
the system); instructions (a specification for the operator(s), like an application
programming interface); algorithm(s) (each a set of describable and ordered operations to transduce an input into an output); and environment (connections
between components, external databases, the space within which the system operates, its boundaries). A system can fail (to meet a goal) from any combination
of errors on the parts of its components.
An analysis of a system addresses questions and hypotheses related to its
past, present and future. About its past, one can study the system history:
why and how it came to be, the decisions made, past implementations and
applications, its goals, its successes and failures, etc. About its present, one
can study its current implementation and applications, evaluate its success with
respect to a goal, compare it to alternative existing systems, etc. About its future,
one can study ways to improve it with respect to a goal, adapt it for a goal
and predict its success, perform a cost-benefit analysis, etc. All of these involve
breaking the system into its components (which also include the decisions made
within the components and their connection), breaking the components into
their components (which also include the decisions made within the components
and their connection), evaluating and tuning components, and so on.
An essential part of a system analysis is an evaluation: a “fact-finding campaign” intended to address a number of relevant questions and/or hypotheses
related to the goal of a system. (The intention is to seek “truth,” whether or not
it exists.) Through evaluation, the analysis of a system seeks to improve, adapt,
and advertise it. Evaluating a system or a component with respect to its goal
is to scientifically address questions and hypotheses relevant to that goal by the
design, implementation and analysis of relevant and valid experiments.
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2.2

Experimental Design and Analysis

An experiment consists of assigning and applying treatments to units, and measuring responses to determine the real effects of those treatments.2 A treatment
is the thing being evaluated. Units are the materials of the experiment. An experimental unit is a group of materials to which a treatment is applied, and an
observational unit (or plot) is a group of materials from which one measures a
response. An experimental design specifies how treatments are assigned to plots.
A response is the “real” effect of a treatment, and its determination is the goal of
an experiment. A measurement is a quantitative description of that response, relevant to the question or hypothesis being tested. The analysis of measurements
involves the application of statistics to facilitate valid conclusions, implemented
to carefully control all sources of variation and bias, in view of the hypothesis.
An experiment is valid for a question or hypothesis when it can logically answer
that question or hypothesis (whether or not the result is really “true”).
Formally, the set of all N plots in an experiment is notated Ω, and the set of
all t treatments is notated T . The experimental design, T : Ω → T , is a function
that maps one plot to one treatment. For plot ω ∈ Ω, a measurement made of
its response to a treatment is yω . The response of the treatment applied to ω
is τT (ω) . Thus, the measurement of plot ω thus produces yω , which is related
in some way to the response τT (ω) . From the measurements then, one wishes to
estimate the responses, and thereby quantify and compare the treatments.
To estimate responses, one must model measurements. A typical model is linear, where the measurements are assumed to be realizations of random variables.
For a plot ω, let its measurement be modeled by the random variable Yω arising
from the non-random response of the treatment τT (ω) , and a random variable
Zω encompassing measurement error, i.e., effects contributed by the plot independent of the treatment, and other factors. The measurement yω , a realization
of Yω , thus includes things unrelated to the treatment, zω , a realization of Zω .
With the linear model, one decomposes the measurement as yω = τT (ω) + zω ,
and models it with Yω = τT (ω) + Zω .
Given t treatments and N measurements, an experiment is modeled by
 
τ1
 τ2 
 
Y = τ + Z = [u1 u2 · · · ut ]N ×t  .  + Z = Xβ + Z
(1)
 .. 
τt
where Y is a vector of N measurements, Z is a length-N random vector, and τ is
a vector of the N responses to the t treatments T . The matrix X = [u1 u2 · · · ut ]
is the plan, or experimental design: column i specifies which plots are treated
with treatment i. Finally, the vector β contains the responses of the t treatments.
If the true means of Y and Z are known, the responses can be found exactly
by solving Xβ = E[Y] − E[Z]. This knowledge is typically not possessed (an
2

We use the terminology and notation of Bailey [2].
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experiment would not be necessary then), and so one must build models of Y and
Z. From these, the responses can be estimated, notated β̂, and the relationship
between them can be found, e.g., the bias and variance of the estimator, a bound
on |β − β̂|2 , positive correlation, and so on. Only then can one test hypotheses
and answer questions subject to the strict assumptions of the selected models.
The simple textbook model [2] makes the assumption Z ∼ N (0, IN σ 2 ), i.e.,
that Z is multivariate Gaussian with mean E[Z] = 0N (a length-N vector of
zeros), and Cov[Z] = IN σ 2 for σ 2 > 0, where IN is an identity matrix of size
N . The choice of this model makes the assumption that the measurements of
the responses are affected only by independent and identically distributed zeromean white noise of power σ 2 . In this case, Xβ = E[Y], and one knows the
measurements will vary due to the noise as Cov[Y] = IN σ 2 .
The simple textbook model may not fit the measurements when Ω is very
heterogeneous, and/or when its units are selected randomly from a population
In such cases, “group effects” can bias the measurements, which then make
estimates of β using the simple textbook model consistently poor. The fixedeffects model [2] decomposes Z = α + W where the vector α describes the
contribution of each plot to each measurement invariant of the treatment, and W
is a random vector, where E[W] = 0N and Cov[W] = IN σ 2 . In this case, Xβ =
E[Y] + α, and Cov[Y] = IN σ 2 . The random-effects model [2] decomposes Z =
U + W, where both U and W are random vectors. As in the fixed-effects model,
U describes the contribution of each plot to each measurement invariant of the
treatment, but it takes into account the uncertainty in the random sampling of
the experimental units from the population. In this case, one assumes E[W] =
E[U] = 0N and Cov[W] = IN σ 2 , and so Xβ = E[Y], but Cov[Y] = Cov[U] +
Cov[W] = Cov[U] + IN σ 2 . There are also mixed-effects models, incorporating
both random- and fixed-effects [31]. Since there are two sources of variance in
these cases, the error of the response estimates can vary to a high degree.
With a model, and estimates of the responses, hypothesis testing becomes
possible [2]. This involves specifying a null hypothesis and comparing its probability, to a pre-specified limit of statistical significance α, given all assumptions
of the model. For example, a null hypothesis can be that the responses of all
treatments are equivalent, i.e., that τ1 = τ2 = . . . = τt . One then computes
the probability p of observing the estimates of the responses given the null hypothesis and model assumptions are true. If p < α, then the null hypothesis is
rejected, i.e., it is unlikely with respect to α given the model and observations
that there is no differences between the responses of the t treatments.
2.3

Relevance and Scientific Validity

Even when estimates of responses have small error in some model, and null
hypotheses are rejected, that does not mean an experiment has answered the
right question. When the aims of the researcher are incompatible with the design,
implementation and analysis of an experiment, an “error of the third kind” has
occurred [14]: “giving the right answer to the wrong question.” Furthermore,
there is no assurance that, though something may be accurately measurable, it
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is thus relevant to the question of interest.3 Experiments must thus be designed
after the hypothesis is formulated, and the scientific and statistical questions are
“deconstructed” [14].
The relationships between an experiment to what is intended center upon the
concept of validity. One kind of validity is that a meaningful or scientific conclusion can come from the experiment. If the variance in the estimates of responses
are too large for any meaningful conclusion about treatments, then the experiment has no conclusion validity. Another kind of validity is that the estimated
responses come entirely from the treatments. When they come in part from unrelated but confounded factors not taken into account in the measurement model,
then a causal inference cannot logically be made between the treatments and
the responses in an experiment, and it has no internal validity. Such problems
arise from, e.g., a biased selection of units, the experimental design (mapping of
treatments to units), the choice of measurements, who makes the measurements
and how, and so on. A third kind of validity is the logical generalization of experimental results to the population, of which the experimental units are a subset.
If the units are not a random sample of the population, or if an experiment has
no conclusion and internal validity, then the experiment has no external validity.

3

The MIREX Automatic Mood Classification Task

We now apply the formalism above to the MIREX automatic mood classification
task (MIREX-AMC), which has been run the same way since 2007 [15, 17].
A submitted algorithm labels a music recording with one of five mood labels.
Performance is assessed by the number of “ground truth” labels an algorithm
reproduces in the private MIREX-AMC dataset. This dataset consists of 600 30-s
excerpts of music, with a “ground truth” generated with human assessment.

3.1

Systems and System Analysis

In MIREX-AMC, a participant submits a machine learning algorithm, which
is composed of a feature extraction algorithm, and a training and classification
algorithm. The inputs and outputs of these algorithms are specified by the instructions of MIREX-AMC.4 A MIREX-AMC organizer — i.e., the operator —
then integrates the machine learning algorithm with the environment: a computer, the private MIREX-AMC dataset, etc. This produces one system. Since
MIREX-AMC uses 3-fold stratified cross-validation, each submitted machine
learning algorithm produces three systems. Each system is built of the same
machine learning algorithm, but trained with different data.
3

4

R. Hamming, “You get what you measure”, lecture at Naval Post- graduate School,
June 1995. http://www.youtube.com/watch?v=LNhcaVi3zPA
http://www.music-ir.org/mirex/wiki/2013:Audio_Classification_(Train/
Test)_Tasks
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MIREX-AMC analyzes a system by comparing its output labels in a dataset
to the “ground truth” labels. This produces several figures of merit: mean accuracies (per class, per fold, and overall), and confusions. Such a test of a system
addresses the question: How many “true” labels of the test dataset does this
system produce? Combining the tests of three systems from a machine learning
algorithm addresses the question: How many “true” labels of the test dataset
does this machine learning algorithm produce? Finally, statistically comparing
the test results of several machine learning algorithms addresses the question:
is there a significant difference in the numbers of “true” labels of this dataset
produced by these machine learning algorithms? Since MIREX-AMC only tests
and compares systems in their production of “true” labels of a test dataset, no
matter how that production happens, and does not address the motivations of
the systems it analyzes — to automatically recognize emotion in recorded music
— its system analysis is shallow. The analysis is not concerned with, e.g., how
a system makes its decisions, whether it is doing so in an “acceptable manner”
(with respect to some use case), whether any system is better than another (with
respect to some use case), how a system can be improved (with respect to some
use case), and so on.
3.2

Experimental Design and Analysis

MIREX-AMC evaluates a machine learning algorithm by an operator applying
the three resulting systems (treatments) to three folds (experimental units) of
the test dataset. The experimental design of MIREX-AMC maps one system to
only one fold. If one system was mapped to another fold as well, then it would be
tested using some of the data with which it was trained. The operator measures
for each of the five labels in a fold the proportion of matching labels produced by
a system. Denote the five class labels by a, b, c, d, e. Hence, an observational unit
is the set of excerpts in a fold from the same class, i.e., all excerpts with label a.
b i = [ŷi,a , ŷi,b , . . . , ŷi,e ]T ,
Notate the measurements of system i applied to fold i, Y
where ŷi,a is the number of excerpts in fold i that system i labels a correctly,
divided by the number of excerpts in that fold with a “true” label a.
MIREX-AMC reports several figures of merit for a machine learning algorithm: the ordered set of fold-specific mean classification accuracies (1n is a
length-n vector of ones divided by n)
b 1 , 1T Y
b 2 , 1T Y
b 3}
Yb := {1T5 Y
5
5

(2)

the class-specific mean classification accuracies
b := (Y
b1 + Y
b2 + Y
b 3 )/3
S

(3)

and the mean classification accuracy
b
ŷ := 1T5 S.

(4)

MIREX-AMC 2007 reports only mean classification accuracy and confusion table. These results are further analyzed in [15]. In all years since, MIREX-AMC
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reports fold-specific mean classification accuracies, class-specific mean classification accuracies, mean classification accuracy, and confusion table. Statistical
tests are also run in these years to determine if there are significant differences
between fold-specific and class-specific accuracies for all systems.
Since 2008, MIREX-AMC tests two null hypotheses. First, for any of the
three folds, the classification accuracies are the same for all L machine learning
algorithms, i.e.,
(i)
H0 : Yb1 (i) = Yb2 (i) = . . . = YbL (i)
(5)
where Ybl (i) is the ith element of Ybl , the ordered set of fold-specific mean classification accuracies of machine learning algorithm l. Second, for any of the five
classes, k, the classification accuracies are the same for all L machine learning
algorithms, i.e.,
(k)
Tb
b 1 = eT S
b
H0 : eTk S
(6)
k 2 = . . . = ek SL
where ek is the kth standard vector. To test these hypotheses, MIREX-AMC
applies the Method of Ranks [13]. This approach builds a two-way table with
the L treatments as columns and three (fold) or five (class) observational units
as rows. Each measurement in a row is assigned a rank, with the largest value
assigned L, the next largest L − 1, and the smallest assigned 1.5 If the classification accuracies are the same for all treatments, then the distribution of the ranks
in the two-way table will be random. Assuming the measurements are mutually
independent, the chi-squared test can then be used to test the null hypotheses.
If either null hypothesis is rejected, then the fold-specific or class-specific mean
classification accuracies show a dependence on the machine learning algorithm.
MIREX-AMC also makes pairwise comparisons to test for significant differences
between the measured accuracies of machine learning algorithms (classes) and
systems (folds).
Through the figures of merit it reports, and the statistical tests it performs,
MIREX-AMC implicitly assumes the simple textbook model. Furthermore, it
assumes the same model applies to all machine learning algorithms it tests. A
linear model explaining the measurements of MIREX-AMC is given by

    
 
Y1
τ1
Z1
Z1
 Y2  =  τ 2  +  Z2  = β +  Z2 
(7)
Y3
τ3
Z3
Z3
where τ i = [τi,a , τi,b , . . . , τi,e ]T are the determinate responses of system i, and Zi
are contributions to the measurements that are not due to system i. The ordered
set of fold-specific mean classification accuracies is thus modeled
Y := {1T5 (τ 1 + Z1 ), 1T5 (τ 2 + Z2 ), 1T5 (τ 3 + Z3 )}.

(8)

The expectation and variance of the ith member of this set are given by
E[Y(i)] = 1T5 (τ i + E[Zi ])


V ar[Y(i)] = V ar 1T5 E[Zi ] .
5

From the MATLAB implementation friedman.

CMMR2013 - 93

(9)
(10)

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Formalizing Evaluation in Music Information Retrieval

9

The class-specific mean classification accuracies are thus modeled
3

S=

3

1X
1X
τi +
Zi .
3 i=1
3 i=1

(11)

and the expectation and covariance of this are
3

3

1X
1X
τi +
E[Zi ]
3 i=1
3 i=1
" 3
#
X
1
Cov[S] = Cov
Zi .
9
i=1
E[S] =

(12)

(13)

Finally, the mean classification accuracy is thus modeled
3

y=

3

1X T
1X T
15 τ i +
1 Zi .
3 i=1
3 i=1 5

(14)

and its expectation and variance are
3

3

1X T
1X
15 τ i +
E[1T5 Zi ]
3 i=1
3 i=1
" 3
#
X
1
V ar[y] = V ar
1T5 Zi .
9
i=1
E[y] =

(15)

(16)

b if E[Zi ] is known for all i. Typically,
The responses β can be estimated from S
these are not known and must be modeled. Finally, the error of the estimate of
β depends upon Cov[S], which itself depends on the covariance of each E[Zi ].
It is clear that since MIREX-AMC tests (5) and (6), it implicitly assumes for
all i, E[Zi ] = 05 (where 05 is a length-5 vector of zeros), and Cov[Zi ] = σ 2 I5 for
some σ 2 quite small. Otherwise, the measured fold-specific mean classification
accuracies do not reflect the responses of the systems, and the measured classspecific mean classification accuracies do not reflect their “true” values for the
machine learning algorithms. Furthermore, MIREX-AMC does not specify any
bounds on the errors of the estimates, which come from the covariance of all
Zi . Hence, only subject to the strict assumptions on this measurement model
— which appears supported only by convenience and not evidence — can the
experiments of MIREX-AMC provide any scientific knowledge [11].
3.3

Relevance and Scientific Validity

MIREX-AMC measures and compares how many “correct” labels the systems of
machine learning algorithms produce for a private set of labeled data, regardless
of how the systems select the labels. Whether or not it is acceptable to produce
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“correct” labels by any means depends on a use case; and thus the relevance of
the measurements and comparisons made in MIREX-AMC depend on a use case.
If the goal is “classifying music by moods” [15], and by denotes using criteria
relevant to mood, for example, music modality and tempo, and not possible
confounds, like female voice, presence of piano, and the 2nd MFCC, then it is
not relevant to measure the correct labels produced by the systems of a machine
learning algorithm for a specific dataset, unless one assumes label selection can
only be either random or by relevant criteria in that dataset, or the responses
of the systems in the measurement model can be estimated with error bounds
that are informative. In other words, classification accuracy is not enough for this
goal [24,26]. With respect to the aim “classifying music by moods” then, MIREXAMC has no conclusion validity (it does not unambiguously address whether
a system is classifying music by mood), it has no internal validity (possible
confounded factors are not controlled), and thus has no external validity.

4

Conclusion

We have attempted to contribute a formalism missing from the conversation of
evaluation in MIR. The development of a solid formalism is especially important now considering the recent appearance of several works highly critical of
current evaluation practices in MIR. Such a formalism can facilitate real and cooperative advancement of evaluation in MIR, by disambiguating its aims, parts,
design, execution, interpretation, and assumptions. At a high level, a formalism
is essential to scientifically address questions such as, “What accomplishment is
being attempted?”, “What must be done to achieve that?”, “What was actually
accomplished?”, and “What does that accomplishment contribute?”
As a specific case, we discuss MIREX-AMC with this formalism. This shows
how its system analysis is shallow: of interest is only the number of “true” labels
produced by systems from a machine learning algorithm, and not how the systems work, whether they work by using criteria relevant to mood, where their
weak points lie and how they can be improved, and so on. In terms of formalized
experimental design and analysis, this formalism clarifies the evaluation applied
in MIREX-AMC, and uncovers its implicit measurement model and its accompanying assumptions, as well as the critical lack of estimation error analysis.
Finally, we see that the relevance of the measurements of MIREX-AMC depend
on a use case. If the goal is classifying music by moods using criteria relevant to
mood, then MIREX-AMC has no conclusion validity, no internal validity, and
no external validity.
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Abstract. This experiment investigated the role of acoustic correlates of the
singing voice in the perception of broad affect dimensions using the twodimensional model of affect. The dataset consisted of vocal and glottal
recordings of a sung vowel interpreted in different singing expressions.
Listeners were asked to rate the sounds according to four perceived affect
dimensions. A cross-tabulation was done between the singing expressions and
affect judgments. A one-way ANOVA was performed for 11 acoustic cues with
the affect ratings. It was found that the singing power ratio (SPR), mean
intensity, brightness, mean pitch, jitter, shimmer, mean harmonic-to-noise ratio
(HNR), and mean autocorrelation discriminate broad affect dimensions.
Principal component analysis (PCA) was performed on the acoustic correlates.
Two components were retained that explained 78.1% of the total variance of
vocal cues and 73.5% of that of the glottal cues.
Keywords: vocal, glottal, singing expressions, affect dimensions

1 Introduction
Voice “is a primary instrument for emotional expression” [14] and “emotional
expression is an essential aspect in singing” [16]. Although substantial research has
addressed affect perception in speech, it is still in its early stages for the singing
voice. Previous experiments have asked professional singers to perform songs
according to a set of discrete emotions achieving results varying in accuracy and
different emotions not identified equally well [5], [14]. Furthermore, the acoustic
cues that determined listeners’ judgments mediated the singers’ emotional state and
therefore no judgment could be made as to the inherent faculty of the singing voice in
conveying emotions independently of the singer’s affect expression.
This experiment has two aims: first, to learn whether listeners perceive broad
affect dimensions in a singing voice that doesn’t portray a specific emotion. And
second if affect is perceived, to reveal the intrinsic role of the acoustical
characteristics of the singing voice in the perception of affect. To our knowledge,
these questions have not been studied before.
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2 Experiment
2.1 Stimuli
The stimuli was taken from the Singing Voice Database1 and consisted of scale
recordings of vocal as well as glottal sounds of a sung vowel ‘ah’ interpreted by
professional singers (1 male and 1 female). The musical notes range from A2 to E4
and A3 to A5 for male and female voice respectively. The recordings are mono files
in WAVE PCM format, at 16 bits and 44 kHz. The sound files were trimmed using
MIRToolbox [6] to remove the silence at the beginning, and were segmented using R
statistical software [12] so that only the first note of the scale is retained. The final
dataset consisted of 44 sound samples, 22 vocal and 22 glottal of 1 second duration
each in the following singing expressions2: bounce, hallow, light, soft, sweet, flat,
mature, sharp, clear, husky and no expression. The female sound files don’t include
the flat singing expression. The type of the stimuli was relevant as the singers didn’t
perform specific emotions and there was no accompanying music or lyrics to
influence the listener’s affect perceptions, hence their judgments were expected to
relate to the voice alone.
2.2 Participants
The participants consisted of 9 males and 6 females, (age M = 26.1, SD = 9.6) of
whom 1 is a professional singer and 4 have had some kind of formal singing training.
7 reported enjoying singing, 14 agreed that music expresses emotions and that the
voice of the singer is important to their personal enjoyment of a song. All participants
reported that the voice of the singer is important in expressing emotions in singing.
2.3 Procedure
Participants were asked to rate the perceived affect dimension of each voice sample
on a 5-point Likert scale using the two-dimensional model of affect [13] represented
by four broad affect terms: pleasant-unpleasant for valence, and awake-tired for
arousal [15]. Considering that with today’s internet bandwidth and sound
technologies it has become possible to conduct psychoacoustic tests over the internet
[2], the experiment was distributed through email with instructions explaining its
objectives. Participants could play the sound file more than once, and could at any
time save their answers and come back to complete it later. Each sample occurred 3
times in the dataset and the order of the files was randomized. Duration of the
experiment was 30 minutes.

____________________________
1
http://liliyatsirulnik.wix.com/liliyatsirulnik1411#!scale/cee5
2
http://liliyatsirulnik.wix.com/liliyatsirulnik1411#!synopsis/cjg9
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3 Results
3.1 Affect Ratings
Considering that the number of responses for each of the 5 categories on the Likert
scale was slight therefore making it difficult to meet the assumptions of statistical
validity for the ANOVA, the responses were grouped under ‘pleasant’, ‘unpleasant’,
‘neutral’ for valence, and ‘awake’, ‘tired’, ‘neutral’ for arousal. For example,
responses for ‘awake’ and ‘extremely awake’ were grouped under ‘awake’. The mean
of the ratings for the 3 occurrences of each file was computed, and then the file was
classified according to the emotion that brought the highest total number of votes. On
the valence dimension, 16 were rated as pleasant (13 vocal, 3 glottal), 22 were rated
as unpleasant (7 vocal, 15 glottal) and 6 were rated as neutral (2 vocal, 4 glottal). On
the arousal dimension, 22 were rated as awake (17 vocal, 5 glottal), 17 were rated as
tired (3 vocal, 14 glottal) and 5 were rated as neutral (2 vocal, 3 glottal).
3.2 Acoustic Features
A total of 11 acoustic features were selected according to their perceptual validity as
established in the relevant literature (see Table 1) and were extracted from the
original sound files using Praat software [1]. Pitch information was retrieved using a
cross-correlation method for voice research optimization, with pitch floor and ceiling
set to 75 Hz and 300 Hz respectively for male voice and to 100 Hz and 500 Hz
respectively for female voice. The spectrum was obtained from the waveform using
Fast Fourier Transform method with a dynamic range of 70 dB, a window length of 5
ms and a view range from 0 to 5000 Hz for male and from 0 to 5500 Hz for female
voice. The singer's formant [16], [9] was quantified by computing the singing power
ratio (SPR) [8]. To this end the two highest spectrum peaks between 2 and 4 kHz and
between 0 and 2 kHz were identified and SPR was obtained by computing the
‘amplitude difference in dB between the highest spectral peak within the 2 – 4 kHz
range and that within the 0 – 2 kHz range’ [7]. Since the ‘perceptual singer’s formant’
is ‘contributed by the underlying acoustic formants F2, F3 and F4’ [9], the means of
F2, F3 and F4 were measured individually for each sound file. The mean intensity of
the sound was measured using energy averaging method. Measures of jitter, shimmer
mean autocorrelation and mean harmonics-to-noise ratio (HNR) were extracted from
the voice report. Brightness was extracted using MIRToolbox [6].
3.3 Analysis
The entire analysis was carried out in the R statistical software environment [12].
Singing Expressions and Affect. To our knowledge, the relationship of various
singing expressions to affect dimensions is not established in the literature. A crosstabulation was done for the affect judgments and the singing expressions to
determine the counts of the combination of each factor level.
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Table 1. List of acoustic features and relevant literatures

Features
Singing Formants: F2 to F4
Singing Power Ratio (SPR)
Mean Intensity, Mean Pitch
Jitter, Shimmer, Harmonicity:
Mean HNR, Mean Autocorrelation
Brightness
General voice acoustic attributes

Literature
Sundberg et al. 1994, Ishi and Campbell 2012,
Millhouse and Clermont, 2006
Grichkovtsova et al. 2011, Laukkanen et al. 1997,
Sundberg et al. 1994, Omori et al., 1996, Watts et al.,
2004, Lundy et al., 2000
Jansens et al. 1997, Patel et al. 2011
Lundy et al., 2000, Scherer K., 1995
Ishi and Campbell, 2012
http://www.speech-therapy-information-andresources.com

On the valence dimension, all vocals in light, soft and sweet expressions as well as
67% of those with no specific expression were perceived as pleasant; mature and
sharp vocals were perceived as unpleasant. All glottals in bounce, husky, mature,
sharp and no expression were perceived as unpleasant, and soft glottals were
perceived as pleasant. On the arousal dimension, all vocals in bounce, clear, mature,
sharp and no expression were perceived as awake, and those in soft and sweet
expressions were perceived as tired (low energy). All glottals in clear, hallow, soft
and sweet as well as 67% of those having no specific singing expression were
perceived as tired.
Acoustic Cues and Affect. A one-way ANOVA was performed for each acoustic
measure with valence and arousal as factors with three levels each. The analysis
results were verified using Tukey’s multiple comparisons of means and were
Bonferroni corrected.
On the valence dimension, acoustic cues whose means were statistically different
for the pleasant-unpleasant factors are SPR, mean intensity, jitter, shimmer, mean
autocorrelation and mean HNR for vocal files (see Table 2), and brightness, mean
intensity, shimmer and mean autocorrelation for glottal files, with brightness being
significant for the pleasant-neutral factors as well (see Table 3). Comparing mean
values between vocal and glottal sound files, it is noticed that on the pleasant
dimension the shimmer’s mean value is higher in glottal sounds and lower in vocal
sounds, and mean autocorrelation’s mean value is lower in glottal sounds and higher
in vocal sounds.
On the arousal dimension, acoustic cues whose means were statistically different
for the awake and tired factors are SPR and mean intensity for vocal files (see Table
4), and mean intensity, jitter, shimmer, mean HNR and mean pitch for glottal files,
with mean HNR being also significant for the neutral-awake factors (see Table 5). On
the pleasant dimension, the mean intensity’s mean value is higher for both sound
types.
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Table 2. p values, mean and standard deviation of vocal cues for pleasant-unpleasant

Acoustic features
SPR
Mean intensity
Jitter
Shimmer
Mean Autocorrelation
Mean HNR

P
0.002
0.001
0.023
0.032
0.004
0.001

Pleasant
M
SD
28.580 7.475
53.940 5.026
0.653
0.334
3.591
0.857
0.985
0.006
21.440 2.131

Unpleasant
M
SD
15.900 5.998
62.670 1.834
1.166
0.471
5.123
1.710
0.952
0.031
16.200 3.305

Table 3. p values, mean and standard deviation of glottal cues for pleasant-unpleasant

Acoustic features
Brightness
Mean intensity
Shimmer
Mean Autocorrelation
*

P
0.032*
0.003
0.027
0.011
0.042

Pleasant
M
SD

Unpleasant
M
SD

0.163

0.105

0.069

0.018

59.420
7.583
0.970

7.172
3.865
0.026

65.890
3.750
0.988

2.601
1.528
0.007

pleasant-neutral

Table 4. p values, mean and standard deviation of vocal cues for awake-tired

Acoustic features
SPR
Mean intensity

P
0.002
0.002

Awake
M
SD
19.130 6.689
60.310 3.898

Tired
M
SD
32.430 7.275
52.500 5.394

Table 5. p values, mean and standard deviation of glottal cues for awake-tired

Acoustic features
Mean intensity
Jitter
Shimmer
Mean HNR
Mean Pitch
*

P
0.020
0.007
0.023
0.006
0.031*
0.014

Awake
M
SD
68.840
2.335
0.560
0.136
2.314
0.704

Tired
M
SD
63.510
3.911
1.285
0.423
5.257
2.263

29.320

3.019

23.570

3.328

218.700

3.937

138.100

51.543

awake-neutral
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Principal Component Analysis. The motivation for performing a PCA on the
acoustic correlates is duple: first, to determine what are the main components that
best describe the stimuli knowing that these exist in the audio feature data, and
second, to project the sounds on a factorial plane that illustrates graphically their
distribution on the valence-arousal groups alongside the acoustic variables used for
the PCA. Two components were retained that explained 78.1% of the total variance
of vocal cues and 73.5% of that of the glottal cues.
For the vocal cues, the first component explains 57.7% of the original variance
and accounts mainly for variations in SPR, F4, mean pitch, opposed to jitter and
mean intensity; the second component explains a further 20.4% of the original
variance and account mainly for variations in brightness. Figures 1 and 2 show that
the vocal files projected onto the PC1-PC2 planes appear to cluster reasonably
according to valence and arousal, although a bit weaker for arousal. For example,
pleasant sounds are those having higher values of SPR, F4 and mean pitch and lower
values for jitter and mean intensity and/or lower values for brightness. Unpleasant
sounds are those having higher values for jitter and mean intensity and lower values
for SPR, F4 and mean pitch, and/or higher values for brightness.

Fig. 1. Vocal files projected on PC1-PC2 plane and clustered by valence

Fig. 2. Vocal files projected on PC1-PC2 plane and clustered by arousal
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Sounds perceived as awake are those having higher values for jitter and mean
intensity and rather lower values for brightness, and sounds perceived as tired are
those having higher values for SPR, mean pitch and F4 and/or lower values for
brightness. For the glottal cues, the first component explains 53.4% of the original
variance and accounts for variations in shimmer, F2, F3, opposed to mean intensity,
mean autocorrelation and mean HNR; the second component explains a further
20.1% of the original variance and accounts for variations in mean pitch and F4 (see
Fig. 3 and Fig. 4).

Fig. 3. Glottal files projected on PC1-PC2 plane and clustered by valence

Fig. 4. Glottal files projected on PC1-PC2 plane and clustered by arousal

4 Conclusion and Future Work
This experiment reveals that broad affect dimensions are perceived in a singing
voice independently of the singer’s emotional expression. The analysis revealed 8
features that explained the variance with respect to affect and are: SPR, mean
intensity, brightness, jitter, shimmer, mean pitch, mean HNR and mean
autocorrelation. This could have implications on the use of synthesized voices in the
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research on vocal expression of affect. PCA revealed 2 components that accounted
for variations in 11 acoustic cues including the aforementioned 8 features. Further
investigation is needed to assess the strength of the relationship between the
components and the affect dimensions. Finally, this study will be replicated using
singing voices expressing the four affect dimensions and the results will be
contrasted with the present findings. We expect this would lead to conclusions of
interest to affective voice synthesis.
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Abstract. This paper describes Mood Conductor, an interactive system that allows audience members to communicate emotional directions
to performers in order to “conduct” improvised performances (e.g. music). Mood Conductor consists of three main technical components: a
smartphone-friendly web application used by the audience, a server-side
application for aggregating and clustering audience indicated emotion
coordinates in the arousal-valence space, and a visualisation client that
creates a video projection used by the musicians as guidance. This projection also provides visual feedback for the audience. In this paper,
we present the architecture of the system and the constrained real-time
clustering algorithm that drives the visualisation. The tuning and testing
of the system’s parameters was based on three public interactive music
performances held in UK and France with di↵erent ensembles. Qualitative and quantitative evaluations demonstrated that both musicians and
audience are highly engaged with the system during performances and
raised new insights for future improvements.
Keywords: interactive systems, audience-performer interaction, live musicmaking, improvisation, music, emotion, mood, arousal, valence

1

Introduction

Most research on music and emotions has been focussing on listeners’ response to
music, either in terms of expressed or perceived emotions, or in terms of induced
or felt emotions (see [22] and [4] for thorough reviews on psychological and music
information retrieval perspectives, respectively). The role of performers’ experienced emotions in the construction of expressive musical performance has been
under-studied. Recent work [24] showed that performers experience both musicrelated and practice-related emotions. For some artist or musicians, performing
?
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involves feeling music-related emotions in order to “get into the mood” of the
piece being played, whereas for others, performing is more a matter of deliberate conscious awareness and planned expressiveness, i.e. “knowing” music-related
emotions, rather than “feeling” them [24].
This work deals with another aspect of music and emotion which has been
scarcely studied: the communication of emotions between listeners (spectators)
and performers. We describe Mood Conductor (MC), a system that allows interactive music performances by allowing members of the audience to indicate the
emotional content they find most desirable in the context of improvised music.
The term “conductor” is used hereby metaphorically, in reference to the act of
conducting which is the art of directing a musical performance by way of visible
gestures. Through the use of the Mood Conductor app1 , spectators of a music
performance are able to communicate emotional intentions to the performers
using their mobile devices, tablets or laptops. Performers are made aware of the
spectator-conductor intentions by a visual feedback operating in real-time. The
system is adapted to musical improvisation situations, which is defined as a creative activity of immediate musical composition, combining performance with
communication of emotions and instrumental technique as well as spontaneous
response to other musicians [11]. In the case of the Mood Conductor system,
the emotional intentions communicated from spectators to performers represent
exogenous directions which constrain the musical improvisation in an interactive
way.
The three main components of the Mood Conductor system (web application,
server side engine and visual client) are presented in this paper. The tuning of
the systems’ parameters was based on three interactive music performances held
at Wilton’s Music Hall (London, UK), the Cathedral of Strasbourg (France)
and Queen Mary University of London in 2012 and 2013 with di↵erent music
ensembles (a vocal quartet and a jazz/rock trio). We conducted a web-based
survey with 35 audience members and performers involved in these performances.
The results from a thorough formal evaluation of the system are summarised
here, but the details are given in [17], together with more in-depth discussion of
the system’s performance on audience-performer interaction.
The remainder of the paper is organised as follows. Section 2 highlights important related works. The architecture of the Mood Conductor system is detailed
in Section 3. Section 5 reports on three previous interactive music performances
involving Mood Conductor. Finally, in Section 6 we summarise our findings,
outline our conclusions and the future perspectives of Mood Conductor.

2

Related Works

The most striking examples of constrained or directed improvisation occur in
the theatre [14] when an improvisational troupe invites the audience to supply a
theme and some constraints and then develops a rendition of the theme that also
1

http://bit.ly/moodxp
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meets the constraints [12]. This principle was adapted to the human computer
interaction (HCI) domain by [12] who developed an interactive story application
for children using intelligent agents.
In the musical domain, directed improvisation commonly occurs in jazz and
other musical performances [8]. The literature on live music improvisation systems involving audience-performer interaction is however very scarce and to the
best of our knowledge, Mood Conductor is one of the first systems of its kind.
The system fosters a new chain of communication between audience and performers which di↵ers from the classic composer-performer-listener model adapted to
Western written music [15]. A distributed interaction framework that supports
audience and player interaction during interactive media performances was proposed in [21]. [3] describes a ”cheering meter” application o↵ering a visualisation
of audience reactions which has been shown to increase the sense of participation among the audience at large-scale rap music performances. The system
developed by [13] draws on facial emotion recognition technology to create art
installations reacting to or mimicking audience changes in emotional expressions.
The Mood Conductor visualisation components rely on the two-dimensional
arousal-valence (AV) model proposed by Thayer [23] and Russell [18] to characterise core or basic emotions (such as “happy”, “calm”, “sad”, “anger”, etc.).
The experiments described in [19] demonstrated that the AV model provides a
reliable means for collecting continuous emotional responses to music. In MC,
the AV space is used in a reciprocal way, in order to collect emotional intentions in real-time. The graphical interface of the MC web application shares
some similarities with that of ‘MoodSwings’ [16], a collaborative game that was
developed for collecting music mood labels. However, in MC, the GUI displays
mood tags, rather than emotion faces [20], to help users finding the relationships
between locations in the space and their associated emotions, thus bridging the
gap between the dimensional and categorical approaches [4].

3

The Mood Conductor System

Mood Conductor facilitates a novel form of interaction between performers and
the audience by opening a new real-time communication channel in the context
of improvised music performances. The system allows the audience to indicate a
target mood or emotion they would consider desirable, interesting, appropriate
or otherwise aesthetically pleasing, and they would like to be expressed by the
performers. This is achieved using a smartphone application that provides a
easy to use interface to indicate emotion on the two dimensional arousal-valence
(AV) space [18, 23], ranging form positive to negative on the x axis, and calm
to energetic on the y axis. The emotion tags closest to the selected point on the
AV plane, such as “joyful” or “relaxed”, are also shown on screen.
Individual user inputs are clustered by a server-side application that is also
accessed by a visualisation client which produces a projection of the cumulative
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responses. This projection serves as guidance to the performers, and also provides
visual feedback to the audience.
We selected the AV model as basis for the Mood Conductor client and visualisation interface, because it overcomes some of the problems commonly associated
with categorical emotion models, such as the discretisation of the problem into
a set of landmarks, which prevents emotions which di↵er from these landmarks
to be considered. Additionally, it was empirically shown to be a good representation of internal human emotion states [23], that is also relevant in the music
domain, where emotion classes can be defined in terms of arousal or energy (how
exciting/calming musical pieces are) and valence or stress (how positive/negative
musical pieces are) [4]. Albeit higher dimensional models were also developed,
such as [1], the interaction based on these models would almost certainly be less
intuitive and the interface would be more cumbersome. It would also present a
higher cognitive load distracting the audience members too much from the performance. We do not however rely solely on the AV model. The client interface
also shows a mood tag closest to the selected position, allowing easier interpretation of the space, without restricting audience members to select a distinct
emotion category, creating an interface that fuses dimensional and categorical
emotion models.
Figure 1 shows the components of the mood conductor system. In the rest
of this section, we describe how these components work and interact.
3.1

System Architecture

Mood Conductor consists of three technical components that form a client-server
architecture. The first component is a smartphone friendly Web-based client
program. This client allows any member of the audience with an internet and
Web browser enabled smartphone (or other mobile device) to indicate emotions
during a music performance, thus collaboratively “conduct” the performance.
The second component is a server-side application that provides two conceptually separate application programming interfaces (API) implemented within
the same process. The smartphone client API allows for collecting data from
the audience, and also exposes a JavaScript program that is run by device’s
web browser. The visual client API allows for retrieving aggregated and clustered user input from the server, as well as configuring some of the server-side
parameters. Concerning client-server communication, Mood Conductor follows
a representational state transfer (REST) style design [10]. More details about
the server side implementation and the clustering process are provided in the
following subsections.
The final component of the Mood Conductor system is a visualisation client
that may be run on a conventional PC or laptop with video output. This client
allows for projecting or otherwise visualising cumulative user input. The program
retrieves data from the server and it is also capable of configuring or reinitialising
the server-side clustering parameters. The video output of the client is displayed
to the performers who may use this as guidance during improvisation. The vi-
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sualisation is also projected on a (typically large) screen behind the performers
for visual feedback to the audience.

Performers

Projector

Visual
feedback

Video Screen

Visualisation
client

visual client API

real-time
clustering

Server

Mood
database

smartphone client API

Audience
Fig. 1. Overview of the mood conductor system. The audience interacts with the system using a Web-based smartphone application that allows for indicating mood. Visual
feedback is received via a projection of clustered responses situated behind the performers.

Smartphone Application The smartphone client is a Web-based application
written primarily in JavaScript that runs in any Web browser. It is automatically
downloaded when a designated URL2 is dereferenced. This design allows Mood
Conductor to be used in a platform independent manner on any mobile phone
that is capable of accessing the internet and running a conventional Web browser.
2

http://bit.ly/moodxp
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The smartphone client displays an interactive screen showing the arousal-valence
space (see Figure 2) and allows for selecting an emotion coordinate. The client
recognises the coordinates of prominent mood words using the A↵ective norm
for English words (ANEW) database [5] developed to provide a set of normative
emotional ratings for a large number of words in English. To avoid confusion resulting from the potential proximity of several words on the AV plane, especially
when a small screen is considered, the system uses only some selected words from
ANEW such as “serious”, “relaxed”, “calm”, “fun” or “sad”, that were deemed
dominant in the authors opinion. The selected mood coordinates are communicated to server by a designated API call using an XML HTTP request. To
prevent any single user from overwhelming the system by repeatedly selecting
the same or di↵erent emotions, the client employs a blocking strategy that does
not allow transmitting a di↵erent emotion within a predefined time limit. This
time limit is experimentally defined, and currently set to 1000 ms. Albeit, this
mitigates problems resulting form quickly repeated clicks, it still enables users
to emphasise a certain area in the emotion space, potentially competing with
other users.
Mood Conductor Server The Mood Conductor server is a Python program
written using CherryPy3 , a self-contained Web application server library. The
server provides two simple APIs for communication with the smartphone and
visualisation clients. Most importantly the server accepts data from the audience
and registers the coordinates of the selected emotion, as well as the corresponding time. Note that for simplicity potential network delays are ignored in the
current implementation. The server aggregates the user input using a real-time
constrained clustering process described in Section 3.2. The purpose of the clustering is to reduce the complexity of user inputs, and facilitate their interpretation by musicians. Finally, the server provides an API function to be accessed
by the visualisation client to retrieve data from the server. This provides information such as the cluster centres, the number of input samples or observations
assigned to each cluster, and the time when each cluster was spawned, that help
to visualise the aggregated responses.
Visualisation Client The Mood Conductor visualisation client dynamically
creates a graphical representation of the aggregated and clustered user input.
The program is written using PyGame4 , a Python-based real-time game engine,
which in turn is based on the Simple DirectMedia Layer (SDL), a cross-platform,
free and open source multimedia library written in C. Thus, the Mood Conductor
visualisation client can be executed on any modern personal computer or laptop.
The visualisation created by the client is based on the arousal-valence model[18,
23], that is, clustered user inputs are projected on the AV plane. Each cluster
is represented by a spherical coloured blob drawn over dark background, whose
size is proportional to the number of input samples associated with the cluster.
3
4

http://www.cherrypy.org/
www.pygame.org
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Fig. 2. Smartphone client interface showing the Arousal-Valence plane and a selected
emotion.

The colours are selected using a gradient colour map that associate areas of the
AV space with conventionally accepted colours5 (e.g. anger with red) of prominent moods. While this selection is fairly subjective, it serves only an aesthetic
purpose in our application. Each blob is then drawn using a colour gradient generated between the selected emotion colour and the background. This produces
a 3D e↵ect which may create the impression that the clusters are represented
by “planets” or “stars” in the “universe of emotions”6 . The size of each sphere
may be changed dynamically as new user inputs are assigned to clusters using
a slow animation. To better reflect the continuously changing nature of emotion
expressed by improvised music, the visualisation of each cluster is time limited.
Unless new input is registered for a given cluster, its corresponding blob is faded
towards the background colour at a constant rate by decreasing its opacity (alpha channel value). In the current implementation, each blob is faded away in a
fixed period of time (several seconds) after the last input is registered for that
cluster. The next section provides more specific details about the clustering and
visualisation method.
3.2

Visualisation Using Time-constrained Real-time Clustering

The main algorithm driving the visualisation system uses a time-constrained
real-time process, conceptually related to nearest neighbour classification [7],
mean-shift clustering [6], and ensemble tracking [2].
5

6

Colour codes for some prominent emotion were taken from the following resource:
http://www.wefeelfine.org/data/files/feelings.txt
See photos at: http://bit.ly/moodcphotos

CMMR2013 - 112

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

8

György Fazekas, Mathieu Barthet and Mark B. Sandler

User input is organised using a maximum of N clusters that correspond to
blobs Bi (i = 1, 2, ..., N ) visualised on screen. Each cluster is associated with
the 3-tuple (xi , ci , ti ), where xi is the spatial centre of the cluster on the AV
plane, ci is the number of observations or user inputs associated with cluster i,
and ti represents the time of the cluster object construction. Each input sample
S received via the smartphone API is associated with the tuple (xs , ts ), where
xs is the spatial coordinate of the user-indicated emotion on the AV plane, and
ts is the time when the input is registered. Let Ks be a spatial kernel such that
⇢
1 if ||x||  s
Ks (x) =
(1)
0 if ||x|| > s ,
and Ts a temporal kernel such that
Ts (t) =

⇢

1
0

if
if

t  ⌧s
t > ⌧s ,

(2)

where s and ⌧s are server-side parameters representing spatial and temporal
tolerances. For every user input S received via the smartphone API, a new cluster
is constructed if nbS in equation (3) evaluates to zero, that is, if we can not find
an existing cluster within the spatial and temporal constraints designated by s
and ⌧s to which the new input might be assigned to.
nbS =

N
X

Ks (xs

xi )Ts (ts

ti )

(3)

i=1

In case nbs 1, the input is associated to the cluster denoted B 0 that minimises d(xs , xi ) for all Bi , where d is the Euclidean distance. In essence, this
makes the process adhere to a nearest neighbour classification rule which minimises the probability of classification error [7]. The parameters of B 0 (x0 , c0 , t0 )
are updated according to the following: c0
c + 1 while t0
ts ; however, x0 , the
spacial centre of the cluster remains unchanged in the current implementation.
In an alternative implementation to be tested in the future, we may update x0
to shift towards the cluster centre defined by the new sample mean of registered
audience inputs, similarly to a k-means or mean-shift clustering approach [6].
However, this may create abrupt changes in the appearance of already displayed
clusters. It remains future work to assess the usefulness of this alternative technique from our application’s point of view.
In the current implementation, we set N , the number of clusters displayed at
any one time, to an experimentally defined fixed value (see Section 5). Clusters
and associated colour blobs are removed if this value is exceeded. The mechanism
is implemented using a fixed length first-in, first-out (FIFO) queue. Moreover,
regardless of their position in the queue, colour blobs are removed by the visualisation client when their age exceeds the predefined time threshold ⌧c . This
parameter is linked to the server side parameter ⌧s , albeit they may be adjusted
separately.
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User Data Collection

The Mood Conductor server maintains a performance log in which we collect
information about the audience indicated emotions registered by the server. This
process logs the IP address of each device for each received input, together
with the coordinates of the indicated position on the AV plane, and the time of
registration for each data point. This data allows us to replay a performance, i.e.
recreate the visualisation by providing the clustering and visualisation process
with input data identical to what was indicated by the audience during a concert
performance. It may also serve a useful purpose as ground-truth data in music
emotion detection variation tasks, using audio content-based predictions from
recorded performances. The data collection is implemented simply by using the
logging facilities of the web application server.

4

Interactive Performances

Three interactive music performances were organised so far using the Mood
Conductor system. Two of these were held in collaboration with the French vocal
quartet VoXP7 . VoXP is a “musical laboratory” composed of four musicians,
vocalists/performers from di↵erent cultural origins and musical backgrounds.
Using the various sounds from their voices, they create improvised music ranging
from experimental noise to strange unknown melodies. The third performance
was held in collaboration with a jazz/rock trio (drums, bass, guitar).
The first performance was organised at Wilton’s Music Hall, London, UK
(see Section 4.1), the second was held at the Cathedral of Strasbourg in France
(see Section 4.2), and the third was held at Queen Mary University of London,
as part of the “New Musical Interfaces” concert (see Section 4.3). These performances provided means for fine tuning some of the parameters of the system
during rehearsals, as well as evaluating the system using informal feedback from
audience members as well as musicians. To illustrate these performances, we
invite the reader to watch short YouTube videos8 showing real use cases of the
system in collaboration with the VoXP vocal quartet and the jazz/rock trio.
4.1

Wilton’s Music Hall

The concert at Wilton’s Music Hall, one of the world’s oldest, surviving Grand
Music Hall, located in London (UK) was held during the CMMR 2012 “New Resonances Festival: Music, Machines and Emotions”9 . About 60 spectators used
the Mood Conductor system during the concert at Wilton’s. This performance
and preceding rehearsals allowed us to tune some Mood Conductor system parameters.
7
8

9

https://www.facebook.com/VoXPerformance
VoXP vocal quartet: http://bit.ly/moodxpdemo ; Jazz/rock trio: http://bit.ly/
moodnmidemo
http://cmmr2012.eecs.qmul.ac.uk/music-programme
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The three primary parameters to be defined for the visualisation and clustering algorithm are N the total number of clusters or blobs allowed, s the spatial
proximity tolerance that defines wether an input gets assigned to a the nearest
cluster, and ⌧s the temporal constraint on clustering. During rehearsals with a
small number of participants, these values were set to N = 15, s = 0.08 (in
normalised Euclidean space) and ⌧s = 17s .
4.2

Strasbourg Cathedral

The concert at the Cathedral of Strasbourg (France) was held as part of the
Electroacoustic Music festival “exhibitronic#2”. More than 150 members of the
audience interacted with the performers using the Mood Conductor app at the
Cathedral of Strasbourg. Photos from the set up and the performance can be
found online10 .
During this concert performance, we used the same parameters as described
in the previous section. While this worked well overall, we found that the visualisation became overly cluttered or chaotic during parts of the performance,
especially in the first couples of minutes. This seems to indicate that the clustering parameters need to be tuned di↵erently for larger audiences, and also that
there may be a learning curve or discovery period while the audience tries to
learn how to use the application, or discover the meaning, and associated words,
of locations on the AV plane. It also seems that musicians need time to be able
to adapt their playing to the more diverse responses of large audiences. However, mutual adaptation gradually allowed the performance to converge towards
common directions and the indicated emotions to become more uniform in the
audience.
In a future version of the system, we may mitigate these issues by enabling
the system to automatically adopt to the audience size using the number of
unique IP addresses or the rate of the incoming data. This adaptation however
requires real-time optimisation of the parameters (N , s , ⌧s ) with respect to
criteria that are subject to future experiments and research.
4.3

Harold Pinter Drama Studio

The third performance was held in the Harold Pinter Drama Studio at Queen
Mary University of London as part of the ‘New Musical Interfaces’ concert coorganised by the Centre for Digital Music (C4DM) and the Media and Arts
Technology (MAT) groups. As opposed to prior performances with the VoXP
vocal quartet, the performers were part of a drums, bass and guitar trio, playing
improvised electroacoustic music influenced by jazz and rock. The musicians were
briefed during a rehearsal prior to the performance. The size of the audience
was between 60-80 attendees, that is, it was a smaller audience compared to
the concert at the Cathedral of Strasbourg, but larger than that of the Wilton’s
Music Hall. During this concert, the audience was asked to start and stop the
10

http://bit.ly/moodcphotos
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performance using the Mood Conductor application to emphasise the idea of
“conducting” the ensemble. To this end, the musicians started the performance
as the audience started to interact, and stopped a piece as the audience stopped
the interaction. This idea however was only partly successful as the audience
preferred to interact continuously, therefore the performance consisted of a single
improvised piece.
In order to better accommodate for a larger audience size, and based on our
experience from the Strasbourg performance, two modifications to the system
were introduced before this concert. First, we configured the visualisation parameters slightly di↵erently (N = 18, s = 0.15 and ⌧s = 12s), which provided
smoother visual feedback with a larger audience. This is probably due to the
fact that more similar moods were clustered together as a result of the increased
s parameter, and higher number of colour blobs were allowed at any one time,
resulting in fewer deletions as blobs are dropping out of a fixed length queue (see
Section 3.2 for an explanation of the criteria for removing clusters and associated
coloured spheres), i.e., more blobs were allowed to fade out gradually. Finally,
to accommodate potentially swifter responses, the ⌧s parameter was decreased.
Another change we introduced was the ability to configure the server side parameters in real-time from the visualisation client, to allow for fine tuning the
system to the audience size during a performance. This allows for increasing or
decreasing N and ⌧s using integer steps, and s in steps of 0.025 (with regards
to the normalised Euclidean space). During the performance, only a slight decrease of s was necessary to allow a somewhat more refined representation of
user inputs on screen. Overall, this seems to suggest that with some experience,
the operator is able to set good initial parameters for Mood Conductor only by
knowing the expected size of the audience.

5

Performance Analyses

We collected data from the audience during the performances in the Cathedral
of Strasbourg and the Harold Pinter Drama Studio. In this section, we describe
these datasets and highlight some quantitative and qualitative analyses of the
data. We also conducted two online surveys in order to learn more about how
performers and audiences understand Mood Conductor, and how they interact
with the system. The results of a more detailed analysis of the surveys [17] are
summarised here.
5.1

Performance Datasets

During a 15 minutes interactive concert performance in the Cathedral of Strasbourg, the system registered 5392 unique data points corresponding to indicated
emotions from 465 unique IP addresses. The estimated number of participants
however is significantly lower than this number, since we can not guarantee that
mobile operators keep a fixed IP address for each device.
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The system received between 3 and 17 indicated emotion responses each second with 6.22 responses per second on average. With respect to the AV plane [18,
23], the highest number of responses occurred along the diagonal corresponding
to “tiredness” vs. “energy” in Thayer’s model, with a high number of responses in
the negative-low (“melancholy”, “dark”, “atmospheric”) and positive-high (“humour”, “silly”, “fun”) quadrants. A richer cluster of responses was observed in
the middle of the plane and at the positive end of the valence axis corresponding
to mood words such as “happy”, “pleased”, or “glad”.
During the New Musical Interfaces Concert, the system collected data from
the audience for 29 minutes. 5429 unique data points were registered corresponding to indicated emotions from 68 unique IP addresses. Between 1 and 15
indicated emotion responses were received each second with 3.72 responses per
second on average. Since the performance was almost twice as long, but the size
of the audience was smaller (about 40-50% of that in Cathedral of Strasbourg),
these data seem to indicate a very similar level of interaction or engagement
with Mood Conductor during these two concerts. A similar pattern of audience
responses can be observed with regards to the AV plane with one notable difference. A more emphasised cluster of mood indications can be observed in the
quadrant corresponding to negative valence and high arousal (“aggressive”, “energetic”, “brutal”), which seems to suggest a di↵erent genre bias in case of the
rock/jazz influenced performance.
More detailed analysis of the recorded datasets is beyond the scope of this
article. We plan to use the collected data to find better system parameters for
di↵erent audience sizes, and also to analyse the audience indicated mood in the
context of the recorded audio.
5.2

Qualitative Observations

During the concerts at Wilton’s Music Hall and at the Cathedral of Strasbourg,
the singers reacted to the emotional intentions from the audience by modulating
several musical variables, such as:
– Sound: timbre/tone, dynamics, attacks, duration, amplitudes, pitch of sounds
– Rhythm: slow or fast tempi, binary/ternary, variations
– Interactions : solos, duos, trios, tutti
In some cases, when the emotional intentions from the audience were in disagreement, the singers focused on di↵erent quadrants (Q) of the arousal/valence
space (Q1: “scary”, Q2: “fun”, Q3: “calm”, Q4: “sad”). This lead to rich and
complex vocal mixtures, associating parts expressing di↵erent emotional content. Surprisingly, the frequency at which the audience directions were given
was used by the singers as a parameter to inform some of the rhythmical aspects
of the performance, creating a synaesthesia between the vocal performance and
the visual projection of emotion “blobs”.
During the concert at Queen Mary University of London, the guitar and
bass players also used timbre changes to convey di↵erent musical emotions, for
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instance by selecting di↵erent audio e↵ects using multiple e↵ect pedals; the guitar
player often used a distorted sound when the emotional intentions were located
in the first quadrant (Q1: “scary”), while clean sound and delay were employed
when emotional intentions were located in the third quadrant (Q3: ‘calm”). The
drummer mainly altered the playing dynamics, style of rhythmical patterns,
and the tempo to convey di↵erent emotions. Classic harmonic changes (major
! happy; minor ! sad) were also employed by the musicians. However, as
described in the next section, the performers reported that split votes from
the audience and the rapidity of emotional intention changes made the musical
improvisations difficult.
Informal observation on the evolution of these performance suggests that
the behaviour of the audience members includes exploratory, genuinely musical, as well as possibly game-like interaction. Exploratory interaction commonly
happens during the first phase of a performance, and may be explained by two
factors: i) the need for exploring the emotion space (e.g. the assignment of mood
words to positions on the AV plane), and ii) observing the initial response of the
performers to the clustered and visualised audience input. This phase is occasionally followed by a period of time where audience members focus on di↵erent
quadrants of the AV plane, or di↵erent contrasting emotions. This behaviour was
observed for short time durations of up to 20-30 seconds. It may be interpreted
as game-like, i.e., audience members converge, but try to steer the performance
towards di↵erent contending directions.
As performances evolve and the audiences’ understanding of the system deepens, a slower and more balanced interplay between performers and listeners develops. During this phase, the majority of audience members appear to focus on
a prominent emotion area, typically indicating related emotions that are close
to each other on the AV plane. The audience either moves slowly from a given
emotion to other musically relevant emotion, or start to follow a new emotion
selected by a minority in the audience. The observed convergence of listeners often leads to a slowly evolving trajectory spanning the AV plane, and allows the
performers to express each emotion area more deeply, as well as to explore how
musical improvisation techniques may be used to convey particular emotions.
These informal observations allow us to form a number of hypotheses about the
commonly occurring interaction types with Mood Conductor and the overall effectiveness of the system. Testing these hypotheses using the collected data (see
Section 5.1) constitutes future work.
5.3

Online Surveys

Although we collected audience data during two performances so far, this may
provide only limited means for evaluating the system. In order to obtain some
feedback both from the audience and performers, two separate online surveys
were conducted with 35 audience members and performers involved in the Strasbourg and New Musical Interfaces concerts. The design and analyses of these
surveys are described in our companion paper [17] and are briefly summarised
here.
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A very positive feedback on the system was reflected by the fact that 89%
of the audience participants acknowledged the novelty of the performance (e.g.
“a pretty new way of listening to a concert or performance”) and the possibility to get actively involved in the performance (e.g. “The audience-performer
interaction is the best part. Audiences are able to take part in the performance
and a↵ect the outcome.”). However, a small majority of the audience members
(52%) and all the performers agreed that the current point cloud-based visual
feedback system is confusing, especially when votes from a large number of users
are split in the AV space at a same moment in time: audience members did not
know which emotion cues the performers attempted to follow, and reciprocally,
performers did not know which emotion cues to follow.
Suggestions were made to replace the point cloud-based visualisation displaying rapid changes of individual intentions by a single point highlighting the
audience’s average vote gradually over time (i.e. to display an “emotion trajectory” in the AV space rather than clustered emotion cues). While this will
almost certainly simplify the interpretation of the visual feedback, it may also
reduce the affinity or enjoyment created by observing a more immediate result of
indicted emotions on the feedback screen, producing new clusters or increasing
existing ones dynamically.
Several participants also suggested to illustrate the nature of the emotions
represented by the spherical blobs in the AV space by displaying corresponding
mood tags as in the mobile client interface. We plan to design a second version
of the Mood Conductor system based on such feedback. The modified version
will be further compared to the current one to test whether changes made to
the visual feedback improve the audience-performer interaction and the quality/reactivity of the directed musical improvisations.

6

Conclusions and Future Work

In this paper, we introduced a system for audience-directed interactive performances, that is well suited for facilitating improvisation in music, using a novel
form of audience feedback. Mood Conductor opens a new communication channel between the audience and musicians that proved to be valuable in three
public improvised music performances.
The system was evaluated in substantially di↵erent venues with di↵erent audience sizes. We found that although some parameters of Mood Conductor are
sensitive to the number of participants using its Web-based smartphone application, the communication works even with suboptimal parameter settings after
some adaptation by both the audience and the performers. This is based on the
analyses of a survey (see Section 5.3 and [17]) we obtained both from performers
and audience members. Several solutions to the parameter optimisation problem
might exist. An obvious and easily implemented extension of the system allowed
the use of the configuration API provided by the server to manually tune the
parameters during a performance. Further criteria might be introduced in the
algorithm described in Section 3.2 to allow automatic adaptation to the rate and
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distribution of the incoming data. Lastly, data recorded during concerts may be
replayed during rehearsals for further evaluation by the artists. This can be used
to create a parameter database that allows for estimating the correct settings
for each type of performance and for di↵erent audience sizes.
From a research perspective, one of the main merits and novelty of the Mood
Conductor system is that it allows for examining the interaction between artists
and audience using technology. The recorded data may be used in music emotion
studies, and analysed in the context of recorded audio. More work is required
however to evaluate further aspects of the system. It may be possible to improve the visualisation by employing di↵erent clustering strategies or visualisation models. For instance, mean-shift clustering may represent the user input
more accurately, on the expense of potentially more complex visualisations. The
AV space may be replaced by other dimensional representations of emotions,
and the blobs may be replaced by continuous trajectories.
One of the most intriguing research question is presented by the need to
define a reliable and objective measure of coherency that reflects the overall
quality of communication between musicians and the audience. To this end, we
may develop two alternative client interfaces that allow to split the audience into
two groups: one conducting the performance as initially devised in our system,
the other indicating perceived emotion. A possible way to define a coherency
measure is then to select suitable correlation statistics to be calculated between
the data sets collected from the two groups, appropriately corrected for a possible
time lag.
Our most imminent future work however is enhancing the current system
using the experiences learnt from the result the survey described in [17], and
collect further data during upcoming concert performances. This includes a
VoXP/Mood Conductor performance held during the International Conference
on A↵ective Computing and Intelligent Interaction [9]. This will provide new
data that help to improve the system.
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Abstract. We draw on our experiences of two recent sonification pieces
we have been involved in; composing for Peter Sinclair’s RoadMusic
project, and creating a multispeaker sonification piece with Kaffe Matthews
which sonifies the movement of sharks around the Galapagos islands.
We describe these pieces in terms of translation of data into different
modalities, and extending the affective capacity of the listener, allowing
the data to be experienced viscerally and in an embodied manner, as
opposed to intellectually.
Keywords: sonification, embodiment, affect, enaction

1

Introduction

Sonification may be seen as occurring along a continuum from representation to
abstraction. At the representative end of the spectrum we find auditory icons and
sound works which are intended to represent and illustrate processes or data,
often in order to educate or inform the listener [7]. The sound is a vessel for
meaning, and might be used to illustrate some patterns that are less perceptible
through other modalities. One example of this is Alberto di Campo’s SonEnvir
[3].
Another form of sonification seeks not to represent the data, but to abstract
it and subsume it to compositional processes. The data might be used to introduce variety into textures, or to structure compositional ideas: a certain ratio,
for instance, extracted from data might be used to structure certain musical
relationships throughout a piece. Sonification becomes something of a compositional technique, a way for a composer to introduce elements or patterns that
they might not otherwise manually score or sequence, not unlike algorithmic
composition. An example of this is Xenakis’s Pithoprakta, which used Brownian
motion to score glissandi[2].
We propose an approach to sonification that foregrounds an embodied approach to the musical experience: sonification might also be seen as ‘making the
data sing’. This combines elements of representation and abstraction. The composer/programmer uses the sonification to extend the affective capacities of the
listener and allow an embodied experience of the data. We will describe this in
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greater detail after presenting our own experiences with sonification pieces. We
present this approach in a certain theoretical context, drawing on concepts of
embodiment, affect and enaction.

2

Related Work

Two different kinds of sonification are discussed by Larry Polanksy, who describes sonification as falling into two categories, scientific sonification and what
he calls ‘manifestation’ or ‘artistic’ sonfication. To illustrate this, he suggests
that a composer practising ’manifestation’ might use the Gaussian distribution
not to hear the Gaussian distribution, rather she might use the Gaussian distribution to allow us to hear new music [11].
Hunt et al’s Sonification Handbook gives an extensive overview of current
sonification practices and research areas, focusing on representative sonification,
and the related practice of auditory displays[7]. Alberto di Campo’s aforementioned SonEnvir, which facilitates such sonification and allows non-musicians to
present data in a way that can be used to better analyse and understand that
data, is discussed further in [3]. Ben Tal and Berger’s work uses sonification in
these two different ways. Some of this explores sonification and pattern detection: through taking advantage of the temporal nature of sound, sonification can
represent data when visualization might be ineffective. They also describe deliberately avoiding representation, using data instead to help bring an ‘organic’ feel
into their work, and generate rich and varied sonic textures. [2]. Somewhat bridging this dichotomy and moving towards our own position, Barrass and Vickers
propose a design - oriented approach to sonification which frames it as a practice
where data can be understood and even enjoyed. [1]
Sonification practices can problematise where we locate creative agency. A
related practice which produces similar problems is algorithmic and generative
composition. Nick Collins gives an overview of generative and algorithmic music, and engages with debates about the ontological status of these software
and the creative and compositional strategies that might emerge from them [5].
Doornbusch discusses Xenakis’s use of Brownian motion in scoring glissandi, and
makes the important point that this use of sonification is considered composition. Whilst the data might be creating the music, there are still a great deal of
compositional decisions taking place which shape how this data will sound.
The authors’ experience with sonification extends beyond the specific works
described. Tanaka has also worked on sonifying photographic images for a series
of works described in [13]. Parkinson has worked with Kaffe Matthews on Where
are the Wild Ones?, an opera which uses melodic material generated by the
movements of wild salmon in the River Tyne.
The idea of embodiment draws upon ideas of embodied cognition and the
embodied mind, through the work of Clark and Chalmers [4] and Lakoff and
Johnson [8]. Also closely related is the work of Varela et al, described as ‘enactivism’ [14]. Central to these theses are ideas that cognitive processes, and the
ways in which we understand and attribute meaning in the world grow out of
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our interactions with our environments. The mind cannot be thought of as being separate to our bodies, and our understanding of the world is routed in our
bodily interactions with it. We also draw upon notions of affect, a concept which
refers to interactions between bodies and the potential for bodies to change or be
changed by such interactions [6]. Our interactions with the world might be seen
as being constituted by affects, and sonification can thus extend our affective
capactity by allowing us to hear or feel data that would otherwise remain visual.

3

Two Sonification Pieces

We discuss here two recent sonification works. The first involved working with
Peter Sinclair’s RoadMusic system which sonifies the movements of a car in real
time for the driver and passengers.
RoadMusic uses Pure Data software running on a single-board computer
attached to the windshield of a car. Accelerometers and a webcam provide the
computer with real time data generated during a drive. The computer’s audio
output is connected to the car sound system, effectively replacing the car stereo
with an interactive music system.
From the accelerometers, one has information about acceleration, deceleration, changes in the road surface, and bends in the road. The webcam gives
information about colour balance (which can be used to detect when one enters
a built up area, or if it is night or day), and blob tracking is used to detect
oncoming objects (for instance, cars in the opposite lane of a motorway). There
is also another level of data, as the system logs the frequency of events: from
this, one can detect the ‘bendiness’ of the drive or the ‘bumpiness’ of a road, for
instance[12].
Composers can use the modular nature of Sinclair’s software to write their
own Pure Data patch to sonifiy data from the host RoadMusic data processing patch. Sinclair commissioned a number of composers - the present authors
included - to compose pieces for the system, and presented them at the 2013
Reevox Festival, Marseilles. The authors have reported on their experience of
‘Composing for Cars’ elsewhere [10].
Parkinson also worked with sound artist Kaffe Matthews on the installation
You Might Come Out of the Water Every Time Singing. This piece sonifies
data from shark movements in the Galapagos Islands, based upon the artist’s
experience of a residency in Galapagos which involved working with scientists
studying the sharks and diving with sharks herself. The piece has been exhibited
as part of the Galapagos group show at the Bluecoat Gallery (Liverpool), the
Haymarket Gallery (Edinburgh) and the Gulbenkian Museum (Lisbon).
The piece uses an ambisonic speaker set up, with sound spatialised in three
dimensions through 8 speakers arranged in a cube, in a space measuring approximately 6 by 6 metres, along with two subwoofers. In the centre of the space is
a wooden platform, covered in bamboo mats, and attached to the underside of
this are transducers, which vibrate the platform according to the bass frequencies, adding to an embodied, immersive experience. Upon entering the dimly lit
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room, with the walls shrouded in felt curtains, people are encouraged to remove
their shoes and lie upon the platform.
The piece runs on an Applemac Mac Mini, connected to a multichannel
soundcard. On the computer, data describing the movements of six sharks in
the Galapagos Islands is cycled through by software written in Max MSP. This
data consists of the longitude, latitude and depth of each shark at irregular intervals spanning a two-to-three day period. We also have the temperature of the
water at every point of measurement. This gives us five values for each shark:
latitutde, longitude, depth, speed (derived from these) and temperature. Each
shark is represented by a software oscillator, and the data is used to control both
the spatial position and timbre of the oscillator associated with each shark. Some
basic processing, such as filtering or reverb, can also be controlled by the data.
The composer is able to choose the speed at which the data is cycled through,
and the way in which it is routed to different parameters of the oscillator. The
data is cycled through repeatedly, and so the same data often ends up having
very different sonic effects, depending on the routing and the number of sharks
playing. The software also plays back samples: in this case, hydrophone recordings made by Matthews. Each sample has a ‘spatlog’ file associated with it which
describes the way in which it is spatialised through time.
The composer makes a series of ‘snapshots’ or presets which capture the
routing and scaling. A master sequencer describes the relationships between
different routing combinations and samples which is cycled through over the
course of about 60 minutes. Matthews has so far created three different master
sequences, which are effectively compositions for the installation. The software,
then, allows for the data to be sonified, but also for the artist/composer to fine
tune and shape this data as an expressive material, through tweaking and tuning
each preset, and creating the overall structure.

4

Making Data Sing

Through sonification, we propose that composers and programmers can ‘make
data sing’, allowing for an embodied experience of the data. The data is given
voice, but the sonification is not confined to a simple representative role. Mediated by the composer and expressed through the software and hardware of the
installation or piece, it serves as a vessel for experience. Such an approach falls
neatly into neither wholly ‘artistic’ nor ‘scientific’ approaches to sonification.
Working with RoadMusic, through the work of the composer / programmer
in making the data sing, the people within the car experience things such as
the ‘bumpiness’ of the road in a different way. Their affective capacities are
extended into new realms as they experience the bendiness of a road in terms
of the way in which, say, the granulation of a sample evolves. The experience of
RoadMusic is utterly embodied, as moments of synchronicity occur between the
movements of the car and events in the music, and one is aware of an intimate
connection between the two. The sensor data does not provide anything that
the passenger or driver does not already experience: their body and eyes provide
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the same information as the webcam and accelerometers. However, RoadMusic
turns this into an embodied, audio-visual and multi-modal experience, allowing
the passenger to be affected by this data in a different way.
In this way, it is not a specific experience of driving that the composers /
programmers are trying to extend to the audience, rather it is a way of extending
the affective capacties of the actors involved, allowing features of the drive both specific events such as a bend, and high level features such as the overall
‘bendiness’ of the journey - to be experienced in new ways through different
modalities.
With the case of Kaffe Matthews’s piece, the installation is intended to transmit a certain ‘feel’ or impressionistic experience from the data. The artist’s experience of diving with hammerhead sharks in the Galapagos islands served as
a basis for informing some of the aesthetics, and how the data was used. One
reviewer of the piece, writing in New Scientist, describes,
I lie perfectly still, listening to the sound of a hammerhead shark circling
overhead. I hear another approaching, and another, until they are all around,
arcing through the depths of the ocean. A deep rumbling begins then: the sound
of a diving boat right above me. The platform I am lying on starts to vibrate and
all the eerie sounds of the ocean crescendo around me[9].
From the raw data, which is essentially no more than the latitude, longitude and depth co-ordinates over time, a sensual, embodied experience (Kaffe
Matthews’s experience of swimming with sharks) is extended to the listener.
The installation serves to extend the listeners affective capacity, not so they
merely have a better understanding of the movement patterns and trajectories
of hammerhead sharks, but so that they have an embodied experience of the
data.
The composer has control over the sonification and is able to finely tune and
adjust enough of the parts, so that whilst on the one hand the data is represented
through the piece, the data also becomes a musical material which is shaped and
crafted by the composer in order to articulate something that they associate the
data with. The data will have characteristics, and the composer has to treat
this as something to sculpt with, through constraining certain parameters, exploring mappings and scalings, as well as filtering, processing and tuning of the
sounds within the software. The data then becomes an expressive material for
the composer to work with.
Sonification in this way allows for what we might call an ‘enactive’ experience of the data, drawing on Varela et al [14]. We experience the data directly
through our bodies as part of our environment, rather than symbolically from
some detached, intellectual vantage point. Whilst the sonification might allow
for the people experiencing the piece to identify patterns or trends, as representative sonification traditionally facilitates, this is not the prime goal of the
process. Nor is the data merely something which allows the composer to make
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music they would not make before. In this way, making the data sing is neither
purely ‘artistic’ nor ‘scientific’ sonification.

5

Conclusion

Drawing on their experiences of working with two sonification pieces, the authors
presented a way of understanding sonification in terms of ‘making the data sing’,
focusing on the way in which sonification allows for an embodied experience of
the data. This neither abstracts the data into purely musical or compositional
realms, nor aims to represent the data to make it more understandable. Instead,
the composers attempt to allow the audience to experience the data in a new
way, effectively extending their capacity to experience or be affected by things
such as the bendiness of a road in Marseille or the feeding patterns of a shark
in the Galapagos islands.
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Abstract. We construct a representation of earthquakes and global seismic waves through sound and animated images. The seismic wave field
is the ensemble of elastic waves that propagate through the planet after
an earthquake, emanating from the rupture on the fault. The sounds are
made by time compression (i.e. speeding up) of seismic data with minimal additional processing. The movies are renderings of numerical simulations of seismic wave propagation in the globe. Synchronized sounds
and images reveal complex patterns and illustrate numerous aspects of
the seismic wave field. These movies represent phenomena occurring far
from the time and length scales normally accessible to us, creating a profound experience for the observer. The multi-sensory perception of these
complex phenomena may also bring new insights to researchers.
Keywords: Audification, Sonification, Seismology, Wave field visualization

1

Aims

An earthquake is a minute event in the vast and slow movements of plate tectonics; it is the smallest increment of plate motion that we can experience with
our unenhanced senses. Over geologic time, earthquakes are tiny, discrete events
that constitute smooth, slow motion of plates. The “seismic wave field” is the
ensemble of elastic waves that propagate through the planet after an earthquake,
emanating from the rupture on the fault. Seismometers measure this energy as
displacements of the Earth’s surface. The resulting seismograms are the raw
data used to study both the internal structure of the planet and the nature of
the fault rupture. The aim of this project is to develop methods for making this
global wave field perceptible, as illustrated in Fig. 1.
Here, we provide a sensory experience of this phenomenon with a vast shift in
its time and length scales. We are not trying to simulate the experience of being
in an earthquake; rather, the experience is abstracted by the vast change from
our normal time and length scales of perception; as observers seek meaning in
the sounds and images, they grapple with the magnitude of this shift. The most
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basic element is to create sounds from seismograms. We shift the frequencies
into an audible range by time compression of the data (as illustrated in Figure
2 and discussed in the Appendix), referred to as “audification” or “sonification”
(Walker and Nees, 2006). Sounds from several seismic data sets simultaneously
recorded at different locations on the globe play through speakers in the same
relative positions as the seismometers to produce spatialized sound. We then
produce 4D renderings of the seismic wave field from global simulations and
synchronize the sound with the movies, which are played in audio-visual environments in which the listener is situated “inside” the Earth. The sounds are
unmistakably natural in their richness and complexity; they are artificial in that
they are generated by a simple transformation in time of real data that we cannot
actually hear. When experiencing these sounds, people are perceiving a system
on a scale that is otherwise impossible. In a subliminal way, these sounds can
bring people to realize how fragile and transient is our existence, as well as a
fundamental curiosity about the planet.
Humans perceive a great deal of physical meaning through sound– for example, the motion of approaching objects, the mood of a voice, the physical
character of a material breaking (distinguishing snapping wood from shattering glass). Also, perception of motion through sound often triggers our mind
to look for visual cues. This perception of motion is very sensitive to frequency
(Hartmann, 1999). While our hearing has better temporal resolution, our eyes
are very sensitive to spatial gradients in color from which we decipher spatial
information, texture, etc. Due to these differences, “multi-sensory integration”
is much more powerful than sound or image alone in eliciting in the observer a
range of responses, from the visceral to the intellectual. Multi-sensory perception
of wave fields in the Earth provokes a wide range of questions in the observer;
those questions depend on their experience, which we discuss further in Section
6.

2

Background and Development of the Project

The earliest example (to our knowledge) of earthquake sonification is a record
from 1953, called “Out of this World” (Road Recordings, Cook Laboratories),
recorded by Prof. Hugo Benioff of Caltech. He ran seismic data from 200 magnetic tape directly to vinyl print, accelerating the tape playback so that the true
frequencies of the seismic signal would be shifted into our range of hearing. A
concise description of the frequency shifting process in an analog system is found
in the liner notes: “It is as though we were to place the needle of a phonograph
cartridge in contact with the bedrock of the earth in Pasadena... and we “listen”
to the movement of the Earth beneath a stable mass, or pendulum, which is the
seismometer... But even during nearby earthquakes, the rate of motion is so slow
in terms of cycles per second that the taped signals cannot be heard as sound... It
is somewhat as though we played a 33-1/3 rpm record at 12,000 rpm,” Sheridan
Speeth at Bell Labs used this technique to distinguish between seismic signals
from bomb tests and earthquakes, in the early days of nuclear test monitor-
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ing (Speeth, 1961). Much later, David Simpson wrote “Broadband recordings of
earthquakes...provide a rich variety of waveforms and spectral content: from the
short duration, high frequency and impulsive ‘pops’; to the extended and highly
dispersed rumbles of distant teleseisms; to the rhythmic beat of volcanic tremor;
to the continuous rattling of non-volcanic tremor; and the highly regular tones
of Earth’s free oscillations” (Simpson et al., 2009). A small number of people
have continued to develop these efforts with scientific and artistic aims. Those
we are aware of include, in some roughly chronological order, David Simpson
(Simpson et al., 2009), Florian Dombois (Dombois, 2002), John Bullitt (Baker,
2008)5 , Andy Michael, Xigang Peng, Debi Kilb (Peng et al., 2012). Our impression is that many of these people (including us) had the initial raw idea to
time-compress seismograms that felt completely original and obvious and then
subsequently discovered that others had preceded them with the same excitement.
We began in 2005 with a low budget system of 8 self-powered speakers and
an audio interface, interested in using the sound to understand the nature of
earthquakes, wave propagation through the planet as an acoustic space. In the
subsequent years, our large step forward was to couple the sounds with animations of the seismic wave field from both real data and simulations. Seeing the
wave field while hearing the sounds enables an immediate comprehension of the
meaning of the sounds that is a huge leap from the sound alone, as discussed
above. Our first effort to couple the sound and image was to add sound to the
animation of smoothed seismic data across Japan from the 2007 Chuetsu-oki
(Niigata) earthquake (Magnitude 6.8) 6 , using the method of Furumura (2003).
This animation is only possible for very dense arrays of seismometers (where the
station spacing determines the minimum wavelength that can be seen). With
the advent of the USArray program and its transportable array (TA), such images have become possible for long period waves across the continental US. These
“ground motion visualizations” (GMVs) were developed by Charles Ammon and
Robert Woodward at IRIS (Integrated Research Institutions for Seismology 7 ).
The TA contains more than 400 broadband seismometers with an aperture of
more than 1000 kilometers, with station spacing of 70 km, such that there is a
sampling of the wavelengths across the seismic spectrum that can be seen in the
data. We currently synchronize multi-channel sound to these GMVs, but that
project will be described in future work.
Subsequently, we synchronized sounds to visualizations of simulations of the
global seismic wave field, which is the focus of this paper, as illustrated in Fig. 1.
The simulations are generated using SPECFEM (Komatitsch and Tromp, 2002;
Komatitsch et al., 2002; Komatitsch and Tromp, 1999), a numerical (spectral
element) model that calculates the elastic wave field in the whole Earth resulting
from an earthquake. Candler and Holtzman began a collaboration with Turk, in
the context of a grant from the National Science Foundation to develop this ma5
6
7

http://www.jtbullitt.com/earthsound
http://www.eri.u-tokyo.ac.jp/furumura/lp/lp.html
www.iris.edu

CMMR2013 - 130

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

4

Holtzman et al.

terial for the Hayden Planetarium at the American Museum of Natural History
in New York City, with its 24-channel sound system and a hemispheric dome
(NSF grant EAR-1147763).

3

Sound Production

Here, we first describe the methodology for making a sound using data from a
single seismometer and then for an array of seismometers for spatialized sound.
At present, most of the following processing is done in MATLAB, unless otherwise noted.
3.1

For a single seismometer

For a chosen event, the data is downloaded from IRIS (using the package “Standing Order for Data” (SOD) 8 , with de-trending performed in SAC (Seismic Analysis Code). The signal in SAC format is read into MATLAB (Fig. 2a). We choose
initial values of fe (a reference frequency in the seismic signal, from some part
of the spectrum that we want to shift to the center of the sonic band) and fs
(the frequency to which we would like to shift fe , as illustrated in Fig. 2b and
c), listen and repeat, until achieving the desired sound and time-compression.
We also specify what time derivative we would like to listen to (displacement,
velocity or acceleration). The sounds are sharper and some volume compression occurs with each successive time derivative as well. We then design a filter
(low-pass, high-pass or band-pass Butterworth), using MATLAB functions, as
illustrated in Fig. 2d. We then sweeten and apply additional cleaning/filtering
utilizing iZotope RX and Reaper audio software. Alternative methods are under
development using python and SoX.
3.2

For multiple seismometers and spatialized sound

For a single earthquake, we generate sounds from multiple seismometers to convey the entire wave field and the motion of seismic waves through and around
the Earth. As illustrated in Fig. 1a, for a chosen speaker geometry, we build a 3D
image of the locations of the speakers on a sphere in MATLAB (green dots). For
a given earthquake, we download a list of seismometers that were active at that
time (for whatever spatial scale we are interested in, but in this case, global),
from http://global.shakemovie.princeton.edu/ (black dots). We then orient the Earth (or the earthquake source and the array of seismometers) relative
to the speaker locations and find the nearest seismometers to each speaker (yellow dots). We run the multi-channel sounds and synchronize with the animation
in Reaper, which is also capable of varying time-compression in real time. Reaper
can be scripted using python and driven externally, forming the platform for our
presentations (and the interactive installation accompanying this paper at the
CMMR conference).
8

http://www.seis.sc.edu/sod/
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Fig. 1. (a) Sound processing: for a given earthquake, we obtain a list of active seismic
stations on the globe (black dots), decide on the speaker geometry (green dots) and
the relation of it to the earthquake source (red dot), and then find the nearest stations
to the speaker locations (yellow dots), download the data for those stations from IRIS,
and then run them through our sound generating/processing programs. (b) Image generation: for that given event, we run a simulation either in SPECFEM3D or AXISEM,
render the graphics in yt and then synchronize with the sounds. (c) We have a small
multi-channel (16) sound system with a projector at LDEO, but are developing this
material for the Hayden Planetarium in 2014.
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Our current speaker geometries include the 8-speaker ring (Fig. 1c), an array
of 16 speakers (www.seismicsoundlab.org) and the 24-speaker Hayden Planetarium dome. At the Lamont Doherty Earth Observatory, we designed and built
the 8-channel ring of self-powered monitors (recently expanded by adding 16
channel satellite monitors powered by car-audio amplifiers), with a subwoofer
and a infra-speaker platform on the floor. The audience can sit inside the ring
(on the infraspeaker) or outside the ring. The wave motion is better perceived
inside the ring. The infra-speaker floor adds a great deal of dynamic range to the
experience, as listeners often are not aware that their perception of the sound
has changed from the sonic to the sub-sonic as the seismic waves disperse and
decrease in frequency. At the Hayden Planetarium, the 24-channel speaker array
resides behind the hemispheric screen, as shown in Fig.1c (12 at the horizon, 8 at
the tropic, 3 at the apex and one subwoofer track). We are developing sounds for
this space and to study how to control the spatialization and motion of sound in
such an environment; the fruits of this collaboration will be presented in future
works.

4

Image Production

In the last decade, a major advance in theoretical seismology has come from
the development of the spectral element method (SEM) for simulating the wave
fields that emanate from an earthquake. SEM combines the geometric flexibility of the finite element method with the temporal and spatial resolution of
the spectral methods (Komatitsch and Tromp, 1999, 2002; Komatitsch et al.,
2002). At the global scale, the SPECFEM3D code, implementing SEM, can
model wave fields with a broad range of frequencies, for realistic crustal structure (e.g. CRUST2.0), limited only by the computational resources available.
The movies and synthetic seismograms can be downloaded several hours after
any event for which there is a centroid moment tensor produced (CMT, M> 5.5,
http://www.globalcmt.org). We are also currently using AXISEM, a quasi3D code based on the same numerical methods, but with higher symmetry that
allows for higher frequency calculations (Nissen-Meyer et al., 2007)9 .
Visualizing the output of these simulations allows us to see the wave field in
motion. A “membrane” rendering the wave field at the Earth’s surface is automatically constructed as part of the Shakemovie 10 output (Tromp et al., 2010).
The wave field can also be rendered on a 2D cross section through the Earth,
on, for example, a great circle section 11 . Combined cross section and spherical
membrane renderings give a good sense of the 3D wave field and are computationally much cheaper. A beautiful volumetric rendering with great pedagogical
value was made for the 1994 Bolivia M8.2 deep focus (∼630 km) earthquake
(Johnson et al., 2006). To render such complex volumetric forms in a meaning9
10
11

http://www.seg.ethz.ch/software/axisem
http://global.shakemovie.princeton.edu
http://www.axisem.info
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Fig. 2. Our standard plots for sound generation and analysis. This data is from the
2011 Tohoku, Japan, M9 earthquake. (a) Seismic waveform and its spectrogram. (b)
Fourier transform of the signal (blue) and filtered signal (red), in this case a high pass
filter. The red line marks the reference frequency (fe ) used for calculating the timecompression factor (appendix 1). (c) FFT of the sound signal (fe has been shifted to
fs ). The black lines mark the ranges of our sound systems (20-50 for bass and 50-10k
Hz for mid-upper ranges). (d)Sound waveform and its spectrogram. Note the difference
from the original due to the high pass filter.
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ful (and inexpensive) way is an important visualization challenge and major aim
of this project.
The python environment “yt” (Turk et al., 2011) is designed to process,
analyze and visualize volumetric data in astrophysical simulations, but in the
context of this project is being adapted to spherical geometries relevant to seismology. To visualize this data, techniques used in the visualization of astrophysical phenomena such as star formation and galaxy evolution were applied to
the seismic wave fronts. Data was loaded into yt in a regular format and decomposed into multiple patches, each of which was visualized in parallel before
a final composition step was performed. The visualization was created using a
volume rendering technique, wherein an image plane traversed the volume and
at each step in the traversal the individual pixels of the image were evolved
according to the radiative transfer equation, accumulating from absorption and
attenuating due to emission. To highlight different types of wave fronts, Gaussian filtering functions were used to describe the absorption as a function of
the net displacement of the Earth at every point in the volume; this results in
a smooth highlighting of specific displacement values throughout the volume,
illustrating the global wave propagation. The example snapshots shown in Fig.
3 were generated from a SPECFEM simulation (by Daniel Peter, ETH Zurich)
of the 2011 Tohoku Magnitude 9 earthquake (at www.seismicsoundlab.org),
discussed further below.

5

Synchronization

To put the natural sounds and synthetic images together into a meaningful
object is our ongoing challenge. The most fundamental character of the Earth
as an acoustic space is that its spherical (or near spherical) form with a liquid
outer core controls the wave propagation. The waves whose propagation is always
controlled by or “aware of” the free surface of the sphere are called surface waves.
Those that propagate through the interior as wave fronts are called body waves.
Surface waves are relatively large amplitude and low frequency, while body waves
have smaller amplitudes and higher frequencies.
To demonstrate this difference, using the data and the simulation from the
Tohoku earthquake, our initial efforts involve filtering both the images and the
sounds in parallel, as summarized in Figs. 3 and 4. To the sounds, we run a
low pass and high pass filter, above and below about 0.5 Hz. The surface waves
clearly propagate as waves, and the coherent motion is clear in spatialized sound
environments. To the images, we run a narrow Gaussian filter on the amplitude
of the displacements at each point, only rendering those points in a given frame
with amplitudes in that filter. The larger amplitudes correspond to the lower
frequency surface waves, as shown in Fig. 4, top row. The smaller amplitudes
correspond to the body waves, as shown in Fig. 4, bottom row. We also apply different transfer functions mapping amplitude to color and transparency.
The low frequency transfer function is modified from one designed to render
the appearance of a plasma. The high frequency transfer function is designed
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Fig. 3. Snapshots of yt-rendered animations, (a) Large displacement filter corresponds
predominantly to surface waves (low frequency). (b) Small displacement filter corresponds predominantly to body waves (high frequency). This simulation is the first 2
hours after the 2011 Tohoku, Japan, M9 earthquake.
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to render semi-transparent, semi-reflective sheets moving through space (a bit
like a jellyfish). The wave fields, when separated like this, look very different.
Correspondingly, the sounds are very different. The synchronization is tight; the
sounds correspond to events in the wave motion, and the meaning of the two
aspects of the wave field is clear. However, much potential for improvement remains for the volumetric rendering of the wave fields and their coupling to the
sounds.

Fig. 4. (a) Sound spectrogram with approximate filter bands superimposed. (b) Image
spectrogram showing displacement on the y-axis and the volume occupied by pixels
with that displacement value, represented by the color spectrum. These filtering and
rendering methods are works in progress.
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Emerging Scientific and Pedagogical Questions

Who is the audience for these movies and what do we want them to understand? We largely ignore this question when designing the sounds and images,
but give it full importance when designing presentations and exhibits. We design the material to be as rich in visual and auditory information as possible. By
“information”, we refer to any patterns in the wave field during its propagation
through the Earth. Filtering of information to isolate certain patterns (for example, as a function of frequency) should be done late in the production, ideally
by the observer as part of the process of understanding.
There are ranges of sensitivities in people’s sonic and visual perception, as
well as ranges of experience in perceiving and interpreting physical behavior. The
movies may provoke very similar questions, but the language used to articulate
those questions will be very different for a 5-year old than for a professional seismologist. In past presentations, people have used interesting physical analogies
to describe the sounds, including: “whales singing in the distance through the
deep ocean”, “hands clapping once in an empty warehouse”, “a loose piece of
sheet metal flapping in the wind”, “a tree bough cracking in a cold winter night”,
“a bowling ball hitting the dirt with a thud”, “a trailer truck bouncing over a
bump in the highway as you cling to the underside of its chassis”. These analogies speak to the detailed information we associate with sound on the acoustic
properties of different spaces and the physical processes that produce sound, and
also to the diversity of sounds in seismic data. The phenomena in the sounds
can be separated into (1) the physics of the rupture process, (2) the mechanical
properties of the rock volumes that the waves are passing through and (3) the
geometry or acoustic space– the internal structure of the Earth. The spatialization is important for conveying relative location of events, depth relative to the
surface, and motion of wave fronts.
In our demonstrations, we try to isolate these effects by a comparative approach. For example, to convey the concept of magnitude, we listen to two earthquakes as recorded at one seismometer, with different magnitudes. To convey the
concept of the Earth as an acoustic space and compare different paths through
it, we listen to one earthquake recorded at different seismometers on the globe.
For Seismologists, our intent is that the multi-sensory presentation of seismic
data and simulations enables the recognition of patterns that would be missed
by only looking at seismograms. Work towards this aim is ongoing.

7

Conclusions

The synchronized visual and auditory rendering of the seismic wave field in the
Earth is allowing us to experience with our senses an otherwise totally inaccessible natural phenomenon. The novelty and information-richness of these movies
has enormous educational value, but also is beginning to provide new questions
and insights for researchers. We have much work to do in the technical aspects
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of the visualization and sonification and their union, that will improve the perceptibility of patterns in the data.
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A

Scaling frequency and duration

In the process of shifting the frequency of a seismic signal, the number of samples
(or data points) in the waveform signal (n) does not change. All that changes
is the time interval assigned between each sample, dt, where the sampling frequency, w = 1/dt (not to be confused with the angular frequency, often written
as w). Broadband seismometers generally have sampling rates of 1, 20 or 40 Hz.
For sound recording a typical sampling frequency is 44.1kHz. When considering
frequency shifting in which the number of samples does not change, i.e. the data
is not being resampled, the ratio of sampling rate to some reference frequency
f remains constant: f /w = const. < 1 (where f /w < 1 because f must exist in
the signal). Thus, there must be some frequency in the shifted signal that allows
the ratio to be equal before and after frequency shifting, such that
w2
w1
=
(1)
f1
f2
In the problem at hand, we refer to the original sampling rate of the seismic
data as we (for “earth”), with reference frequency fe , and the shifting sampling
rate and reference frequency as ws and fs , (for “sound”) respectively, such that
we
ws
=
(2)
fe
fs
As illustrated in Fig. 2, we look at the Fourier transform (FFT) of the original
signal, choose a reference frequency based on what part of the signal spectrum
that we want to hear (e.g. 1 Hz for body waves), and then choose a reference
frequency to shift that value to (e.g. 220 Hz, towards the low end of our hearing).
We then re-arrange Eqn. 2 to determine the new sampling rate:
fs =

fe
ws .
we
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because we will plot fs on the x-axis and ws on the y-axis.
A.1

Duration

Similarly, duration is t = n.dt where n is the total number of samples, and dt is
the time step in seconds between each data point or sample. Since n is constant
for the original data and the sound (ne = ns ), we can write,
te
ts
=
dte
dts

(4)

we
te .
ws

(5)

which is usefully re-arranged to
ts =

So, using the previous step, we will calculate ws , then put it into this equation,
and put in the known signal duration in the Earth and get out the predicted
duration of the sound when frequency shifted by ws .
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Abstract. Our research is concerned with the application of novel engineering
paradigms implemented on biological substrates in the field of computer music.
Computers have been programmed to produce sound since the beginning of the
1950’s. Nowadays, the computer is ubiquitous in many aspects of music,
ranging from software for musical composition and production, to systems for
distribution of music on the Internet. Therefore, it is likely that future
developments in computational science will have an impact in music
technology. This paper introduces a preliminary platform for digitizing data
from a biological substance for collation and sonification. Contained, is a survey
of existing platforms with a parallel study into the construction of our platform.
Keywords: Physarum Polycephalum, Music with Unconventional Computing
Data Sonification.

1 Introduction
The work contained in this paper is concerned with creating a means of digitizing data
from a biological substance for collation. The premise of such research is to create
rational yet novel means of interpreting data through sonification. Methods of
interpreting data to allow innovative means of exploration are becoming increasingly
popular amongst researchers. Sound is an elementary choice of exploration medium
for reasons perhaps best explained by a practitioner: “Sound is commonly analysed
subjectively by listening to it”[1]. Research examples of these methods include;
Kaper, Tipei and Wiebel’s work into the sonification of large data sets [2]: using data
to control parameters of an additive synthesizer. They describe their use of sound for
data exploration as “a flexible and sophisticated tool capable of rendering subtle
variations in the data” [2].
When using collated data as a medium to create sound or music, the term Sonification
is used. Sonification is defined as “a mapping of information to perceptual relations
in the acoustic domain to meet the information requirements of an information
processing activity” [3]. This paper examines a platform, constructed to collect data
for sonification from a substance used in the field of unconventional computing. The
platform in question is for collecting both visual and electrical potential information
from a culture of Physarum Polycephalum contained in a petri dish. The purpose of
such a platform is to produce innovative means of creating sound/music using
unconventional computing methods.

CMMR2013 - 142

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

2

2 Project Background and Survey of Existing Platforms
Slime Mould of Physarum Polycephalum, henceforth known as slime mould, is a
large single cell with multiple nuclei, ordinarily formed as a result of environmental
conditions. Due to its proficiency at solving geometry, optimization and graph
theoretic problems [4], the mould has been the target of research and experimentation
in the field of unconventional computing. This is due to the substance’s foraging
behaviours that exhibit intelligent characteristics: the mould finds the most efficient
route to sources of nutrients and avoids areas that contain repellents, while retaining
information of their whereabouts [4]. To culture the slime mould, a growth platform is
needed. In a petri dish this is commonly made up of a 2% non-nutrient agar gel. Once
in place the slime mould source can be placed on top. To encourage growth, sources
of nutrients need to be placed in close proximity. In the slime mould’s plasmodium
stage it forages by extending pseudopods while maintaining a protoplasmic network
connection with its source.

Fig. 1. Physarum Polycephalum foraging during the Plasmodium stage in its lifecycle.

The intracellular activity of the Physarum and its protoplasmic network produce small
electrical potentials. These potentials exhibit patterns denoting the Physarum’s state in
regions over a culture. Strategically placed electrodes will register the Physarum’s
state in that position.
Research into music/sound with unconventional computers may seem uncorrelated
and an easy source of skepticism. In the current technological world, conventional
computers are ubiquitous to an increasing amount of fields of which sound is no
exception. To date we have computers that will perform tasks from completely
automating the compositional process to simply recording sounds. These computers,
although advanced, can be lacking in creativity due to their strict, problem-solving
remit. This short fall in creativity is a common area of research and controversy. A
definition of Creativity is: “generating new ideas and concepts, or making
connections between ideas where none previously existed” [5]. Creative process is
arguably attributed to humans and is difficult to emulate when adopting conventional
computing methods. This is because of the fundamental theory behind conventional
computation ‘is concerned with finding the most efficient methods for solving
problems’ [6] and this premise does not take into account the hundreds of variables
(some uncorrelated) that may impact on a human’s creative process. A common
technique used to compute creativity is random processes [7]. Even though the
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outcome of differing computations may not be determinable, thus creating a
perceivable randomness, biological substances exhibit a much more humanly natural
process to solving problems: making its own judgments dependent on lifetime
experiences.
There are several biological substances that exhibit intelligent characteristics that can
be manipulated to solve problems for unconventional computation. These range from
human DNA to single proteins. Slime mould of Physarum Polycephalum has an
advantage over many of these other substances. This is because it is cheap to obtain,
requires little in the way of expensive lab equipment/environments and is considered
reasonably safe to use. Perhaps the best method of conceptualizing Physarum as a
medium for the computation of problems is to consider similarities to conventional
programming. Conventional computation put simply is the manipulation of streams of
numbers [8]. It is the way we manipulate these numbers that allow us to compute
problems. Computing with biological substances adopts the same principle. In the
instance of the slime mould, as we are informed of its life cycle, we can manipulate
its behavior to solve problems. Novel examples of the slime mould’s employment in
unconventional computing are explored in Adamatzky and Jones’s research into
utilizing the mould to map motorway networks [9]. In this project the slime mould is
cultured over a map of various countries with sources of nutrients placed over popular
urban areas and repellents over disaster zones. The result of this is colonies of
Physarum on areas of nutrients connected by a protoplasmic network. This research
highlights how the inherent foraging characteristics of the substance can be
manipulated to perform tasks that require a level of intelligence.
In the context of data collation and sonification, the most noticeable case of the slime
mould’s employment is in the form of a bionic instrument [10]. In this project
electrical potential data is gathered from an array of electrodes. Each electrode is
coated in agar gel with sources of nutrients placed on top. One electrode is then
chosen to be the reference and subsequently a growth of plasmodium is placed on it.
A high-resolution data logger is then used as a platform to record and collate the data
from each electrode. This platform is programmed to only record information from
the electrodes if the change is above a predetermined threshold. The subsequent data
is then collated and rendered into a usable form to drive a granular synthesizer.
Although successful in its operation, the platform contained in this project has no
premise of sonification. Consequently a data rendering stage is introduced, allowing
for the data to be processed and mapped to the parameters of an additive granular
synthesizer.
What the discussed system highlights is the need for a comprehensive environment
that promotes sonification and discontinues a data rendering stage. The risk of a data
rendering stage is the loss of meaning due to forcing recorded information to conform
to conventions unfitting to its nature. As a result of this, an argument rises questioning
the purpose of using data from the collation source. Also, the system focuses on
gathering information using a single matrix, electrical potentials. This, although
comprehensive, does not allow for any visual information to be tracked, causing a
probable distance between the collected data and its origin. The platform featured in
this paper intends to combat these limitations.
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3 Defining our Design Criteria
To aid in a productive and efficient designed system, it is first important to define
criteria to fulfill. Matrices that will be used to measure the slime mould’s evolution
are electrical potential data from electrodes in a petri dish, and visual capture
information. To accommodate the collation of this data, six processes have been put
forward as criteria to ensure the system is fit for purpose:
1) Digitizing Real-world Signals for Computation
2) Data Collation Automated Indexing
3) General Data Collation
4) Conditional Data Gates
5) Real Time Data Recall
6) Automated Visual Record System
Implementing electrodes in a petri dish while maintaining a safe and productive
environment for the slime mould to grow requires bespoke manufacturing. This is so
the electrodes can be routed in the petri dish while keeping any entrances airtight as to
avoid contamination. Subsequently, the testing of the platform at a preliminary stage
will use other devices registering electrical potentials in a similar scale to the slime
mould. This will act as proof of concept to the platforms operations.
3.1 Materials and Constructing the Platform
The I-cubeX Digitizer by Infusion Systems is a MIDI interface that facilitates up to
32 sensor inputs. The I-cubeX will measure the electrical potential of each of its
inputs, supporting a resolution of 7 or 12 bits. This provides 4095 steps of just over
1mV (0.00122 Volts) at 12-bit and 2390 steps of 1.5mV (0.0015 Volts) at 7-bit both
with a sample rate of 250Hz [11]. These resolution capabilities make it well suited for
use with Physarum as the substance produces potential changes in the range of -40mV
- 40mV [10]. The environment that is to be utilised as a programming platform is
Max. Max is especially helpful in this situation due to the presence of custom-made
objects for use with the I-cubeX (ocube and icube) [12]. The platform software
accepts nine inputs from the I-cubeX, with each input routed to its own channel
allowing for user-defined parameters. These parameters consist of: input on/off,
resolution select (7-bit and 12-bit), minimum and maximum input scaling and input
refresh rate. An integral part of any successful collation system is a protocol that
organises data to guarantee its meaning, in conjunction with making it useable at later
points. Our system demands a data indexing system that promotes uses in the field of
sound/music. The collation index is made up of the time elapsed of the platform’s
activation, consisting of: hours, minutes and seconds. This indexing system will be
universally applied to all of the collated data. Time elapsed information can be used to
effectively recall data at definable speeds while maintaining the integral structure,
inherent of the data collation source. This is the chosen indexing protocol as it will act
as a speed definable clocking system during data recall, promoting sound based
applications.
The platform offers two collation systems per input: Electrical Potential Collation
(EPC) and Custom Collation (CC). EPC records the electrical potential of the
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concerned input at definable intervals (default: 1 second). The interval size can be
changed globally to suit the requirements of the project, however cannot differ
between inputs in order to keep the data collation uniform. CC allows for the selection
of two conditional collation protocols: Electrical Potential Difference (EPD) between
the concerned input and a defined selection of active inputs, and Conditional
Collation of the increment of the input. EPD collation will allow for a record of the
mould’s growth over time indicating its evolution over a space. Before the
commencement of collation using EPD, a selection of inputs must be defined to
calculate the potential difference of the chosen inputs against the reference electrode.
For example: if input one has EPD enabled with inputs two and five selected, the
difference between the electrical potential of input one and the two selected inputs is
calculated and collated. When using EPD the first line of the collation will indicate
the origin of the data contained in that collation. This is represented by a line of text
stating the name of the reference source then each input followed by a 1 or 0: 1
denotes that the input is active and 0 inactive. After this line the collation will display
only the active inputs in the order denoted by the first line. Conditional Collation of
data from inputs allows for the selection of an integer that defines the minimum
threshold, both positive and negative, to allow a new collation line from the previous
stored. Conditional Collation does not conform to set intervals but rather collates
automatically when the change meets the minimum defined requirement. This can be
left to run independently for each input or can be synchronized: collating data from
each input when one of them meets the minimum requirement.
Visual representations are an integral part of the platform, allowing for an
understanding of the collated data as well as offering a new paradigm for processing
and collecting data. The hardware required to enable visuals to be recorded has to
conform to a specification that prevents any effect on the slime mould. For example:
the mould is grown in a dark enclosure and extended exposure to light may have a
detrimental effect on growth. The capture rate of the visual is defined before the
platform is activated. There are five options available: Seconds, Minutes, Hours,
Minutes Definable and Sync to Data Collation. It is important to consider when
collecting data from living matter that environmental conditions that change over time
may have an effect. For example: growth speed may differ between night and day. To
ensure that this information is recorded, the file name of each visual contains the real
world date and time of capture. The indexing for the visuals uses the same time
elapsed information as with the data collation, this is embedded in the file name. The
resulting visual archive can be played back in its capture order creating a motion.

4 Implementation of System Alpha Test
The alpha test is split into two sections: Visual test and Data collation test. This split
is necessary due to the absence of a bespoke petri dish. During testing each collation
protocol is implemented for a specified time period. After which, the data is examined
for correct and accurate indexing; completeness of collation, successful exportation of
collation data to text, and successful custom collation selection and reference line.
The testing environment for visual collation is in the computer music laboratory at
Plymouth University’s ICCMR. Set up on a workbench is a petri dish, 90mm in
diameter and 14mm deep, containing a preliminary culture of Physarum
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Polycephalum. A USB camera is placed approximately 200mm above the petri dish
allowing for the full diameter to fit into the frame. The platform is then initiated, with
the visual collation set to take place at intervals of 5 minutes. After a period of just
over a week the data was marked in accordance with the relevant criteria.

Fig. 2. Experiment apparatus set up in the ICCMR laboratory at Plymouth University. Shown is
a USB camera placed over a petri dish containing a growth of Physarum Polycephalum.

The I-cubeX and data collation is tested using a potentiometer and RCA cables
connected to a source of noise. Input configuration for testing is as follows: input one
contains the potentiometer with a data scale of 0-127, set to 12 bit resolution and
inputs two and four contain RCA cables, one carrying white noise and the other pink.
Different types of noise are used here to achieve a wide range of data that is
undeterminable, allowing for an increased risk of problems occurring. Input one in
these tests acts as a reference with the potentiometer registering a stable level of data.
This allows the EPD protocol to be tested and subsequent results investigated for
accuracy. Each of these collations is exported as text files to be examined for their
compliance with the testing criteria.

5 Sonification Using Blob-Tracking
We are currently developing and testing a number of sonification methods with a keen
focus on maintaining meaning in the collected data. Due to space constraints, in this
section we introduce one of these methods, which is based on a technique we refer to
as blob-tracking. Blob-tracking algorithms detect distinguishing regions in images
and films. Once detected, these regions can be processed in many ways. In our
experiments blob-tracking algorithms are applied to the visual archived to detect the
position (Cartesian coordinates, X and Y) of nutrients contained in the petri dish
(Fig.3.).

Fig. 3. Blob-tracking implementation denoting the coordinates of nutrients within a petri dish.
These coordinates are expressed in pixels.
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Each nutrient’s position is then partnered to one of the data collations from the IcubeX’s inputs. Here FM synthesis techniques are adopted as a method of
sonification. FM synthesis in a simple application, is the modulation of an oscillator’s
frequency (Carrier) by another oscillator (Modulator). These two oscillators make up
what’s known as an operator. The result of FM synthesis is the frequency of the
carrier deviated across the frequency spectrum according to the parameters of the
modulator. This technique can produce sophisticated timbres with few parameters.
For the purposes of this example, four parameters are to be controlled within three
operators:
• Carrier Gain
o To be controlled by the Y coordinate of its paired nutrient.
• Carrier Frequency
o To be controlled by the X coordinate of its paired nutrient.
•
Modulator Frequency
o Controlled using the potential of the concerned input.
•
Modulator Amplitude.
o Controlled by the average potential difference between other
inputs and the concerned input.
We are considering creating a basic instrument using the aforementioned FM
operators, along with maintaining the paired nutrients and inputs. The interface to
play the instrument consists of three duplicate streams of the visual archive video
which are paired with an operator. Each of these has the blob-tracking algorithm
applied. The subsequent nutrient regions are then selectable. When the player selects
a nutrient on one of these dishes the concerned operator will change its parameters so
the modulators frequency is the distance from the reference nutrient and the frequency
deviation is the potential difference between the selected electrode and the reference.
As the instrument is played over time the parameters will conform to the recalled data
at the defined speed.

6 Final Remarks
Although our system is in its early stages, the results so far can demonstrate the
potential of the slime mould paradigm for computer music. There are areas that
require further development, mainly the visual collation hardware. A lot of reflection
is occurring due to the LEDs lighting the petri dish from above. This could cause
problems when processing the images, or affect the slime mould, causing it to avoid
the reflected area. Research of alternative methods to illuminate the petri dish is
paramount to ensuring that high quality results are achieved. The next step in regards
to the development of the data collation is to run a beta test using electrodes in the
bespoke petri dish.
Although simplistic, the sonification experiments showed the potential of this area of
study. By using the same FM techniques that were employed here but with real slime
mould data, a meaningful sonification could be achieved. Sonically a relationship
would form between each electrode, with the position sonically denoting the area
covered by the slime mould’s network. Another interesting technique would be to
implement an algorithm that translates the data into a score for orchestra. These are
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avenues that can be explored as the project develops. A pioneering pathway to
continue this work is to create a feedback system that will research the affect of sound
on the Physarum’s growth patterns. Such research may uncover new knowledge on
methods and means to use the slime mould to compute complex problems.
Undoubtedly, further research and development will be innovatively fruitful to the
field of computer music.
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Abstract. We present initial work analyzing expressive prosody in a
violin and cello duet using time series clustering. We investigate the
use of varying intensity to transmit metrical cues over the duration of
sustained notes, where rhythmical information cannot be obtained from
note onsets. The analysis is based on the clustering of amplitude power
curves extracted from notes in the recordings, with the goal of discovering
common shapes. The peaks within the expressive curves are analyzed to
discover correspondences between peak position and natural subdivisions
of musical time. The results show that the performers tended to use
consistent curve shapes that peak at metrical subdivisions within notes.
We surmise that this kind of information may be useful as auditory cues
for negotiating musical passages with sustained notes having ambiguous
rhythmic information.
Keywords: ensemble interaction, auditory musical cues, prosodic gestures, time series clustering

1

Introduction

Previous research [1] [2] [3] [4] has shown that musicians use various types of
gestural cues to assist in synchronisation in ensemble performance. Performance
cues can be visual, as in instrument or body motion [5], or auditory, as in breathing [6]. In related work as part of this research project, we assessed the importance of musical structure - musicians can synchronize more easily during rhythmic passages, where the music itself carries less ambiguous information about
timing; however, during long breaks or sustained notes with no rhythmic information, the importance of extra-musical cues increases, with musicians paying
closer attention to each other’s motion.
In this paper we present an analysis of intensity expression in a violin and
cello duo playing a specially composed piece. As part of a related experiment,
the piece was played under various conditions of line of sight, and it was found
that in the absence of visual contact, musicians had to resort to other cues such
as breath for synchronisation, and that long notes with no counterpoint suffered
increased asynchrony, especially due to the inability of the musicians to hear
each other’s breath.
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In this study we show that, during these long notes, the intensity of the notes
was shaped by the musicians in a way that provides information on the passage
of musical time, and we hypothesize that a musician paying attention to these
auditory cues could use them to understand their partner’s perception of musical
time and anticipate note onsets/offsets based. We also demonstrate that some
types of expression curves tend to be reused for the same passage in a piece, over
several performances, and present a clustering-based exploratory analysis of the
expression curves employed by the duo.

2

Experimental Set-up

The violinist and cellist in our study were recorded with attached instrument
pick-ups, to isolate the sound sources as much as possible. While the pieces
were performed under various conditions of line of sight as part of a related
experiment, we do not study the effects of line of sight obstruction here; no
clear difference was found between the expression used in different line-of-sight
scenarios, suggesting that this type of expressive prosody is inherent in string
performance. The musicians were recorded playing the piece 10 times in total.

Fig. 1: Onset annotations.

The onset of each note was annotated manually in Sonic Visualiser [7], as
shown in Figure 1. Manual annotation was required due to difficulties in obtaining reliable note onset annotations automatically from bowed instruments.
We then extracted only the longest notes, each two bars long, played on each
instrument, for the analysis.

3

Analysis

Using the recordings and the onset annotations created, an analysis of the intensity expression was conducted, focusing on the longest notes in the piece, all of
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which are two bars long. This amounts to 90 notes in total for the cello part and
60 for the violin part. Some of these notes were played in counterpoint, as shown
in the score excerpt in Figure 2. The audio for each recording was processed with

Fig. 2: The first part of the piece, where the chosen notes occur. The notes linked
by legato were annotated as single notes for the analysis, as they are sounded as
one continuous note.

a gaussian smoothing filter, removing all high frequency content and leaving just
a smooth amplitude envelope representing large scale changes in intensity. The
segments were all length normalized to the 0.0 - 1.0 interval by resampling them
as a series of 200 samples, yielding scale-invariant representations of the amplitude power curves for each note. The curves were also normalized to peak at 1.0
amplitude. Figure 3 shows the collection of all extracted curves.
3.1

Cluster Analysis

In a attempt to understand and illustrate the most common curve shapes in the
dataset (and estimate the number of distinct ’primitive’ curves, if any exist),
the k-means clustering algorithm was used [8]. A value of k was chosen which
appeared to account for distinct curve shapes, without generating clusters with
similar centroids. Clustering is often subjective, and it can be difficult to choose
an optimal value for the number of clusters. Higher numbers of clusters can produce clustering representing objectively different shapes, but subjectively they
may be simply scaled or shifted version of the same curve.
One heuristic for choosing an optimal k value in k-means clustering is the
‘elbow’ method [9]. In this approach, we look for a ‘kink’ in the decreasing
objective function (the ‘within cluster sum of squares’) over clusterings with
increasing k, and pick the k where this kink occurs. Additionally, one may look
at the percent of variance explained by increasing cluster numbers, and look for a
similar kink. This analysis (averaged over 10 clustering runs up to k = 20), shown
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Fig. 3: All expression curves.
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Fig. 4: Cluster centroids from k-means clustering of cello and violin expression
curves. Centroids for cello and violin with k=4 are numbered for later reference.
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% Variance Explained

% Variance Explained

in Figure 5, provides an indication that k = 4 is optimal for the cello curves. This
corresponds with a subjective observation of the centroids, as higher k generated
very similar cluster centroid shapes.
The violin elbow graph decreases rapidly, however there are two kinks in the
curve, the first at k = 2 and the second at k = 4. Around 30% of variance remains
unexplained with these choices, and this is likely due to curves of overall similar
shape that are just scaled or shifted with respect to one another (which provides
an additional challenge to constructing a classifier for the curves). The curves
were treated as 200-dimensional data samples for the clustering process. The
centroid shapes in each cluster, for each performer are illustrated in Figure 4,
within the violin curves clustered with both k = 2 and k = 4.
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Fig. 5: K-means clustering ’elbow’ heuristic. The filled line shows the percent of
variance explained, with the dashed line showing the finite difference.

Tables 1 and 2 show the cluster assignments (nearest centroid) of each note’s
curve (with k = 4 for cello and violin), for every take, for both instruments.
The numbers correspond to the centroids shown in Figure 4. Interestingly, we
observe that for some of the notes, the cellist used the same type of curve. For
example, notes 4 and 8 were played with the same type of curve each time. For
note 9 the same type of curve accounted for 9 out of 10 takes, and for note 2 and
6 one curve was used 8 out of 10 takes. The violinist was less prone to re-using
the same expression, however note 2 had the same type of curve each time and
for note 5 one curve was used for 8 out of 10 takes.
3.2

Peak Position Analysis

By inspection, we observe that the curves tend to have either one or two ‘humps’,
roughly coinciding with the 0.25 and 0.75 points (which mark the minim, i.e. half
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Take
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Note 1 Note 2 Note 3 Note 4 Note 5 Note 6 Note 7 Note 8 Note 9
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1
4
1
3
2
1
1
4
1
2
1
1
1
2
3
1
2
1
2
2
1
1
4
4
1
4
4
2
4
1
4
2
4
1
4
1
2
4
1
3
2
3
1
4
1
4
3
1
3
4
3
1
4
1
2
4
1
3
2
1
1
4
4
2
4
1
3
2
4
1
4
1
2
4
1
1
2
4
1
4
1
2
4
1
3
2
4
1
4

Table 1: Cluster assignments for each cello note in every take.

Take
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1
2
3
4
5
6
7
8
9
10

Note1 Note 2 Note 3 Note 4 Note 5 Note 6
3
2
3
2
3
2
4
2
4
1
3
2
3
2
2
1
4
1
3
2
3
4
3
1
2
2
1
4
3
4
4
2
3
4
3
1
3
2
1
2
1
2
3
2
3
1
3
1
4
2
1
2
3
2
4
2
3
2
3
2

Table 2: Cluster assignments for each violin note in every take.

note, time intervals away from the note boundaries). We propose the hypothesis
that these emphasis points constitute an auditory cue that can communicate the
passage of time during a long note. A simple feature was chosen for analysis:
peak position. Figure 6 illustrates two such peaks, extracted with an existing
peak finder algorithm [10].
The peaks were extracted automatically, generating a list of all significant
peaks from all the cello’s notes of the tied whole note type. Histograms of the
peak position data for each instrument are shown in Figure 7. For both performers we see a strong tendency to peak close to the 0.75 point, however the cellist’s
peak position was much more focused and had a lower standard deviation, than
the violinist’s. The cellist also had a strong tendency to peak at 0.25, i.e. the
first minim time interval within the ongoing note. As these points correspond
to natural subdivisions of musical time, expressive emphasis that corresponds to
these points can be a useful auditory cue, essentially marking passage of time
through the note. The peak near 0.75 serves as an upbeat to the next onset,
and the perk near 0.25 functions as a virtual impetus for the continuation of the
note.
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Fig. 6: Example peaks in one cello expression curve.
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Fig. 7: Distribution of all cello and violin expressive peak positions.

4

Discussion

The results of the study show a clear correspondence between expressive emphasis and musical timing. Aside from being a potentially useful auditory cue
during longer notes, the presence of a small set of common curves presents an
opportunity for further work relating to machine listening. If a musician tends
to use expression that is consistent for a set of note types or a section of a piece,
an algorithm may be built to analyze the signal and make predictions about parameters such as note length, similarly to a human listener. One potential application would be in automatic accompaniment, where the accompanying system
may synchronize more effectively with a performer that varies their tempo or
extends notes expressively. While previously developed algorithms for audio-toscore alignment and automatic accompaniment have focused primarily on note
onset information, our study suggests that with instruments such as violin and
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cello, there may be useful information encoded within the shaping of the notes
themselves that could be exploited.

5

Further Work

As this experiment was performed with a small scale dataset, analysis of recordings from multiple ensembles would shed more light on this type of interaction.
It would be interesting to discover if musicians share similar types of expressive
cues, or if particular ensembles develop their own cueing strategies.
Other expressive parameters such as pitch (and vibrato, for example) might
be of interest, and could be analyzed in similar ways. Furthermore, understanding this expressive shaping could lead to possibilities of classifying or recognizing expression shapes, with applications in various MIR areas. As previously
described, we propose one application, which is estimating performance parameters, such as tempo and phrasing from real-time performance, by analyzing
ongoing notes. We are primarily interested in creating an assistive system for
performers playing over computer networks with high audio latency, based on
following the performance and delivering synchronized virtual cues.
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Abstract. There is a tight link between the rhythm of external auditory
information and movement. This can be observed when we spontaneously or
deliberately move on the beat of music (e.g., dancing) or while performing
physical activities (e.g., running) by listening music. Synchronization with
rhythm is something natural, developed very precociously and hard-wired. In
this study, we exploit this compelling link between sound and movement for
improving individual performance. We hypothesized that if the auditory
stimulation tempo corresponds to the participant’s preferential stride frequency
then the auditory rhythm will stabilize the participant’s behavior and lead to
minimal oxygen consumption. These results will clarify the role of sound tempo
to support athletic performance at any level of expertise. We anticipate that the
greatest benefits of rhythmic auditory stimulation will be obtained if rhythmic
auditory stimulation tempo is adapting to the movement of the participant in
real-time.
Keywords: rhythmic auditory stimulation, running, performance, energy
consumption

1 Introduction
Humans exhibit a natural propensity to coordinate movement with rhythmical stimuli.
This can be observed when we spontaneously or deliberately move on the beat of
music (e.g., by foot tapping or dancing) or while performing physical activities (e.g.,
running or cycling) by listening music. Synchronization with rhythm is something
natural, developed very precociously and hard-wired [1, 2]. Some evidence showed
that moving in synchrony with an auditory rhythm enhanced motor efficiency in
bimanual coordination [3], industrial productivity [4], or sport activities (for a review,
see [5]).
In the bimanual coordination field, a Rhythmic-Auditory Stimulation (RAS) can
stabilize both in- and anti-phase coordination (local stabilization) and postpones the
transition from anti-phase to in-phase (global stabilization) with the increase of the
movement frequency (“anchoring effect”; [3]). Moreover, stabilization increased
significantly when both finger flexion and extension were paced by an isochronous
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auditory stimulus (i.e., double-metronome situation). Then, richer auditory stimulus
(e.g., music) seems to be more useful for improving motor performance. Indeed,
music entrains rhythmic movement [6, 7], and consequently has considerable
application in physical activities. Music is beneficial in exercise performance by
enhanced levels of endurance, strength, and lower perceived effort (see [5], for a
review), by a reduction of the metabolic cost during exercise by promoting greater
neuromuscular or metabolic efficiency [8].
A great number of studies focused their attention on improving the motor efficiency
via isochronous RAS. However, sequences of stimuli taken into account the
biological variability may be more efficient for improving movement performance
[9]. An interesting research issue is to provide RAS triggered directly by participants’
behavior. In line with embodied perception theories, this enhanced feedback should
reinforce the participant’s awareness of her/his own actions, thus favoring additional
movement regulation, and leading to higher motor efficiency. For instance, Hoffmann
et al. [10] showed more stable coupling between locomotor and respiratory systems in
presence of RAS in cycling. In this case, rhythm-induced stabilization is accompanied
by decreased oxygen consumption. However, athletes need flexibility to modulate and
adapt their behavior to changing environmental constraints (e.g., running uphill or
downhill). In these situations, RAS driven by individual motor performance (e.g.,
stride frequency) is likely to lead to more efficient motor performance. However,
auditory-motor synchronization is never assessed in such cases.
In this study, we aimed at testing if (i) RAS (i.e. metronome or music) lead to better
performance (i.e. less energy to cover the same distance) in running as compared to
silence and (ii) which RAS (i.e. periodic or adaptive) maximize the benefic effect of
stimulation on movement kinematics and physiological response.

2 Method
2.1. Procedure
20 men participants (18 – 35 years) are yet completing the protocol on a motorized
treadmill. In a first session, all participants performed a maximal incremental test
(VO2max) to assess their speed at their anaerobic threshold (SV1). In a second and
third sessions, they were asked to run at SV1 during 7 minutes to determine their
preferred running frequency. Then, they were instructed to run under three conditions:
silence, periodic external auditory stimulation (i.e. metronome or music) or adaptive
auditory stimulation, during 7 minutes for each condition.
2.2. Music Selection
A music-rating panel (BMRI-3, [6]) was used to rate the motivational qualities of the
music selections. 60 songs from different styles and periods were played to
participants and they were asked to answer to 6 items referring to an action, a time, a
context and a target (e.g., “the rhythm of this music would motivate me during
running”). Participants answered on a 7-point Likert scale where 1 is “strongly
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disagree” and 7 is “strongly agree”. Only songs with a total score in the range 36 - 42
(i.e. indicating high motivational qualities of music) were used in this experiment.
2.3. Materials and Technology
We used an intelligent technological architecture, capable of delivering embodied,
flexible, and efficient rhythmical stimulation adapted to individuals’ motor
performance (e.g. heel strike). The method involved on-line recording of movement
kinematics during the run via gyroscopes attached to the participants’ ankles. The
architecture was able to select and adapt the auditory stimulation (i.e. metronome or
music) to the heel strike from a music library containing the pre-selection of
motivational songs and metronome, including the average beats per minute (BPM)
and timings of the beat (phase information). The tempo was adapted to synchronize
each beat with heel strike by a real-time music time stretcher permitting to alter the
tempo of a song without changing the pitch of this one.
Physiological variables (VO2, VCO2, VE, VE/VO2, VE/VCO2) were recorded by an
automated breath-by-breath gas analyzer (K4b2, Cosmed, Rome, Italy). Rating
perceived exertion was assessed from a Borg-Scale after each condition.

3 Expected Results
We hypothesized that if the RAS tempo corresponds to the participant’s preferential
stride frequency then the auditory rhythm will reduce the participant’s motor
variability. As suggested by our recent work (e.g., [10]), this stabilizing effect of RAS
will lead to a decrease in energy consumption. These results will clarify the role of
tempo to support athletic performance at any level of expertise. We aimed that the
greatest benefits of RAS will be obtained if its tempo is very close to the natural stride
frequency of the participant. For this reason, a more precise attraction of rhythmic
movement to auditory rhythms is expected if the RAS is adapting to the movement of
the participant in real-time. Indeed, because the adaptive stimulation is more
representative of natural behavior including biological variability, it will be more in
line with the energetic demand of the organism at a given time. To adopt the most
efficient behavior, runners need to modulate their frequency-amplitude ratio regarding
the continuously changing environmental conditions. From the perception-action and
embodied perception point of views, we are expecting that auditory information,
when directly enacted from the participants’ movement, reinforce their perception of
their own action and contributing to a better regulation and stabilization of ongoing
movements.

4 Discussion
To date, many studies exploited the rhythm as an efficient way to improve movement
performance. In bimanual coordination [3], periodic auditory stimulation is useful to
enhance the stability of in- and anti-phase pattern of coordination. In the field of sport
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and exercise, simple auditory stimulation (i.e. metronome) is also used to entrain a
reduction of energy consumption, an increase in endurance and desire to do a physical
activity [10]. Thus, there are some indications that auditory rhythmic stimulation may
be beneficial to enhance individual motor performance. Moreover, music seems to
have an advantage over simpler stimuli by having an activating effect on healthy
subjects [11]. For instance, Leman and collaborators (2010) recently found that some
musical excerpts have an activating effect (i.e., subjects tend to walk faster), while
other stimuli have a relaxing effect (i.e., subjects tend to walk slower). In sum, music
has the power to entrain different aspects (activating or relaxing) of motivational
effort.
The frequency of RAS is a crucial element in explaining the effect of sound on
performance and physiological variables. Moreover, movement frequency was
identified as a critical parameter influencing the metabolic cost of the physical
activity. Here, we aim to assess the potential effect of tempo on stride variables in
running. We expect a stabilization of the participant’s behavior by RAS which rhythm
corresponds to the natural stride frequency of participants and leading to minimal
oxygen consumption. These results will be particularly interesting in the sport
domain.
However, one main limitation in research on the link between rhythm and motor
efficiency is the absence of adaptation of the auditory stimulation to individual motor
performance. A crucial step is to consider individuals’ differences for generating an
adapted RAS then maximize the effects of RAS and thus improving movement
performance. First, the auditory stimulation needs to be triggered by individual
information on motor performance (e.g., spontaneous gait frequency and variability).
In addition, user’s preferences should be taken into account to maximize stimulus
effectiveness (e.g., using a musical excerpt which is taken from participants’ preferred
playlist). Finally, the auditory stimulation must be adapted in real time to individual
motor and physiological performance. We aimed at produce a rhythmical stimulation
adapted to the individuals’ behavior with the goal of maximizing the beneficial effects
of rhythmic stimulation on movement kinematics and physiology. This issue has great
potential for enhancing motor behavior in healthy individuals, aiding the
rehabilitation of movement dysfunctions in patients with motor disorders, and
generally stimulating an active lifestyle, healthy ageing, thus eventually preventing
future illness.
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Abstract.
Traditionally, audio-motor timing processes have been understood as motor
output from an internal clock that is set by heard sound pulses. However, in this
paper a more ecological approach is adopted, arguing that audio-motor
processes are better characterized as performed actions on the perceived
structure of auditory events. This position is explored in the context of auditory
sensorimotor synchronization and continuation. Empirical research shows that
the structure of sounds as auditory events can lead to marked differences in
movement timing performance. The nature of these effects is discussed in the
context of perceived action-relevance of auditory event structure. It is proposed
that different forms of sound invite or support different patterns of sensorimotor
timing. Directions of ongoing research and implications for auditory guides in
motor performance enhancement are also described.
Keywords: sound structure, perceptual events, movement timing,
sensorimotor synchronization

1 Introduction
As humans, we are uniquely able to time our movements to patterns of sounds with
a high degree of accuracy, as exemplified by dancers, marching bands, and ensemble
musicians. In order to understand this complex ability better, it is necessary to ask
how our sensorimotor systems pick up information about time through auditory
sensation, and uses this information to control ongoing movements. It is the position
of the present paper that this question is best approached by considering sounds as
perceptual events, the different structures of which support or invite different forms of
movement timing. This approach is here explained, with examples given of empirical
studies that investigate the relationships between auditory event structure and timing
of actions.
Historically, the predominant paradigm for studying the timing of movements to
sounds (and other sensory timing cues) has been to ask experimental participants to
tap in time with a metronomic stimulus, and/or continue tapping in time after the
stimulus presentation has ceased [1]. There is a seemingly reductionist appeal of this
approach: a discrete, intermittent sound constitutes a pure, uncluttered temporal
interval as a stimulus; while a finger tap is a small enough response to minimize the
disruption to timing from a noisy, dumb motor system. Hence, extraneous variables in
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the sensorimotor timing process can be minimized or removed, giving a ‘true’ picture
of the underlying mechanisms involved. Factors in the input stimulus that are often
varied in this research paradigm include interval duration between metronome tones,
slight offsets from isochrony of consecutive tones, or presentation of timing cues to
different sensory modalities [2-4]. In turn, mathematical models of timing errors in
motor output are generated to describe the underlying processes in participants’
synchronization performance. A common assumption seems to be that there is a
clock-like process somewhere in the mind [5-6], and that by stripping back the
movement timing task to its simplest form, the characteristics of this mental clock can
be discerned by peering through the tea-leaves of messy perceptual and motor
systems.
Although somewhat unfairly caricatured, the above description portrays a prevalent
theoretical stance towards researching movement timing in relation to sounds. In
contrast, we believe that this approach fails to capture important characteristics of
how people move with sounds in the real-world. For example, movements of larger
scales than finger-tapping can successfully be performed in time with auditory events,
e.g. a percussionist striking a timpani drum can require movement of her full arm.
Furthermore, sounds in the world rarely occur as metronomic pure tone islands in a
sea of silence, but rather in a continuous unfolding stream, the structure of which
varies in pitch, intensity, timbre and other factors. With this in mind, it is important to
think of sound-based timing cues not as extension-less points on an artificial timeline,
but as events; an event being something that “occupies a restricted portion of fourdimensional space-time” [7]. Thus, to fully understand the capacity to move in time
with sounds, it is necessary to consider a broader range of perceptual and motion
factors in one’s experimental investigations. At a more theoretically fundamental
level, the established picture of sensorimotor synchronization as sensory input →
mental clock processing → motor output belies the embodied, dynamic nature with
which we interact with our perceptual environments [8-10].
These concerns may be remedied by adopting a more ecological stance to the
questions of how we are able to time our actions to sounds. The ecological approach
in psychology considers agents (people/organisms) as active perceivers of their
surrounding environments [11]. Moreover, environments give a structure to the
energy (e.g. light, air vibrations) that excite sensory organs (e.g. retina, cochlea), such
that patterns of sensation are specific to the geometric properties of objects, surfaces
and events that cause them [12]. On the whole, these world-specifying patterns are not
clear from a static perspective, but reveal themselves through ongoing movement,
such as how the visual field moves as we move our eyes. This means that there is
sensory information available for active perceivers that directly informs about events
in the world [13]. In the case of sounds, patterns of vibration in the air are specific to
the events (scrapes, collisions, drops…) that give rise to them [14]. Furthermore,
auditory events are not isolated atoms of sensation in time, but rather they unfold
temporally, and the form of this unfolding is essential for perceiving the nature of
sound-causing physical interactions [15]. Finally, the ecological approach in
psychology puts a firm emphasis on action, asserting that the job of perception is to
help us move successfully through the world [11]. In this picture, the brain is not an
indifferent processor of detached sense data, but rather it is a tuning fork for action,
selecting appropriate responses to the changing environmental scene [16]. Hence,
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perceptual information is constrained and defined by how it invites or dictates
particular actions [17].
Considering this theoretical framework – one that is more ecological / embodied in
perspective – the important questions for our current purposes should be: how does
the structure of auditory events support or invite time-sensitive actions, and
conversely, how do people control timed movements for different event-specified
sounds? By adopting this approach, it is still possible to scientifically investigate the
manner in which auditory factors can give rise to different movement timing
behaviors in a controlled, rigorous manner. An important step in this process is
considering the structure of sound in a perceptual event, that is, how do auditory
parameters (e.g. pitch, intensity) change over time, and how might differences in
these structure (e.g. onset attack, slope) be meaningfully related to action. By
generating synthetic sounds that possess clear differences in auditory structure, and
looking at subsequent differences in performance when participants have to perform
simple actions in time with such sounds, one can carefully study the relationship
between auditory events and sensorimotor timing. The proposed advantage of framing
such an investigation in this way is that it allows experimental conclusions to be
drawn that will more likely provide insight into how sounds guide actions in realworld scenarios.

2 Extrinsic and Intrinsic Information for Action
If we are to consider the timing of action as guided by the available information
specifying temporal intervals, it is important to consider the nature of this information
and where it comes from. A useful framework for addressing this problem can be
found in the outline of David Lee’s General Tau Theory [18-20]. According to this
theory, the control of any action (big or small) can be thought of as the closure of a
motion gap between the limb’s current state and its goal state. For example, catching
a ball involves closing the motion gap between one’s hand and the ball’s trajectory.
Successful actions involve closing this motion gap within a suitable temporal gap,
i.e., getting to the right place at the right time. For example, playing a drum in time
involves closing the motion gap between the end of the stick/beater and the surface of
the drum within the temporal gap that closes between consecutive beats. More
complex movements may involve the closure of multiple motion gaps concurrently,
e.g. marching in time with others involves closing the motion gap between foot and
ground at the same instant that those around you the same. The sensorimotor control
of this process, therefore, involves coupling the closure of motion gaps to appropriate
dynamic information that will lead to the successful spatial-temporal execution of an
action.
An important question at this stage is where the information is found with which to
guide the closure of a given motion gap. According to the theory, a distinction can be
made between extrinsic or intrinsic information for movement guidance. Extrinsic
information entails a relevant, event-specifying sensory gap to which the unfolding
motion gap may be coupled. For example, in the case of catching a ball, the sensory
gap exists visually between the ball and the hand. By coupling these together, such
that both gaps close to zero at the same time, a successful interceptive action will be
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achieved. Hence, extrinsic guidance of movement implies that the information is
available in the dynamics of events in our environment. When there is not information
available in the environment to guide closure of the relevant motion gap, as in the
case of self-paced actions, intrinsic information must be generated within the nervous
system. For example, a golfer making a putt has no external timing information to
guide her swing, and so must use an unfolding internally-generated neural gap to
control her action [21]. Thus, although intrinsic and extrinsic guidance of action
involve different processes, both can be characterized as the coupling of movement to
information about a closing spatial-temporal gap [18].
General Tau Theory goes further to say that the nature of the informational
variable used for both extrinsic and intrinsic guidance of action is the time-to-closure
of a gap (motion, sensory, neural) at its current rate of closure. This variable, tau, is
directly sensed as the ratio between the current magnitude of a gap and its current rate
of closure. Without going into too much detail, it can be noted that there is a great
deal of support for this variable in the control of actions in which there is external
dynamic sensory information, such as, long-jumpers taking run-ups [22] or drivers
controlling the timing of braking [23], as well as for actions that require internal
guidance, such as, infants sucking [24], singers initiating vocal pitch glides [25], and
musicians’ expressive performance gestures [26]1. The important point for the present
purposes is that General Tau Theory carves sensorimotor control of action into two
distinct forms (extrinsic and intrinsic), depending on the availability of perceptual
information for online guidance of movement, while also offering a candidate
informational ‘currency’ that may be used in both cases.
2.1 Discrete and Continuous Sounds
Following the preceding discussion, it is possible to unpack the distinction between
intrinsic and extrinsic information for guiding action in the context of synchronizing
movement with sound. As mentioned in the introduction, a common sound type for
assessing sensorimotor synchronization is a metronome, the general form of which is
a short tone, followed by a period of silence, repeated at a set inter-onset interval.
Although the presence of intermittent tones may be considered an extrinsic source of
timing information, there is no information about the unfolding temporal gap between
tone onsets with which to couple individual movements (e.g. taps). Thus, according to
present theory, each metronome tone is a discrete event, and the information for
synchronizing movements with individual tones must be neurally generated [27]. An
alternative way to present cues for time intervals is to have a sound that changes along
some auditory parameter (e.g. pitch or intensity) continuously throughout the duration
of each interval, looping back to the initial parameter at the end of the duration. Fig.
1a illustrates the distinction between these two interval-specifying sound types. For
each discrete interval, because there is no sensory information between tones, an
intrinsic neural guide must fill in the temporal gap onto which the motion gap is
coupled [27]. For each continuous interval, there is sensory information present in the

1

For a more comprehensive list of empirical studies relating to General Tau Theory, please
visit http://www.pmarc.ed.ac.uk (Last accessed: 24/06/2013).
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changing auditory parameter about the unfolding temporal gap. Hence, these different
sound structures would likely recruit different movement timing processes.

Fig 1. Representation of sound and movement structures across time. A): Discrete and
continuous sound events represented as changes in auditory parameters against time. Discrete
sound events (e.g. metronome) are represented as instantaneous changes to a set auditory
parameter (tone, intensity, etc.) followed quickly by instantaneous change to zero, separated in
time by empty (silent intervals). Continuous sound events (e.g. pitch ramp loops) are
represented as constant change in the value of an auditory parameter during each interval, in
this case with an instantaneous change to the initial value at interval boundaries. B): Movement
represented as displacement of a point on a limb over time. In these examples, movement is of
an index finger between two lateral targets. Data is taken from a participant synchronizing with
discrete and continuous sound events shown in A with 2 s intervals. Discrete movements
involve waiting in target zones for the majority of the interval with quick movements between
targets to intercept subsequent beats, while continuous movements involve gradual change in
displacement throughout each of the interval durations. Dashed vertical lines indicate
synchronization points with sounds.

By plotting auditory parameters as a function of time, one can characterize the
structure of each sound as differently shaped perceptual events, and in turn, consider
the structure of different movements that may be invited by a particular sound
structure2. As shown in Fig. 1b, discrete sounds may be better suited to discrete
movements (quick changes in displacement followed by recuperation), whereas
continuous sounds may more likely invite smoother continual change in displacement
over time. It is worth noting that tapping can be thought of as a discrete movement
2

More complex sound events may be thought of as multiple dimensions of auditory parameters
changing over time relative to each other.
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with a sharp change in displacement to the target surface followed by recuperation
and pausing between subsequent actions. Hence, asking participants to tap to sound
may bias the form of the observed movement trajectory. In cases where the form of
movement to be made by a participant is less strictly specified by the task, as is the
case in moving between lateral targets, different movement strategies can be found
[28].
Rodger and Craig [29] report a study which investigated the idea that different
sound structures (discrete vs. continuous) can differentially affect timing and
movement trajectory in a sensorimotor synchronization task. Participants (n = 23) had
to repeatedly move their index finger reciprocally between two separate targets in
synchrony with either discrete tones or looped continuous pitch ramp sounds.
Different interval durations (temporal gaps) were used (1s, 2.5s, 4s) and movement
distances between targets (motion gaps) were also varied (20cm and 70cm). Results
showed differences in sensorimotor synchronization between sounds types: timing
errors were greater for continuous sounds (arriving in target too early), but variability
of timing errors was lower in this condition, when compared with discrete sounds.
Moreover, movements between targets were more harmonic in form (the relationship
between velocity and displacement was closer to sinusoidal) for continuous sounds
than discrete. Thus, the difference in structure of sound led to marked differences in
sensorimotor synchronization performance and shape of movement. These effects
were most pronounced for longer interval durations, suggesting that auditory-driven
differences in intrinsic vs. extrinsic movement timing processes have a greater effect
when temporal gaps are larger. It can be noted that these findings from Rodger and
Craig [29] are supported by results from an experiment by Varlet et al. [30], which
found similar changes in movement timing and trajectory when synchronizing wrist
rotation movements with discrete (metronomic) and continuous (pitch oscillating)
sounds.
In terms of relating the movement timing behavior to the sounds as auditory
events, the differences in the shape of movement between targets may be understood
as differences in the type of action invited by different auditory structures, as depicted
in Fig. 1. However, it is still necessary to explain differences in timing caused by
sound structure, that is, synchronization error and variability. This may be addressed
by considering the information specifying perceptual event boundaries. Phillips et al.
[31] provide evidence that sound intensity onsets mark the edges of new perceptual
events. Discrete sounds have clear intensity (and technically, pitch) onsets at the start
of each interval, marking a clear boundary for the perceptual event. For the
continuous pitch ramps, the intensity is constant, while the instantaneous pitch drop at
the end of each interval may form a more ambiguous event boundary than that created
by discrete tones. This could explain why synchronization errors were smaller for
discrete sounds3. The reduced variability in synchronization errors for continuous
3

Another possible explanation is that the increasing tone and intensity ramps were perceived as
looming sounds (objects approaching the listener), which have been shown to bias action
responses to be earlier [32]. The explanation given for this effect is that looming sounds are
likely to specify a prospective collision, and so we are more likely to respond early to avoid
this. Although this account signifies the relevance of the ecological meaning of sounds in
influencing actions, the fact that the pitch ramps were looped would likely mean that any
looming effect would be attenuated by repetition.
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sounds may have to do with the more oscillatory nature of the ongoing perceptual
events. That is, the overarching temporal form of the ongoing sound is consistently
maintained in movement timing, without individual actions necessarily lining up
neatly with individual event boundaries. The important point is that by considering
the time-related structure of these different auditory events, it is possible to offer an
account of observed effects on the temporal aspects of corresponding actions.
2.2 Perceptually-Driven Changes in Motor Timing Behavior
The present approach to understanding movement timing and the structure of
sound events can also speak to a distinction often made in the motor control literature:
that of event-based and emergent timing [33-34]. Tasks in which participants have to,
for example, draw circles continuously in time with a metronome – as compared to
tapping – result in markedly different patterns of timing error and movement
trajectory [35-36]. Typically, temporal errors are greater and less self-correcting for
emergent timing (e.g. circle drawing) than for event-based timing (e.g. tapping).
There is some debate as to whether this reflects different motor timing processes, or is
the manifestation of two extremes of the same pulse-based motor control system
[34,37]. What is often not considered is the manner in which the action matches the
available perceptual information specifying time, i.e. the metronome. If the timing
information was presented as continual sound, would this lead to improvements in
synchronization in emergent-timing tasks, relative to discrete sounds for timing? This
question draws attention to the limitations of solely focusing on motor outputs to
understand movement timing in response to sound cues.
More generally, the current position would encourage that one asks what is the
information available to control movement, and how does this information invite a
particular form of action over another. By characterizing sensorimotor
synchronization problems in this way, resulting answers should be more
commensurate with the way behavior is guided in real-world, non-laboratory
situations.

3 Structure of Auditory Events and Re-enacted Duration
In addition to cases where movement is synchronized with sound, there may also
be scenarios in which sound is used to set-up a movement timing pattern for
subsequent action. As an anecdotal example, imagine a footballer singing a familiar
song to herself as a way to get the timing right in the run-up for a penalty kick. In
such a case, the temporal structure of the sound resonates in the timing of the ongoing
action. Scientifically, the effects of timing cues on subsequent motor actions is often
studied in the context of a continuation paradigm in which participants are presented
with a metronomic stimulus and then asked to maintain the stimulus tempo after the
sound has stopped [1]. As with the previous discussion, a relevant question for the
present position is how the structure of a given sound within a time-setting interval
may affect the subsequent continuation motor timing. That is, how does the sound
resonate in the action after it has sounded? There is evidence that the structural
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content of an interval does influence perceived and enacted timing, and the current
account offers a potential explanation for why this may be so.
It has been established that the content of two different sound events can affect
their perceived durations, even if the physical durations are identical. Looming sounds
are perceived as longer than receding sounds [38]; while emotionally negative sounds
last longer perceptually than neutral ones [39]. A particularly well-studied instance of
this general phenomenon is the observation that filled intervals have greater perceived
duration than empty ones [40-42]. For example, a continuous tone in an interval
marked by silent gaps will be perceived as longer than a silent interval marked by
short tones [41]. Also, discrete tone intervals are perceived as longer depending on the
number of sub-interval tones they contain [42]. Thus, perceptual time is not a faithful
recreation in the mind of the ‘physical passing’ (the regular passage of a clockmeasured fourth dimension), but rather it is modulated by the sensory information
contained within an event. A putative explanation of this phenomenon is that the
magnitude of energy/work specified by a sound event dilates the perception of that
events duration. Hence, intervals that contain sustained energy, changing parameters,
or sub-events will be perceived as lasting longer than more empty/static intervals, as
these factors imply work of some kind on the part of the sound generator. This
phenomenon carries into motor timing behavior. Repp and Bruttomesso [43] observed
that pianists would slow the overall tempo of their playing when required to play
more notes in a musical interval (beat). As will be seen below, the structure of an
auditory event in terms of parameter change and event density also affects subsequent
reproduction of timed actions.
3.1 Smooth (Single-Event) and Ridged (Multiple-Event) Continuous Sounds
The notion that the underlying work specified by the structure an auditory event
can dilate its experienced and re-enacted duration was investigated in an unpublished
study conducted by the present authors. The task was similar to that described in
Rodger and Craig [29]: participants (n = 38) had to move their index finger between
lateral targets in time with different interval durations (1s, 2s, 3s) specified by
different sounds types. However, in this study, a continuation paradigm was used in
which participants heard the sounds for a set number of repetitions before having to
produce timed movements at the tempo of the just-heard timing cues. Two of the
sounds used were identical to those used in [29]: discrete tones and pitch ramps. A
third sound type was also introduced: a series of end-to-end discrete tones rising in
pitch chromatically over the duration of the interval before looping back to the initial
pitch after each interval boundary. Each of these sounds is depicted as changes in
auditory parameters in Fig. 2a. Pitch ramps and tone scales are designated continuoussmooth and continuous-ridged sounds, respectively. The structural difference between
continuous-smooth sounds and continuous-ridged sounds is that the ridged sound’s
steps in pitch form perceptual sub-events within the larger looping interval-long
event.
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Fig. 2. Effects of auditory event structure on continuation movement timing. A): Sounds used
in this study were discrete tones, continuously increasing pitch ramps (continuous-smooth), and
concatenations of individual tones, which increased consecutively in pitch over the same
distance as for the pitch ramps (continuous-ridged). B): Results from this study showed that
participants altered the duration of their movements in a continuation task depending on the
structure of the auditory event, with longest movement durations in the continuous-ridged
condition, and shortest in the discrete condition.

The results from the continuation phase of this experiment are depicted
symbolically in Fig. 2b. In keeping with previous research [40,42], filled intervals
were reenacted as longer in duration than empty discrete intervals. In addition, filled
interval events that contained multiple sub-events (continuous-ridged sounds) were
re-enacted as longer in duration than intervals that were filled with a single whole
event (continuous-smooth sounds). This order of effect between sound types occurred
in all duration and movement distance task conditions. The findings of this study,
therefore, provide support for the proposition that the structure of auditory events
(discrete/continuous; smooth/ridged) can affect the re-enaction of time in subsequent
movements. Thus, the perceived temporal structure of sound echoes in movement
timing, even after the sound is no longer perceptually present.
3.2 Timing in Perceptual Events Mediated by Action Salience
It should be asked at this point why the structural content of an auditory event
should modulate the perceived/enacted duration of the sound. As indicated above, one
explanation is that the perceived magnitude of work/energy in an event is positively
related to its perceived duration [44]. The current account would take this idea further
by suggesting that the reason for this has to do with the perceived action-salience of a
sound: sounds that invite or suggest a greater magnitude of action effort on the part of
the listener are likely to be perceived as occupying a greater expanse of time.
This proposition comes back to the ecological approach to perception and action,
which states that our experience is mediated by the opportunities for action that our
senses pick up. Gibson [45] said that “time is the ghost of events”, intimating that the
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experience of time and duration are not detached from our active perception of the
world, but are rather properties of the events we purposefully sift through for potential
actions. In the previously described experiment, the difference in reproduced duration
between the continuous-smooth and continuous-ridged sounds was that the sub-events
within the ridged sounds supported the possibilities for sub-actions within the larger
movements. Hence, these sounds invited a greater complexity of movement within
intervals than the smooth sounds, even if this complexity was not acted upon. This
idea is still very speculative, but is being further investigated by the first author.
A more general point that should be made about timing and sound is the reciprocal
nature of perception and action. Gibson said that we ‘move to perceive and perceive
to move’ [11]. This is evidenced in research into audio-motor processes. Perceived
melodic motion in a simple musical sequence affects the timing and trajectory of
subsequent actions [46]. On the other side, participants are better able to detect a
timing offset irregularity in a sound sequence if they first move along with a previous
isochronous tone sequence than if they passively listen to the sounds [47-48]. Hence,
in trying to make sense of the perception of sound, we should also be thinking about
the possible role of movement in responding to sound.

4 Ongoing and future research
Work is currently ongoing at Queen’s University Belfast to further explore the
ideas laid out in this position paper. The effects of different auditory parameters on
movement timing are being investigated by comparing consonant and dissonant tonal
structures, as well as different continuous and discrete auditory events. Additionally,
the ability of people to perform spatio-temporally constrained goal-direct actions
through perceived auditory events is being studied through a number of experiments.
These research projects aim to further elucidate the relationships between the
structure of sounds and the structure of timed movements. Furthermore, as
acknowledged in the introduction, the synthesized sounds described in this paper are
not necessarily typical of those found in real-world interactions, which are much more
complex in structure. Research needs to be conducted to assess the extent to which the
claims made here obtain when auditory events are more like those found in everyday
experience.
There is also a more practical motivation for tackling these theoretical issues. A
strong driving force for the current authors’ engagement with these theoretical
questions is the potential for using sound guides to enhance movement performance,
in both motor rehabilitation and skill acquisition contexts. For example, footstep
sound events have been shown to successfully convey spatio-temporal walking
information to healthy participants [49], and the possibly beneficial effects of this
have now been observed in a preliminary study of patients with Parkinson’s disease
[50]. By understanding better the ways that sounds can specify information for action,
we may be able to design sensory guides that optimally scaffold motor performance
for individuals with movement deficits.
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5 Conclusions
The theoretical position outlined in this paper is that auditory sensorimotor
processes are best understood by considering the structure of auditory events and the
form of movement and motor timing supported by this structure. Hence, sounds in
this context can be thought of as perceptual events that invite or align with particular
forms of action. This can be seen in the effects of discrete and continuous sounds as
distinct auditory structures on sensorimotor synchronization performance.
Additionally, sound structure can influence re-enacted interval duration in a
sensorimotor continuation task. Although there is much work still to be done, a case is
forming for the argument that sound structure and movement timing are intimately
linked when people act on sounds and that audio-motor processes are best examined
by asking what is the available information for action in the structure of an auditory
event. In practice, this work may have implications in the design of auditory guides as
a potential strategy for movement rehabilitation.
Acknowledgments. The work presented here was partly supported by a Starting
Independent Researcher’s Project funded by the European Research Council
(TEMPUS-G 210007 StIG) awarded to Cathy M. Craig.
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Abstract. We report on an experiment designed to evaluate sensorimotor adaptation in a motion-based sound synthesis system. We propose to
investigate a sound-oriented task, namely to reproduce a targeted sound.
The system is a small handheld object whose motion drives a sound synthesizer. In particular, the angular velocity is captured in real-time by a
gyroscope and transmitted wirelessly to the sound engine. The targeted
sound is obtained when the motion matches a given reference velocity
profile. If the velocity profile is performed with sufficient accuracy, a
specific sound is heard, while a incorrect velocity profile produces either
noisier sound or sound with a louder high harmonic (depending on lower
or higher velocity values). The results show that subjects are generally
able to learn to reproduce the target sound. Motor adaptation is also
found to occur, at various degrees, in most subjects when the profile is
altered.

Keywords: gesture, sound, sensorimotor, learning, adaptation, interactive systems

1

Introduction

There is growing interest in using tangible interfaces and motion sensing technology to interact gesturally with digital sonic processes. In particular, a research
community has been established over the last ten years around the development
of gestural digital musical instruments (DMIs). The NIME conference (New Interfaces for Musical Expression) [1] has centralized several research results. While
the evaluation methodology of such interfaces is recognized as important, it has
generally been considered from a user experience point of view, most often ignoring fundamental aspects of sensorimotor learning. Nevertheless, we believe
that sensorimotor learning should be fully addressed for the development and
evaluation of digital musical interfaces.
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This research topic is close to other another type of application, where digital
sound processes are designed to accompany movements, hence providing information about the performance (either about knowledge of performance or on the
knowledge of result). Such a case is often referred to as movement sonification.
Typically, the auditory feedback is sought to supplement other sensory modalities (such as proprioception and vision) and facilitate sensorimotor learning.
Such an approach has been proposed for example for the facilitation of skills
acquisition in sports [2] or in physical rehabilitation [3].
We have started to study sensorimotor learning in DMIs and interactive
sound systems for movement training/rehabilitation, within a single research
project1 . We take advantage of the fact that these applications can share identical
technology (motion sensing and processing) and also share similar questions
about the action-perception loop involved in motion-sound interaction.
While the different applications might imply similar sensorimotor learning
processes, they can still be categorized based on the different tasks they imply.
In the case of DMIs, the task can be expressed as sound-oriented. The users
adjust their movements in order to achieve a specific goal expressed in terms
of sonic/musical characteristics. In the case of motion training (i.e. sport or
rehabilitation), the task can be expressed as motion-oriented. The users get
auditory feedback to adjust their movements and to achieve a specific goal in
terms of motion characteristics.
In this paper, we focus only on the first case: the sound-oriented task. Our
general goal was to design an experiment allowing us to assess movement adaptations in subjects continuously controlling sound. Specifically, the subjects were
asked to move a small tangible interface containing motion sensors. The motion
is used to control sound synthesis in real-time. This experiment represents a first
step to design more complete investigations of sensorimotor adaptation driven
by sound-oriented tasks.
The paper is structured as follows. First, we present a short overview of
related works. Second, we describe the experimental setup, methodology and
motion analysis. Third, we present the results, and fourth, we discuss our findings
and their implications for further experiments.

2

Related Works

A small number of studies have examined this concept of sound-oriented task.
Early works were performed focusing on the evaluation of gesture-sound mappings. Hunt et al. in [4] presented such an evaluation by asking subjects to
reproduce a target sound using different mapping strategies. Only simple interfaces such as a mouse and sliders were used. It resulted that, while complex
gesture-sound mappings were more difficult to master, they appeared to be more
engaging for the subjects. This implies that the type of implicit learning involved
in this case was perceived as beneficial.
1

Legos project, http://legos.ircam.fr
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Gelineck et al. [5] also studied input interfaces and compared knobs and sliders for a task consisting in reproducing reference sound samples. Subjects were
musicians and were asked to reproduce four sounds with temporal timbral variations (synthesized with a physical model of flute and friction). A qualitative
evaluation was performed showing that no significant difference were found between the use of knobs and the use of sliders. Note that these studies did not
explicitly address sensorimotor learning or adaptation in their questionnairebased evaluation.
Pointing towards auditory targets can also be considered as a sound-oriented
task. Recently, we investigated the effect of sound feedback on blindfolded pointing movements towards auditory targets spatialized with HRTF binaural technique [6]. We found that the auditory target should last enough to be heard
during the task. The potential advantage to additionally sonifying the hand was
not apparent in such a case.
The concept of a sound-orientied task can be linked to recent studies on the
relationship between body motion occurring during various sound/music stimuli [7–11]. In particular, Gody et al. [8] investigated motion trace that subjects
performed on a 2-dimensional surface in response to a sound stimuli. Other studies were reported on hand gestures performed while listening to either abstract
synthesized sounds [11], or stimuli derived from environmental sounds [9]. As
expected these studies showed that the motion related to sound stimuli depends
on several different sound aspects and varies greatly between subjects. Nevertheless, such studies offer novel perspectives in showing experimentally that some
sounds can favor specific motions.
The other types of related studies concern investigations of motion-oriented
tasks to establish whether auditory feedback can be beneficial for learning and
performance. Rath and Schleicher [12] studied a virtual balancing task under
different feedback conditions, including auditory feedback to guide movements.
They found that the auditory feedback was beneficial in terms of rapidity, the
best results being found by sonifiying the ball velocity. They also found small
differences between ecological and abstract sounds. More recently, Rosati [13]
showed that a tracking task can be improved using an auditory feedback (in
addition to a visual feedback) related to the task achievement or, to a lesser
extent, giving information about the error.
Vogt [14] proposed a movement sonification system to improve perception of
body movements. Sonification and positive sounds were beneficial for task understanding and increased the subject motivation. Effenberg [15] focused on an
ecological approach, insisting there is a close relationship in kinesiology between
movement kinetics and sound. He showed that supplementary auditory information improves the perception and reproduction of sport movements compared
to vision alone. These results appeared independent from the qualitative assessment of the sounds qualities by the subjects. Takeuchi [16] previously pointed
out that sound is a very useful information channel in sports. Avanzini [17] insists on the role played by auditory information in multimodal interactions. Wolf
[2] and Effenberg [18] showed that subjects can benefit from multimodal motor
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representation in a rowing-type task. Auditory feedback can reduce spatial error
and improve synchronization when the feedback is related to the internal representation of the task rather than short-time features of the movement, Wolf
adds. Karageorghis and Terry [19] also suggest that sound feedback can improve
mood, hence performance, in sports and leisure activities.
Sport and musical control are not the only domains where auditory interaction can improve motor learning. Thoret [20] studied the sonification of drawings
to investigate whether subjects could recognize a drawn shape from recorded and
synthesized friction sounds. He noticed that people were able to identify gesture trajectories with the friction sound they produced and the model-generated
sounds which used movement velocity as input.
Recent studies show that an additional feedback can improve physical rehabilitation processes and there is growing interest in using additional auditory
feedback to guide movements of impaired or stroke patients [3, 21–23]. Huang
[24] designed a multimodal biofeedback with musical tracks in a reaching task
with stroke patients and found that visual and auditory feedback together helped
patients producing smoother and more accurate movements.

3

Materials and Methods

3.1

Experimental Setup

The sound-oriented task is based on the manipulation of a specific motion interface that allows for the continuous control of sound synthesis. The main features
of the setup are shown in Figure 1. Subjects are seated in front of a table on
which two spots are drawn, named 1 and 2, marking the spatial starting and
ending areas of the motion. Subjects carry in their hand the motion interface,
consisting of a small object containing 3D accelerometers and a 3-axis gyroscope.
Data are transmitted wirelessly to a receiver through the IEEE protocol 182.15.4
(2.4 GHz Band), that transmits the data to the computer using the Open Sound
Control protocol (using the UDP protocol). A software programmed using the
Max environment (Cycling ’74) includes real-time data processing, sound synthesis and data logging (data, sound and video recordings of each subject). The
subjects listen to the sound using headphones.
The angular velocity around the Z axis of the interface is used as input. The
target sound is synthesized from the difference between the performed velocity
profile and a defined velocity profile, the reference profile, that varies between
different conditions. This profile is a bell shape curve (derived from a Gaussian
profile), corresponding roughly to the velocity profile typically found while moving the hand between two points [25], with a maximum peak velocity around 70
deg/s−1 .
The velocity profile produced is mapped to a sound synthesizer using Modalys
in Max2 . A resonator, modeled as a string, is used to filter three types of input
sound signal: one square sound signal at a fundamental frequency equal to 260Hz
2

Modalys (Ircam), http://www.forumnet.ircam.fr/product/modalys
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Z
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Fig. 1. Experimental setup. The subject moves the tangible interface from 1 to 2 in
order to continuously control the targeted sound.

(corresponding to C4), matching the second harmonic of the string, one square
sound signal at a fundamental frequency equal to 910Hz, matching the 7th harmonic and pink noise (constant power per octave). The difference between the
performed profile and the reference profile modulates the intensity of the higher
harmonic or the noise inputs: positive values boost the higher harmonic, negative values boost the noise sound. This choice is motivated by the analogy with
sound obtained when scratching an object on a surface: low velocity might produce a noisy sound (with sufficiently high pressure), while increasing the velocity
produces higher frequencies.
The sound level of the added effect is effective only when the difference
reaches a given threshold, of constant value over the whole profile, as illustrated
in Figure 2. Once the threshold is reached, the intensity of the effects depends
linearly on the difference between the performed and reference velocity values.
3.2

Experimental Procedure

The subjects first listen to the target sound and to typical sounds associated to
incorrect movements : one with an extra harmonic note referring to a higher angular velocity movement and one with noise referring to a lower angular velocity.
All the sounds are 1.2 seconds long. The subjects can listen to the sounds as
many times as they wish until they feel comfortable distinguishing the different
sound characteristics.
Subjects are then instructed to move the object with their dominant hand
between areas 1 and 2 to produce the target sound. Their motion should last as
long as the sound (1.2 s).
During the first phase, we call Exploration, subjects make 60 movements (30
rightward and 30 leftward) with the normal symmetrical profile E as a reference
for feedback generation. Between each movement, they must wait until a beep is
emitted, which occurs randomly in a given time interval. This random start is
set to avoid the creation of a rhythmic pattern in chaining the movements.
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Reference profile
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Fig. 2. Reference profile and the associated thresholds enabling the change in the sound
qualities (noise or loud higher harmonic).

Angular velocity

In the second phase, Adaptation, subjects are blindfolded and asked to perform three blocks of 50 movements. For each block, the reference velocity profile
was changed following the sequence A - B - A, without informing the subjects.
As illustrated in Figure 3, the profiles A and B were obtained from profile E by
shifting the position of the maximum velocity. Profile A thus exhibits a higher
acceleration and a slower deceleration. Profile B exhibits the opposite variation:
a lower acceleration and higher deceleration.

E profile

1

0

0

Time (ms)

A profile

1

1200

0

0

Time (ms)

B profile

1

1200

0

0

Time (ms)

1200

Fig. 3. Reference profiles of angular velocity used in the different phases of the experiment ; amplitudes are normalized.

A questionnaire is given to the subjects at the end of the experiment. It comprises questions about their musical abilities, asks whether they noticed modifications in the system in both phases, and invites them to rate the difficulty and
the degree of control they experienced.
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Subjects

Fourteen subjects volunteered for the experiment. All were healthy and had normal hearing. They were 23.6 ± 1.9 years old and three of them were left-handed
(21%). All were familiar with digital interfaces such as computers and musical
controllers, and were familiar with music from recreational to professional levels (1 to 20 years of instrumental practice). All subjects gave written informed
consent for the experiment.
3.4

Data Analysis

The analysis is based on the comparison between the angular velocity time profile
performed by the subject vi and the reference profile ui , where i is the ith time
sample (50 Hz sampling frequency). The recorded profiles are low-pass filtered
with a 10 Hz cutoff Savitsky-Golay filter. As described below, different measures
are estimated to capture specific features of the performed profiles. In a second
step, the time evolutions of these measures were examined to find trends over
the series of the subjects’ trials, using t-tests and ANOVAs.
3.5

Angular Velocity Profile Parameters

The different measures described below were considered:
First, the mean error can be evaluated for each trial by taking the standard deviation of the difference between performed angular velocity v(t) and the
reference profile u(t) :
v
uN
uX
1
t [v − u ]2
mean error =
i
i
(N − 1) i=1

(1)

N being the total number of samples.
Second, the mean or first order moment of the profile was computed. It allows us to characterize where the largest velocity values are reached. This is an
interesting measure since the first order moment varies between the reference
profiles E, A and B as shown in Table 1.

PN
vi i
f irst moment = ∆t Pi=1
N
i=1 vi

(2)

∆t being the time interval between two samples.
Third, we computed the initial (ending) slope, by considering the first (last)
point and the maximum velocity point.
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Table 1. 1st order moment of the different reference angular velocity profile phases.
Profil
E
A
B

4

1st moment [ms]
600
536
684

Results

We first investigated the evolution of the performance by comparing average error values at the beginning (8 first movements) and at the end (8 last movements)
of each block (E, A, B, A). A general statistical analysis (ANOVA) was performed
with three factors : the 4-level ’block’ factor, the 2-level ’beginning/end’ factor
and the 16-level ’movement’ factor. The analysis revealed a significant effect of
the ’beginning/end’ factor alone (F(1,13) =26.3, p<0.005). The interaction of ’beginning/end’ and ’block’ factors interestingly presented a significant effect on the
performance (F(3,39) =9.2, p<0.005), but the post-hoc tests indicated significant
error reduction only within the first block (the exploration phase). This shows
that there is significant learning occurring in the Exploration phase which we
further examine using individual t-tests.
4.1

Exploration Phase

During the exploration phase, each subject starts with a spontaneous motion
from point A to B. By listening to the auditory feedback, they are able to adapt
their movement to reach, more or less, the reference profile. A typical example
is shown in Figure 4, where the first and last profiles are plotted along with the
reference profile. In this case, the ending profile is clearly closer to the reference
profile than the initial one.
The mean error values of the velocity profile are shown in Figure 5 for each
subject. Error bars indicate the standard deviation across the profiles for a given
subject. A large variability between the subjects can be observed on the initial
movements (dark grey bars). This was expected since no specific instruction was
given to the subjects about the dynamics of the movement they had to perform.
These differences can thus be directly linked to the variability of the spontaneous
movements performed by the subjects. After more than 45 trials, the variability
between the subjects is largely reduced (by 50%, light grey bars), which indicates
that the sound feedback was responsible for constraining the motion towards the
reference profile.
Importantly, Figure 5 also shows that 3 r all subjects the mean error is lower
in the last trials than in the first trials, which is also a strong indication of the
positive effect of the auditory feedback. To characterize this quantitatively, we
performed t-tests to determine which subjects exhibited statistically significant
3
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Fig. 4. Example of angular velocity profiles during the exploration phase (subject
#7). The comparison between the first and last profiles clearly shows that the subject
modified his movement towards the reference profile.

Mean angular velocity error (deg/s)
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Fig. 5. Mean error results on angular velocity profile for each subject during the exploration phase E; error bars indicate standard deviation across all movements of each
subject; the asterisks indicate significant error reduction at the end of the exploration
phase (p≤0.05).
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improvements (p < 0.05 shown with an asterisk in Figure 5). This result confirms
the general ANOVA performed previously, and provides us with more detailed
information: 12 subjects out of 14 significantly adapted their motion during
phase E. In particular, subject #14 spontaneously performed motion relatively
close to the average last profiles of the other subjects, which might explain why
the improvement was less significant. Subject #9 exhibited large standard deviations which also explains why the improvement is not statistically significant.
The adaptation phase discussed in the next section provides more information
about the performance of these subjects.
4.2

Adaptation Phase

During the adaptation phase, the A and B profiles are alternated, which allows
for a more detailed investigation of the subject performances. We emphasize that
the subjects were not informed of the change between the A and B profiles. The
main difference between these profiles can be characterized by the variations of
the first moment, or by the initial slopes. The first moment is actually close to the
relative time to peak velocity (rTPV). Nevertheless, we found the computation
of rTPV less robust, due to irregularities sometimes occurring in the velocity
profiles. Therefore, we focused on the first moment and the initial slopes and
performed statistical tests to examine whether significant adaptation can be
observed within the transitions A to B and B to A. The results are reported in
Table 2.
We performed a general statistical analysis (ANOVA) over the three blocks
of the adaptation phase for the 1st moment and initial slope parameters. The
analysis revealed a significant effect of the phase factor for both parameters:
F(2,26) =6.7, p<0.005 and F(2,26) =11.5, p<0.005 respectively. Post-hoc tests indicated a significant change between transitions A-B and B-A for the initial slope
and only for A-B transition for the 1st moment. Therefore, these results show
that subjects adapted their movement between the ends of each block, and this
adaptation appeared more significant on 1st moment.
The individual t-test results show that we can separate the subjects into
three groups. First, 5 subjects show significant adaptation for all blocks (#2,
#6, #7, #11, #13). Two subjects show no significant adaptation (#5, #8). The
other 7 subjects show some adaptations depending on the considered parameters.
This can be explained by the fact that subjects adopt different strategies. For
example, subject #1 adapted his profile globally as shown by the significant
variation of the 1st moment. On the contrary, subject #12 principally adapted
the beginning of the profile, as evidenced by the significant variation of the initial
slope.
4.3

Qualitative Comments of the Subjects

The questionnaires filled by each subject offer additional information about the
experiment. Concerning the exploration phase, 8 subjects (out of 14) were positive that no change occurred in the system and 6 were unsure. Concerning the
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Table 2. Significance of the parameter variations during the adaptation phase, between
the 14 last trials of each block (p ≤ 0.05)
Subject
1st moment A → B
1st moment B → A
initial slope A → B
initial slope B → A

1
?
?

2
?
?

3
?

?
?

?

4
?

5

?
?

6
?
?

7
?
?

?
?

?
?

8

9
?

10
?

11
?
?

12

13
?
?

14
?

?
?

?
?

?
?

?
?

?

adaptation phase, 8 subjects noticed that some changes occurred in the system,
5 were certain that no changes occurred, and 1 subject was convinced that the
changes he perceived were solely due to his motion.
The subjects rated the difficulty of the task as 3.1 ± 0.9 and 3.1 ± 0.8 for
the exploration and adaptation phases respectively (from 1-easy to 5-difficult).
Subjects were also asked to evaluate the level of control that they experienced
over the system (from 1-no control at all, to 5-complete control). The results are
close to the median : 2.3 ± 0.7 for the exploration phase and 2.8 ± 0.7 for the
adaptation phase. Finally, they were asked questions concerning system design.
Subjects reported neither particular physical nor auditory fatigue (1.4 ± 0.6 and
1.2 ± 0.4 respectively, rated from 1 to 5). The perceived quality of the sounds
produced was rated as 2.9 ± 0.9 over 5.

5

Discussion and Conclusion

We investigated the concept of sound-oriented task and questioned whether
sound qualities could guide motion, and, in particular, the angular velocity
shape. We proposed an experimental procedure to quantify how subjects adapt
their gesture to produce a specific sound by avoiding either the presence of noise
or of a loud higher harmonic.
Overall the results show that sensorimotor adaptations were found in both
the Exploration and Adaptation experimental phases. In particular, 12 out of 14
subjects significantly adapted their movement to match the reference velocity
profile during the Exploration phase. During the Adaptation, 12 out of 14 also
showed some adaptation to the reference profiles, even if they were not informed
of the sudden changes of the reference profiles.
Nevertheless, important differences were noticed between subjects, which require further investigation. Several explanations can be put forward. First, as
the sound-oriented task is not common, such an experiment should be designed
considering several difficulty levels (as typically designed in video games). The
qualitative assessments of the subjects confirmed that the task was relatively difficult, which also indicates that the sensorimotor adaptation should be designed
as more gradual. It is also noted that some subjects that obtained positive results did not notice the reference profiles variations. This can be linked to the
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notion of agency as reported for example by Knoblich and Repp in the case of
tapping [26], and should be further investigated.
In sensorimotor learning studies, additional feedback is often depicted in
two categories: knowledge of result (KR) which informs the subject about the
goal to achieve and knowledge of performance (KP) which gives information
about how to access that goal. Typically, a simple KR could be in the form of a
binary information related either to the positive or negative accomplishment of
a given task. The KP could give quantitative information about the correction
that must be brought to the wrong movement. The experiment we describe here
encompassed these two categories. As the motion is relatively short, the very
beginning can be considered as ballistic, while the subsequent motion can be
modified continuously according to the sound produced (presence of noise or of
a loud harmonic).
The first role of the auditory feedback is thus to provide information during
the motion, which can be considered as KP. Nevertheless, the subjects also make
use of the general auditory feedback during one trial in order to plan the next
trial. The quantity of noise or harmonic they hear during a movement inform
them on the success of this movevment, and this feedback can be considered as
KR. In our case, the auditory feedback can thus be considered as both a quantitative KR and KP that is used to adjust the angular velocity profile (faster or
slower). In particular, the auditory feedback leads to corrections occurring in two
steps, first during the motion to adapt it and second after the motion in planning
the next trial. This explains that we did not observe smooth improvement during
the trials, but rather improvements based on trials and errors corrections. Nevertheless, significant improvements were found taking into account the average
of several trials.
In conclusion, our results allowed us to validate the notion of sound-oriented
task for the study of sensorimotor learning, and open up towards new experiments which we are currently performing.
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Abstract. This paper presents a work in progress dealing with the
sensorimotor relation between auditory perception and graphical movements. An experiment where subjects were asked to synchronize their
gestures with synthetic friction sounds is presented. A first qualitative
analysis enabled to evaluate the influence of different intrinsic sound parameters on the characteristics of the synchronized gesture. This preliminary experiment provides a formal framework for a wider study which
aims to evaluate the relation between audition, vision and gestures.
Keywords: Auditory perception, sensorimotor loop, friction sounds,
gestures

1

Introduction

When we are interacting with the material world, we often think that only the
visual modality is engaged to guide our actions, like for instance when we are
walking, reaching a glass or drawing on a paper. The use of other modalities, like
the proprioceptive system or the audition is more subtle and not as well conscious
as vision which seems to occupy most of our attention. Nevertheless, several
studies have shown our ability to recognize a geometric shape only by touching
it [14], or to recognize events only from the sounds they produce [6, 7]. For
instance, we are able to recognize and re-enact characteristic walking patterns
from listening to the produced footsteps [21]. Other studies have focused on the
auditory perception of biological movements in the case of graphical gestures.
These studies revealed that we are able to identify a gesture, and to a certain
extent the shape, drawn by a human only from the friction sound generated by
the pen mine rubbing the paper [15]. Finally, the relations between
In this article, a work in progress about the direct relationship between the
auditory system and the graphical motor competency is presented. Our aim is
to investigate how audition can guide a graphical gesture in a synchronization
task. The interaction between vision or proprioception and movements has already been studied. In different seminal studies, Viviani and colleagues have
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largely investigated such relations. For vision, they showed that we are more
accurate when we follow a spotlight target which respects the dynamics of biological movements, also called the 1/3 power law. This law links the velocity of
a movement to the curvature of its trajectory [17, 10]. The blindfolded manual
reproduction of a kinesthetic stimulus has also been studied in another experiment [20] that likewise revealed that subjects based the reproduction of the
kinesthetic stimulus on the velocity of the target.
From the auditory point of view, the manual production associated to the
timbre variations of an acoustical stimulus has not been studied in the same way.
Some studies investigated the relation between a sound and a gesture in specific
situations. In particular, the case of musical gesture has been widely studied
[12, 11, 8]. Such relations were for instance investigated in an experiment where
subjects were asked to imitate a musical excerpt in three dimensions with their
hands [4]. This study revealed that the subjects synchronized gesture parameters
– mainly the velocity and the acceleration – on specific sound descriptors, mainly
the pitch and the loudness. In another study, Caramiaux et al. [3] asked subjects to imitate environmental sounds with their hands, in order to distinguish
different behaviors according to the causality of the imitated sound event.
In this article, we aimed at investigating the relation between sound and
graphical movements with calibrated auditory stimuli which clearly evoked motions. In the case of vision, it is easy to create a calibrated stimulus which evokes
a movement and to control its velocity using for instance a moving spot light.
In the case of auditory stimuli, the problem is less simple. As mentioned before,
the friction sound produced by a mine pen rubbing a paper clearly evokes a
movement and has already been used to investigate the gesture evoked by such
friction sounds [15]. Here, we used the same kind of sound to create calibrated
auditory stimuli as acoustical targets evoking a specific movement. Rather than
using recorded frictions sounds of someone drawing, we will use synthesized ones.
Synthesis indeed enables to precisely control the friction sound produced by an
object rubbing a surface by isolating one aspect for instance the kinematic linked
to the movements that produced the sound.
This paper therefore presents an experiment where subjects were asked to
synchronize their gestures on different synthesized friction sounds. They were
asked to draw ellipses or circles according to the sound, and to translate the
evocations of the sounds in their graphical productions. In particular, we investigated the influence of different mapping strategies between the gesture velocity
and the sound parameters on the motor production task. The paper is organized
in two parts, the synthesis process is firstly presented, and in a second time
the experiment is presented and briefly discussed according to a first qualitative
analysis.

2

Synthesis of Friction Sounds

In this study, timbre variations of friction sounds will be used as the acoustical
target evoking movements. Such sounds naturally evoke movements according to
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their timbre variations without any spatialization processes. To synthesize such
variations, we used a phenomenological model that has been proposed by Gaver
[6] and improved by Van den Doel [16]. This model supposed that the sound
produced by the friction between a plectrum and a rough surface results from
a series of impacts on a resonator. The quicker the plectrum rubs the surface,
the higher the number of impacts, and therefore the higher the pitch of the
sound. From a signal point of view, the surface can be modeled by a noise5 .
And finally, the friction sound produced by the motion of the plectrum on the
surface can be synthesized by low pass filtering the noise with a cutoff frequency
proportional to the velocity of the plectrum. The modeling of the resonator is
done by filtering the low pass filtered noise with a resonant filter bank tuned to
the modal characteristics of the rubbed object [1].
Mapping Strategy. The synthesis process necessitates the determination of a
mapping between gesture (velocity) and sound (cutoff frequency of the lowpass
filter) parameters. The relationship between these parameters can be illustrated
by the following example. We consider a simple surface, with regularly spaced
asperities separated from a distance d0 , as presented in figure 1. If the surface
is rubbed at a velocity v0 , the pitch of the produced sound will be proportional
to v0 and inversely proportional to d0 . If the surface is now rubbed at a velocity
that by two times greater, the pitch of the friction sound produced will be
doubled. In the same way, if the roughness d0 is divided by two, the pitch will be
doubled. The cutoff frequency of the law pass filter is linked to the velocity of the

v0

Fig. 1. A simple example of the phenomenological model of friction sounds. The three
cases presented illustrate the ambiguity between velocity and roughness in the produced
friction sound.

plectrum by a proportionality coefficient α: fc (t) = αvT (t). As explained before,
this coefficient is linked to the surface roughness, and thus the cutoff frequency
of the low pass filter can be seen from two angles as it encompasses two physical
effects: the roughness of the surface and the relative velocity of the pen that
interacts with the paper. Finally, when we listen to such a friction sound, there
5

The more classical model of roughness for a surface is the fractal one, whose spectrum
is defined by S(ω) = ω1β . When β is null, the noise is white, when β equals 1 the
noise is pink. The higher the β the smoother the modeled surface is [16].
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is an ambiguity between about the conveyed information. When increasing α, do
we imagine that the surface because rougher, or do we imagine that the rubbing
is twice as faster?

3

Experiment

The goal of the experiment was to evaluate the characteristics of the evocation
induced by a friction sound using a synchronization task between a graphical
gesture and a friction sound in open loop (i.e. the subjects were blindfolded during the task). It was effectuated in different acoustical conditions corresponding
to different mappings between the velocity and the cutoff frequency to evaluate
their influence on the produced graphical movements.

3.1

Methods

Subjects and Apparatus. Twelve participants took part in the experiment:
two women and nine men. The average age was 24.17 years (SD=2.55). All the
participants were right handed. None of the subjects were familiar with the topic
of the study before the test. The subjects were blindfolded in front of a desk.
The sounds were played through Sennheiser HD-650 headphones. The graphical
gestures were collected through a Wacom Intuos 5 graphic tablet at a time rate
of 133 Hz and with a spatial precision of 5.10-3 mm.

Geometric Shapes. Two geometric shapes were used. An ellipse of eccentricity
0.9 and semi-major axis of 9.05 cm, and a circle with a radius of 6.36 cm (i.e. an
ellipse with null eccentricity and a semi major axis of 3.18 cm). The perimeters
equal to 43.86 cm for the ellipse and 40 cm for the circle.

Velocity Profiles. Both shapes were defined according to the Lissajous motion:


x(t) = a cos
y(t) = b sin

2π
T t
2π
T t


(1)

where a and b are respectively the semi-major and semi-minor axis of the ellipse
(equal in the case of a circle). The chosen period T was 1.8 seconds, and 19
periods were generated. Thus, the durations of the stimuli were all equal to 34.2
seconds. Such a configuration of an ellipse (a fortiori a circle) implies that the
motion follows the 1/3 power law (i.e. a biological motion). It is important to
note that in the case of the circle, the tangential velocity is constant over the
entire trajectory. In the case of the ellipse selected for the experiment, it varies
between 13.88 cm.s-1 and 31.66 cm.s-1 . In the case of the circle, it’s constant and
equals 22.7 cm.s-1 .
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Acoustical Stimuli. Synthesized friction sounds were generated with the phenomenological model previously presented, and from the velocity profiles defined
in the previous paragraph. The role of the mapping coefficient α is here evaluated, we arbitrarily chose 6 different values: 5, 10, 20, 50, 100 and 300 Hz.s.m-1 .
These values provide friction sounds with very different timbres and influences
mainly brightness of the friction sound. The higher the α the brighter the sound.
The table 1 presents the minimal and maximal values of the cutoff frequency
induced by these different values of α. Finally, 12 stimuli were generated: 2
(shapes) x 6 (mappings).

α

Ellipse

Circle

fmin fmax

f

5
69 159
10 138 318
20 276 635
50 690 1588
100 1380 3176
300 4140 9528

111
223
445
1135
2227
6681

Table 1. Minimal and maximal values of the low pass filter cutoff frequency in Hertz.
In the case of the circle, the cutoff frequency is constant during all the stimuli as the
velocity is constant.

Task and Procedure. The task consisted in drawing a shape – a circle or an
ellipse – while being guided by the friction sound played through the headphones.
The subjects were asked to synchronize their movement the sound variations in
the counterclockwise direction during the 34.2 seconds of the friction sound. To
investigate the direct relationship between the auditory modality and the evoked
gesture, subjects were blindfolded throughout the duration of the experiment
(also called in open loop) and encouraged to translate the evocation of the timbre
variations in their production. It was explicitly asked to lift the elbow to make
sure that the joint used during the movement involved both the shoulder and the
elbow, and not the handle as during a handwriting task. The test was preceded
by a training phase during which subjects would train on an example of such a
circle and an ellipse. It was explicitly stated to the subjects that these two shapes
were present. During the training phase, subjects could also adjust the height of
the seat. Finally, each subject performed 36 trials: 2 (shapes) x 6 (mappings) x
3 (repetitions), which were randomized across the trials and the subjects. The
subjects were not aware about the size of the shapes nor the orientation. Each
performance lasted about 45 seconds and the subjects were encouraged to make
a break when they felt the need.
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Data Analysis. Data analysis focuses on two characteristics of the graphic
productions: geometric characteristics and geometrico-temporal relationships. A
data preprocessing is performed prior to the study of these two characteristics in
order to overcome from the digital artifacts that appears when calculating the
first and second derivatives of the data. The methods for calculating the different
descriptors have been established in various articles of Viviani and colleagues [19,
20, 13]. Recorded data correspond to the coordinates of the stylus position on
the tablet over time.
Pre-processing. A smoothing of the data is performed by low pass filtering the
data at 10 Hz. Moreover, since subjects were blindfolded during the task, their
graphic productions are not spatially accurate during the entire trace, and a low
frequency deviation appears. In order to avoid the deflection of the center of
gravity over time, a high-pass filtering is performed at 0.5 Hz on the recorded
coordinates.
The recordings lasted 34.2 seconds, only 12 periods were selected, which
corresponds to 21.6 seconds. Since it took some time for the subjects to produce
a regular and synchronous movement with the sound (in the case of ellipses),
the first six periods were excluded from the analysis, which corresponds to the
first 10.8 seconds.
Geometric Characteristics:
– The average eccentricty.
Eccentricity of an ellipse is defined with the followq
a2 −b2
ing formula: e =
a2 , where a and b are respectively the semi major
and minor axis of the ellipse. To determine the average eccentricity of the
drawn shape, we used a method proposed by Viviani [19]. We considered
each recording as a group of pointlike unitary masses and we computed the
inertial tensor. It is well known in classical mechanics that the inertial tensor
of a two-dimensional structure can be modeled by an ellipse characteristics
are linked to the eigenvalues of the inertial tensor. The precise method is
not described here, but we refer to the Viviani studies and to the Goldstein
book for more details [9].
– The average perimeter. This is calculated from the recorded trace on the
twelve analyzed periods.
Geometrico-Temporal Characteristics:
– Accordance with the 1/3-power law. An interesting descriptor of recorded
gestures is the coherence with the 1/3 power law. This law is characteristic
of biological movements which links the tangential velocity to the curvature
of a trajectory, and is defined as: vt (s) = KC(s)−β with β close to 1/3 in
adults [10, 17, 19]. K is known as the velocity gain factor and mainly corresponds to the average velocity. In other words, this means that when we draw
a shape, we accelerate in the more straight parts and slow down in the more
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curved ones. To evaluate the accordance of the produced gesture with the
1/3 power law, the exponent β is determined by linear regression between
the quantities log10 (vt ) and log10 (C). The law can then be written according
to the following linear relation: log10 (vt ) = log10 (K) + β log10 (C) available
where coefficient r2 and the significance of the correlation also are presented.
– The mean velocity. This value is calculated from the total length of the trace
and the durations of the recordings.
3.2

Results

Table 2 presents the values of the geometric and geometrico-temporal descriptors
averaged across subjects. Qualitative observations of such results enable to make
some remarks. Concerning the geometric characteristics, the eccentricities of the
drawn shapes seem to be consistent for each shape (circle and ellipse) regardless
the different mapping inducing timbre variations in the perceived sounds. The
eccentricity averaged across mappings is smaller for the drawn circles (.62±.09 )
than for the drawn ellipses (.90±.04 ). While the perimeters and the mean velocities of the drawn ellipses are also consistent through the different mappings, the
perimeters and mean velocities of the drawn circles differ with the mapping: the
lower value, the smaller the drawn shape (and therefore, the lower the mean
velocity). Concerning the accordance with the 1/3 power law, the linear regressions for the β estimation are all significant. For the circles, the fitted values
of the exponent are lower for low α values and range from .15 to .28. For the
ellipse, the fitted values are consistent through the different values range from
.34 to .39 and equal in average to .36±.05 .
To summarize, we can conclude that the mapping strategies did not much
influence the motor production of ellipses. By contrast, a noticeable influence
of the mapping is highlighted for the production of circles. We also found that
all the descriptor values are smaller for the circle than for the ellipse. This
is not surprising for the eccentricities which are intrinsically lower for drawn
circles than for ellipses. However, the observed differences for the perimeters,
the mean velocities, and the exponent values of the power law are interesting
observations which will be discussed in the following section. An ongoing work
is being currently made to assess these qualitative conclusions with statistical
analysis.
3.3

Discussion

The goal of the experiment was to evaluate the influence of the mapping on
the evoked movement and more precisely, to evaluate the extent to which the
manipulation of the mapping coefficient α – informing either on the roughness
of the rubbed surface or on the velocity of the evoked movement – modifies the
movement produced by synchronization. In the case of drawn ellipses, the investigated descriptors did not differ between mappings, meaning that the subjects
were guided by the temporal variations of timbre rather than the intrinsic sound
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α

e

5
10
Circle 20
50
100
300

.61
.56
.58
.64
.66
.64

5
10
Ellipse 20
50
100
300

.93
.91
.94
.91
.85
.85

±.10
±.11
±.10
±.10
±.05
±.07

±.02
±.06
±.02
±.06
±.02
±.04

P̄ (cm)
11.36
12.77
13.38
15.63
16.66
15.82
23.03
21.83
22.79
22.78
21.85
23.80

±2.65
±2.33
±2.43
±3.32
±3.40
±1.90

±2.48
±4.11
±2.70
±2.77
±3.41
±4.00

v̄(cm.s-1 )
6.31
7.10
7.43
8.69
9.26
8.79
12.80
12.13
12.67
12.66
12.14
13.23

±1.48
±1.30
±1.35
±1.84
±1.89
±1.05

±1.38
±2.29
±1.50
±1.54
±1.89
±2.23

¯
βreg
.15
.17
.19
.25
.26
.28

±.05

.38
.38
.39
.36
.34
.34

±.04

±.06
±.05
±.08
±.06
±.04

±.06
±.05
±.06
±.04
±.05

r¯2
.21
.22
.28
.37
.40
.47

±.07

.78
.77
.80
.75
.67
.70

±.06

±.08
±.11
±.16
±.11
±.09

±.10
±.04
±.11
±.04
±.06

Table 2. Results of the experiment according to the geometric shape and the mapping
parameters α – Mean and SD. All the correlations for the linear regression of βreg were
significant at 95% of confidence for all the subjects and mappings.

texture to synchronize their gestures with the sounds. Nevertheless, in the case
of drawn circles, for which friction sounds contained no timbre variations and
had a uniform sound texture, the geometric descriptors differed according to the
different mappings: the lower the α values, the lower the mean velocities and
the shorter the perimeters. This result suggests that when no temporal timbre
variations are contained in the sound, subjects use the brightness to adjust their
gesture. Finally, these results revealed that in a synchronization task, the temporal variations of timbre contained in the ellipses dominated over the absolute
information given by the sound texture. The results for the circles revealed that
the different mappings evoke different velocities: the higher the α values, the
higher the speed of the gesture. Another interesting point to highlight is the
average eccentricity value of .9 observed for the drawn ellipses. This result confirms classical results about preferred coordination patterns observed in different
studies [2, 5]. It shows that the mapping and the synchronization task do not
influence such motor attractors.
Finally, the geometrico-temporal characteristics of the drawn ellipses were in
accordance with the 1/3 power law, which is a classical observation for biological
movements. For the drawn circles, the exponent values are lower than 1/3 but
not close to 0. This can be explained by the curvature of the drawn circles which
are not exactly constant (e = .62±.09 ), and therefore variations of velocities are
made during the drawing. For the circle, differences on the exponent appear
according to the mapping, the lower the value, the lower the exponent. This
means that lower values induce a relatively constant movement while higher
values may induce more variations in the produced movement.
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Conclusion and Perspectives

This experiment enables to conclude that the mapping – expressed by the proportionality coefficient α – between the sound parameter and the velocity of a
rubbing plectrum modifies the produced synchronized movements only if there
are no slower timbre variations as in the case of the ellipses. It enables to conclude that, from a perceptual point of view, the α coefficient is more related to
the roughness of the rubbed surface than to the velocity of the gesture. Further
analysis should be conducted to completely assess the qualitative observations
presented here. In addition, the analysis of asynchrony between the gestures and
the acoustical sound parameters might reveal whether there are mappings that
provided better synchronizations. An analysis by subject should also enable to
evaluate whether intrinsic personal strategies have been used.
This preliminary study tackles the problem of the sensorimotor relation between an auditory input and a produced movement which has never been done
before in such a formal approach. The obtained results will also help us to choose
the adequate mapping strategy for friction sound synthesis model in further experiments. Such a framework should enables to evaluate the influence of the
sound on the produced gesture in a multimodal context. Potential multisensory
conflicts are currently being evaluated in different experimental conditions.
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Abstract. Sounds can be used to inform about the correctness of an ongoing
movement, without directly interfering with the visual and proprioceptive
feedback. Furthermore, the dynamic features of sounds make them particularly
appropriate means of accessing the spatiotemporal characteristics of
movements. Finally, because of their playful characteristics, sounds are
potentially effective for motivating children in particular need of such
assistance. Based on these theoretical considerations, the present work
investigated the relevance of applying an online auditory feedback to
spatiotemporal characteristics of handwriting for the rehabilitation of
handwriting learning disabilities.
Keywords: Motor control, Sounds, Real-time feedback, Dysgraphia

1 Introduction
The motor learning of handwriting is both long and demanding. Several hundred
hours of practice are necessary to learn how to control this fine gesture. The ability to
control graphic movements clearly impacts on the quality of writing. Unfortunately,
between 10% and 34% of children fail in handwriting learning and display
handwriting difficulties [1, 2]. These children are considered as poor writer or with a
dysgraphia. Here, we adopt the classic definition of dysgraphia, namely, a learning
disability that concerns the mechanical handwriting skill, unrelated to reading or
spelling abilities [1].
The majority of children are diagnosed with dysgraphia due to their illegible
writing that impacts on their academic success. In other words, handwriting is
evaluated mainly on the basis of an analysis of the handwriting product, i.e., the static
trace on the paper, rather than the handwriting process, namely the movement that
produces the trace. The main problem is that some children with dysgraphia succeed
in writing a word correctly, whereas the movement they make to produce it is not
fluent. Because the most frequent complaint in children with dysgraphia concerns
their legibility, these children are neither easy to diagnose nor easy to rehabilitate.
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In classic protocols for dysgraphia rehabilitation, the therapist corrects the child‘s
movements using the produced trace. In Motor control terms, they use supplementary
feedback based on the knowledge of results (KR) [3]. Supplementary feedback can
also inform us about the writing movement, in other words, about the knowledge of
performance (KP). Contrary to KR which is inevitably provided after the
performance, KP can be provided either after or during the performance. We chose
the latter option and supplied children with dysgraphia with real-time supplementary
feedback during the execution of handwriting movement in order to improve their
rehabilitation.
Although the use of supplementary feedback to improve handwriting movements
is not a novel idea [4], the development of new technologies in the field of
Graphonomics and Human-Computer Interaction (e.g. graphic tablets or haptic
devices) has improved this technique by providing the writer with real-time computerassisted feedback. Various categorizations are possible, depending on when they are
received (during or after the performance), their contents (e.g. spatial, kinematic,
dynamic, or based on muscular activity) and their modality (visual, proprioceptive or
auditory).
1.1 Real-time Feedback in Handwriting
Which sensory modality can be used for providing the writer with real-time feedback?
An initial approach could be to give supplementary visual feedback. This method has
been little used because of three main limitations. Firstly, adding visual information
would increase task difficulty, especially for beginners who use vision a lot to control
their movements. For instance, Weil and Amundson [5] reported that, for beginners,
lined paper may add visual confusion and thus jeopardize legibility. Secondly, the
time required for processing the visual information would be too long, thus making it
incompatible with online handwriting correction [6]. Indeed, reaction times to visual
stimuli, measured with EMG responses in arm muscles, are known to be around 125
ms [7]. This exceeds the 100 ms necessary to write a sub-stroke [8] and, thus, the
supplementary real-time visual feedback would tend to maintain handwriting both
slow and dysfluent [9]. Finally, supplementary visual cues might change the nature of
the task, replacing writing by copying which does not require the same cognitive
processes [10].
A second idea was to supply supplementary proprioceptive feedback.
Proprioception is likely more effective than vision for accessing spatiotemporal
information regarding handwriting movements. The main problem of applying
supplementary proprioceptive feedback is that it, inevitably, affects the action of the
writer. For this reason, studies in this field have used the term “haptic guidance” [11,
12]. Palluel-Germain et al. [11] evaluated the effect of a visuo-haptic training protocol
on copying task for 5-to-6 year-old children. They found that children who learnt with
the visuo-haptic device produced more fluent handwriting movements. In the same
team, Bluteau and colleagues [12] refined haptic guidance in a graphic task for adults,
by comparing two modes of correction: A first based on the distance between the
position of the stylus and the nearest position of the ideal required trajectory. A
second based on errors in the force profile, corresponding to the difference between
the produced force and the ideal required force. The authors revealed a positive effect
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of haptic guidance based on force profile only. They concluded that the visual
modality is mainly responsible for providing spatial information and that the haptic
modality provides the kinematic information, probably encoded in the force
coordinates.
Beyond the technical constraints related to its complex implementation and the
costly tools required, the two main drawbacks are, firstly, haptic guidance can render
the writer passive, and, secondly, it requires a model of the ideal trajectory that the
writer needs to reproduce and from which the comparison can be made. However, the
well-known fundamental laws of handwriting are 1: no two people write exactly alike
and 2: no one person writes the same word twice in exactly the same way [13]. The
variability and the individuality of dysgraphic handwriting question the validity of
methods based on model reproduction for rehabilitation. Furthermore, as already
explained, copying and tracing tasks do not require the same cognitive processes [10].

1.2 To Auditory Feedback for Handwriting Rehabilitation
Applying auditory feedback to help the writer to improve his or her movements is a
more original approach, if we consider handwriting as a silent activity. Thanks to the
availability of auditory modality, sounds can be used to give real-time information
about the correctness of the ongoing movement, without interfering directly with
visual or proprioceptive feedback. Congruent multisensory (audiovisual) integration
resulting from movement sonification is known to improve the perception and
performance of motor skills [14]. Furthermore, the dynamic features of sounds make
them particularly relevant for informing the writer about the spatiotemporal
characteristics of his or her movements. Finally, because of their playful
characteristics, sounds are potentially effective for motivating children in need of
such assistance.
To our knowledge, no study has evaluated the effect of supplementary auditory
feedback in children with dysgraphia. In adults, a first attempt was made in order to
test a method of signature recognition [15]. The authors gave forgers the possibility of
using auditory information to imitate signatures. Sounds were provided while the
forger was viewing the trajectory of the signature to be imitated. Two different sounds
were produced, one when the pen was moving upwards and another when it was
moving downward. However, the effect of the sounds was not analyzed and results
concerning the effectiveness of this technique in improving signature imitation were
not conclusive.
More recently, auditory feedback was mainly explored mainly as a means of
compensating disabilities in other sensorimotor deficits. For example, Baur and
colleagues [16] used auditory feedback relating to grip force in the treatment of
writer‘s cramp. A sound was presented, the frequency of which changed with the
variation in grip force. Results revealed a significant reduction of writing pressure and
an improvement in performance. Plimmer and colleagues [17] proposed a multimodal
system based on auditory and haptic feedback for signature learning in blind children.
A first sound varied as a function of the x and y position of the stylus and a second
supplied haptic feedback corresponding to the force produced. The authors concluded
that the multisensory feedback was indeed effective in helping the blind children in
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this study learn how to produce a signature. They did not, however, include a precise
analysis of the kinematic variables.
The aim of the present study was to evaluate the effect of real-time auditory
feedback in a rehabilitation protocol for dysgraphia. We hypothesized that if the
variable to be sonified and the sounds used for its sonification were appropriately
selected, children with dysgraphia would be able to improve their handwriting
movements ―by ear‖.
In a previous experiment, to check the variable/sound association, adult
participants had to listen to and score the sonified handwriting of different writers
[18]. The writers were children with dysgraphia and proficient child and adult writers.
The writers‘ handwriting was recorded and transformed into sound files before the
experiment. The assumption was that, if these associations were relevant, the listeners
would be able to recognize dysgraphic handwriting ―by ear‖ only i.e., without seeing
it. The results of this experiment revealed that listeners scored poor handwriting
significantly less than skilled handwriting, thus validating the variable/sound
associations. The goal of the present study was to investigate the same method of
sonification as a real-time feedback in the rehabilitation of dysgraphic handwriting.

2 Experiment
2.1 Method
Seven children with dysgraphia (all boys, mean age 8.1 years) diagnosed by means of
the Concise Evaluation Scale for Children's Handwriting (Brave Handwriting Kinder
– BHK) test [19, 20], and following a handwriting rehabilitation program, participated
in the experiment. Prior to the experiment, parents signed an informed consent form.
The experiment was conducted in agreement with the Aix-Marseille University
guidelines and the ethical standards laid down in the declaration of Helsinki. Data
were collected directly in the therapist‘s office by the authors.
The experiment comprised a classic ―pre-test/ training/ post-test‖ protocol. The
pre- and post-tests were run at the beginning and end of each training session. They
were completely identical and consisted in tracing six alternating downward and
upward loops ( ), and in writing the French sentence ‗la nuit, la lune est belle‘ (‗in
the night, the moon is beautiful‘) in cursive letters. Training consisted in producing
various strokes, elliptic and circular shapes, and loops in synchrony with the real-time
auditory feedback.
Based on a previous study [18], three variables were selected for real-time
sonification: the instantaneous pressure exerted by the pen on the paper, the
instantaneous tangential velocity and the supernumerary velocity peaks, which inform
specifically of movement fluency. Tangential velocity and pressure were supplied by
a graphic tablet. The supernumerary velocity peaks were determined from a specific
variable, the Signal-to-Noise velocity peak difference (SNvpd) [21]. SNvpd is
computed by subtracting the number of velocity peaks when velocity is filtered with a
cutoff frequency of 5 Hz from the number of velocity peaks when velocity is filtered
with a cutoff frequency cut of 10 Hz.
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The instantaneous tangential velocity was sonified by a synthesized rubbing
sound on a metallic plate [22, 23]. This model simulates the physical sound source
resulting from successive impacts of a pencil on the asperities of a given surface. The
surface roughness was modeled by a white noise reflecting the height of the surface
asperities. This noise was low pass filtered with a cut off frequency mapped to the
tangential velocity of the writer. Supernumerary velocity peaks were sonified using an
impact sound. Finally, the instantaneous pen vertical pressure was associated to the
sound volume. During the pen was in contact with the tablet, the sound volume varied
lightly as a function of pen pressure. During pen lifts, no sound was emitted.
Within- and between-session evolution was evaluated by comparing in the preand post-test performance for each session (short-term effect) and by comparing the
sessions 2, 3 and 4 pre-test with the first pre-test (long-term effect). Performances in
loop production were determined on the basis of two kinematic variables, 1Movement Time (MT), and 2- the SNvpd [21]. The sentence writing performances
were determined on the basis of the same kinematic variables. In addition, sentence
legibility was estimated by six items extracted from the BHK test (items 3, 5, 6, 9, 11
and 13). Note that one of the children did not succeed in sentence writing: sentence
writing analyses were carried out for six children only.
Repeated measures ANOVAs (followed by Fisher‘s LSD post-hoc test with
Bonferroni‘s correction) were performed on each of the variables.
A second BHK test was administrated to all children two months after the fourth
training session. The speed and legibility scores obtained in the first and second BHK
tests were compared by means of a non-parametric test (Wilcoxon test).
2.2 Results
Loops. Analysis of MT in the pre- and post-tests of the four sessions revealed a longterm effect (F(3,18) = 6.37, p < .01), a short-term effect (F(1, 6) = 22.71, p < .01), and
a significant interaction (F(3, 18) = 3.25, p < .05). Post-hoc analysis showed that MT
significantly decreased between the first pre-test and the pre-test of the three other
sessions (see Table 2, p < .0001). Analysis of SNvpd revealed a long-term effect (F(3,
18) = 8.55, p < .001), a short-term effect (F(1, 6) = 20.67, p < .01), and an interaction
(F(3, 18) = 4.31, p < .05). Post-hoc tests confirmed that movement fluency improved
between the first pre-test and the pre-test of the three other sessions (Table 1, p <
.0001).
Table 1. Loops production. Mean (standard deviation) of Movement Time (MT) and
movement fluency (SNvpd) in the pre- (PRE) and post-tests (PST) of the four sessions (S).
S1PRE
MT (s) 11.4
(5.8)
SNvpd 16.0
(6.9)
Loops

S1PST
6.2
(2.7)
16.4
(8.9)

S2PRE
6.1
(1.3)
9.5
(5.0)

S2PST
4.2
(1.1)
11.1
(5.1)

S3PRE
5.9
(2.1)
7.0
(2.3)
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S3PST
3.4
(0.7)
6.5
(3.9)

S4PRE
6.9
(3.6)
7.7
(4.4)

S4PST
3.2
(0.5)

6.8
(2.9)
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Sentence. Comparison of pre- and post-tests of the four sessions revealed a
significant within-session decrease in MT (F(1, 5) = 9.24, p < .05). Post-hoc test
showed that MT the decrease was significant only between the first pre-test and the
pre-tests of the third and fourth sessions only (p < .05 and p < .01, respectively).
Movement fluency showed a within-session improvement (short term effect, F(1, 5) =
7.65, p < .05). In addition, post-hoc tests revealed that movement fluency improved
between the first pre-test and the pre-tests of the three other sessions (long term effect,
p < .01, p < .001, and p < .0001, respectively). Finally, analysis of sentence legibility
did not show any significant between- and/or within-session variation (p > 0.26, see
Table 2).
Table 2. Sentence writing. Mean (standard deviation) of Movement Time (MT), movement
fluency (SNvpd), and legibility in the pre- (PRE) and post-tests (PST) of the four sessions (S).
S1Sentence PRE
MT (s) 31.9
(13.7)
SNvpd 51
(39.9)
Legi- 6.0
bility
(1.8)

S1PST
25.1
(12.3)
34.3
(25)
7.3
(1.9)

S2PRE
27.1
(13.5)
32.5
(19.1)
6.7
(1.9)

S2PST
22.6
(11.4)
26
(17.8)
6.2
(1.8)

S3PRE
22.4
(10.2)
24.0
(12.6)
5.8
(3.6)

S3PST
23.0
(9.0)
23.7
(12.1)
7.5
(2.9)

S4PRE
22.6
(6.4)
24.7
(13.1)
7.8
(3.2)

S4PST
18.4
(4.1)

19.8
(6.8)
7.0
(3.6)

BHK. Comparisons of the two BHK tests confirmed that both handwriting legibility
and speed were greater after the four weeks of rehabilitation than before (see Table 3,
p < .05).
Table 3. Mean scores, ± standard deviation (median) of legibility and speed for the two BHK
tests. Note that the lower the score of legibility, the better the handwriting legibility and that the
speed score corresponds to the number of letters produced in 5 minutes.
BHK scores
Legibility
Speed

Before the experiment
25.5 ± 11.0 (21.5)
140.5 ± 58.3 (147)

After the experiment
15.2 ± 4.4 (13)
203.0 ± 91.4 (205)

3 Conclusion
The development of new technologies in the field of Graphonomics and HumanComputer Interaction has improved techniques, providing the writer with real-time
computer-assisted feedback. The kind of supplementary feedback can vary as a
function of their informational contents and the sensory medium used. Each sensory
modality is especially adapted to give information about a specific physical
dimension, and, on this basis, we emphasized the appropriateness of the auditory
modality for providing online supplementary feedback about handwriting movements
for dysgraphia rehabilitation purposes.
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The improvement of performance both within and across sessions confirmed a
positive effect of the sonification procedure: children with dysgraphia were able to
improve their handwriting movements after their rehabilitation with sounds. Sentence
writing results showed that real-time auditory feedback helped children with
dysgraphia to write faster and more fluently without reducing legibility of their
writing. These results are promising even in light of the fact that legibility did not
increase within the four weeks of rehabilitation. It is well known that when children
manage to write more fluently and with less effort, they save their attentional and
cognitive resources for what is primordial in handwriting: the syntactic and semantic
content of the written production. We can suppose that, with a longer period of
rehabilitation with sonified handwriting, legibility may improve also. Indeed, a
comparison of the two BHK tests, one before and one after the experiment, confirmed
that handwriting legibility increased for all children. However, due to the long delay
between the two tests (three months), it is hard to disentangle handwriting
improvements related to the development of children from those related to the
specific effect of the rehabilitation.
Of course, these results should be completed with an additional control in which
another group of children with dysgraphia perform the same protocol but without
auditory feedback, this would allow us to confirm the specific effect of adding
sounds.
An important issue that needs to be addressed is the emotional and aesthetic
aspects of auditory feedback. With this in mind, we envisage using an adaptation of
the Questionnaire for User Interface Satisfaction [24] for children. The goal, here,
would be to individualize the sounds used as a feedback to optimize the motivation of
children with dysgraphia, who are very often reluctant to write.
Finally, we need to pay particular attention to ensure that learners do not become
dependent upon the supplementary feedback, a phenomenon described by ‗the
guidance hypothesis of information feedback‘ [25]. Although these authors
demonstrated that, in a motor learning task, learners are less dependent on auditory
than visual augmented feedback, our aim is to facilitate the improvements of
children‘s handwriting movement and legibility without the permanent assistance of
auditory feedback (and not to enable them to produce good sounds but bad shapes).
In conclusion, auditory feedback may be applied as an interesting means of
providing information on kinematic characteristics of handwriting movements.
Sounds may be used to complete the proprioceptive and visual feedback naturally
used by the writer, thereby giving access to ―hidden‖ dynamic variables which are not
taken into account sufficiently by children with dysgraphia. We believe that sounds
may be used as a palliative way to access information about kinematics of
handwriting movements and, maybe, to assist movement rehabilitation in general.
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Abstract. While there are perhaps millions of MIDI files available over
the Internet, it is difficult to find performances of a particular piece
because well labeled metadata and indexes are unavailable. We address
the particular problem of finding performances of compositions for piano,
which is different from often-studied problems of Query-by-Humming
and Music Fingerprinting. Our MidiFind system is designed to search a
million MIDI files with high precision and recall. By using a hybrid search
strategy, it runs more than 1000 times faster than naive competitors,
and by using a combination of bag-of-words and enhanced Levenshtein
distance methods for similarity, our system achieves a precision of 99.5%
and recall of 89.8%.

1

Introduction

As music computing becomes more advanced, we have the opportunity to incorporate more data from human performances and to apply machine learning
and music analysis to make computer music systems more musical and more
expressive. Most existing human performances databases, e.g., the CrestMuse
dataset [1] and the ones used in Widmer’s works [21, 22], are collected manually
and take years to build. Moreover, they are either small in scale or not openly
available for research. Potentially, an excellent source of music performance information is MIDI files on the Internet. There are at least one million MIDI files
online and there are reasons to expect the number to increase. The online MIDI
files are often free and they are also very easily distributed since their size is
about 1000 times smaller than audio files.
However, these files are disorganized and difficult to search by metadata due
to careless or casual labeling. Our goal is to automatically retrieve and organize
these files so that comparative studies of different performances of the same
pieces can be carried out on a large scale. Hence, we need a method to search
on the order of one million MIDI files quickly, in a way that robustly deals
with performance variation, and without using metadata, which would be too
unreliable. Specifically, we aim to solve the following problem:
– Given: A query MIDI file
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– Find: similar pieces, i.e., different performance versions (including pure quantized versions) of the same composition.
The main challenges to solve these problems are the search quality and scalability. I.e., the system should be both accurate and fast enough to deal with a
database with a million of MIDI files.
The logical structure of our solution is shown in Figure 1. The first step
is to guarantee good search quality by carefully designing different similarity
measurements for different representations. We present novel features for MIDI
data based on a bag-of-words idea and melodic segments, and introduce a new
variation of Levenshtein distance that is especially suitable for music melody.
The second step is to dramatically speed up the search process. We present
different hybrid indexing strategies that combine different representations and
similarity measurements. The final step is to find the ideal thresholds for different
similarity measurements.
To evaluate the system, we use a small and labeled MIDI dataset with 325
files. We also use a large unlabeled dataset that is downloaded and combined
from several smaller datasets which are all free from the Internet. The large
database contains 12,484 MIDI files with around 2,000 similar pieces.
Our MidiFind system is now deployed and hosted on http://midifind.aws.
af.cm. The main contributions of the system are:
– It is effective: it achieve 99.5% precision and 89.8% recall, compared to
pure Levinshtein distance measurement, which achieves 95.6% precision and
56.3% recall.
– It is scalable, with sub-linear complexity for queries, and outperforms naive
linear scanning competitors by more than 1000 times.
The following section describes related work. Section 3 describes feature extraction and search quality. Section 4 discusses various strategies to achieve scalability. Section 5 describes the construction of the MidiFind system. In Section
6, we present experimental results.

2

Related Work

Music Information Retrieval has emerged as an active research area in the past
decade. Much work has been done on music search. Both Music Fingerprint systems [9, 6] and Query-by-Humming systems [7, 14, 20, 19, 13, 4, 10, 23] are related
to our work.
For Music Fingerprint systems, users record a short period of audio to query
the system and the results are expected to be an exact match, i.e., the query
audio must be a copy of a fragment of the reference audio. These systems are
generally very robust to audio noise but a query of the same song with a slightly
different performance will almost always lead to a failure. On the contrary, our
MidiFind system deals with similar match, i.e., given a query, we aim to find
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Fig. 1. The logical structure of Section 3,4,5 of the paper.

different performance versions. Audio noise is out of our consideration since our
query inputs are pure MIDI files.
Query-by-Humming systems share a similar architecture with MidiFind system. Most of them store MIDI files as references and they also implement approximate matching since human performances are not exact. The differences lie
in the query part and the goal of the system. The queries of Query-by-Humming
systems are usually very short audio snippets, while the queries for our MidiFind system are much longer MIDI files. Therefore, we can take advantage of
the discrete nature of MIDI data and the full information contained in the fulllength MIDI query, but at the same time have to deal with larger variations and
a potentially longer matching process for longer sequences. The goals of Queryby-Humming systems are usually Nearest-Neighbor search, while our MidiFind
system deals with range query, which aims to find out all different performance
versions of the same composition.
Early Query-by-Humming systems [7, 14, 20] used melodic contour (defined
as a sequence of up, down, and same pitch intervals) and string matching to
match similar melodies. Later on, melodic contour was proved unable to distinguish melodies in large datasets [19] and researchers started to resort to dynamic
time warping on melody notes [13, 4, 10, 23]. One method studied is a brute-force
fashion of dynamic time warping [13] which is certainly slow due to the O(mn)
complexity (m is the length of query and n is the total length of references)
but serves as a baseline for future research. Different methods have been tested
to speed up the searching process. Two of them [23, 4] are closely related to
our work in that they both use a 2-step pipeline approach to first shrink the
target of candidates and then use dynamic time warping to test the surviving
candidates. However, the first method relies only on dynamic time warping and
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has a limitation on the length of music. It cannot handle long queries and also
requires segmentation labels on the reference music. The method of [4] has an
innovative idea to combine N-grams with dynamic time warping but the search
performance was poor due to random errors in the queries. Compared to them,
the query of our MidiFind system is longer with few errors, at least at the beginning and ending. This enables us to use bag-of-words and novel clipped melody
features to dramatically shrink the target of candidates and speed up the string
comparison process, respectively.

3

Search Quality

We begin by parsing MIDI files into music note strings. After that, we design two
different representations for each piece of music: the bag-of-words and clipped
melody representation. For the bag-of-words representation, we adopt Euclidean
distance; while for the clipped melody representation, we use enhanced Levenshtein distance.
3.1

Euclidean Distance for Bag-of-Words Representation

Inspired by the bag-of-words idea, we create a bag-of-words feature for music.
Every piece of music is treated as a sequence of words, where each note is considered as a word by ignoring its length and octave. We consider each word as one
of the 12 pitch classes within an octave (in other words, we use the MIDI key
number modulo 12. We can also use modulo 24 and so forth) and consider the
word count as the total number of times that each pitch occurs within the piece
of music. (We actually first tried to incorporate the timing information in the
feature vector but the performance was much worse.) Finally, the word count
is normalized by the total number of pitch occurrences, resulting in a probability mass table. In the case of 12 pitch classes, this is equivalent to pitch class
histograms often used in key finding [11].
The similarity of two pieces of music is measured by the Euclidean distance,
as shown in Definition 1, between the corresponding bag-of-words feature vectors.
This method works well, or at least is capable of filtering out most of the different
pieces, since different pieces of music usually have different distributions over the
pitch classes.
Definition 1. The Euclidean distance (ED) between S and T , where |S| = |T |,
is defined as:
q
n (S − T )2
ED(S, T ) = Σi=1
i
i
3.2

Enhanced Levenshtein Distance and Melody Representation

Besides the bag-of-words representation, we extract the melody from each piece
of music as in most Query-by-Humming systems [7, 14, 20]. As suggested by
G.Widmer [22], we can simply use the highest pitch at any given time as an
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estimate of the melody for each piece of music. The detailed extraction algorithm
is described in Algorithm 1. We then use Levenshtein distance measurement with
different enhancements on the extracted melodies.

Algorithm 1: Melody Extraction Algorithm
Data: Note Strings
Result: Melody Strings
sortedNotes = sort(all notes, prioritize higher pitches);
melodyNotes = empty list;
while sortedNotes is not empty do
note = the note with highest pitch in sortedNotes;
remove note from sortedNotes;
if the period of note is not entirely covered by notes in melodyNotes then
split note into one or more notes of the same pitch named splitNotes,
where each note corresponds to time period that has not been covered;
insert every note in splitNotes into melodyNotes;
end
end
return melodyNotes;

Standard Levenshtein Distance Levenshtein distance (a kind of Dynamic
Time Warping) has been shown empirically to be the best distance measure for
string editing [5], and this is the reason that it is also named string editing distance as shown in Definition 2. To calculate Levenshtein distance of two melody
strings S and T of length m and n, we construct an m-by-n Levenshtein matrix
where the (ith , j th ) element of the matrix is the Levinshtein distance between
the prefix of S of length i and the prefix of T of length j. However, it suffers
high computational complexity, O(mn), which we will discuss in Section 4. For
our melody string distance, we set insertion, deletion, and substitution costs to
be 1. (We actually tried to incorporate the note durations in the melody representation and weight the costs by the durations, but the performance turned
out to be much worse.)
Definition 2. The Levenshtein (string editing) Distance [2] between two sequences is the minimal number of substitutions, insertions, and deletions needed
to transform from one to the other. Formally, the Levenshtein distance between
the prefixes of length i and j of sequences S and T , respectively, is:


j),
max(i,





levS,T (i − 1, j) + 1




lev (i, j − 1) + 1
levS,T (i, j) =
S,T

min



lev

S,T (i − 1, j − 1)






+(Si 6= Tj )
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Enhancement 1: Lev-400 As previously discussed, standard Levenshtein distance is a good metric for measuring difference between strings. However, it does
have one drawback in that the distance is strongly correlated to the string length.
Unfortunately, melody string lengths vary significantly within our database. Figure 2 shows the histogram of melody string lengths.
Observation 1 The distribution over the length of melody strings follows a
power law.

800

count

600
400
200
0
0

2000 4000 6000 8000 10000 12000 14000
Length of melody string

Fig. 2. Melody string length histogram on larget dataset. Mean: 1303. Standard Deviation: 1240. This follows a power-law pattern.

Such a large variance on the length will cause problems in matching. For
instance, two melody strings S1 and T1 both have length 500, and the other
two melody strings S2 and T2 both have length 1000. If we get a Levenshtein
distance of 100 from both pairs, the first pair is trivially more different from
each other compared to the second pair. This inspires us to find a way to turn
melody strings into equal length and we find a nice property that chopping and
concatenating the first 200 and last 200 notes of long melody strings actually
increases Levenshtein distance accuracy in a large-scale dataset, as in Observation 2. For melody strings shorter than 400 notes, we do not modify them but
scale up the distances. The reason that this manipulation works is that (1) a
unified length leads to a unified threshold for Levenshtein distance, (2) similar
melodies tend to share more common notes at the beginning and the ending of
the music piece, while performers tend to introduce larger variation in the body
part. We call this enhanced Levenshtein distance Lev-400.
Observation 2 Chopping and concatenating the first 200 and last 200 notes
of long melody strings increases Levenshtein distance accuracy in a large-scale
dataset.

CMMR2013 - 214

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

MidiFind: Fast and Effective Similarity Searching in Large MIDI databases

7

Enhancement 2: Lev-400SC Lev-400 gives us melody strings with l ≤ 400,
where l is length of any string. A by-product of the Levenshtein distance computation is the sequence of notes that is shared by both strings, which can also
be considered the alignment of the strings. By checking how strings align, we
find another property of similar MIDI files: The optimal melody alignment path
stays close to the diagonal in the Levenshtein matrix for similar MIDI files, as
described in Observation 3. The reason for this observation is that we expect the
entire pieces to match without any major insertions or deletions on the notes, so
that the best alignment for similar strings should fall along the diagonal in the
Levenshtein matrix. This property suggests using the Sakoe-Chiba Band, which
constrains the string alignment path by limiting how far it may divert from the
diagonal [16]. An illustration of the Sakoe-Chiba Band is shown in Figure 3.
We propose using a Sakoe-Chiba Band and finding a reasonable band width
to balance the trade off between speed and accuracy. The speed factor will be
discussed in Section 4. We call this enhanced distance metric Lev-400SC.
Observation 3 The melody string alignment path corresponding to the smallest
Levenshtein distance stays close to the diagonal for similar MIDI files in largescale datasets.

Fig. 3. The illustration of Sakoe-Chiba Band (between thin diagonal black lines) that
acts as a global constraint on the Levenshtein alignment path of a Levenshtein matrix.

4

Search Scalability

The similarity measurements mentioned in Section 3 lay the ground for accurate
matching between MIDI files. However, since there are at least one million MIDI
files on the internet, to search through all those files and find similar ones for
any query can be very time consuming. That is why we design a set of hybrid
methods (MF-Q, MF-SC, MF) that combine advantages from both similarity
measurements and provide a way to search through the database that is both
fast and accurate.
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MF-Q: Combine Euclidean and Lev-400 Distance

We have discussed in Section 3 that using Euclidean distance on the bag-ofwords representation can differentiate MIDI files that are dramatically different.
However, we also need to consider the fact that some MIDI files might share the
same notes but have entirely different orderings. Bag-of-words will not differentiate such MIDI files since mapping them to a low dimension (multiples of 12
depending on number of octaves involved), we lose a big chunk of information.
The parsing step for the Euclidean distance will convert note sequences to low
dimensional vectors. The complexity is linear to the size of MIDI files, and it
only needs to be performed once. However, after finishing the parsing step, the
calculation of Euclidean distance between two files is very fast: proportional to
d, where d is the dimension of the word space.
Levenshtein distance is generally considered to be highly accurate but time
consuming. All calculations are performed on melody strings extracted from
the note strings, as introduced in section 3.2. For two melody strings S and
T with length m and n, the runtime is proportional to m · n. By clipping and
concatenating melody strings to 400 notes, we effectively set an upper bound
on the runtime of Lev-400: min{m, 400} · min{n, 400} < 400 · 400. As shown in
Figure 2, the average length of melody strings is 1303; therefore, the clipped
melody representation will lead to a speed-up of about 10.
Building on the two representations and similarity measurements, we design a hybrid method that runs bag-of-word first and then further filters the
result by using Levenshtein distance. This is named MF-Q (short for MidiFindQuadratic). The idea is that we want to shrink down the number of possible
similar MIDI candidates by thresholding Euclidean distance. Although the candidate set from this step contains high probability of false-positives, they will
be identified and removed by the Levenshtein distance step. The MIDI files returned in the final result has high probability to be either the query itself or
some variation of that same music piece. Assume we retain only a percentage of
p out of total melody strings through bag-of-words thresholding, then the total
runtime needed to find similar pieces (excluding one-time parsing time) will be
proportional to (d + (400 · 400)p)N , where d is the bag-of-words dimension and
N is the total number of MIDI files. We finally achieve a p as small as 0.025
which leads to a further speed-up of about 40. Therefore, the MF-Q speeds up
the system about 400 times. We will discuss how to choose the p in Section 5
and give detailed experimental results in Section 6.
4.2

MF-SC: Sub-Quadratic Levenshtein Distance with Sakoe-Chiba
Band

MF-Q combines two distance metrics, but the Lev-400 step is still time-consuming.
As mentioned in the Lev-400SC distance metric, we can limit the string editing
path in the Levenshtein matrix. Consider our MIDI dataset and take melody
string S and T with length m and n as an example, we limit the bandwidth to
be
b = max{0.1 · min{m, n, 400}, 20}
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which is at least 20 notes and increases with the actual length. After using SakoeChiba Band, the complexity of string comparison is sub-quadratic: min{m, n, 400}·
b. We call this method MF-SC (short for MidiFind-Sakoe-Chiba). MF-SC can
achieve an accuracy performance that is close to MF-Q with a speed-up of about
10. We show the experimental results in Section 6.
4.3

MF: Search Using Metric Tree

MF-SC speeds up the Levenshtein distance step. We propose a further speedup for the Euclidean distances by adopting the Metric Tree (M-tree), and call
this method MF. An M-tree is constructed with a distance metric and relies on
the triangle inequality for efficient range and k-NN queries. It is very effective
when there is a clear threshold to differentiate close nodes and distant nodes
[3]. However, it is not very effective when overlaps are big among similar and
distant nodes and there is no clear strategy to avoid them. The M-tree has a
hierarchical structure just like other common tree structures (R-tree, B-tree),
and it tries to balance its nodes according to the given metric. Each node has
a maximum and minimum capacity c. When exceeding the maximum capacity,
the node will be split into two nodes according to a given splitting policy. For
MF, we tried using two splitting policies: maximum lower bound on distance
and minimum sum of radii, as in Definition 3 and Definition 4, we also set the
the maximum and minimum capacity of nodes to be 8 and 4.
Definition 3. Let N be the current node and S be the set of N and its children,
then the maximum lower bound on distance is achieved by promoting Si and Sj to
be new center nodes, in which Sj ≡ N , and Si s.t. d(Si , N ) = maxj {d(Sj , N )}.
Definition 4. Let N be the current node and S be the set of N and its children,
then the minimum sum of radii is achieved by promoting Si and Sj to be new
center nodes, and assign all nodes in S to Si or Sj , which gives the smallest sum
of radii.
The trade-off is that Minimum Sum of Radii needs to calculate every possible
distance pair in S, but is a better split spatially and ensures minimum overlap.
It is faster while performing range queries but the performance decays as the
threshold increases. The actual data entries in M-trees are all stored in leaf
nodes while non-leaf nodes are duplicates of the leaf nodes. Optimally, M-trees
can achieve O(logc |D|), where c is the maximum capacity of nodes and D is
the dataset. However, the M-tree performance degrades rapidly when there are
overlaps between nodes. By testing different thresholds, we finally achieve a
speed-up of a factor of 2 to compute the Euclidean distances. More detailed
experimental results will be given in Section 6.

5

MidiFind: A Music Query System

In this section, we describe how to build the MidiFind system by taking both
searching quality in Section 3 and searching scalability in Section 4 into consideration. We start by finding ideal thresholds for different similarity measurements,
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and then formally present the pipeline searching strategy which achieves both
effectiveness and efficiency in similarity search.
5.1

Find Similarity Measurement Thresholds

The goal of threshold setting is to maximize the benefits from both similarity
measurements. We first compute the precisions, recalls, and F-measures as functions of different thresholds. Then, we choose the Lev-400SC distance threshold
(Lev ) that leads to the largest F-measure, and choose the Euclidean distance
threshold (ED ) that leads to a large recall and a reasonable time cost.
It is important to notice the different roles between ED and Lev . The role of
ED is to not only dramatically shrink the number of target candidates, but also
retain a high recall. In other words, the candidates returned by using ED should
balance the number of false negatives and retained candidates. The role of Lev
is to identify similar MIDI performances accurately. Therefore, we choose Lev
that leads to the highest F-measure. Our final MidiFind system uses ED = 0.1
and Lev = 306.
5.2

MidiFind System Pipeline

Here we formally present the pipeline strategy to find similar MIDI pieces based
on a user-submitted MIDI file query Q to the MidiFind system, as shown in
Algorithm 2.

Algorithm 2: MidiFind System Algorithm
Data: The query melody string Q, and reference melody strings
R = {R1 , R2 , · · · , R|R| }
Result: The set of similar melody string M
Step1: Within R, do range query on Euclidean distance (M-tree) based on
bag-of-words representation and get a set of candidates SBoW , where the
distance between each element of SBoW and Q is less than ED ;
Step2: Within SBoW , do range query on melody Lev-400SC distance (Sequential
Scan) and get M, where the distance between each element of M and Q is less
than Lev ;
return M;

6
6.1

Experiments
Quality Experiments

In these experiments, we examine how well our proposed similarity measurements can find pairs of MIDI performances of the same music composition on
real datasets. In essence, we claim a discovery of a pair if their distance is smaller
than a given threshold. Since truly different performances of a same music composition should indeed be very similar at some threshold, our algorithms can
discover these pairs with high precision and recall.
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The MIDI files in these experiments come from the Music Performance Expression Database, which belongs to the CrestMuse Project [1]. There are 325
different MIDI files consisting of 79 unique compositions and 2,289 pairs of MIDI
files sharing the same composition. Our goal is to discover all these 2,289 pairs.
We compared four discovery methods based on the following three feature
sets and their corresponding similarity measurements:
– ED (Section 3.1): Each MIDI file is represented by a 12-dimensional vector
where every element is the proportion of melody notes that is played on this
key at any octave. The ED similarity of two MIDI files corresponds to the
Euclidean distance of their two 12-dim vectors.
– Standard-Lev (Section 3.2): Each MIDI file is represented by a string of
melody pitches without any truncation. The Standard-Lev similarity of two
MIDI files corresponds to the Standard Levenshtein distance.
– Lev-400SC (Section 3.2): Each MIDI file is represented by a string of melody
pitches. The string is then truncated to have the first 200 and the last 200
notes only. The Lev-400SC similarity of two MIDI files corresponds to the
Levenshtein distance with Sakoe-Chiba band of their two length 400 strings.
In the case that a melody string has length smaller than 400, the distance is
scaled up.
The four discovery methods we compare are:
– ED-thresholding: Claiming two MIDI files to be different performances of
the same music composition if their ED distance is below some threshold.
– Lev-400SC-thresholding: Claiming two MIDI files to be different performances of the same music composition if their Lev-400SC distance is below
some threshold.
– Standard-Lev-thresholding: Claiming two MIDI files to be different performances of the same music composition if their standard Levenshtein distance
is below some threshold.
– MF-thresholding: Claiming two MIDI files to be different performances of
the same music composition if both their ED distance and their Lev-400SC
distance are below some thresholds.
We first consider the precisions, recalls, and F-measures of all methods with
different threshold parameters. The true set of MIDI file pairs is hand labeled.
As can be seen in Figure 4(a),(b),(c)&(d), better precision appears when the
thresholds  are set smaller, because this eliminates many false positives. On the
other hand, better recall appears when  is set larger. We can clearly see that
the accuracy of Lev-400SC thresholding dramatically outperforms Standard-Lev
thresholding. The fact that both precision and recall become high at some ˆ, (the
choices and their qualities are in Table 1), and remain high in its neighborhood
indicates that there is a big overlap between the true similar set and the similar
set we found. This fact also give us some flexibility to tune the parameters.
Finally, the best parameter set that optimizes the F-measure for the MFthresholding method is (0.18, 306) with F-measure 96.6% whereas our choice of
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Fig. 4. (a)(b)(c): Precision, recall, and F-measure of the four methods against various
distance threshold parameters. (d): F-measure of the MF method against different
threshold parameters.

(0.1, 306) which balances quality and scalability achieves an F-measure of 94.4%
(Figure 4(d)).
Table 1. Best thresholds and their qualities
Method
Threshold Precision Recall F-measure
ED
0.087
88.6% 88.3% 88.4%
Lev-400SC
302
98.5% 94.3% 96.4%
Standard-Lev
66
95.6% 56.3% 70.8%
MF (our choice) (0.1, 306) 99.5% 89.8% 94.4%
MF (optimal) (0.18, 306) 98.6% 94.7% 96.6%

6.2

Scalability Experiments

The scalability experiments are conducted by using the large dataset which contains 12484 MIDI files. The experiments all run on a 3.06 GHz, 2-core (Intel
Core i3) machine with 4GB Memory, so that users of MidiFind system could
achieve similar performance by using personal computers.
We begin the scalability experiments by testing how much speed we can gain
by using a hybrid searching strategy. Intuitively, more candidates will be filtered

CMMR2013 - 220

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

MidiFind: Fast and Effective Similarity Searching in Large MIDI databases

13

Fraction of surviving candidates

out if a smaller threshold for Euclidean distance (ED in Algorithm 2) is adopted
for bag-of-words features, and vice versa. Figure 5 shows the relationship between
the Euclidean threshold and the fraction of remaining candidates. It is clearly
shown that we can filter out about 97.5% if we adopted a threshold ED = 0.1.
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Fig. 5. The relationship between ED and the fraction of remained candidates.

We then test how much speed we can gain by using different M-tree algorithms mentioned in 4.3. Figure 6 shows the relationship between the Euclidean
threshold ED and the fraction of candidates whose Euclidean distances need
to be checked. It can be seen that the maximum lower bound approach works
better, and with ED = 0.1, we can skip 55% of the candidates when we compute
the Euclidean distance.
Finally, we compare the speed of all mentioned searching strategies based
on how many MIDI files can be searched within in one second. As shown in
Figure 7, the fastest method is MF which only takes less than 0.1 second even
if the dataset size is more than 10, 000. The MF-SC is slightly slower than MF
since MF only speed up the procedure of computing Euclidean distances, which
is less costly than computing Levenshtein distances. MF-Q is about 10 times
slower than MF, while the linear scanning on Lev-400 distances is about 400
times slower. Compared with the naive linear scan competitor (standard-Lev),
our MF method is more than 1000 times faster.

7

Conclusions

We present MidiFind, a MIDI query system for effective and fast searching of
MIDI file databases. The system has the properties we mentioned earlier:
– Effectiveness: it achieves high precision and recall by using novel similarity
measurements based on bag-of-words and melody segments, which outperforms standard Levenshtein distance.
– Scalability: our MidiFind system is dramatically faster than the naive standard Levenshtein distance linear scanning, which is O(mnN ), where m and

CMMR2013 - 221

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

14

Tongbo Huang et al

Ratio to linear scan

0.65

maximum lower bound approach
minimum sum of radii approach

0.6
0.55
0.5
0.45
0.4
0.35
0.07

0.08

0.09
0.1
0.11
ED threshold

0.12

0.13

0.14

Fig. 6. Search time comparison between M-tree split policies. The y-axis is the fraction
of Euclidean distance calculations compared to linear scan. Minimum sum of radii has
fewer calculations than maximum lower bound on distance, but it takes longer to build
the M-tree. The advantage on search time decreases as threshold increases.
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Fig. 7. A comparison of the speed of all searching strategies.

n are lengths of two compared strings and N is the size of the database. By
using melody segments representation, bag-of-words filtering, Sakoe-Chiba
Band, and M-tree, we achieve speed-ups of 10, 40, 10, and 1.05, respectively,
which finally leads to a speed-up of more than 1000 times. Since the methods
scales linearly, we are able to achieve one search within 10 seconds even if
the size of the database is 1 million.

8

Future Work

Potentially, we can improve the MidiFind system by substituting existing rulebased methods by more machine-learning based approaches. Here, we discuss
the possibilities in terms of both effectiveness and scalability.
Effectiveness: We see a small gap of recall between the optimal threshold
choice and our choice in Table 1. The optimal parameters are not chosen since
it will lead to a very low precision for Euclidean distance, which will create a
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very large overhead for the next string matching step. It is possible to learn a
representation from data which could achieve higher precision than the current
bag-of-words representation.
One possibility is to design more “words” based on musical knowledge, and
then use Principle Component Analysis (PCA) [18] to reduce the dimensionality.
The advantage of PCA is that it automatically “groups” the related information, so that the final representation contains richer information and pays less
attention to uninformative details. Another possibility is to use Kernel PCA [17]
to directly learn a representation from the strings of various lengths. By using
a string kernel [12, 15], we can also take the structure of the string into account
rather than just counting the times of the words.
We also see that though the melody string matching process is very accurate,
it may rely on the fact that highest pitches are representative enough for piano
pieces. For non-piano pieces, we may need more advanced melody extraction
algorithms.
Scalability: We see a speed-up factor of 2 to compute the Euclidean distance
by using M-tree indexing. It might be possible to increase the speed-up factor
by using locality-sensitive hashing (LSH) [8]. Someone may argue that this step
is not very critical since that the overhead of Euclidean distance computation
is just about 10% of the one of whole computation. However, it is possible that
the fraction of Euclidean distance computation will increase as the data size
increases to 1 million, in which case the Euclidean distance computation step
will become more significant.
We could adopt a k-bit (e.g., 32-bit or 64-bit based on the CPU architecture)
LSH function which could basically perform a query in a constant time. There is
certainly a trade-off between accuracy and speed. As for precision, the LSH can
at least return a rough set of candidates very quickly. After performing LSH,
we can check the true Euclidean distance between the set of candidates and the
query by linear scanning. In other words, LSH will serve as another filter, so that
we end up using a pipeline approach to sequentially filter the candidates by using
LSH, Euclidean distance, and finally the actual string matching. As for recall,
our pipeline approach will unavoidably create some false negatives, though it
has been shown that the false negative probability can be driven very low by
tuning the parameters. However, considering our goal of searching 1 million files,
a small trade-off on recall, we would argue, will not be a big issue.
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Abstract. This paper discusses the current state of knowledge on musical pattern discovery. Various studies propose computational methods
to find repeated musical patterns. Our detailed review of these studies reveals important challenges in musical pattern discovery research:
di↵erent methods have not yet been directly compared, and the influence of music representation and filtering on the results has not been
assessed. Moreover, we need a thorough understanding of musical patterns as perceived by human listeners. A sound evaluation methodology
is still lacking. Consequently, we suggest perspectives for musical pattern
discovery: future research can provide a comparison of di↵erent methods,
and an assessment of di↵erent music representations and filtering criteria.
A combination of quantitative and qualitative methods can overcome the
lacking evaluation methodology. Musical patterns discovered by human
listeners form a reference, but also an object of study, as computational
methods can help us understand the criteria underlying human notions
of musical repetition.
Keywords: musical pattern discovery; music analysis; music cognition;
music information retrieval

1

Introduction

Repetitions are a fundamental structuring principle in many musical styles. They
guide the listener in their experience of a musical piece through creating listening
experiences, and facilitate the recall process [20, p.228 ↵.]. As such, the study of
repetition is an important research topic in many fields of music research, and
computational methods enable researchers to study musical repetitions quantitatively in large music collections.
Musical pattern discovery is important in several areas of music research. In
Music Information Retrieval, repetitions have been used as indicators of musical
segmentation, or to find themes or choruses in large databases [37]. In Music
Analysis, analytical approaches based on repetition, for instance Réti’s motivic
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analysis [40], have been formalized and evaluated by developing a computer
model [3]. In Folk Music Research, computational discovery of shared patterns
between folk song variants o↵ers the potential to detect moments of stability,
i.e. melodic elements that change relatively little through the process of oral
transmission [45]. Hypotheses on memory, recall and transmission of melodies
can be tested on large databases once stable melodic patterns can be discovered
automatically [21].
As we will show in this article, there are many di↵erent kinds of repetition
that di↵erent researchers investigate: large repeated structures, such as themes,
chorusses, or stanzas; smaller repeated units, such as motifs; but also building blocks of improvised music, such as formulae or licks. For these di↵erent
purposes, and for di↵erent genres, the authors of the discussed studies have formalised repetition in di↵erent ways. What may be considered as a variation or
as musically unrelated depends on a great number of factors, factors which yet
need to be understood [44].
A computational method to discover musical repetitions can contribute to
an understanding of principles of repetition and variation. Using computational
methods, researchers can model and test knowledge on the cognitive principles
underlying musical repetition. Cognitive and computational models can crosspollinate each other in such an overarching research question, as argued, for
instance, by Honing [18, 19]. In this paper, we explore computational methods
for the discovery of repeated musical patterns, which we will refer to as musical
pattern discovery.
Currently, the knowledge of musical pattern discovery is dispersed across different fields of music research. Miscellaneous studies present various approaches
to the problem, but there is no systematic comparison of the proposed methods
yet. Moreover, the influence of music representation, and filtering of algorithmic
results on the success of musical pattern discovery is currently unknown. This
lack of comparative assessment is further complicated by the lack of a sound
methodology for the evaluation of musical pattern discovery.
This paper provides a comprehensive overview, review and discussion of the
field of musical pattern discovery. We present the essence of assorted studies, and
we proceed to clarify the relationships between di↵erent methods, proposing
a taxonomy of musical pattern discovery approaches, and discussing various
studies according to the criteria of music representation, filtering, reference data,
and evaluation. Furthermore, we identify current challenges of musical pattern
discovery and conclude steps to overcome these challenges.

2

State of knowledge on musical pattern discovery

We conducted a comprehensive literature survey on musical pattern discovery. In
this section, we provide an overview of the various studies. First, we discuss the
methods that the surveyed studies used, introducing a taxonomy within which
the di↵erent approaches can be placed. We continue by considering di↵erent
forms of music representation, di↵erent methods of filtering algorithmic results,

CMMR2013 - 226

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Discovering repeated melodic patterns

3

and close with an overview of reference data and evaluation methods used in the
studies.
Our focus in the survey was on studies using symbolic music representations. Several studies work with audio representations [7, 33], but we will not
discuss the problems related to transforming audio representations for musical
pattern discovery. For this, and other methods for the audio domain, we refer
the reader to the overview by Klapuri [23]. Moreover, our focus is on pattern
discovery rather than pattern matching; pattern matching refers to locating predefined patterns in a large document or corpus [41]. Some applications of pattern
matching are locating fugue subjects and counter-subjects in Bach fugues [16], or
matching musical pieces against musical keys [30]. These are di↵erent problems
than the identification of motifs, themes, and other musical structures without
prior knowledge of possible candidates.

Musical Pattern Discovery

String-based Methods

Indexing structure

Cambouropoulos2006
Chou1996
Conklin2011
Lartillot2005
Lee1999
Knopke2009

Geometric Methods

No indexing structure

Cambouropoulos2006
Karydis2006
Meek2002
Nieto2012
Rolland1999

Buteau2009
Collins2010
Meredith2002
Szeto2006

Fig. 1. A schematic representation of a taxonomy for musical pattern discovery methods. For each category, relevant studies are listed.

We present our overview of studies on musical pattern discovery in Tables 1
and 2. The table’s columns refer to the study, naming the first author and year
(please refer to the references for the full list of authors). The second column
mentions the goals of the authors in exploring musical pattern discovery. We
list the musical pieces that each study used. Further categories, which we will
discuss in more detail below, are the method the studies employed, the music
representation that was used, what kind of filtering of the algorithmic results
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was performed, the reference of musical patterns against which the results were
compared, represented by first author and year, and finally, which evaluation
methods were applied. Empty cells denote that the category in question is not
applicable to a particular study.
2.1

Methods

As can be gleaned from the various goals of the studies presented in Tables 1
and 2, the interest for musical pattern discovery is diverse, spanning di↵erent
music research disciplines and musical genres. This might be the reason why various authors present their algorithms without stating how their method relates
to some of the other research on musical pattern discovery.
To assess the relationship of di↵erent methods, we propose a taxonomy in
which the various methods can be placed in perspective, which is represented in
Figure 1.
String-based or geometric methods A piece of music can be represented
by a series - or string - of tokens. For instance, the notes of a melody could be
represented by a string of pitches (A; G; A; D), as MIDI note numbers (57; 55; 57;
50), or as tokens representing both pitch and duration of the note ((A,1.5),(G,
0.5),(A,1.0),(G,1.0)). These multiple possibilities will be further discussed in the
section on music representation below.
One approach to musical pattern discovery is to search for identical subsequences of tokens in a string representation of a melody or multiple melodies.
This approach has been derived from techniques developed within Computational Biology to compare gene sequences. Gusfield [17] provides a thorough
overview of these techniques. Most of the studies presented here rely on such
algorithms. We will refer to these approaches as string-based methods.
Meredith’s Structure Induction Algorithms (SIA) [34] present an alternative
to these algorithms, using a geometric approach. In geometric methods, a melody
is considered as a shape in an n-dimensional space. Repeated patterns are then
identified as (near-)identical shapes. According to Meredith, geometric methods
handle polyphonic pieces more elegantly than string-based methods [34, p.328].
Next to Collins et al. [10], who introduced improvements of Meredith’s Structure Induction Algorithms, we also place the studies by Buteau and Vipperman [4] and Szeto and Wong [43] in the category of geometric approaches, as
both studies also use a notion of musical patterns as shapes. Szeto and Wong
represent these geometric relationships as graphs [43].
Use of indexing structures Within the string-based methods we can define
two categories: namely, whether or not indexing structures are used. Such indexing structures typically are a graph of tree-like structure, in which the repetitions
contained in a string are represented, and can therefore be efficiently found. We
will first present those studies that do not use indexing structures for the music
pattern discovery, then those which do use them.
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The simplest string-based approach to finding repeated patterns in a melody
M consists of sliding all possible patterns P past M , and recording all found
matches. This approach is taken by Nieto and Farbod [35]. There are some
extensions of this simple approach, which skip some comparison steps between
P and M without missing any relevant patterns. One of these extensions, the
algorithm by Knuth, Morris and Pratt [26], has been applied by Rolland [41] for
musical pattern discovery.
Yet another approach is Crochemore’s set partitioning method [14], which recursively splits the melody M into sets of repeating tokens. Cambouropoulos [5]
used this method to find maximally repeating patterns (i.e. repeated patterns
which cannot be extended left or right and still be identical) in musical pieces.
Karydis et al. [22] refine the set-partitioning approach to find only the longest
patterns for each musical piece, with the intuition that these correspond most
closely to musical themes.
Meek and Birmingham’s [33] algorithm transforms all possible patterns up to
a maximal pattern length to keys in a radix 26 system (representing 12 intervals
up or down, unison, and a 0 for the end of the string). After a series of transformations, which consolidate shorter into longer patterns; identical patterns are
encoded by the same numerical keys.
There are number of studies which do use indexing structures [6, 7, 13, 25, 28,
29]. Knopke and Jürgensen [25] use suffix arrays representing phrases of Palestrina masses. Conklin and Anagnostopoulou [13] use a sequence tree to represent
search spaces of patterns in Cretan folk songs, which is pruned based on the
patterns’ frequency of occurrence. Lartillot [28] employs a pattern tree to model
musical pieces; what is special about this indexing structure is that it allows
for cyclic structures within the graph, which can capture repetitions of short
patterns, forming building blocks within larger repeated structures.
Exact or approximate matching Next to searching for exact matches, approximate matching is also of great interest to musical pattern discovery. Rhythmic, melodic and many other conceivable variations are likely to occur, such as
the insertion of ornamentations during a repetition, the speeding up or slowing
down of a musical sequence, deviations in pitch, or transpositions.
Many di↵erent ways to define approximate matching have been proposed
in theory, see [8] for an overview. To our knowledge, only Rolland [41] applied
approximate matches in musical pattern discovery, using the Levenshtein edit
distance [31] to compare a pattern with a match candidate. The candidate is then
accepted as a match if the edit distance remains under a user-defined threshold.
Implicitly, however, approximate matching can also be achieved through more
abstract music representations, as Cambouropoulos et al. [6] point out. We will
discuss this in more detail below.
2.2

Music representation

There are di↵erent musical dimensions to be considered for comparisons of musical patterns: rhythm, pitch, but also dynamics, timbre, and many more. More-
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over, there are di↵erent conceivable abstraction levels at which to represent these
dimensions: in terms of absolute values; in terms of categories or classes; in terms
of contours indicating only the direction of change; among others. Compare also
to Conklin’s [11] notion of musical viewpoints.
A glance at the music representation column reveals that the majority of the
presented studies on musical pattern discovery use pitch or pitch intervals as
the music representation, in some of the studies this is combined with rhythmic
representations such as note onset or duration.
Chou et al. [7] derive a more abstract representation from the musical surface:
they represent polyphonic musical pieces as chords, which are automatically
extracted from simultaneous pitches, even though the paper does not report the
results of such an approach.
Three studies [41, 6, 29] suggest multiple music representations. Rolland [41]
allows the users of his FlExPat software to switch between di↵erent music representations, but he does not report how this influences the results of his musical
pattern discovery algorithm. Cambouropoulos et al. [6] suggest to compare a
pitch interval representation with a more abstract step-leap representation, but
results of these two representations are not discussed by the authors. Lee and
Chen [29] state that pitch and duration can be either represented in independent suffix trees, or in a combined suffix tree which contains tuples of pitch and
duration values. They do not find either approach satisfying, so they suggest
two new indexing structures, Twin Suffix Trees, and Grid-Twin Suffix Trees, as
possible alternatives. They do not report any results produced by these di↵erent
representations.
2.3

Filtering

A frequently described problem in musical pattern discovery is the great amount
of algorithmically discovered pattern as compared to the patterns that would be
considered relevant by a human analyst. For the task of computer-aided motivic
analysis, Marsden recently observed that “... the mathematical and computational approaches find many more motives and many more relationships between
fragments than traditional motivic analysis.” [32]
Therefore, most of the presented studies employ a filtering step, which is
supposed to separate the wheat from the cha↵. One approach is to consider
only relatively long patterns. Cambouropoulos [5] filters according to pattern
lengths. Likewise, Collins’ compactness trawling to refine the result of Structure
Induction Algorithms [10] is based on such a filtering.
Another frequently employed filtering method is based on the assumption
that patterns which occur more often might also be considered as more important
by human analysts, and is applied in several studies [5, 41].
Conklin and Anagnostopoulou [13] are also interested in a pattern’s frequency
of occurrence, but weigh it against its frequency in a collection of contrasting
music pieces, the anticorpus. This process is designed to favour patterns that
are characteristic for the analysed piece. Conversely, also patterns which are
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characteristically not represented in specific pieces or genres can be interesting
for music researchers [12].
Nieto and Farbod filter according to Gestalt rules during the search process,
which means that patterns containing relatively long notes or rests, or relatively
large intervals will be rejected as candidates [35].
Lartillot’s detection of maximally specific patterns [28] filters for patterns
which repeat in di↵erent musical domains: a pattern which repeats the rhythm
as well as the pitch of another pattern is considered as more specific than one
that repeats in one of these domains alone.
It is also possible to employ several filtering parameters, and adjust their relative weights using an optimization algorithm. Meek and Birmingham [33] take
this approach. They let the algorithm select those filtering parameters which
give the best agreement between the discovered patterns and Barlow and Morgenstern’s Dictionary of Musical Themes [1].
2.4

Reference data

Some of the presented studies use annotated musical patterns to evaluate the
results of their musical pattern discovery algorithm, which we will denote as
reference data. Such reference data ranges from overviews of frequently used
licks in jazz improvisation [36] to themes in Western art music [1]. This reference
data is typically assembled by domain specialists, annotating what they consider
the most relevant patterns of the analysed music collection.
Such reference data can serve to evaluate musical pattern discovery: if there is
a good agreement between an algorithm and a reference, the algorithm emulates
human judgements on relevant patterns, and might therefore be more useful for
tasks such as assisting music analysis for this genre.
2.5

Evaluation

Most studies discussed here evaluate qualitatively: the discovered patterns are
scrutinised. Typically, selected examples are presented to the reader in this
case. If there is no reference against which the results can be compared, the
researchers’ and readers’ judgements form the post hoc reference.
For available reference data, several researchers evaluate the discovered patterns quantitatively by counting the number of agreements between algorithm
and reference data [10, 33, 35, 43].
Sometimes, the reference data takes the form of a segmentation. In this case,
the starting and end positions of algorithmically discovered patterns can be
compared with segmentation boundaries [4, 5].
Several quantitative evaluation measures have been suggested for musical
pattern discovery, but there seems to be no common methodology between the
reported studies. This is one of the points to which we will turn in the next
sections, in which we will discuss the current challenges in the field of musical
pattern discovery.
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Challenges of musical pattern discovery

We have now observed that in various studies di↵erent approaches to musical
pattern discovery have been proposed. There are some common challenges which
can be derived from these observations, which will be discussed below, following
the same order as the previous section.
3.1

Methods

The approaches to musical pattern discovery presented above all aim to find
specific kinds of patterns, in specific genres and for specific applications. This is
a good starting point, as a restriction to one part of the research field enables
researchers to formulate more concrete questions, and to interpret results more
easily.
However, it is crucial to know how di↵erent methods compare to each other,
and to answer questions such as the following: how many relevant and irrelevant patterns does each algorithm find in relation to given reference data? Are
there specific advantages of a string-based over a geometric approach for a given
pattern discovery task, or vice versa? In short: which musical pattern discovery
method performs best as compared against a given set of reference data?
3.2

Music representations

As of yet, there is no systematic analysis of the influence of the music representation on musical pattern discovery. The presented studies use various representations, but they do not directly evaluate the influence of the music representation
on the musical pattern discovery results.
This is another challenge of musical pattern discovery: do more abstract representations lead to more irrelevant discovered patterns? Or is some abstraction
desired for the description of some musical parameters? Which musical dimensions are important for a given musical genre? Which music representation approximates best the judgements on repeating patterns of a human listener, as
manifested in reference data?
3.3

Filtering

We have also seen manifold filtering criteria applied in various studies. Again,
the influence of di↵erent filtering parameters on the quality of musical pattern
discovery has not yet been systematically investigated.
Are the most frequent patterns the ones human listeners would judge to be
the most relevant? Or is it, conversely, just the unique patterns which capture
our attention? Which filtering criteria match those of a human annotator of a
given reference annotation most closely?
Insights on the influence of filtering are not only needed to improve musical
pattern discovery methods; filtering criteria of a computational method can also
serve as a model of the criteria human listeners apply when they isolate themes,
motifs, or other salient musical patterns in musical pieces.
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Reference data

As the preceding paragraphs show, there is a great need for references of human
judgements on repeated patterns in music.
The literature overview pointed out a number of resources which can be used
as reference data for musical pattern discovery. As this reference data is very
diverse, and highly subjective, matching the results of a computational method
closely to one set of reference data does not necessarily imply that the whole
problem of musical pattern discovery has been solved.
This is another challenge of musical pattern discovery: will an algorithm
which performs well on finding licks in jazz improvisation also perform well for
finding themes in Western art music? What exactly is the data contained in a
reference annotation?

3.5

Evaluation

Further advances in repeated melodic pattern discovery research hinges on a
good evaluation of di↵erent methods. Many of the above studies report some
successful findings, yet how do we know these findings are not only the grains
the proverbial blind hen happens to find?
One very essential approach is of course a qualitative evaluation, in which
discovered patterns are compared to those in reference data. However, for large
corpora this is unfeasible, and it is hard to report the relative success of a method
using a qualitative evaluation, unless the lengthy analysis would be reported.
We showed above that some studies use quantitative measures, derived from
the number of agreements between algorithmically discovered patterns and patterns in reference data. Yet the definition of an agreement is problematic: do we
only consider patterns which match those in a reference exactly, or should there
also be a (penalized) score for partial matches?
Collins et al. suggest to allow a certain number of di↵erences between algorithmically discovered and reference patterns [10]. A window around the start
and end position of a pattern, allowing patterns to be counted as matches which
are slightly shorter or longer than the reference patterns, might be another worthwhile approach. Recently, Collins [9] suggested a cardinality score as a similarity
measure, which expresses the amount of the overlap between patterns. From
this, several potentially interesting measures can be derived (see [9] for details).
So far, it is not clear whether some of these evaluation measures might be
too tolerant, including too many patterns as agreements between algorithm and
reference, or too strict, and register almost no patterns as matches between algorithm and reference. In both extremes, the performances of di↵erent methods,
music representations and filtering techniques would probably be hard to assess.
Finding an e↵ective, unified methodology of evaluation represents another
challenge to the field of musical pattern discovery.
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Perspectives of musical pattern discovery

From the above mentioned challenges, we conclude important perspectives for
future research on musical pattern discovery. These perspectives relate to the
influence di↵erent methods, di↵erent music representations and di↵erent filtering
techniques have on the results of musical pattern discovery, what we can learn
from annotated patterns in reference data, and which evaluation measures should
be used.
4.1

Comparison of Methods

In order to assess di↵erent methods for repeated melodic pattern discovery, it
is indispensable to compare them in a more direct way, even if they have been
designed to discover specific kinds of patterns, or to discover patterns in a specific genre. We suggested in our overview a taxonomy of di↵erent approaches to
pattern discovery, which helps to put the many di↵erent methods in perspective.
Ideally, next to the qualitative comparison of results, also a quantitative
comparison should take place, which necessitates that methods be tested on
the same corpus, and compared against the same reference data. The recently
introduced MIREX track on musical pattern discovery [9] is an important step
into this direction.
4.2

Comparison of music representations

We have noted the importance of understanding the influence of music representation on musical pattern discovery. Future research can amend this gap of
knowledge by systematically comparing results from di↵erent representations to
reference data. This way, we can learn more about the musical dimensions and
abstraction levels that the human analysts who created reference data rely on
for their pattern discovery.
Results from experimental studies (e.g. [15, 24, 42]) on music perception and
recall should also be taken into account for choosing music representations. They
provide theories which can be employed and tested by musical pattern discovery.
The comparison of musical pattern discovery using di↵erent music representations with human annotations and with perceptual theories will generate insights
which can feed back into research on similarity and variation in music theory
and music cognition.
4.3

Comparison of filtering techniques

The systematic investigation of filtering techniques is also marked out as a fruitful direction of future research. By applying di↵erent filtering criteria and comparing the resulting patterns to reference data, we can better understand what
conditions a pattern needs to fulfill in order to be considered relevant by human
analysts.
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Moreover, insights from research on long-term musical salience [2] can lead
to models of how human listeners filter musical patterns according to salience
or relevance. Musical pattern discovery can benefit from and contribute to this
research area in music cognition.
4.4

Reference data

We have shown that there is a need for reference data of musical patterns annotated by human listeners. At the same time, the available reference data is a
challenge in itself, as di↵erent references are based on subjective judgements of
human analysts who annotated di↵erent kinds of patterns, working in di↵erent
genres.
Researchers in musical pattern discovery can treat their algorithms as models
of human analysis, and through relative successes and failures of these models,
we can understand better which criteria underlie human judgements on repeated
musical patterns.
Therefore, studying the reference data itself using musical pattern discovery
is another perspective of this research area, which will promote knowledge on the
concept of musical repetition, as applied by di↵erent human listeners in di↵erent
genres. Such knowledge is important for various disciplines of music research
interested in the nature of musical repetitions.
4.5

Towards an evaluation methodology

We infer that the best way to quantitatively evaluate musical pattern discovery
algorithms consists of a combination of the several proposed measures. In combination, these di↵erent evaluation measures should give a reasonable impression
of the respective successes of di↵erent approaches.
Many of the presented studies have performed a qualitative analysis of selected patterns. This should remain an indispensable evaluation step: patterns
which quantitatively correspond to reference data exceptionally well, but also
those which correspond exceptionally badly should be investigated qualitatively,
to get a clearer view of the behaviour of a pattern discovery algorithm.
Quantitative and qualitative methods can also be combined in a learning
process, by which quantitative measures are fitted to qualitative judgements.
This method has been applied to improve the automatic generation of musical
patterns by Pearce and Wiggins [38]. A use of qualitative judgements in combination with di↵erent quantitative measures will not only contribute to the
improvement of musical pattern discovery, but will also greatly benefit related
research in other fields, e.g. music cognition, musicology and music theory, as
notions of what constitutes a repetition are quantified.

5

Conclusion

Our literature overview has shown that between the many approaches to musical pattern discovery, there are important challenges left unaddressed. There
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is a need to investigate how methods developed for a specific goal generalise to
other tasks within musical pattern discovery, and how di↵erent methods perform
on the same reference data. Moreover, the influence of di↵erent music representations and filtering on the results of musical pattern discovery algorithms is
not yet unravelled, which demands further research. The di↵erent idiosyncrasies
of reference annotations, and their semantics are poorly understood. Finally,
no standardized evaluation measure for musical pattern discovery has yet been
established, which we suggest to overcome by combining various quantitative
measures with a qualitative evaluation.
As stated in the introduction, much is to be gained for diverse music research
disciplines from musical pattern discovery. Some successes have already been
achieved, which makes further research in this field an intriguing e↵ort to pursue.
This thorough investigation of the state of the art in musical pattern discovery,
its challenges and perspectives, should help to mark out the field in which further
fruitful research can take place.
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Abstract. Composers commonly employ ornamentation and elaboration techniques to generate varied versions of an initial core melodic
idea. Dynamic programming techniques, based on edit operations, are
used to find similarities between melodic strings. However, replacements,
insertions and deletion may give non-musically pertinent similarities, especially if rhythmic or metrical structure is not considered. We propose,
herein, to compute the similarity between a reduced query and a melody
employing only fragmentation operations. Such fragmentations transform
one note from the reduced query into a possible large set of notes, taking
into account metrical, pitch and rhythm constraints, as well as elementary parallelism information. We test the proposed algorithm on two
prototypical “theme and variations” piano pieces by W. A. Mozart and
show that the proposed constrained fragmentation operations are capable of detecting variations with high sensitivity and specificity.
Keywords: melodic similarity, reduced melody, variations, fragmentation, musical parallelism

1

Introduction

Ornamentation, embellishment, elaboration, filling in are common strategies employed by composers in order to generate new musical material that is recognized
as being similar to an initial or reduced underlying musical pattern. This way
musical unity and homogeneity is retained, whilst at the same time, variation
and change occur. This interplay between repetition, variation and change makes
music “meaningful” and interesting. Listeners are capable of discerning common
elements between varied musical material primarily through reduction, i.e. identifying “essential” common characteristics. Systematic music theories (e. g. Lerdahl and Jackendoff [19]) explore such processes, as do high-level descriptions
[10, 22] or semi-Schenkerian computational models [20]. In this paper, we try to
identify ornamentations of a given reduced melodic pattern. The proposed pattern matching algorithm employs not only pitch information but also additional
rhythmic properties and elementary parallelism features.
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Pattern matching methods are commonly employed to capture musical variation, especially melodic variation, and may be based on dynamic programming techniques. Similarity between melodies can be computed by the MongeauSankoff algorithm [23] and its extensions, or by other methods for approximate
string matching computing edit-distances, that is allowing a given number of
restricted edit operations [7, 9, 13, 14]. The similarities can be computed on absolute pitches or on pitch intervals in order to account for transposition invariance [4, 11, 16, 25]. Note that some music similarity matching representations do
not use edit-distance techniques [1, 8, 17, 21]. Geometric encodings also provide
transposition invariance [18, 26, 27].
In edit-distance techniques, the allowed edit operations are usually matches,
replacements, insertions, deletions, consolidations and fragmentations. However,
edit operation such as replacement, insertions and deletions of notes are adequate
for various domains (e.g. bioinformatics [12]) but present some problems when
applied to melodic strings. In the general case, insertions or deletions of notes in
a melodic string seriously affect metrical structure, and the same is true for substitutions with a note of different duration. Fragmentations and consolidations
may be a further way to handle some aspects of musical pattern transformation [6, 23]. In [2], Barton et al. proposed to focus only on consolidation and
fragmentation operations on pitch intervals: the sum of several consecutive intervals in one melodic sequence should equal an interval in another sequence.
Their algorithm identifies correctly variations, including transposed ones, of a
given reduced pattern, but incorrectly matches a large number of false positives,
the consolidation and the fragmentation being applied only on the pitch domain.
In this paper it is asserted that identifying variations (that contain ornamentations) of a given reduced melodic pattern is best addressed using fragmentation operations, taking into account both pitch and rhythm information, along
with other higher level musical properties such as parallelism. Apart from leaving aside replacement, insertion and deletion operations (only fragmentation is
employed), this paper gives emphasis to rhythmic properties of melodic strings
and other higher level structural features (e.g. similar ornamentations are introduced for similar underlying patters) showing that such information increases
both sensitivity and specificity of melodic variation detection.
The current study is not meant to provide a general method for identifying
variations of a given melodic pattern, but rather an exploration of some factors that play a role in some “prototypical” cases of musical variation. Two sets
of variations by W. A. Mozart (K. 265 and K. 331) that are commonly used
in composition as prototypical examples illustrating a number of basic variation techniques (extensive ornamentation, rhythmic variation, modal change)
are used as the focal point of this research; these sets of variations are quite
challenging for computational modeling as the number of notes can vary significantly between different versions (some variations may have 8 times or more
notes than the underlying thematic pattern). Variations, however, appear in
many guises and musical similarity is very difficult to pin down and define sys-
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tematically in a general way [3]; two sets of variations by the same composer
are hardly sufficient for studying the general phenomenon of musical variation –
further research that takes into account a much larger variation dataset will be
necessary. In the last section, limitations of the current proposal are discussed
and future developments suggested.
The paper is organized as follows. Section 2 presents some definitions, Section
3 and 4 describe the algorithm and its results on two sets of variations by Mozart.
On the Andante grazioso of Mozart K. 331, the variation matching with pitch,
rhythm and parallelism constraint has an almost perfect sensitivity with more
than 80% precision. Section 5 discusses some perspectives of this work.

2

Definitions

A note x is described by a triplet (p, o, `), where p is the pitch, o the onset,
and ` the length. The pitches can describe diatonic (based on note names) or
semitone information. We consider ordered sequence of notes x1 . . . xm , that is
x1 = (p1 , o1 , `1 ), . . . , xm = (pm , om , `m ), where 0 ≤ o1 ≤ o2 ≤ . . . ≤ om (see
Fig. 1). All the sequences used in this paper are monophonic: there are never
two notes sounding at the same onset, that is, for every i with 1 ≤ i < m,
oi + `i ≤ oi+1 . We do not handle overlapping notes.
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Fig. 1. A monophonic sequence of notes, represented by (p, o, `) or (∆p, o, `) triplets. In
this example, onsets and lengths are counted in sixteenths, and pitches and intervals
are represented in semitones through the MIDI standard.

Approximate matching through edit operations. Let S(a, b) the score of the
best local alignment between two monophonic sequences xa0 . . . xa and yb0 . . . yb .
This score can be computed by dynamic programming [23]:

S(a − 1, b − 1) + δ(xa , yb )




S(a − 1, b) + δ(xa , ∅)



(match, replacement)
(insertion)
S(a, b − 1) + δ(∅, yb )
(deletion)
S(a, b) = max
S(a − k, b − 1) + δ({xa−k+1 ...xa }, yb ) (consolidation)




S(a − 1, b − k) + δ(xa , {yb−k+1 ...yb }) (fragmentation)


0
(local alignment)
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δ is the score function for each type of mutation. If the last line (0) is removed,
this equation computes the score for the best global alignment between x1 . . . xa
and y1 . . . yb . Moreover, initializing to 0 the values S(0, b), the same equation
computes the score for the best semi-global alignment, that is the score of all
candidate occurrences of the sequence x1 . . . xa (seen as a pattern) inside the
sequence y1 . . . yb .

The complexity of computing S(m, n) is O(mnk), where k is the number of
allowed consolidations and fragmentations.
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Fig. 2. The two first measures of the theme and variations of the Andante, K. 331, by
Mozart, preceded by a reduction R of the theme. In the theme, the circled D of the first
measure is a neighbor tone, as the C # of the second measure. This neighbor tone D can
also be found in the variation VI, as an appogiatura. The D that is present in the first
measure of the other variations is better analyzed as a passing tone between C # and
E (a similar role of passing tone can be also argued in a medium-scale interpretation
of the theme). Finally, there are no such Ds in variation I. A “note for note” alignment
between the theme and variation III, IV and V, including some deletions and insertions,
does not lead here to a satisfactory analysis. Less errors are done when considering
fragmentations between the reduced pattern and the variations.
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5

A fragmentation operation for variation matching

Allowing many fragmentations may produce many spurious matches: often fragmentation are thus restricted to only 2, 3 or 4 notes, of same length and pitch.
However, fragmentation with more notes and with different pitches does occur in
real cases, especially when a pattern is ornamented. Moreover, if we consider a
reduced pattern, then almost any variation of the pattern can be seen as a fragmentation of this reduction. For example, the variations of the Andante grazioso
of Mozart K. 331 (Figure 2) can be seen as a fragmentation between 2 and 6
notes of a reduced pattern, using chord tones but also ornamental tones.
More specifically, we take fragmentation to mean that a relatively long note
is fragmented into shorter notes of the same overall duration (length constraint),
and that the pitch of at least one of the shorter notes matches with the initial long note (pitch constraint). Additionally, metric structure is taken into
account by assuming that patterns start only on beats. Finally, if the given
reduced theme (query) comprises of repeating pitch and/or rhythm patterns,
we assume that the same ornamentation transformations will be applied on the
repeating pitch/rhythm patterns (this parallelism constraint is enforced in a
post-processing stage).
We thus propose here to consider a semi-global pattern matching between a
reduced pattern x1 . . . xa and a monophonic sequence y1 . . . yb (where y1 is on a
beat, or preceded by a rest on a beat) with only fragmentations:
S(a, b) = max S(a − 1, b − k) + δ(xa , {yb−k+1 ...yb })
k

The only operation considered here is the fragmentation of a note xa into
k notes {yb−k+1 ...yb }. We require that the score function δ(xa , {yb−k+1 ...yb })
checks the following constraints:
– length constraint – the total length of the notes {yb−k+1 ...yb }, with their
associated rests, is exactly the length of xa ;
– pitch constraint – at least one of the pitches yb−k+1 ...yb must be equal to the
pitch of xa , regardless of the octave. To match minor variations, we simply
use a “diatonic equivalence”, considering as equal pitches differing from only
one chromatic semitone (or, when the pitch spelling is not known, allowing
±1 semitone between the sequences, as in the δ-approximation [5, 24]).
We are not interested here into fine-tuning error costs: δ(xa , {yb−k+1 ...yb })
equals 0 when the constraints are met, and −∞ otherwise.3
Finally, we also propose a post-filtering that applies very well to the variations technique. Usually, inside a variation, the same transformation pattern is
3

Note that with these simplified costs, a consequence of the length constraint is that,
at each position, there is at most one fragmentation for each note xa – so dynamic
programming can be implemented in only O(mn) time.
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applied on several segments of the theme, giving a unity of texture. In Figure 2,
variation I could be described by “sixteenths with rest, using chromatic neighbor
tones”, possibly with the help of some high-level music formalism [10, 19, 22]. We
propose here a simple filter that will be very computationally efficient. The unity
of texture often implies that the underlying base pitch is heard at similar places
(+ marks on the Figure 2). We thus applied a refinement of the pitch constraint:
– pitch position parallelism filtering – when applying the pitch constraint on
a pattern divided into equal segments, at least one matched pitch must be
found at the same relative position in at least two segments.
For example, on Figure 2, all + marks, except the ones in parentheses in
variation V, occur at the same relative position in both measures.

4
4.1

Results
Andante grazioso, Piano Sonata 11 (K. 331)

In order to evaluate the proposed algorithm we apply it on a set of “theme and
variations” by W. A. Mozart, namely, the first movement Andante grazioso of
the Piano Sonata 11 in A major (K. 331).
In a study on the recognition of variations using Schenkerian reduction [20],
the author uses 10 sets of variations by Mozart; only the first four bars of each
theme (10 themes) and variations (77 variations) are used for testing the proposed system. In the current study, the set of variations is used searching for a
reduction of the theme in the whole melodic surface of the piece (144 bars).
We started from .krn Humdrum files [15], available for academic purposes
at kern.humdrum.org, and kept only the melody (without acciaccaturas). The
query is the reduced theme melody R (top of Figure 2), consisting of the four
notes C # E B D. We choose this pattern, having three occurrences in each variation, instead of the full eight-notes pattern C # E B D A B C # B which has only
one complete occurrence in each variation.
Results are summarized on Table 1, and all alignments corresponding to
“length + pitch (diatonic)” constraints can be downloaded from www.algomus.
fr/variations. In the theme and each variation, 3 occurrences have to be found.
As our fragmentations can handle very large sets of notes, the 3 truth occurrences are always found, except for the variation III, in minor, when using pitch
matching without diatonic equivalence.
The algorithm has thus an almost perfect sensitivity (recall), and should be
evaluated for his precision. Allowing any fragmentation (even starting only on
beats) leads to many spurious results. Adding only the pitch constraint does not
help so much. Adding only the length constraint gives matching every sequence
of two measures against the pattern.
As soon as both pitch and length constraints are enforced, the algorithm gives
good results, with very few false positives: In the majority of the variations, only
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theme

number of notes
no constraint (all frag. 1...20)
pitch
length
length + pitch
length + pitch + parallelism
length + pitch (diatonic)
length + pitch (diatonic) + parallelism
ground truth

88
85
79
36
3
3
3
3
3

I
156
153
108
45
3
3
3
3
3

variations
II III IV V
201 201 121 351
198 198 118 348
186 129 112 327
37 40 55 37
8 0 3 14
6 0 3 3
8 5 4 14
6 3 3 3
3 3 3 3

VI
304
301
260
81
13
4
14
4
3

sens

prec

100%
100%
100%
83%
83%
100%
100%

< 2%
< 2%
6%
41%
82%
46%
84%

Table 1. Number of occurrences of the reduced pattern C # E B D found in the theme
and variations of the Andante grazioso of the Piano Sonata 11 by Mozart (K. 331).
Several fragmentation operations are tested. The columns “sens” and “prec” represents the sensitivity (recall) and precision of the proposed algorithm compared to the
ground truth (3 occurrences in the theme and each variation). In all the cases, these
3 occurrences are found by the method (true positives), except for the variation III,
in minor, when not using diatonic pitch matching. The “no constraint” line is directly
related to the number of notes of the variation – there are matches everywhere.

the 3 true occurrences are found. The best results are here when using afterwards
the “pitch parallelism” constraint (on two halves of the pattern), filtering out
some spurious matches (see Figure 3). This method has a overall 84% precision.
False (or inexact) positives can still happen in some situations (Figure 4), but
they are very few: only 4 in this piece. Moreover, some false positives are overlapping with true matches, and could be discarded with a more precise scoring
system.
4.2

Variations on Ah vous dirai-je maman (K. 265)

We also tested the algorithm on another Mozart piano piece, Twelve Variations
on “Ah vous dirai-je, Maman” (K. 265). The melody has been extracted manually and encoded in symbolic notation (363 bars in our MIDI encoding). The
query consists here in the eight notes C G A G F E D C, this full theme appearing twice in each variation, totaling 26 occurrences. The parallelism constraint
here applies on the three first bars of this pattern, requiring that at least two
bars share common pitch positions.
Results are summarized on Table 2. With pitch, length and parallelism constraints, the algorithm outputs 20 true positive occurrences (sensitivity of 77%)
with regular pitch matching, and 22 true positive occurrences (sensitivity of 85%)
with ±1 pitch matching. Note that the sensitivity is not as perfect as in K. 331:
For example, on some variations, the length constraint can not be enforced (see
Figure 5, bottom). Again, there are very few false positives, especially when the
parallelism constraint is required.
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In this paper, we have shown that a unique edit operation – a fragmentation –
gives very good results in matching a reduced query against a theme and a set
of variations. The key point in our approach is to focus on musically relevant
fragmentations, allowing very large fragmentations, but restricting them with
metrical, rhythm and pitch information along with some parallelism.
A very simplified matching procedure and error cost have been used in this
study. This simple model has produced good results in two sets of variations
that contain instances of extensive ornamentation. However, the model may
be improved in many ways. For instance, fine-tuning scores for the δ function
could improve the results, allowing imperfect fragmentations and some other
classical operations. The “parallelism” constraint that was tested here is also very
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length + pitch
length + pitch + parallelism
length + pitch (± 1)
length + pitch (± 1) + parallelism
ground truth

occ
39
29
71
36

(tp)
(20)
(20)
(22)
(22)
(26)

sens
77%
77%
85%
85%

prec
51%
69%
31%
61%

Table 2. Number of occurrences (occ) of the reduced pattern C G A G F E D C found in
Twelve Variations on “Ah vous dirai-je, Maman” by W. A. Mozart (K. 265, 1387 notes
in our encoding). The ground truth has 2 occurrences in the theme and each variation,
totaling 26 occurrences. The column “(tp)” shows the number of true positives found
by each method, and the columns “sens” and “prec” give the associated sensibility
and precision. As we encoded the files in MIDI, without pitch spelling information, we
used here a ±1 semitone pitch approximation to match the minor variation (but it also
brings some spurious occurrences).

simple (same pitch position on several segments of a pattern), and the number of
segments was manually selected for each piece. This parallelism constraint could
be extended to become more generic, but its current simplicity makes it very
suitable for efficient computation. Finally, theses ideas could also be adapted to
interval matching, to be transposition invariant.
Note that such an approach with fragmentations works because we start
from a reduced query. Going a step further, we argue that relevant similarities
between two melodies – and maybe even between polyphonic pieces – should be
computed with a unique transformation operation of a group of several notes
{x1 , x2 ...x` } into another group of notes {y1 , y2 ...yk }. The traditional edit operations of match/replacement/insertion/deletion, along with fragmentation and
consolidations, can be seen as particular cases of this transformation operation,
one set of notes being reduced to a singleton or to the empty set. In such a framework, computing δ({x1 , x2 ...x` }, {y1 , y2 ...yk }) may require several steps, possibly including dynamic programming with the more classical operations. Seeing
transformation as the basic operation could yield musical similarities that span
a larger range than usual operations.
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Abstract. In the absence of a music score, tempo can only be defined
in terms of its perception. Thus recent studies have focused on the estimation of perceptual tempo such as defined by listening experiments. So
far, algorithms have been proposed to estimate the tempo when people
agree on it. In this paper, we study the case when people disagree on the
perception of tempo and propose an algorithm to predict this disagreement. For this, we hypothesize that the perception of tempo is correlated
to a set of variations of various viewpoints on the audio content: energy,
harmony, spectral-balance variations and short-term-similarity-rate. We
hypothesize that when those variations are coherent a shared perception
of tempo is favoured and when they are not, people may perceive different tempi. We then propose various statistical models to predict the
agreement or disagreement in the perception of tempo from these audio
features. Finally, we evaluate the models using a test-set resulting from
the perceptual experiment performed at Last-FM in 2011.
Keywords: tempo estimation, perceptual tempo, tempo agreement, disagreement

1

Introduction

Tempo is one of the most predominant perceptual elements of music. For this
reason, and given its use in numerous applications (search by tempo, beatsynchronous processing, beat-synchronous analysis, musicology . . . ) there has
been and there are still many studies related to the estimation of tempo from
an audio signal (see [8] for a good overview).
While tempo is a predominant elements, Moelants and McKinney [12] highlighted the fact that people can perceive different tempi for a single track. For
this reason, recent studies have started focusing on the problem of estimating
the “perceptual tempo”. This is usually done for the subset of audio tracks for
which people agree on the tempo. In this paper we start studying the case when
people disagree.
1.1

Formalisation

We denote by a an audio track and by t its tempo. The task of tempo estimation
can be expressed as finding the function f such that f (a) = t̂ ' t. Considering
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that different users, denoted by u, can perceive different tempi for the same
audio track, the ideal model could be expressed as f (a, u) = t̂u ' tu .
Previous research on the estimation of perceptual tempo (see part 1.2) consider mainly audio tracks t for which the perception of the tempo is shared. This
can be expressed as f (a, ∀u) = t̂. The prediction is therefore independent of the
user u.
Before attempting to create the whole model f (a, u) = t̂u ' tu , we concentrate here on predicting the audio tracks a for which the perception is not
shared: tu 6= tu0 or f (a, u) 6= f (a, u0 ). We consider that the disagreement on
tempo perception is due to
1. the preferences of the specific users,
2. the specific characteristics of the audio track; it may contain ambiguities in
the rhythm or in the hierarchical organization of it.
In the current work we only focus on the second point. We therefore estimate
a function f (a) which indicates this ambiguity and allows predicting whether
users will share the perception of tempo (Agreement) or not (Disagreement).
1.2

Related works

One of the first studies related to the perception of tempo and the sharing of
its perception is the one of Moelants and McKinney [12]. This study presents
and discusses the results of three experiments where subjects were asked to
tap to the beat of musical excerpts. Experiments 1 and 2 lead to a unimodal
perceived tempo distribution with resonant tempo centered on 128 bpm and
140 bpm respectively1 . They therefore assume that a preferential tempo exists
around 120 bpm and that “. . . pieces with a clear beat around 120 bpm are very
likely to be perceived in this tempo by a large majority of the listeners.”. An
important assumption presented in this work is that “the relation between the
predominant perceived tempi and the resonant tempo of the model could be
used to predict the ambiguity of tempo across listeners (and vice versa) . . . if
a musical excerpt contains a metrical level whose tempo lies near the resonant
tempo, the perceived tempo across listeners (i.e., perceived tempo distribution)
is likely to be dominated by the tempo of that metrical level and be relatively
unambiguous”. In our work, this assumption will be used for the development of
our first prediction model. In [12], the authors have choosen a resonant tempo
interval within [110 − 170] bpm. As we will see in our own experiment (see part
3), these values are specific to the test-set used. In [12], a model is then proposed
to predict, from acoustic analyses, the musical excerpts that would deviate from
the proposed resonance model.
Surprisingly few other studies have dealt with the problem of tempo agreement/ disagreement except the recent one of Zapata et al. [19] which uses mutual
1

Experiment 3 is performed on musical excerpts specifically chosen for their extremely
slow or fast tempo and leads to a bi-modal distribution with peaks around 50 and
200 bpm. Because of this, we do not consider the results of it here.
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agreement of a committee of beat trackers to establish a threshold for perceptually acceptable beat tracking.
As opposed to studies on agreement/ disagreement, a larger set of studies
exists for the estimation of “perceptual tempo” (the case when user agree),
perceptual tempo classes or octave error correction.
Seyerlehner proposes in [17] an instance-based machine learning approach
(KNN) to infer perceived tempo. For this, the rhythm content of each audio
item is represented using either a Fluctuation Patterns or an Auto-correllation
function. Two audio items are then compared using Pearson correlation coefficient between their representations. For an unknown item, the K most similar
items are found and the most frequent tempo among the K is assigned to the
unknown item.
Xiao proposes in [18] a system for correcting the octave errors of the tempo
estimation provided by a dedicated algorithm. The idea is that the timbre of a
song is correlated to its tempo. Hence, the content of audio files are represented
using MFCCs only. An 8-component GMM is then used to model the joint MFCC
and annotated tempo Ta distribution. For an unknown track, a first tempo estimation Te is made and its MFCCs extracted. The likelihoods corresponding
to the union of the MFCCs and either Te , Te /3, Te /2 . . . is evaluated given the
trained GMM. The largest likelihood gives the tempo to the track.
Chen proposes in [2] a method to correct automatically octave errors. The
assumption used is that the perception of tempo is correlated to some moods
( “aggressive” and “frantic” usually relates to “fast” tempo while “romantic”
and “sentimental” relates to “slow” tempi). A system is first used to estimate
automatically the mood of a given track. Four tempo categories are considered:
“very slow”, “somewhat slow”, “somewhat fast” and “very fast”. A SVM is
then used to train four models corresponding to the tempi using the 101-moods
feature vector as observation. Given the estimation of the tempo category, a set
of rules is proposed to correct the estimation of tempo provided by an algorithm.
The work of Hockman [9] considers only a binary problem: “fast” and “slow”
tempo classes. Using Last.fm A.P.I., artist and track names corresponding to
the “fast” and “slow” tags have been selected. The corresponding audio signal is
obtained using YouTube A.P.I. This leads to a test-set of 397 items. 80 different
features related to the onset detection function, pitch, loudness and timbre are
then extracted using jAudio. Among the various classifiers tested (KNN, SVM,
C4.5, AdaBoost . . . ), AdaBoost achieved the best performance.
Gkiokas [7] studies both the problem of continuous tempo estimation and
tempo class estimation. The content of an audio signal is represented by a sophisticated feature vector. For this 8 energy bands are passed to a set of resonators. The output is summed-up by a set of filter-bank and DCT applied.
Binary one-vs-one SVM classifier and SVM regression are then used to predict
the tempo classes and continuous tempo. For the later, peak picking is used to
refine the tempo estimation.
As opposed to previous studies, the work of Peeters et al. [15] is one of the
few to study perceptual tempo estimation on real annotated perceptual tempo
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data (derived from the perceptual experiment performed at Last-FM in 2011).
They propose four feature sets to describe the audio content and propose the
use of GMM-Regression [3] to model the relationship between the audio features
and the perceptual tempo.
1.3

Paper organization

The goal of the present study is to predict user Agreement or Disagreement on
tempo perception using only the audio content.
For this, we first represent the content of an audio file by a set of cues that we
assume are related to the perception of tempo: variation of energy, short-termsimilarity, spectral balance variation and harmonic variation. We successfully
validated these four functions in [15] for the estimation of perceptual tempo (in
the case f (a, ∀u) = t̂). We briefly summarized these functions in part 2.1.
In part 2.2, we then propose various prediction models to model the relationship between the audio content and the Agreement and Disagreement on tempo
perception. The corresponding systems are summed up in Figure 1.
In part 3, we evaluate the performance of the various prediction models in
a usual classification task into tempo Agreement and Disagreement using the
Last-FM 2011 test-set.
Finally, in part 4, we conclude on the results and present our future works.

2
2.1

Prediction model for tempo Agreement and
Disagreement
Audio features

We briefly summarized here the four audio feature sets used to represent the
audio content. We refer the reader to [15] for more details.
Energy variation dener (λ): The aim of this function is to highlight the presence
of onsets in the signal by using the variation of the energy content inside several
frequency bands. This function is usually denoted by “spectral flux” [10]. In
[14] we proposed to compute it using the reassigned spectrogram [4]. The later
allows obtaining a better separation between adjacent frequency bands and a
better temporal localization. In the following we consider as observation, the
autocorrelation of this function denoted by dener (λ) where λ denotes “lags” in
second.
Short-term event repetition dsim (λ): We make the assumption that the perception of tempo is related to the rate of the short-term repetitions of events (such
as the repetition of events with same pitch or same timbre). In order to highlight
these repetitions, we compute a Self-Similarity-Matrix [5] (SSM) and measure
the rate of repetitions in it. In order to represent the various type of repetitions
(pitch or timbre repetitions) we use the method we proposed in [13]. We then
convert the SSM into a Lag-matrix [1] and sum its contributions over time to
obtain the rate of repetitions for each lag. We denote this function by dsim (λ).
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Spectral balance variation dspecbal (λ): For music with drums, the balance between the energy content in high and low frequencies at a given time depends on
the presence of the instruments: low > high if a kick is present, high > low when
a snare is present. For a typical pop song in a 4/4 meter, we then observe over
time a variation of this balance at half the tempo rate. This variation can therefore be used to infer the tempo. In [16] we propose to compute a spectral-balance
function by computing the ratio between the energy content at high-frequency to
the low-frequency one. We then compare the values of the balance function over
a one bar duration to the typical template of a kick/snare/kick/snare profile. We
consider as observation the autocorrelation of this function, which we denote by
dspecbal (λ).
Harmonic variation dharmo (λ): Popular music is often based on a succession of
harmonically homogeneous segments named “chords”. The rate of this succession is proportional to the tempo (often one or two chords per bar). Rather than
estimating the chord succession, we estimate the rate at which segments of stable harmonic content vary. In [15] we proposed to represent this using Chroma
variations over time. The variation is computed by convolving a Chroma SelfSimilarity-Matrix with a novelty kernel [6] whose length represent the assumption of chord duration. The diagonal of the resulting convolved matrix is then
considered as the harmonic variation. We consider as observation the autocorrelation of this function, which we denote by dharmo (λ).
Dimension reduction: The four feature sets are denoted by di (λ) with i ∈
{ener, sim, specbal, harmo} and where λ denotes the lags (expressed in seconds).
In order to reduce the dimensionality of those, we apply a filter-bank over the
lag-axis λ of each feature set. For this, we created 20 filters logarithmically spaced
between 32 and 208bpm with a triangular shape. Each feature vector di (λ) is
then multiplied by this filter-bank leading to a 20-dim vector, denoted by di (b)
where b ∈ [1, 20] denotes the number of the filter. To further reduce the dimensionality and de-correlate the various dimensions, we also tested the application
of the Principal Component Analysis (PCA). We only keep the principal axes
which explain more than 10% of the overall variance.
2.2

Prediction models

We propose here four prediction models to model the relation-ship between the
audio feature sets (part 2.1) and the Agreement and Disagreement on tempo
perception. The four prediction models are summed up in Figure 1.
2.2.1. Model MM (Ener and Sim): As mentioned in part 1.2, our first model
is based on the assumption of Moelants and McKinney [12] that “if a musical
excerpt contains a metrical level whose tempo lies near the resonant tempo,
the perceived tempo across listeners is likely to be dominated by the tempo of
that metrical level and be relatively unambiguous”. In [12], a resonant tempo
interval is defined as [110 − 170] bpm. Our first prediction model hence looks if
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Fig. 1. Flowchart of the computation of the four prediction models

a major peak of a periodicity function exists within this interval. For this, we
use as observations the audio feature functions in the frequency domain: di (ω)
(i.e. using the DFT instead of the auto-correlation) and without dimensionality
reduction. We then look if one of the two main peaks of each periodicity function
di (ω) lies within the interval [110 − 170] bpm. If this is the case, we predict an
Agreement on tempo perception; if not, we predict Disagreement.
By experiment, we found that only the two audio feature dener (ω) and
dsim (ω) lead to good results. This leads to two different models: MM (ener)
or MM (sim).
Illustration: We illustrate this in Figure 2 where we represent the function
dener (ω), the detected peaks, the two major peaks, the [110 − 170] bpm interval
(green vertical lines) and the preferential 120 bpm tempo (red dotted vertical
line). Since no major peaks exist within the resonant interval, this track will be
assigned to the Disagreement class.
2.2.2. Model Feature-GMM: Our second model is our baseline model. In this,
we estimate directly the Agreement and Disagreement classes using the audio
features di (b). In order to reduce the dimensionality we apply PCA to the four
feature sets2 . Using the reduced features, we then train a Gaussian Mixture
Model (GMM) for the class Agreement (A) and Disagreement (D). By experimentation we found that the following configuration leads to the best results:
4-mixtures for each class with full-covariance matrices. The classification of an
unknown track is then done by maximum-a posteriori estimation.
2.2.3. Model Inform-GMM (Pearson and KL): The feature sets di (b) represent
the periodicities of the audio signal using various view points i. We assume that
2

As explained in part 2.1, we only keep the principal axes which explain more than
10% of the overall variance. This leads to a final vector of 34-dimensions instead of
4*20=80 dimensions.
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Fig. 2. Illustration of the Model MM (ener) based on Moelants and McKinney assumption [12].

if two vectors di and di0 bring the same information on the periodicity of the
audio signal, they will also do on the perception of tempo, hence favoring a
shared (Agreement) tempo perception.
In our third model, we therefore predict A and D by measuring the information shared by the four feature sets. For each track, we create a 6-dim
vector made of the information shared between each pair of feature vector di :
C = [c(d1 , d2 ), c(d1 , d3 ), c(d1 , d4 ), c(d2 , d3 ) . . .]. In order to measure the shared
information, we will test for c the use of the Pearson correlation and of the
symmetrized Kullback-Leibler divergence (KL) between di and di0 .
The resulting 6-dim vectors C are used to train a GMM (same configuration
as before) for the class Agreement (A) and Disagreement (D). The classification
of an unknown track is then done by maximum-a posteriori estimation.
Illustration: In Figure 3, we illustrate the correlation between the four feature
sets for a track belonging to the Agreement class (left) and to the Disagreement
class (right)3 . As can be seen on the left (Agreement), the positions of the peaks
of the ener, sim and specbal functions are correlated to each other’s. We assume
that this correlation will favour a shared perception of tempo. On the right
part (Disagreement), the positions of the peaks are less correlated. In particular
the sim function has a one-fourth periodicity compared to the ener function, the
specbal a half periodicity. We assume that this will handicap a shared perception
of tempo.
2.2.4. Model Tempo-GMM: Our last prediction model is also based on measuring
the agreement between the various view points i. But instead of predicting this
3

It should be noted that for easiness of understanding we represent in Figure 3 the
features di (λ) while the C is computed on di (b).
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Fig. 3. [Left part] from top-to-bottom ener, sim, specbal and harmo functions for a
track belonging to the Agreement class; [right part] same for the Disagreement class.

agreement directly from the audio features (as above), we measure the agreement
between the tempo estimation obtained using the audio features independently.
For this, we first create a tempo estimation algorithm for each feature sets:
t̂i = f (di (λ)). Each of these tempo estimation is made using our previous GMMRegression methods as described in [15]. Each track a is then represented by a 4dim feature vector where each dimension represent the prediction of tempo using
a specific feature set: [t̂ener , t̂sim , t̂specbal , t̂harmo ]. The resulting 4-dim vectors
are used to train the final GMM (same configuration as before) for the class
Agreement (A) and Disagreement (D). The classification of an unknown track
is then done by maximum-a posteriori estimation.

3

Experiment

We evaluate here the four models presented in part 2.2 to predict automatically the Agreement or Disagreement on tempo perception using only the audio
content.
3.1

Test-Set

In the experiment performed at Last-FM in 2011 [11], users were asked to listen
to audio extracts, qualify them into 3 perceptual tempo classes and quantify
their tempo (in bpm). We denote by ta,u the quantified tempo provided by user
u for track a. Although not explicit in the paper [11], we consider here that the
audio extracts have constant tempo over time and that the annotations have
been made accordingly. The raw results of this experiment are kindly provided
by Last-FM. The global test-set of the experiment is made up of 4006 items but
not all items were annotated by all annotators. Considering the fact that these
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Fig. 4. [Top part] For each track a we represent the various annotated tempi ta,u in
the form of a histogram. [Bottom part] For each track a, we represent the computed
IQRa . We superimposed to it the threshold τ that allows deciding on the assignment
of the track to the Agreement (left tracks) or Disagreement (right part).

annotations have been obtained using a crowd-sourcing approach, and therefore
that some of these annotations may be unreliable, we only consider the subset
of items a for which at least 10 different annotations u are available. This leads
to a subset of 249 items.
For copyright reason, the Last-FM test-set is distributed without the audio
tracks. For each item, we used the 7-Digital API in order to access a 30s audio
extract from which audio features has been extracted. This has been done querying the API using the provided artist, album and title names.We have listened
to all audio extracts to confirm the assumption that their tempi are constant
over time
Assigning a track to the Agreement or Disagreement class: We assign each audio
track a to one of the two classes Agreement (A) or Disagreement (D) based on
the spread of the tempo annotations ta,u for this track. This spread is computed
using the Inter-Quartile-Range (IQR)4 of the annotations expressed in log-scale5 :
4

5

The IQR is a measure of statistical dispersion, being equal to the difference between
the upper and lower quartiles. It is considered more robust to the presence of outliers
than the standard deviation.
The log-scale is used to take into account the logarithmic character of tempo. In
log-scale, the intervals [80 − 85] bpm and [160 − 170] bpm are equivalent.
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IQRa (log2 (ta,u )). The assignment of a track a to one the two classes is based on
the comparison of IQRa to a threshold τ . If IQRa < τ , Agreement is assigned
to track a, if IQRa ≤ τ , Disagreement is assigned. By experimentation we found
τ = 0.2 to be a reliable value. This process leads to a balanced distribution of
the test-set over classes: #(A)=134, #(D)=115.
Illustration: In Figure 4 we represent the histogram of the tempi ta,u annotated for each track a and the corresponding IQRa derived from those.
3.2

Experimental protocol

Each experiment has been done using a five-fold cross-validation, i.e. models are
trained using 4 folds and evaluated using the remaining one. Each fold is tested
in turn. Results are presented as mean value over the five-folds. When GMM
are used, in order to reduce the sensitivity on the initialization of the GMM-EM
algorithm, we tested 1000 random initializations.
In the following, we present the results of the two-classes categorization problem (A and D) in terms of class-Recall6 (i.e. the Recall of each class) and in terms
of mean-Recall, i.e. mean of the class-Recalls7 .
3.3

Results

Results are presented in Table 1. For comparison, a random classifier for a twoclass problem would lead to a Recall of 50%. As can be seen, only the models
MM (Sim), Inform-GMM (KL) and Tempo-GMM lead to results above a random classifier. The best results (mean Recall of 70%) are obtained with the
model Tempo-GMM (predicting the Agreement/Disagreement using four individual tempo predictions). This model largely exceeds the other models.
Table 1. Results of classification into Agreement and Disagreement using five-fold
cross-validation for the various prediction models presented in part 2.2.
Model
MM (Ener)
MM (Sim)
Feature-GMM
Inform-GMM (Pearson)
Inform-GMM (KL)
Tempo-GMM

6
7

Recall(A)
62.69 %
56.71 %
55.21 %
51.51 %
61.17 %
73.73%

Recall(D) Mean Recall
42.61 %
52.65%
58.26 %
57.49%
45.22 %
50.22%
49.57 %
50.54%
50.43 %
55.80%
66.52%
70.10%

True Positive
True Positive + False Negative
As opposed to Precision, the Recall is not sensitive on class distribution hence the
mean-over-class-Recall is preferred over the F-Measure.
Recall =
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Discussion on the results obtained with the model MM: The model MM is derived
from Moelants and McKinney experiment assuming a preferential tempo around
120 bpm. Considering the bad results obtained in our experiment with this
model, we would like to check the preferential tempo assumption. For this, we
computed the histogram of all annotated tempi for the tracks of our test-set. This
is represented in Figure 5. As can be seen, the distribution differs from the one
obtained in experiments 1 and 2 from [12]. In our case, the distribution is bimodal
with two predominant peaks around 87 and 175 bpm. This difference may be due
to the different test-sets, experimental protocol and users. The resonant model
that best fits our distribution has a frequency of 80 bpm (instead of 120 bpm
in [12]). We therefore redid our experiment changing the preferential tempo
interval in our prediction model to [60 − 100] bpm (instead of [110 − 170] bpm in
[12]). However this didn’t change the results in a positive way: mean-Recall(MMEner)=50.39%, mean-Recall(MM-Sim)=42.49%.
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Fig. 5. Histogram of tempi annotation for the tracks of the Last-FM test-set. We
superimposed to it the resonant model as proposed by Moelants and McKinney [12]
with a frequency of 80 bpm.

Detailed results for the model Tempo-GMM: In Table 2, we present the detailed
results in the case of the Model-Tempo-GMM. Those indicate that the class
Agreement is more easily recognized than the class Disagreement. In order to
have a better insight into the model, we represent in Figure 6 the relationship
between the four estimated tempi t̂ener , t̂sim , t̂specbal , t̂harmo for data belonging to
the classes Agreement (red plus sign) and Disagreement (blue crosses). As can be
seen, the estimated tempi for the class Agreement are more correlated (closer to
the main diagonal) than the ones for the class Disagreement (distribution mainly
outside the main diagonal). This validates our assumption that the sharing of
the perception of tempo may be related to the agreement between the various
acoustical cues.
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Table 2. Confusion matrix between class Agreement and Disagreement for Model
Tempo-GMM. Results are presented in terms of number of items (not in percent).
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Fig. 6. Each panel represents the relationship between the estimated tempo for [left
part] t1 = t̂ener /t3 = t̂specbal , [right part] t2 = t̂sim /t3 = t̂specbal . Red plus signs
represent data belonging to the Agreement class, blue crosses to the Disagreement
class.

4

Conclusion

In this paper, we studied the prediction of agreement and disagreement on tempo
perception using only the audio content. For this we proposed four audio feature sets representing the variation of energy, harmony, spectral-balance and the
short-term-similarity-rate. We considered the prediction of agreement and disagreement as a two classes problem. We then proposed four statistical models
to represent the relationship between the audio feature and the two classes.
The first model is based on Moelants and McKinney [12] assumption that
agreement is partly due to the presence of a main periodicity close to the user
preferential tempo of 120 bpm. With our test-set (derived from the Last-FM 2011
test-set) we didn’t find such a preferential tempo but rather two preferential
tempi around 87 and 175 bpm. The prediction model we created using [12]
assumption reached a just-above-random mean-Recall of 57% (using the sim
function).
The second model predict the two classes directly from the audio features
using GMMs. It performed the same as a random two-class classifier.
The third and fourth model use the agreement of the various acoustical cues
provided by the audio features to predict tempo Agreement or Disagreement.
The third model uses information redundancy between the audio feature sets
(using either Pearson correlation or symmetrized Kullback-Leibler divergence)

CMMR2013 - 264

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

and models those using GMM. It reached a just-above-random mean-Recall of
55% (with the symmetrized Kullback-Leibler divergence).
The fourth model uses the four feature sets independently to predict four
independent tempi. GMMs is then use to model those four tempi. The corresponding model leads to a 70% mean-Recall. Detailed results showed that for
the class Agreement the four estimated tempi are more correlated to each other’s
than for the class Disagreement. This somehow validates our assumption that
the sharing of tempo perception (Agreement) is facilitated by the coherence of
the acoustical cues.
Future works will now concentrate on introducing the user variable u in order
to create the whole model f (a, u) = t̂u . However, this will require accessing data
annotated by the same users u for the same tracks a.
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Abstract. Virtual reality aims at interacting with a computer in a similar form
to interacting with an object of the real world. This research presents a VR
platform allowing the user (1) to interactively create physically-based musical
instruments and sounding objects, (2) play them in real time by using
multisensory interaction by ways of haptics, 3D visualisation during playing,
and real time physically-based sound synthesis. So doing, our system presents
the two main properties expected in VR systems: the possibility of designing
any type of objects and manipulating them in a multisensory real time fashion.
By presenting our environment, we discuss the scientific underlying questions:
(1) concerning the real time simulation, the way to manage simultaneous audiohaptic-visual cooperation during the real time multisensory simulations and (2)
the Computer Aided Design functionalities for the creation of new physicallybased musical instruments and sounding objects.
Keywords: physical modelling, haptic interfaces, virtual reality, musical
creation, multisensory interaction

1 Introduction
In this paper, we will focus on how Digital Musical Instruments domain can be
enhanced by Virtual Reality concepts and developments. Digital Musical Instruments
are one of the major research axes of Computer Music, but are rarely
conceived/considered as full-fledged VR systems. On other hand, Virtual Reality
environments are multi-modal by nature, but sound is rarely the main focus and is
often overlooked in these systems. Consequently, very few of them are conceived for
musical creation.
We present a virtual reality platform for musical creation, which qualifies for both
of the above. It displays a complete virtual scene construction environment based on
mass-interaction physical modelling and a real time interactive simulation
environment generating visual, haptic and auditory feedback during the multisensory
manipulation of the virtual scene.
1.1

Virtual Reality

One of the main pursued goals of Virtual Reality is to introduce interaction with a
computer in a similar form to interaction with an object of the real world. This
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naturally addresses multiple senses: at least tactile / haptic, visual, and sometimes
auditory. Indeed, VR systems were initially centred almost exclusively on visual
environments, displaying complex scenes composed of objects that can be seen,
manipulated, moved… These systems very rarely consider sound with the same level
of importance as the visual or gestural aspects. Even though a few applications such
as [1] put emphasis on the sound produced when interacting with a virtual object,
audio is often left out entirely, or integrated as a rather secondary feature, giving
audio cues for example [2]. VR environments are often based on geometric
approaches including complex computational processes such as collision detection
between complex shapes in large 3D scenes, and sometimes physical modelling [3].
The addition of force feedback devices and haptic interaction into virtual reality
systems leads to a trade off between the usual computation rate of the 3D objects
(usually 25 – 100 Hz) and the haptic interaction (classically of 1kHz or more) [4],
leading to the dissociation of geometry and haptic loops through the concept of haptic
rendering. Such a trade – off is critical in terms of the balance between the reachable
complexity of the 3D scenes and the quality of the haptic interaction in terms of
inertia, peak force or acceleration [5], haptic algorithms being then executed within a
dedicated thread called the haptic loop. This trade–off becomes even more complex
when introducing sound synthesis. Indeed, except cases where sounds are simply prerecorded and triggered by an event occurring in the VR 3D scene (a collision
detection for instance), introducing sound synthesis in VR systems leads to novel
questions at least in terms of the organisation of the models into several sections
running at different frame rates: the sound synthesis sections (44,1 kHz), require a
frame rate greater than not only the 3D geometrical parts (25-100 Hz) but also the
haptic parts (1 kHz at least).
Whatever the intended use, the believability of a VR scene is tied as much to the
consistency between the multisensory outputs (sounds and images) as to the realism
of the haptic interaction. In both cases, physical modelling gains significant
importance in increasing the believability of the virtual world. This is why the VR
environment proposed here is based on mass-interaction physical modelling as the
common point for sound generation, haptics as well as for animated image generation.
1.2

Computer music

Since the start of Computer Music, a major research axis has been to emulate or
reproduce the sounds of acoustical musical instruments with the computer, using
various synthesis techniques.
The term of virtual instrument has been introduced in Computer Music, preferably
to the previous term DMI (for Digital Musical Instruments) with the expansion of the
real time user-control of the sound synthesis systems, as related by [6].
Many recent developments aim to integrate tactile and/or haptic feedback into
DMIs [7,8,9]. It gives a stronger sense to the term virtual instrument: the user can
now feel the instrument, by augmenting the auditory feedback with tactile or haptic
feedback. Various works have demonstrated the relevance of haptic feedback in
improving the musician’s performance with a computer-based instrument [10, 11].
Hereto, mimicking the real world interaction with a virtual object lends itself
particularly well to physically based modelling methods as proposed in [12].
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Moreover, [13] show that the believability of a bowed string increases considerably
when the haptic feedback is able to convey the acoustic vibration of the string to the
musician’s hand. This result has been obtained by running the haptic parts at the
computation rate of the string, i.e. at the sampling acoustic rate of 44,1 kHz, and has
been proved to help the musician in performing complex musical tasks, such as
reversing the direction of the bow, while maintaining the vibration of the string.
However, we can note a number of strong differences between the Computer
Music approach to virtual instruments and VR as described above: first of all, the
Computer Music approach is rarely concerned with visual representations of the
virtual object, most often using control visualisations for the audio synthesis or
completely detached visualisations. Thus, we cannot speak of complete visualauditory interaction with a virtual object. Secondly, the frame rates cooperation is
different than in 3D VR systems: the haptic loop is the fastest loop in VR and, except
in [13] in which the whole virtual instrument - from gestures to sound - is computed
at the highest frequency (that of the sound), the sound production is the fastest process
in virtual musical instruments and the haptic loop is then the lowest. Thirdly, in
Computer Music, a lot of popular systems exist, allowing the final user to design
his/her DMI, whereas in VR, many platforms exist for dedicated applications
(simulation & training, surgery, rehabilitation, automotive, showrooms, etc.), but very
few are used for music [14]. In both cases, haptics are, to our knowledge, rarely
connected with an end-user designing tool for interactive construction of a virtual
instrument.
1.3

A VR system for musical creation

The aim of our work is to integrate the principles of VR into the context of musical
creation and virtual musical instruments: interactive design and multisensory playing
associating haptics, sound and vision.
Concerning modelling, we propose a modular environment for constructing virtual
instruments and scenes composed of many interacting instruments and sound objects
based on physical modelling.
Concerning haptics, we implemented the high quality situation in which the haptic
interaction is supported by a high performance haptic device, and is closely linked to
the physical modelling of the instrument, for example by running at the same higher
frame rate of the sound rate simulation. Thus, the instrumentalist will be intimately in
contact with his/her instrument during playing.
Concerning vision, we believe that introducing visualisation in the designing and
the playing of virtual musical instruments will considerably improve the playability,
the pleasure, the efficiency, and the creativeness in the musical playing. By
visualisation, we mean not only seeing the geometry of the instrument, but a new
functionality consisting in rendering visible some features of the vibrating behaviour
of the instruments, in order to reinforce their presence and believability.
Concerning sounds, they are produced by means of physical modelling for all the
parts of the instruments: vibrating and non-vibrating sections, as well as interactions
between multiple instruments.
The auditory, haptic and 3D visual feedback of the manipulated physical objects
occur in real time during simulation, and all stem from the physical behaviour of a
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unique simulated vibrating object, which is not the case with analysis-synthesis
approaches such as [1]. Therefore, our system is a full multisensory virtual reality
platform for musical creation.
The following section will present our new platform, first by introducing the
formalism and tools used to construct virtual physical objects, then characterising the
essential features of our simulation system. We will then discuss examples and
models of virtual musical instruments.

2.

Our New VR Platform for Musical Creation

We now present our virtual reality platform for musical creation, based on, for the
first time, the integration of three basic components: (1) the CORDIS-ANIMA
physical modelling and simulation formalism [15], (2) the GENESIS interactive
modeller for musical creation [16] and (3) the high fidelity ERGOS haptic technology
[17]. The environment is composed of two communicating parts: a modelling section
in which the user is able to design his/her own physically – based musical instrument
or sounding object in an interactive way, and a second section in which he/she is able
to play with his/her virtual instrument by way of real time haptic, audio and 3D visual
multisensory interaction. We will now introduce each component of our system.
2.1

An interactive modeller to design physically-based musical instruments

The CORDIS ANIMA formalism. The modelling and simulation processes used in
our VR Musical environment are based on the CORDIS-ANIMA formalism [15], a
modular language that allows building and simulating physical objects by creating
mass-interaction networks based on Newtonian physics.
Briefly, it is composed of a small number of basic physical modules that represent
elementary physical behaviours. These modules can be assembled to build complex
physical objects. There are two main modules types in CORDIS-ANIMA: the
<MAT> (mass type modules): punctual material elements, possessing a spatial
position and inertia, and the <LIA> (interaction type modules): modules that define
an interaction between two <MAT> modules. Thanks to the formal modules schemes,
a wide variety of <LIA> modules can be developed and inserted into the modelling
system, from simple linear interactions such as springs and dampers, to more complex
nonlinear ones such as dry friction as needed in modelling bow-string rosin
interactions for violin or cello simulations.
A specific implementation of the CORDIS ANIMA simulation engine has been
designed for our presented platform and is discussed in section 2.3.
GENESIS as a Virtual Reality modeller. GENESIS [16] is a physical modelling
software for musical creation. Its modelling language is based on a subset of
CORDIS-ANIMA module types. It disposes of advanced tools for creating physical
structures and tuning their acoustic and mechanical properties and has matured into a
complete, elaborate and user-friendly environment for musical creation by means of
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physical modelling. We have extended GENESIS into a VR haptic modeller for real
time force-feedback interaction with simulated physical models.
GENESIS was initially designed to create physical models of vibrating physical
structures for off-line simulation. Indeed, for sounding objects, the simulation as well
the synthesis rate must be at the audio/acoustical scale, i.e. at 44,1 kHz, in respect to
the vibrating qualities of the virtual objects, which directly produce the audio output.
GENESIS models are also computed in a 1D space, meaning that all physical
elementary modules move along a single vibration axis. Acoustics of musical
instruments show that, in many cases, the one-dimensional main deformation, such as
for example the transversal deformation of a string or a plate, is the major contributor
to the sound. This is why synthesis tools usually compute one or several scalars
signals that are those finally sent to the loudspeakers. This choice allows for
optimised computation, enabling the design of very large physical structures.
Nevertheless, auditory phenomena linked to the spatiality of 3D models can be
obtained in a 1D space by using non-linear spring interactions, as related in [18], at a
fraction of the cost of full 3D computation.
However, as it is based on multi-scalar non-meshed physical models, GENESIS
has been extended with visualisation processes, which aim to reconstruct a 3D real
time representation of the acoustical deformations of the instruments.
GENESIS allows for the design of complex instruments and sounding objects,
dynamically interacting together through physical interactions, composing complex
instrumental structures as used in the physically-based orchestra shown in Figure 1,
composed of tens of thousands interacting physical elements [19].
Extending GENESIS as a VR haptic modeller requires introducing the
representation of haptic devices within the modelling functions. Here, we introduce a
representation of the haptic device inside the model following the same formalism as
a general <MAT> module. Thus, it can be connected to virtual objects in the same
way as any other module, for instance with percussive buffer interactions, plucking or
bowing interactions which can be designed by non-linear interaction modules, and
much more.

Fig.1. Representation in GENESIS of a complex physically-based orchestra by C. Cadoz, for
his musical piece “pico.. TERA”
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2.2

Our real-time simulation platform

We use the ERGOS high fidelity haptic technology [17] developed by ACROE and
ERGOS Technologies. This device is composed of the haptic device itself, called
TGR (transducteur gestuel rétroactif), with its electronic rack, and a dedicated
“haptic board”[20], connected to a host computer. The haptic board is implemented
on a TORO DSP board from Innovative Integration, which allows real time
synchronous floating-point operations, with ADC and DAC converters for the haptic
device position input and force feedback output. The physical simulations run in real
time on the haptic board within a single-sample, synchronous, high-speed
computational loop. The complete VR platform is shown in Figure 2.

Fig.2. Our VR platform

The 12 DoF ERGOS Haptic Platform. This system has been developed in relation
with the context and needs of artistic creation, specifically in the field of instrumental
arts such as music and animated image synthesis. Therefore, its primary aim is to
restore the interaction qualities found between the user and a traditional real musical
instrument in a user/virtual instrument situation. Thus, a strong emphasis has been put
on the device’s dynamic performances, suited for instrumental musical gestures, as
opposed to most traditional VR haptic systems centred on shape and geometrical
property rendering. Mainly, the haptic device can run at very high simulation rates
(ranging from 1 kHz up to 44.1 kHz) with very low latency (less than 26μs at 44.1
kHz) [13, 20], providing high fidelity in the rendering of very stiff contacts that are
crucially important in percussive musical gestures and accurate frictions of bowedstring interactions.
Thanks our device’s “sliced motor” modular technology, one of its main features is
the potentially high number of degrees of freedom (DoF) offered by the system: from
one DoF for a single slice, to a piano keyboard. In the following, each DoF will be
called “a key”. As opposed to most haptic systems, the ERGOS Haptic device offers
several working spaces all derived from the same base design, meaning that it can be
adapted for various types of manipulation of virtual objects, using morphological end-
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effectors ranging from separate one-dimensional keys, to 3 or 6 DoF joysticks, 3DoF
bow manipulators (Figure 3), allowing a wide variety of playing styles.

Fig.3. and 4. ERGOS Haptic device equipped with a bow end-effector (left), 12-key ERGOS
haptic device equipped with piano-key end effectors (right).

From this technology, the VR environment we present disposes of a 12 DoF ERGOS
Haptic system that can be configured with various combinations of end-effectors. The
range of possibilities of this setup is complementary to the various interactions that
can be modelled between the musician and the virtual instruments: striking, bowing,
plucking, pulling, and dampening… The user is free to choose from a panoply of endeffectors, which allow him/her to adapt the morphology of the modular haptic device
to the specific needs for his/her virtual instrument.
A reactive DSP simulation architecture. The TORO DSP board allows to run
completely synchronous physical simulations, including sound simulation and
production at rates such as 44.1 kHz and communication with haptic devices at the
same rate. Below, we show the typical sequencing of a simulation step:
• Haptic device key positions are fed to the ADC converters
• A step of the physical simulation is calculated on the DSP chip.
• The calculated force feedback is sent to the DAC converters, which feed the
electronic amplification system for the TGR actuators.
• The DSP board also generates the audio-output of the simulation (with single
sample latency).
The acoustic output of the virtual object results directly from its physical
deformations, which are picked up on one or several elements of the model and output
directly on a DAC converter of the DSP haptic board. So doing, the audio output is
fully synchronised with the DSP simulation running single-sample calculations and
no buffering, with a latency of one single time step at 44.1kHz. There is absolutely no
latency between the mechanical reaction of the virtual object and the emission of the
sound created by the object’s manipulation. Thus, the correlation between the
mechanical interaction with the object via the haptic device and the sound it produces
is complete, as in a true instrumental interaction: we mean here that the
instrumentalist really takes the vibrating object in his/her hand, increasing the realism,
the believability and the embodiment [21] of the virtual instrument during the playing,
as demonstrated in [13].
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Connection to the host environment. During the simulation, the haptic board
communicates with a host system, which controls and monitors the simulation and
deals with the real-time visualisation of the model, tasks that are not subject to the
same latency constraints as the physical simulation haptic loop.
Relevant simulation data is streamed from the haptic board to the host system in
real time: the deformations of all the masses in the model, composed of the exciters
(striking devices, bows, etc.) and the vibrating structures (strings, plates, etc.) are sent.
From this data, the host builds a visual scene for each frame, at a lower rate than the
DSP’s physical simulation, rendered according to a mapping from the multi-scalar
deformation data to the geometrical space.
2.3

An optimised simulation engine

Using the TORO board for the physical simulation of acoustical vibrating objects
necessarily induces a trade-off between processing power and reactivity. The
TMS320C6711 DSP chip presents less processing power than many general-purpose
PC processors, however it does allow completely deterministic computation at rates
such as 44.1 kHz. Therefore we developed a new CORDIS-ANIMA customized DSPoptimised simulation engine that allows us to take full advantage of the chip’s
features.
The dual constraint for the simulation engine is its modularity, or compatibility for
automatic allocation from a physical model description. This is critical for a virtual
reality scene modelling and simulation system, as a non-modular simulation engine
would revert to a one-shot approach, with custom simulations designed for specific
models. This was the case for the previous real time simulations created at ACROEICA, such as [13], which were designed with ad-hoc, hand-optimised simulation
programs.
A benchmarking and testing procedure has been conducted for various software
architectures of DSP real time simulation engines. Throughout this procedure, we
have been able to bring forward a number of important design choices for a new real
time simulator.
The main performance critical criteria for the new DSP simulation engine have been
found to be:
• Reducing the number of function calls (up to 70% gain by factorising the
physical module functions)
• Vectorising the various data structures, including management of the DSP
memory specificities (a further 70% gain).
• Using static memory allocation.
• Optimising the C++ expressions of the CORDIS-ANIMA algorithms for the
DSP (excluding all division operations in the critical real time code sections,
minimising conditional sections, etc.)
The new simulation engine features optimised data structures, model reorganisation
for vectorised calculation of the physical algorithms and optimisation of the physical
algorithm calculations according to the DSP board’s architecture, while retaining a
modular approach that is compatible with the generic description of physical models.
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Figure 5 shows performance comparison of our new simulation environment with
the previous non-modular real time engine and with the modular GENESIS off-line
engine.
The results of this work have lead to a new real time simulation engine with maximal
efficiency of the physical algorithms, thus, increasing the complexity of the physical
models that can be simulated at audio samples rates.
Our current simulation architecture allows simulating models composed of
approximately 130 to 150 modules, depending on the types of modules, number of
haptic DoF… while these models are only a small subset of possible GENESIS
models (which can grow to contain tens of thousands of interacting physical
components), the allowed complexity is sufficient to create simple yet rich vibrating
structures with up to 12 haptic interaction points (as our ERGOS Haptic device has 12
individual 1D keys). We will illustrate some typical virtual musical instruments in the
examples section.

Fig.5. Performance evaluation of the new real time simulation engine

2.4

Real/Virtual interconnection

The quantitative relations between the real and virtual world are rarely studied with
Virtual Reality systems. However, in our case the virtual world is designed with
specific physical properties that we want to hear, see and feel in the real world.
Specifically for the haptic perception of the virtual object, the user/simulation chain
must be entirely characterised and calibrated, so that a given mechanical property in
the simulation (for example an inertia or viscosity) is projected into the real world
through the haptic device with a completely controlled and measurable equivalency
between the two.
The interconnection properties between the real world and the simulation are defined
by three parameters linked to the user/simulation chain:
• The real/simulation position gain,
• The simulation/real force feedback gain,
• The sampling rate of the simulated world, which in our case is 44.1 kHz.
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The control of these three parameters allows complete calibration of the system with
metrological precision. Furthermore, they allow the adjustment of user-defined
position and impedance scales between the real world and the simulated object. For
instance, it is possible to build a musical instrument in GENESIS which weighs a ton
(very high impedance); the haptic properties can be adjusted to operate an impedance
scale transformation so that the instrument is felt as weighing 100 g or 1 kg, while
still maintaining the energetic coherency between the user’s actions and the virtual
object’s physical reaction. Conversely, the haptic properties can be set up so that two
keys, whose real displacement ranges are both approximately 20mm, are represented
in the model with different scale factors: one of them could have a 1:1 position gain
and the other could magnify the position by a 20:1 or even 1000:1 factor inside the
model. This freedom of scales is particularly useful when designing several different
interactions with a single vibrating structure, such as plucking a string with one haptic
key and simultaneously fretting the string at a given length with another key. Further
details concerning the user/simulation chain and our developed software tools are
presented in [22].
2.5

Reconstructing a 3D visualisation of the virtual scene

As stated in the previous sections, GENESIS modelling is based on multi-scalar nongeometrical physical models. Consequently, the 3D geometry needed for the
visualisation has to be reconstructed from the available multi-scalar data representing
the acoustical deformations produced by the simulation. In other words, rather than
having constructed a 3D vibrating object, which would have been inadequate for the
relevancy of the resulting sounds and for our simulation needs, we simulate its
dynamic acoustical behaviour and try to visualise this behaviour, not only from signal
representations, but by visualising it in the 3D space, offering a better understanding
of the vibrating properties of the object that will help the user’s playing.
Designing a model in GENESIS consists in placing <MAT> modules on a
blackboard and in designing their interactions. Thus, such a representation is a
topological representation of the behaviour of the instrument, in which interactions
represent dynamic coupling between 1D deformations supported by the 1D
displacements of the masses. The geometrical mapping in GENESIS is represented in
Figure 6. It consists in: (1) assigning spatial coordinates (X and Y) to the location
(Bh, Bv) on the blackboard, and (2) assigning the scalar representing the deformation
of the masses (which we will call a) at the Z coordinate of the geometrical 3D space.
During real time simulation, the X and Y positions in the 3D space are fixed, and
the Z displacements (representing the physical deformations of the object) are
communicated asynchronously from the DSP board for real time visualisation at the
visualisation frame rate.
This mapping stage is part of the modelling activity in the sense that 3D
representation must be coherent with the dynamics of the deformations. For instance,
a string represented as in Fig.1 allows visualising the mechanical deformations
associated to the wave propagation if the placement of the mass modules on the
blackboard and the design of the geometrical mapping are consistent. Placing the
modules randomly on the blackboard would be impossible to interpret visually, even
if it generates the same behaviour.
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Figure 6 shows how the data is mapped to build the visualisation, and Figure 7
shows an example with a GENESIS model. The ring structure of the object (built of
mass modules meshed with visco-elastic interactions) is matched with the ring
representation on the blackboard. During simulation, if the mapping is correctly
designed, this spatial structure will show the waves propagating in a circular motion
through the ring.

Fig.6. 3D geometrical mapping process of a GENESIS model for the real time visualisation

Fig.7. Example of a GENESIS model and the final animation produced during simulation.

All these components constitute our VR platform for musical creation, shown
during playing in Figure 8. For the first time, GENESIS models can be played
haptically in real time. Furthermore, these new developments provide our first generic
modelling system for the interactive design of multisensory real time simulations
based on the CORDIS ANIMA formalism. In the following section, we present a
number of simple models and examples.

Fig 8. Manipulation of a real time GENESIS instrument; here, a bowed string model.
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Models and Examples

The first objective of this work has been to create an extensive and user-friendly
platform for designing and manipulating virtual musical instruments. In this respect,
the major strength of this system is the ease with which virtual scenes can be built and
experimented with. New models can be created and tested in a matter of minutes, with
no need for expert knowledge neither in haptic technologies nor in real time
programming. The only prerequisite is being comfortable with the GENESIS physical
modelling paradigm, for which ACROE already disposes of many pedagogical tools.
Below we demonstrate some of the first models created with this platform. Needless
to say, this modelling and creation phase is still under way, and many more virtual
instruments and scenes are in the works.
3.1

A piano-inspired model

This model, shown in Figure 9, aims to explore the full potential of our 12-key haptic
device. It is constituted of 12 separate piano keys. These keys are linked to small
hammer masses, which strike individual vibrating structures, tuned to various pitches.
A physical “bridge” gathers all the vibrations from the vibrating structures and is used
as the sound output source.

Fig.9. The Piano model: the GENESIS model on the blackboard (above) and the 3D animation
during real time interaction, with the TGR keys coloured in red (below)

The physical model also contains the mechanical components of the piano-key
feel: the buffer when the key is fully pressed down as well as configurable friction
and inertia of the keys. The touch can be adjusted by the user to be soft or, on the
contrary, very rigid. We tuned the vibrating structures of our model to play the 12
tempered notes of the chromatic scale. This basic model can be extended to
incorporate more subtle components of the key mechanism and also more complex
vibrating structures. Further work on the simulation hardware architecture is currently
underway to allow implementing these complex models for all 12 keys.
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A ring structure

This model, shown in Figure 7, generates inharmonic bell-like sounds. It is composed
of a main ring structure divided into four heterogeneous sections, modelling a
structure with uneven matter distribution. Each section is delimited by visco-elastic
relations, which connect them to a heavy bridge oscillator. Four striking devices hit
the different sections of this ring. Depending on the stiffness of the “section
delimiters”, we can control the ratio between the propagation of the vibrations in the
full ring and the local propagation limited to the excited sub-section.
The instrument shows different sound responses depending on where, and how
heavily it is hit. Furthermore, some striking devices can be used to block certain subsections of the ring, stopping certain vibrations and modifying the response of the
structure.
3.4

The paddleball

This model is very simple: a sheet or membrane made of MAS (mass) and REF
(visco-elastic interaction) elements is connected to a TGR key though each of its
extremities, the key acting as a “floating” fixed point for the membrane. Vibrations
from the membrane are sent to the audio output. The other component of the model is
a single MAS module, which we will call the ball. It is given gravity by applying a
constant downward force value with a non-linear interaction module, and is connected
to the membrane with a buffer-spring interaction. In its initial state, the ball rests
against the membrane and nothing specific happens.
When manipulating the TGR key, hence the height of the whole membrane, the
user can launch the ball up in the air. The ball then falls back down and bounces (with
dampening) on the membrane until it rests completely against it. However, with welltimed impulses to the membrane section the ball can be sent back into the air, and the
bounces can be sustained, for as long as the user can keep his gestures synchronised
with the ball’s motion. In short, this model reproduces a 1D paddleball, as shown in
Figure 10.

Fig.10. The paddleball model

The impacts of the ball on the membrane are felt, heard and seen by the user.
Succeeding in maintaining the ball’s bounces is not a trivial task, and proves very
difficult when removing information relative to certain sensory channels (muting the
audio, removing the force feedback, or removing the visualisation). This goes to show
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the importance of physically coherent sensory feedback from a virtual object for the
instrumental manipulation, as demonstrated by previous results [13]. Our VR
platform is a promising tool for further exploring this research by conducting user
experiments in various virtual situations.

4.

Results and Observations

Real time multisensory manipulation of the virtual objects depicted above proves
highly satisfying, offering subtle and intimate control over the sound production by
respecting the energetic coherence between the user and the virtual object. Four points
can be mentioned:
First, the properties of the TGR and the architecture of the simulation make for a
high quality restitution of the mechanical properties of the virtual objects. Hard
contacts can be rendered and the mechanical feel of an instrument can be entirely
modelled. This makes the system very versatile, as we can truly craft the virtual
instruments for the desired feel and playability. Our “piano” model, although it does
not entirely model the mechanical complexity of the real instrument, proposes a
complete and playable musical interface.
Secondly, the intimate coupling between the musician and the virtual instrument
allows for a very fine control of the generated acoustic phenomena. Our first
qualitative observations, gathered with a group of 20 participants (musicians and nonmusicians) have showed that even with our first and fairly simple models, the users
actively explore the possibilities in terms of gestures and sounds, of causes and
consequences. Very quickly, they take the instruments in hand and learn how to
produce a wide variety of (sometimes surprising) sounds. In the same way as [21], it
seems that the virtual instruments present a positive assimilation curve, acquisition of
knowledge and skill increase through the interaction. This leads us to say that the
musician/instrument relation is similar to that of a traditional musical instrument, in
the sense that the instrument is freely and intuitively manipulated and embodied by
the user, in the gesture-sound relation.
Furthermore, the 3D visualisation of the physical object’s deformation during
manipulation is an asset of our system that is not present in the natural instrumental
situation. More than just seeing the instrument during playing, our system offers an
extensive visual representation of the simulated physical object, allowing for instance
to magnify the visualisation of it’s physical deformations. Not only can the user
manipulate a complete multisensory simulated instrument, but he/she can also
simultaneously benefit from a detailed visualisation of the vibratory behaviour of the
instrument during playing (imagine playing a violin and being able to simultaneously
visualise all the vibratory deformations of the strings and body!). From our qualitative
studies, we can say that this visual representation, allowed by our VR approach, adds
to the experience of playing the instruments, and to the understanding of the
instrument’s behaviour during playing.
Finally, as pointed out by the paddleball model, the scope of this platform is larger
than virtual musical instruments alone. Any number of virtual scenes and scenarios
can be imagined and created, presenting the user with a full, physical and
energetically coherent audio-visual-haptic experience.
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Conclusions

This paper presents a new virtual reality platform for musical creation, composed of
the GENESIS physical modelling environment, a high performance TGR haptic
device, and a real time simulation environment for haptic interaction with virtual
scenes.
From a musical perspective, the quality of the haptic device and the full physical
modelling of the virtual objects enable full dynamic coupling between the musician
and his instrument, resulting in expressive playing. From a larger perspective, this
platform is a complete audio, visual and haptic virtual reality station, presenting an
advanced scene modeller and a complete simulation environment, offering a unique
tool for further exploring the influence of the coherence of visual, haptic and audio
feedback for designing perceptually convincing virtual objects.
We aim to extend this platform with several new features. First, a new simulation
hardware architecture is in progress, which significantly increases available
computing power. Secondly, we aim to introduce multirate physical models, in which
complex mechanical sections will be calculated at a lower rate while vibrating
structure sections will be simulated at audio rates, both sections remaining physically
coupled and energetically coherent. Finally, we aim to integrate the various TGR endeffectors into our system, specifically complex spatial morphologies such as 3 DOF
and 6 DOF systems, and allow for multiple haptic simulation platforms to connect to
a same virtual scene, enabling many DOF multi-user manipulation experiments.
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Retexture — Towards Interactive Environmental
Sound Texture Synthesis through Inversion of
Annotations
Diemo Schwarz1
Ircam–CNRS–UPMC

Abstract. We present a way to make environmental recordings controllable again by the use of continuous annotations of the high-level
semantic parameter one wishes to control, e.g. wind strength or crowd
excitation level. The annotations serve as a descriptor in corpus-based
concatenative synthesis. The workflow has been evaluated by a preliminary subject test and first results on the canonical correlation analysis
show high consistency between annotations and a small set of audio descriptors being well correlated with them.
Keywords: sound textures, audio descriptors, corpus-based synthesis

1

Introduction

Environmental sound textures or atmospheres, such as rain, wind, traffic, or
crowds, are an important ingredient for cinema, multi-media creation, games
and installations.
In order to overcome the staticality of fixed recordings, we propose a method
to make these recordings controllable again by a high-level semantic parameter
so that they can be adapted to a given film sequence, or generated procedurally
for games and installations.
We have the two following use cases in mind:
Use Case 1 — Film Post-Production: A film sound designer or producer
works on editing the sound track for a windy outdoor scene. On the rushes
used for the scene, the sound is not available or unusable for some reason, but
other rushes capture the sound atmosphere of the scene well. The sound designer
annotates these audio tracks for “wind strength” and is then able to directly and
interactively create, by moving one slider, the evolution of the sound to match
the wind in the edited scene, observable on trees and objects. This relieved the
sound designer from having to find contiguous audio sequences with the right
temporal evolution, and to cut and splice them together.
Use Case 2 — Computer Games: In a sports game, the stadium crowd
has to react to actions made by the players. Instead of preparing several sound
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samples or loops, and specifying the allowed transitions and superpositions, the
game sound designer annotates a small corpus of stadium sounds and has it
controlled by the game engine with one single parameter. The sound designer
then stores the corpus to be reused for the next version of the game.
Our work-in-progress method makes use of a 1D continuous manual annotation of an environmental recording that describes the sound quality one wishes
to control, e.g. wind strength or crowd excitation level. The time/annotation
relationship is then inverted to retrieve segments of the original recording via
target annotation values by means of corpus-based concatenative synthesis [7].
The workflow is summarised in figure 1.

environmental
texture

human
annotator

continuous
annotation

corpus

soundtrack
producer

target
annotation

CBCS
corpus-based
concatenative
synthesis

recreated
texture

Fig. 1. Overview schema of retexturing workflow.

We will present the method in section 3 and a preliminary evaluation subject
test in section 4. This test allowed us to collect data from annotations from
many users, that enabled us to learn how the percept of e.g. wind strength is
correlated to sound descriptors. This might allow in the future to automatise the
inversion process. First results using canonical correlation analysis (CCA) will
be presented in section 4.3.

2

Previous and Related Work

The present research draws on previous work on corpus-based sound texture
synthesis [10, 9]. A state-of-the-art overview on sound texture synthesis in general
can be found in [8].
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Gesture–sound relationships have been studied extensively by Caramiaux
and colleagues [2–4, 1], who used canonical correlation analysis (CCA) to link
full-body gesture and movement made by subjects while listening to abstract or
environmental sound to the sounds’ audio descriptors and a sequence model, in
order to then invert the process and make the sound sequences controllable via
gesture input.
We use the same methodology, but a simpler and more focused task (annotate
one specific sound quality) and input modality (a 1D slider), serving our concrete
application in post-production.

3

Method

We collect a continuous one-dimensional annotation of a subjective quality of
an environmental recording via an on-screen slider (see figure 2). The slider is
moved by a human annotator while listening to the recording.
The collected 1D break-point function is then used as a descriptor for corpusbased concatenative synthesis (CBCS), i.e. as an index to retrieve sound segments to be concatenated by annotation value. The index is implemented efficiently using a kD-tree.
For interactive recreation of a new texture, the user moves the same annotation slider that now controls the target value for concatenative resynthesis:
Lookup is performed by choosing the 9 segments of length 800 ms around the
annotated values closest to the given target value. One of the segments is chosen randomly (avoiding repetition), cosine windowed, and played with 400 ms
overlap.
The prototype annotation application is implemented in Max/MSP using
the Mubu extensions for data management, visualisation, granular and corpusbased synthesis [6]. Examples of recreated evolutions of wind sounds can be
heard on the site http://imtr.ircam.fr/imtr/Sound_Texture_Synthesis.

4

Evaluation and Results

Our work-in-progress generated two results that will inform the further steps in
this research: A subject test generated, first, a qualitative evaluation about the
method, the interaction, and the generated sound (section 4.1), and second, a
small database of annotations (section 4.2) that were analysed for their coherency
and correlation to audio descriptors (section 4.3).
4.1

Subject Test

We performed a pre-test with 5 expert subjects with good knowledge of sound
synthesis and gestural control to validate the annotation interface (figure 2), get
first feedback on the workflow and control efficacy, and start collecting annotations. These provided us with a first hint on what audio descriptors correlate
with the chosen sounds, to inform further research steps envisioned in section 5.
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Fig. 2. Retexturing annotation interface.

The test procedure was as follows: After an explanation of the aim of the
test, the qualities to annotate (wind strength and crowd excitation level, respectively) were made clear. Then, for each of the 4 sound files to be annotated (two
wind recordings of 1:33, two stadium crowd recordings of about 40s length), the
subject could first explore the recording by starting playback at any time (by
clicking on a point in the waveform), in order to familiarise herself with the
different sound characters and extrema present. Then, the waveform was hidden
in order not to bias annotation by visual cues on energy peaks, and recording
of the annotation input via an on-screen slider started in parallel to playback of
the whole sound file.
After annotation, the subject could then re-control the sound file using the
annotation slider as control input, after which first impressions and free feedback
were gathered.
At the end, the subject answered a questionnaire about the process with 6
questions, soliciting responses on a 5-point Likert scale (strongly disagree = 1,
disagree = 2, neither agree nor disagree = 3, agree = 4, strongly agree = 5). The
questions and mean ratings over the 5 subjects are given in table 1.

4.2

Annotation Results

Figure 3 shows, for each of the 4 sound files, the annotation curves of the 5
subjects, individually normalised to zero mean and unit standard deviation. We
can see that there is a high concordance between subjects, except sometimes
at the very beginning of some sounds, presumably due to a start-up effect (the
slider was left in the previous position, and some subjects needed a fraction of
a second to home in to the value they intended for the beginning of the sound).
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Question
Q1: It was easy to annotate the sound quality during listening
Q2: It was often not clear which character of sound or type of events
should be annotated with what value.
Q3: It was easy to recognise the annotated sound qualities when replaying
via the control slider.
Q4: It was easy to recreate a desired evolution in the sound with the
control slider.
Q5: One can precisely control the desired sound character via the annotations.
Q6: The created sound sequence is natural.

5

µ σ
4.0 0.71
1.8 0.45
3.6 0.89
4.0 0.71
3.0 0.71
4.4 0.55

Table 1. Questionnaire and mean and standard deviation of response values.

4.3

Correlation between Annotations and Audio Descriptors

The 20 annotations collected in the preliminary subject test described in section 4.1 were correlated with a large set of audio descriptors [5], covering temporal, spectral, perceptual, and harmonic signal qualities.
The descriptors were calculated with the IrcamDescriptor library outputting 47 descriptors of up to 24D in up to 6 scaling variations in instantaneous
and median-filtered versions, resulting in 437 numerical features.
In order to get a first hint on what descriptors best represent the annotated
quality of the sounds, canonical correlation analysis (CCA) was applied to the
two data sets.
CCA is a generalisation of principal component analysis (PCA) to two multivariate data sets. In our case, the first (mono variate) set is the annotation
(resampled and interpolated to the time base of the descriptors), and the second
are the descriptors.
Coalescing the different redundant variations of the descriptors leaves us
with a set of descriptors, the first 3 of which have a consistently high correlation
with the annotation, as shown in table 2. We can see that the 3 highest-ranked
descriptors are consistent over the different audio files and different subjects,
confirming Caramiaux’s findings [3] for environmental sounds.

Descriptor
Mean Rank Stddev of Rank Min Rank Max Rank
Loudness
1.95
1.47
1
5
Harmonic Energy
6.30
5.90
1
19
Noise Energy
14.30
15.00
3
53
Harmonic Tristimulus
23.45
22.27
3
71
Perceptual Tristimulus
29.25
31.82
3
105
Perceptual Spectral Spread
33.10
24.15
13
113
Perceptual Spectral Slope
41.45
30.44
11
107
Table 2. Best 7 ranked correlations between the 20 annotations and audio descriptors.
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Fig. 3. All normalised subject annotations for each sound file over time [s].

5

Conclusion and Future Work

This work-in-progress research showed promising first results, encouraging us to
believe that the method presented here could make a significant contribution to
sound texture authoring for moving image or in interactive settings.
The results and feedback gathered in the subject test showed us a number of
points to improve: First, one could observe a systematic and consistent lag in the
annotation compared to the events in the sound (gusts of wind or climaxes in
the crowd cheers), presumably due to the reaction time taken by the brain to go
from perception to action, and also by a possible persistence of momentum (when
to inverse the direction the annotation takes). In future work, this lag could be
measured and corrected for in the lookup, thus improving control accuracy on
resynthesis of textures.
In the resynthesis phase, several subjects were very apt in discovering what
they considered “errors” in their annotation. This hints at giving the possibility
to edit and refine the annotation interactively.
In future work, to streamline the exploration phase of the sound to be annotated, we could think of automatic selection of the n most diverse excerpts, to
convey an idea of the extreme points for the annotation. This will be especially
important for much longer recordings to be annotated.
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Fig. 4. Normalised descriptors for each sound file over time [s]. From top to bottom:
Loudness, Harmonic Energy, Noise Energy, Spectral Spread, Perceptual Spectral Slope,
Spectral Centroid.

Then we could also strive to propagate the annotation of such excerpts to the
whole recording automatically, based on our knowledge of the most significant
descriptors explaining the excerpts’ annotations.
Further questions concern the dimensionality of annotation. The one dimension of “strength” asked for was intuitively clear to every subject, but some tried
to linearly include special features into the annotation (e.g. reserve a region of
annotation values for the presence of horns in the crowd examples).
In a future version of the subject test, certain improvements should be applied
as suggested by one of the anonymous reviewers: The questions of the subject
test should all be the same scale (higher is better) or present randomised scales.
Cross-subject listening tests on the resynthesised sound could remove a possible
bias of the subject having produced the resynthesis.
Finally, a more systematic study of the most appropriate input device for
annotation should be carried out. Candidates (with maximum dimensionality in
parentheses) are the mouse on a slider or free movement (2D), digitizer tablets
(2D and pressure) hardware faders (n x 1D), game controllers such as joystick
or Wiimote (2D).
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Abstract. Intonaspacio is a digital musical instrument designed to provide the performer with tools to create site-specific sound, i. e., to integrate space as part of the creative work. It has a microphone that records
and analyses the sound present in the room (noises, frequencies amplified
by the acoustics of the room, etc.) and a set of other sensors that acquire
data from the gestures of the performer. This data is then mapped to a
sound synthesis process which the performer can control with the instrument. It provides an expressive and creative way to add space as an extra
parameter to sound composition.
Keywords: Musical Interfaces, Gestural Control of Sound Synthesis,
Motion and gesture

1

Introduction

The integration of space as a parameter in the composition of an art work as
been, mainly, relegated to a second role. It is evident for all, that space must
be there, it is what encapsulates the work, so less thought as been given to the
possibility of assimilating space characteristics within the artistic work. This is
especially true in regard to sound. Site-specific art [6], [15] is a branch of the
visual arts, present in installation art, which main goal is to fuse space in the
art work, i. e., the work belongs to the space where it is placed and its meaning
is lost once the work is removed There’s an idea of bi-directionality beneath the
conception of the work, where space defines the perception of the work and the
work interferes in the perception of space.
In music, and especially in sound art, there are some examples of site-specific
works but they are sparse in the history of art and mainly centred on the idea
of installation, in the case of sound art [7], or the need of having a whole room
dedicated to a single piece of music [11]. Site-specificity in sound is a very open
and not yet fully explored field. Our research purposes a new digital musical
instrument (DMI) called Intonaspacio, fig. 1, [13] that allows the access to
the ambient room sound and the integration of it in the sound composition
in real time. Space is present at the begginig of the work and not so much
at the end, as in spatilization, that are mainly directed to the output sound,
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with few exceptions [14]. Intonaspacio is the mediator between the performer
and the room acoustical properties, enabling control. Moreover, it opens a range
of possibilities outside the installation set up and it is intended to be used in
different rooms, preventing the need of a specific one to work in.

Fig. 1. Intonaspacio

2
2.1

Related Work
The Sound in the Background

There are several ways of introducing space in the sound work. We can go back
to the 15th century to find one of the first reports of the use of space acoustics
in a creative level [12]. But, it is clearly on the 20th century that this intention
becomes more evident, in both directions - space as input (site-specificity) [7],
and space as output (spatialisation) [16], [9] [14]. LaBelle [7] does an extensive
review in site-specific sound art, in this paper we will only refer to three works
that inspired the concept beneath Intonaspacio. 4’33” from John Cage [7], [2]
underlies an interesting idea in how to let space breath, silence is no less than the
possibility for the audience to listening to the ambient sound of the performance
space. The installation of Michel Ascher [7] follows the same logic, a space, in
this case an empty art gallery that has been modified in order to enhance the
acoustical phenomena of the room. Rather different is the approach of Alvin
Lucier in his work ”I’m sitting in a room” [7] where he brings the audience
attention to the physical phenomena of stationary waves and resonant modes.
Both of this strategies are combined in Intonaspacio, if in one side the instrument
records the ambient sound of the room (silence), at the same time it integrates
the same process that underlies Lucier’s work, an infinite loop that enhances
room resonances.
2.2

Interacting with a Sphere

A diverse number of DMIs [17], [18], [4], [5], [10] with the same shape of Intonaspacio are present in literature, although none of them has the same conceptual
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goal, nor looks for the same combination of gestures. Nevertheless, some inspired
us when designing Intonaspacio. All of them use an Inertial Measurement Unit
(IMU) for orientation purposes as well as piezos for impact measurement. The
Haptic Ball [5] also uses Force-Sensitive Resistors (FSRs) as a continuous control
of the sound space available between collisions (when the user shakes the ball it
starts a number of collisions between grains of sound which may be more or less
closer depending on the value reported by the sensor). We found two examples
of balls [18], [4] that use fabric in the surface but neither explores the sensitive
possibilities of this medium, using e-textiles for example. There are two examples
of the use of the Infrared (IR) as a distance sensor [17], [10], but only one uses
the distance between the body and the object. Finally, the main interaction goal
of the majority of this projects is to create a collaborative instrument, which is
not one of our main goals.

3

The Instrument Setup

Intonaspacio is a DMI that enables the integration of space as a composition
parameter. It allows the performer to record the ambient sound of the room,
including the noises produced by the audience, the instruments from other performers and the resonance modes of the room. Intonaspacio has a ball shape
built with a set of arcs connected to each other in two points (top and bottom
of the sphere). Additionally it has embedded in it’s structure a set of different
sensors that allow the performer to modulate the sound and control some parameters of a sound synthesis algorithm. These provide more control over the
generated sound as well as improve the expressiveness of the instrument.
The performer can hold Intonaspacio and walk around with it while it records
small samples of the ambient room sound. The recorded sound is then stored
and analyzed, in order to inform us about the most relevant frequencies (the
ones that are amplified by the particular acoustics of the room). Afterward it
can be modulated by the gestures of the performer. In addition to the sound
feedback of the instrument, we have some visual clues on its surface, this way
the performer can easily identify the sensitive areas of the DMI.
3.1

Getting Access to Space

Regarding the introduction of space in the instrument control, we decided to
have a wireless microphone to record the ambient sound in the room. This microphone is set up in a platform at the centre of the instrument and is connected
to a FM transmitter. It has a omnidirectional pattern and a fairly flat response
in all the audible frequency range. The main goal was to have an even recording
of the sound, whit no particular amplification over a set of frequencies.
The sound captured by the microphone is submitted to two different processes.
First, it is stored and immediately reproduced. This way, we create a loop that

CMMR2013 - 293

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

4

Mailis Rodrigues et al.

over time will be coloured by the resonant modes of the room. Secondly, the same
sound is analyzed with a FFT algorithm that extracts the frequency components
that are stronger in the signal. Over time, i. e., as the performer records and
reproduces the sound, we will leave room for space to interfere in the sound, as
a filter. This acoustic phenomena is noticeable already in the second loop but its
effect is most evident at the 4th/5th repetition of the emitted/reproduced sound
loop. All this process give us a rough spectral image of the acoustics of the room.
We are obviously talking about a process that is developed over time and does
not use impulse response and convolutions techniques as some reverb acoustics
algorithms do [3], [1], these are computationaly heavy.
3.2

Gesture Acquisition

The sensors, fig. 2, were chosen according to four different actions that we
wanted to track: orientation, impact, distance and pressure.

Fig. 2. Sensors in Intonaspacio Top (from left to right): Piezo film and IMU. Bottom
(from left to right:Ir and Piezo disc)

Orientation In terms of orientation in space, we are able to know at which
direction the performer is pointing the instrument, in three different axes, i. e.,
we can calculate the pitch, roll and yaw of Intonaspacio. Since the instrument is
a sphere it doesn’t have a defined direction, we cannot tell which side is up or
down or left or right. Instead we will give visual clues to the performer, these will
be sewed on the surface. We are using an IMU board, the Mongoose 9 Dof, which
has a 3-axes accelerometer, a 3-axes gyroscope and a 3-axes magnetometer.
Impact Intonaspacio has two different piezos glued in two of the arcs of the
sphere. The first piezo is a ceramic disc, and the other is a film with a mass. The
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performer can either tap or pluck both arcs that have the piezos. We decided to
separate them as most as we could in order to have two distinct zones of impact.
Despite the fact that we only use two piezos we could observe that the rest of
the structure still have some sensitivity, namely the arcs that are opposite to the
one where the piezo is and its closest neighbour. This situation, however is just
true for the first piezo.
To perceive impact we also use the data extracted from the accelerometer in
the IMU board, which we use to detect jab movements.
In terms of orientation in space, we are able to know at which direction
the performer is pointing the instrument, in three different axes, i. e., we can
calculate the pitch, roll and yaw of Intonaspacio. Since the instrument is a sphere
it doesn’t have a defined direction, we cannot tell which side is up or down or left
or right. Instead we will give visual clues to the performer, these will be sewed
on the surface. We are using an IMU board, the Mongoose 9 Dof, which has a
3-axes accelerometer, a 3-axes gyroscope and a 3-axes magnetometer.
Distance In order to keep track of the distance, we decided to use an infrared
sensor (IR) that calculates the distance between the body of the performer and
the instrument. We are using a transparent fabric to cover the section right in
front of the IR because we noticed that its range of detection decreases substantially with any fabric that is not highly translucent. The data outputted from
this sensor, however, presents a lot of noise, so we had to smooth the incoming
signal. In addition, we also integrated the outputted data, in order to know how
much time the performer kept the instrument at the same distance (far, close or
covered by his body).
Pressure We decided to use fabric to cover the surface of Intonaspacio. The
fabric acts as a skin or a membrane. We tried to create a tunable skin, i. e.,
a surface in which the stiffness could be adjusted by the performer and consequently the wavelength generated by the instrument would change. Our first
idea was to build a homemade fabric strain gage that would be glued on one of
the arcs, and would measure the force applied to it when the performer pressed
the arc. However, this task revealed to be much more simple, since the amplitude
range was greater than we initially though and a simple pressure sensor is able
to detect this variations in a satisfactory range. The sensor we designed is made
with conductive fabric - ESD Static Fabric, glued on a non-conductive fabric
that is in turn glued at the one of the arcs. It is mounted in the top of the arc,
close to the junction with the other arcs, as to get only the small changes that
are produced by the performer pressure. The sensor has two conductive wires
at each end, that are placed between the non-conductive and the conductive
fabric, this way it only allows current to pass when it is pressed. Tests showed
that the sensor is very stable, presents good results in accuracy, repeatability
and sensitivity. These sensor wasn’t yet added to the mapping that we present
in this paper.
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With this set of sensors, we are able to extract 21 different features, table 1.
Table 1. Features extracted from Intonaspacio
Sensor
Piezo Disc

Piezo Film

Features
trigger
strike amplitude
number of strikes
slope velocity
trigger
strike amplitude
number of strikes
slope velocity

Accelerometer jab
number of jabs

4

Sensor
IMU

Features
yaw
pitch

Roll
Ir

signal amplitude
far
close
covered
time far
time close
time covered
Microphone frequency analysis

Mapping

Currently we are working in defining mapping strategies that would enhance the
interaction between sound, performer and space, as we believe these are the three
main factors that compose a site-specific sound work in the framework of our
research. We built 2 mappings in libmapper [8], a software developed at IDMIL
- Input Devices and Music Interaction Laboratory, that facilitates the creation
and the exchange amid several mapping purposes. Each mapping presented a
different approach as to combine space in sound. The first one used a direct
integration, i.e., it used the sound recorded by the microphone in the structure
as a sample of sound that the performer could modulate with its gestures. The
second mapping used an indirect method, using the analisys of the input sound to
modelate a sample of sound choosed by the performer. Both mappings, allowed
the performer to modify the original sound, using more or less the same features.
Orientation of the instrument controls several parameters in the sound - yaw and
pitch define azimuth and elevation, respectively, in a 8 speaker array. As well as
the amplitude and frequency of a tremolo algorithm (in mapping 1). In the second
mapping these variables are controled by the frequency extracted by the analisys
of the input sound. Roll controls speed of reproduction of the sample, but only in
a defined area, so the perfomer tends to use subtle movements when controling
this parameter. The first piezo (the ceramic disc piezo) it is a on/off trigger for
recording in mapping 1 and playback in both mappings. The other piezo turns
on or off a reverb which the parameters are already choosen in mapping 1 and
in mapping 2 they are controled by the strongest frequency that was extracted
from the FFT. Gestures like jab, or tapping in the surface of Intonaspacio, also

CMMR2013 - 296

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Intonaspacio

7

conrtibute to change the perceived sound. Jab controls the tremolo algorithm
by trigger it and tapping provokes a subtle stacatto. Finally, the IR controls the
overall amplitude of the sound and the dumping action, if the performer covers
the sensor for more than two seconds the sound is dumped. In table 2, we can
see both mappings 3 .
Table 2. Mapping example
Mapping
Tap
Piezo 1
Piezo2
IR
Roll
Pitch
Yaw
Jab
FFT

5

Staccato
Record.Play
Reverb (On)
Amplitude. Dumping
Playback Speed
Spatialisation (Elevation). Tremolo (Modulating Frequency (Mf ))
Spatialisation (Azimuth). Tremolo (Amplitude Modulating Frequency (AMf ))
Tremolo (On)
Tremolo (Mf and AMf ). Reverb (Time. % of Original Signal)

Musical applications

Intonaspacio can be used as a musical interface for integrating the room behaviour in the performance in real-time, either by playing back samples recorded
from space or by using the extracted parameters of the influence of the room
in the overall sound piece. It also allows the musician to modulate sound in
different ways: adding reverb, changing the rhythm of the outputted sound or
adjusting the speed of the sample that is being played. The fabric adds an extra
layer in the interaction process and provides visual clues for the sensitive areas
of instrument.

6

Conclusions and Future Work

We developed a DMI that is capable of integrate space in sound performance in
real-time, either by recording samples of sound or by analyzing and extracting
the spectrum of the sound over time. This information can then be used by
the performer to modulate the tone of the piece he is creating. Intonaspacio
allows the fusion of space properties in the sound production, opening room for
performers and composers to consider performance space as an extra parameter
in creation. In addition, it is universal, meaning that we don’t need to use a
particular space in the performance, any space is possible for Intonaspacio to be
3

Parameters that are exclusive to mapping 1 are written in itallic and to mapping 2
are written in bold
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used. And finally is a portable and wireless DMI, which means the artist doesn’t
need to be restricted to an installation setup, which was one of our goals. This
project is an ongoing research, so more tests will be performed but, for now, we
can tell that Intonaspacio provides fine control and great expressive possibilities.
In the future we will collaborate with composers in order to have some repertoire
written to Intonaspacio.

7
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Abstract. To visualize and manipulate musical signals time-frequency
transforms have been used extensively. The Large Time Frequency Analysis Toolbox is an Octave/Matlab toolbox for modern signal analysis and
synthesis. The toolbox provides a large variety of linear and invertible
time-frequency transforms like Gabor, MDCT, constant-Q, filterbanks
and wavelets transforms, and routines for modifying musical signal by
manipulating coefficients by linear and non-linear methods. Combined
with this the toolbox also supplies a framework for real-time processing
of sound signals. It also provides demo scripts devoted either to demonstrating the main functions of the toolbox, or to exemplify their use in
specific signal processing applications.

1

Introduction

Time-Frequency analysis has been used extensively in musical signal processing
to visualize music signals and, if a reconstruction algorithm exists, to modify and
manipulate them. A common tool is the phase vocoder [14], which for example
can be used for time stretching or pitch shifting. This algorithm relies on the
Short Time Fourier Transform (STFT) as signal processing background.
While the STFT is very useful for musical signal processing, for some application the rigid structure, resulting in a fixed time-frequency resolution, might
not be optimal. Therefore several other time-frequency representation like the
wavelet transform [17] or the non-stationary Gabor transform [5] have been used.
In particular for the manipulation of musical signals directly in the analysis coefficient domain, for example amplifying or attenuating particular time-frequency
regions, a reconstruction method is necessary. And, because if no modification
is done, the original signal should be kept, perfect reconstruction is necessary.
To guarantee that for adapted time-frequency transforms, the concept of frames
has been proved to be very useful [3].
The concept of frames was introduced in [15], made popular by [10], and
became a very active field of mathematics [8]. Frames allow redundant representations, i.e. having more coefficients than samples. Finding and constructing
frames, given certain a-priory properties, is easier than for orthonormal basis
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transforms (ONBs). This can readily be experienced in time-frequency analysis: The widely used Gabor transform [16] can be much better localized in the
time-frequency domain if it constitutes a redundant frame rather than a basis.
We note that even if it is impossible to find an ONB with certain properties, it
is often possible to find a frame. Moreover, analysis with redundant frames can
have the advantage that it is easier to directly interpret the coefficients, e.g. for
Gabor sequences by the time-frequency localization. This is advantageous for
many applications.
The Large Time Frequency Analysis Toolbox (LTFAT) is an Octave/Matlab
toolbox built upon frames. By using frame theory as a unifying common language, it provides a plethora of signal transforms like Gabor frames, Wavelet
bases and frames, filterbanks, non-stationary Gabor systems etc. using common
interfaces.
In this paper we present a preview of the next major version (2.0) of LTFAT,
the major linear transforms, the analysis and synthesis methods and the blockprocessing framework. In comparison to the first major version [36] the toolbox
further includes wavelets, block processing and the object-oriented framework
for frames.
Overall, LTFAT combines a large and well-documented mathematical knowledge with an easy to use programming language and a real-time sound sound processing framework. This allows students, researchers and musicians to learn the
underlying mathematical concepts by reading the documentation, programming
their own experiments in Octave and Matlab and getting immediate feedback
while listening to the output of their experiments.

2

Frames

Formally, a frame is a collection of functions Ψ = P
(ψλ )λ∈Λ in a Hilbert space H
such that 0 < A ≤ B < ∞ exist with Akf k2 ≤ λ |hf, ψλ i|2 ≤ Bkf k2 for all
f ∈ H and is called tight, if A = B. The basic operators associated with frames
are the analysis and synthesis operators given by (CΨ f )[λ] = hf, ψλ i and DΨ c =
P
2
λ cλ ψλ , for all f ∈ H and (cλ ) ∈ ` (Z), respectively. Their concatenation
SΨ = DΨ CΨ is referred to as the frame operator. Any frame admits a, possibly
non-unique, dual frame, i.e. a frame Ψ d such that I = DΨ d CΨ = DΨ CΨ d . The
most widely used dual is the so called canonical dual that can be obtained by
−1
d
applying the inverse frame operator S−1
Ψ to the frame elements ψλ = SΨ ψλ .
When we prefer to have a tight system for both analysis and synthesis, we can
−1
instead use the canonical tight frame Ψ t = (ψλt )λ , defined by ψλt = SΨ 2 ψλ and
satisfying I = DΨ t CΨ t . For algorithmical purposes, like considered in this paper,
sampled functions, i.e. H = `2 (Z) are considered, for the concrete computations
finite dimensional signals are used, H = CL , see e.g. [2].
2.1

Frames and Object Oriented Programming

The notion of a frame fits very well with the notion of a class in programming
languages. A class is a collection of methods and variables that together forms
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a logical entity. A class can be derived or inherited from another class, in such a
case the derived class must define all the methods and variables of the original
class, but may add new ones. In the framework presented in this paper, the
frame class serves as the base class from which all other classes are derived.
A frame class is instantiated by the user providing information about which
type of frame is desired, and any additional parameters (like a window function,
the number of channels etc.) necessary to construct the frame object. This is
usually not enough information to construct a frame for CL in the mathematical
sense, as the dimensionality L of the space is not supplied. Instead, when the
analysis operator of a frame object is presented with an input signal, it determines a value of L larger than or equal to the length of the input signal and
only at this point is the mathematical frame fully defined. The construction was
conceived this way to simplify work with different length signals without the
need for a new frame for each signal length.
Therefore, each frame type must supply the framelength method, which
returns the next larger length for which the frame can be instantiated. For instance, a dyadic wavelet frame with N levels only treats signal lengths which are
multiples of 2N . An input signal is simply zero-extended until it has admissible
length, but never truncated. Some frames may only work for a fixed length L.
The frameaccel method will fix a frame to only work for one specific space
CL . For some frame types, this allows precomputing data structures to speed up
the repeated application of the analysis and synthesis operators. This is highly
useful for iterative algorithms, block processing or other types of processing
where a predetermined signal length is used repeatedly.
Basic information about a frame can be obtained from the framebounds
methods, returning the frame bounds, and the framered method returning the
redundancy of the frame.
2.2

Analysis and Synthesis

The workhorses of the framework are the frana and frsyn methods, providing
the analysis CΨ and synthesis operators DΨ of the frame Ψ . These methods
use a fast algorithm if available for the given frame. They are the preferred
way of interacting with the frame when writing algorithms. However, if direct
access to the operators are needed, the framematrix method returns a matrix
representation of the synthesis operator.
For some frame types, e.g. filterbank and nsdgt, the canonical dual frame
is not necessarily again a frame with the same structure, and therefore it cannot
be realized with a fast algorithm. Nonetheless, analysis and synthesis with the
canonical dual frame can be realized iteratively. The franaiter method implements iterative computation of the canonical dual analysis coefficients using the
frame operator’s self-adjointness via the equation hf, S−1 φλ i = hS−1 f, φλ i. More
precisely, a conjugate gradients method (pcg) is employed to apply the inverse
frame operator S−1 to the signal f iteratively, such that the analysis coefficients
can be computed quickly by the frana method. Note that each conjugate gradients iteration applies both frana and frsyn once. The method frsyniter works
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in a similar fashion to provide the action of the inverse of the frame analysis operator. Furthermore, for some frame types the diagonal of the frame operator
S can be used as a preconditioner, providing significant speedup whenever the
frame operator is diagonally dominant.
While both methods franaiter and frsyniter are available for all frames,
they are recommended only if no means of efficient, direct computation of the
canonical dual frame exists or its storage is not feasible. Their performance is
highly dependent on the frame bounds and the efficiency of frana and frsyn
for the frame type used.

3

Filters and Filterbanks
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Fig. 1: Two redundant signal representations of the same signal, an excerpt of the
glockenspiel test signal. The figure on the left shows a classical spectrogram with
a linear frequency scale, while the figure on the right shows an ERBlet transform,
where the centre frequencies are equidistantly spaced on the ERB-scale and the
bandwidth of the channels are constant if measured in ERB.

Filterbanks are more general constructions than Gabor frames, allowing for
independent filters in each frequency channel. The output coefficients c of an
M -channel filterbank is given by
cm (n) =

L−1
X

f (l) g (a(m)n − l) ,

(1)

l=0

If the same time-shift a = a(m) is used across all channels, the filterbank is said
to be uniform [7]. Uniform filterbank frames have the advantage that canonical dual and tight frames are again uniform filterbanks, making perfect reconstruction filter construction somewhat easier. On the other hand, the uniformity
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usually means than too many coefficients are kept for subband channels with a
small bandwidth.
Another approach to filterbank inversion is to construct the filterbank in such
a way that it becomes a painless frame [10]. A painless frame has the property
that its frame operator is a diagonal matrix. This makes it easy to find the
canonical dual and tight frames, and in the case of painless filterbanks they
are again painless filterbanks. A filterbank is painless if the filters are strictly
bandlimited with a bandwidth (in radians) that is less than or equal to 2π/a(m).
In a general filterbank, the user must provide filters to cover the whole frequency axis, including the negative frequencies. For users working with realvalued signals only, a real filterbank construction exists in LTFAT. These constructions work as if the filterbank was extended with the conjugates of the given
filters. They work entirely similar as the real valued Gabor frames.
ERBlets [28] is a family of perfect reconstruction filterbanks with a frequency
resolution that follows the ERB-scale [19]. The ERBlets are included in LTFAT
through a routine that generates the correct filters and downsampling rates. To
aid researchers working with auditory signal processing, the toolbox contains
a small collection of routines to generate the most common auditory scales,
range compression and specialized auditory filters. An highly redundant ERBletrepresentation of a common test signal is shown on Figure 1b, to create an
auditory “spectrogram”.

4

Gabor Analysis: Linear Frequency Scales

The Discrete Gabor Transform (DGT) with M channels, time-shift of a and
window function g ∈ CL is given by
c(m, n) =

L−1
X

f (l) g (l − na) e−2πiml/M ,

l=0

where m = 0, . . . , M − 1 and n = 0, . . . , L/a. An overview of the theory of Gabor
frames can be found in [21]. The toolbox supports two types of Gabor systems:
the normal type dgt and a type dgtreal which only works for real-valued signals.
This type of frame simply returns the coefficients of the positive frequencies in
the time-frequency plane. For practical applications it is a convenient way of
not having to deal with the redundant information in the negative frequencies.
An highly redundant DGT-representation of a common test signal is shown on
Figure 1a, this is simply a normal spectrogram.
4.1

The Discrete Wilson Transform and the MDCT

The wilson frame type represents a type of time-frequency basis known as a
Wilson basis [12]. Wilson bases were proposed as substitutes for Gabor frames,
because of the impossibility of constructing Gabor systems that would be simultaneously generated using well-behaved windows, and bases of the considered
signal spaces.
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A Wilson basis is formed by taking linear combinations of appropriate basis
functions from a Gabor frame with redundancy 2, [6]. Essentially Gabor atoms
of positive and negative frequencies are combined, with suitable fine tuning of
their phases. This remarkable construction turns a tight Gabor frame into an
real, orthonormal basis, or turns a non-tight Gabor frame into a Riesz basis
(corresponding to a bi-orthogonal filterbank). In [25] this system is described as
a “linear phase cosine modulated maximally decimated filter bank with perfect
reconstruction”.
The MDCT (modified discrete cosine transform) is another substitute for the
non-existent well localised Gabor bases that has become extremely popular recently for its numerous applications, in audio coding for instance [27,31,30]. Both
Wilson and MDCT bases are variations of the same construction, the notable
difference being that the basis vectors of a Wilson basis with M channels are
centered on the M roots of unity in frequency, while the MDCT basis functions
are centered in between.
The coefficients c ∈ CM ×N computed by the MDCT of f ∈ CL are given by:
For m + n even:
 


X
√ L−1
π
1
π
f (l) cos
m+
l+
g(l − na).
(2)
c (m, n) = 2
M
2
4
l=0

For m + n odd:
c (m, n) =

 


X
√ L−1
π
1
π
2
f (l) sin
m+
l+
g(l − na).
M
2
4

(3)

l=0

MDCT coefficients of a common test signal are shown on Figure 2a.
4.2

Adaptable Time Scale

Non-stationary Discrete Gabor Systems (NSDGS) [5] is a generalization of Gabor frames, where window and time-shift are allowed to change over time, but
the frequency channels are always placed on a linear scale (through the proper
application of a Discrete Fourier Transform).
Similar to filterbanks, an NSDGT must be either uniform or painless to a
have a fast linear reconstruction. A uniform NSDGS has the same frequency
resolution for all time-shifts and a painless NSDGT always has a window length
that is less than or equal to the corresponding number of channels. In these
cases, the dual and tight systems are again NSDGTs. As for Gabor systems, the
real-valued NSDGT provides only the positive frequencies of the DFT.
NSDGTs are usefull for adapting the time and frequency resolution over time,
for instance for tracking the pitch changes in a voice or musical signal.

5

Wavelet Analysis: Logarithmic Frequency Scale

The newly added wavelet module extends the one-dimensional time-frequency
signal processing capabilities of the toolbox. The module is intended to be in-

CMMR2013 - 304

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

LTFAT: A Matlab/Octave toolbox for sound processing

7

4

x 10

0
d1

0

2

−5

d2

−5

−10

d3
−10
1.5

d4

−15

d5

−20

d6

−25

d7

−30

−20
1
−25

0.5

Subbands

Frequency (Hz)

−15

−30

d8

−35

d9

−40

−35
−40

d10
−45
a10

0

−45
0

0.2

0.4

0.6

0.8

1
1.2
Time (s)

1.4

1.6

1.8

2

0

0.5

(a) MDCT

1
Time (s)

1.5

2

(b) DWT

Fig. 2: Two non-redundant signal representations of the same signal, a piece
of the glockenspiel test signal. The figure on the left shows the output from a
Modified Discrete Cosine Transform with 64 channels, while the figure on the
right shows a Discrete Wavelet transform with a depth of J = 10. The MDCT
has a linear, while the DWT has a logarithmic frequency scale.

tuitive, self-contained (in a sense that all dependencies are within the LTFAT
toolbox) and compatible with some of the existing routines. The term wavelets
should be understood vaguely in this context, because in the discrete wavelet
transform setting the routines in the Wavelet module are capable of calculating
all transforms build upon and extending the basic iterated two-channel filterbank scheme (Mallat’s algorithm [26]) such as Framelets [11], dual-tree CWT
[35], M-band wavelets [24] and even more complex constructions.
Note that the discrete wavelet transform routines can be directly used for
framelet-type transforms with an arbitrary number of filters in the basic iteration
filterbank. Building custom wavelet filterbank trees including any tree shape and
different elementary filterbanks is also possible. A smooth transition between
the custom wavelet filterbank trees and the non-uniform non-iterated identical
filterbanks is another feature of the module.
5.1

The Discrete Wavelet Transform (DWT)

The DWT provides a multiresolution decomposition into J octaves of the discrete
signal f ∈ `2 (Z) in terms of coordinates in a basis given by
f (n) =

J X
X
j=1 k∈Z

dj (k)g̃j (n − 2j k) +

X

aJ (k)h̃J (n − 2J k),

(4)

k∈Z

where g̃j is the synthesis wavelet sequence and h̃J is the synthesis scaling sequence. The wavelet (detail) coefficients dj (k), for j = 1, . . . , J and scaling (ap-
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proximation) coefficients aJ (k) are given by
X
dj (k) =
f (n)gj∗ (n − 2j k)

(5)

n

and
aJ (k) =

X

f (n)h∗J (n − 2J k)

(6)

n

respectively, where gj∗ (n) is the complex conjugate of the analysis wavelet sequence and h∗J (n) is the complex conjugate of the analysis scaling sequence. The
analysis sequences are related in such a way that they are built from the two
suitably designed half-band elementary filters g1 (n) (high-pass, also referred to
as the discrete wavelet) and h1 (n) (low-pass) as follows
X
hj+1 (n) =
hj (k)h1 (n − 2k),
(7)
k

gj+1 (n) =

X

gj (k)h1 (n − 2k).

(8)

k

The same procedure holds for the synthesis sequences but with the different
elementary filters g̃1 (n) and h̃1 (n). Perfect reconstruction is possible if the elementary filters have been suitably designed. The equations (7),(8) are in fact an
enabling factor for the well-known Mallat’s algorithm (also known as the fast
wavelet transform). It comprises of an iterative application of the time-reversed
elementary two-channel FIR filter bank followed by a factor of two subsampling
dj+1k (k) = (aj ∗ g1 (· − n))↓2 (k),

(9)

aj+1 (k) = (aj ∗ h1 (· − n))↓2 (k),

(10)

make where ∗ is the convolution operation and a0 = f . The iterative application
of the elementary filterbank forms a tree-shaped filterbank, where just the lowpass output is iterated on. The signal reconstruction from the coefficients is then
done by applying a mirrored filterbank tree using the synthesis filters g̃1 (n) and
h̃1 (n).
In practice when f ∈ CL , the signal boundaries have to be taken into account. Usually the periodic extension is considered (which means the convolutions (9),(10) are circular), which requires L to be an integer multiple of 2J . In
this case, the number of coefficients is halved with each iteration and the overall
coefficient count is equal to L. The approach to considering any other extension
(symmetric, zero-padding, etc.) exploits the fact that the filters are FIR and
thus the information about the signal extensions can be saved in the additional
coefficients. The coefficients are obtained by the full linear convolution with (now
causal) filters. The resulting wavelet representation is called expansive because
the number of coefficients at level j becomes Lj = b2−j L + (1 − 2−j )(m − 1)c
[34], where m is the length of the filters, with no restrictions on L.
DWT coefficients of a common test signal are shown on Figure 2b.
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5.2

9

General Filterbank Trees

The DWT is known to have several drawbacks. First, it is merely 2J -shift invariant, which becomes a burden in denoising schemes. Secondly, the critical
subsampling introduces aliasing which is supposed to be cancelled by the synthesis filterbank. Provided some modification of the coefficients has been done,
the aliasing may no longer be compensated for. Finally, the octave frequency resolution may not be enough for some applications. The first two shortcomings can
be avoided by the undecimated DWT with a cost of a high redundancy and the
frequency resolution may be improved by the use of the wavelet packets, where
on the other hand the aliasing is an even greater issue. Several modifications of
the DWT filterbank tree were proposed to avoid the mentioned shortcomings
still maintaining the wavelet filter tree structure but using different numbers of
the elementary filters, adding parallel wavelet filter trees, alternating different
elementary filter sets etc. All these alternative constructions in both decimated
and undecimated versions are incorporated in the Wavelet module by means of
the general filterbank tree framework.
The framework also encompasses building custom wavelet packets and wavelet
packet subtrees, which differ from the DWT-shaped trees by allowing further recursive decomposition of the high-pass filter output creating possibly a full tree
filterbank. The wavelet packet coefficients are outputs of each of the nodes in
the tree. Such a representation is highly redundant, but leaves of any admissible subtree form a basis. The best subtree (basis) search algorithm relies on
comparing the entropy of the wavelet packet coefficient subbands.
5.3

CQT

Additionally, LTFAT provides the method cqt for perfectly invertible constantQ (CQ) filterbanks [22]. While conceptually reminiscent of Wavelet transforms,
CQ techniques use a much higher number of channels per octave, resulting in a
more detailed, redundant representation. The filters in a CQ transform are placed
along the frequency axis with a constant ratio of center frequency to bandwidth,
or Q-factor. Particularly interesting for acoustic signal processing, they provide a
much finer frequency resolution than classical Wavelet techniques and harmonic
structures are left invariant under a shift across frequency channels.

6
6.1

Operations on Coefficients
Frame multipliers

A frame multiplier [4] is an operator constructed by multiplying frame coefficients with a symbol m:
Mm f =

K−1
X

mk hf, Ψka i ψks ,

k=0
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12800

12800

3200

3200

50
0

5

Glockenspiel component − dB−scaled CQ−NSGT
22050

frequency (Hz)

frequency (Hz)

Glockenspiel (masked) − dB−scaled CQ−NSGT

200

3
4
time (seconds)

(b) Symbol

22050

800

2

800

200

1

2

3
4
time (seconds)

5

(c) Effect of the multiplier

50
0

1

2

3
4
time (seconds)

5

(d) Effect of the multiplier using the inverse
symbol.

Fig. 3: Deleting/isolating object in a spectrogram using a frame multiplier. Values of the mask (symbol) on (b) are between 0 (white) and 1 (black). The results
on (c) and (d) are obtained by an analysis of the outcome of the multiplier operator.

where Ψka and Ψks are simply the kth elements of the analysis and synthesis
frames, respectively. The analysis and synthesis frames need not be of the same
type, but they must have the exact same redundancy. The method framemul is
the basic method that applies a frame multiplier, given an appropriate frames
and a symbol. Its adjoint can be computed by framemuladj, useful for iterative
algorithms.
Figure 3 shows an example of an effect of a frame multiplier on the glockenspiel test signal using the CQT frame (and its dual) producing coefficients as
shown on Figure 3a and using symbol shown on Figure 3b and its inverse.
Figure 4 shows an example of editing the CQT spectrogram in order to
isolate and transpose (two semitones up) a separate harmonic structure. Three
separate masks are used: 4c to isolate transient part of the structure, 4d to isolate
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Fig. 4: Transposition of a single harmonic structure of the test signal glockenspiel.

harmonic part of the structure and 4e to remove the structure to be replaced
with the transposed version. The result of the masking operation is shown on
4f, 4g and 4h respectively. The only modification done is a frequency shift of
the harmonic part 4f by 8 bins upwards. The transient part is left as is to avoid
phasing effects. The inverse transform is applied to the element-wise sum of the
transient, the remainder and the modified harmonic coefficients layers. The CQT
spectrogram of the result is shown on 4b.
The CQT used in both examples was defined for the frequency range 50 Hz
– 20 kHz with 48 bins per octave.

CMMR2013 - 309

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

12
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Sound examples can be found at http://ltfat.sourceforge.net/notes/
022.
6.2

Non-linear Analysis and Synthesis
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Fig. 5: The figure on the left shows a spectrogram of the test signal greasy. The
figure on the right shows the difference between the phase of a STFT of the
original signal, and the phase of the STFT of a reconstructed signal obtained by
the Griffin-Lim algorithm.

Reconstruction from magnitude only: For a generic frame more than 4
times redundant, it has been shown in [1] that a signal can be reconstructed
from the magnitude of its coefficients. A classical method for finding a solution
to this problem is the Gerchberg–Saxton algorithm, [18] originally developed
for image diffraction. For the short-time Fourier transform, a similar algorithm
by Griffin and Lim was proposed in [20]. The frsynabs method attempts to
reconstruct a signal from the magnitude of the given frame coefficients using the
Griffin-Lim algorithm or more recent algorithms [13,29]. An example is shown
on Figure 5. Theoretically, the algorithm should reproduce the original phase,
up to a single, global phase shift, instead one obtains a pattern of local regions
of constant phase shifts like the one visible on 5b. This phenomenon is due to
the numerical limitations and the finite running time of the algorithm.
Separation of tonal and transient parts: Another nonlinear approach to
analysis is searching for a sparse coefficient representation of the input signal. The franalasso achieves this by means of a LASSO method [9] to minimize the l1 -norm of the coefficients. Alternatively, the group LASSO method
franagrouplasso [23] can be used to sparsify either transients or tonal com-
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Fig. 6: Splitting of a piece of the glockenspiel test signal into transient and harmonic parts by use of the group LASSO method and and two MDCT systems with 256 and 32 channels, respectively. These figures are reproduced by
demo audioshrink.

ponents of a frame representation. An example is shown on Figure 6. For more
information on that refer to [3].

7

Block-processing

The unified LTFAT block-processing framework allows supported transforms to
be carried out on blocks of the input data. The output blocks can be assembled
to generate the result. Using the chosen transform type, the input data block is
first analyzed, producing the transform coefficients and then synthesized. During
the process, the coefficients in the transform domain are free to be modified.
However, block synthesis using the modified coefficients can introduce audible
blocking artefacts due to the possible long/infinite analysis filter time-domain
supports. Therefore, the transform calculations need to be done carefully or
even modified to avoid or at least compensate for the blocking artefact. The
general approach used in the framework exploits overlapped “slicing” windows
introduced in [22], originally for the CQT transforms. The disadvantage of this
approach is that the coefficient processing algorithms have to take into account
the fact that the coefficients reflects the shape of the slicing window. The blocking
artefacts can be avoided completely when working with transforms using finite
filters such as DWT, DGT with finite-length windows and FIR filterbanks in
general. The price to pay is an increased processing delay roughly equal to the
longest filter length.
For a solution of this problem the SegDWT [33] algorithm employs an overlapsave principle for the analysis part and an overlap-add principle for the synthesis
part. Simply put, prior to the analysis, it extends the segment from the left side
using the previous samples. This extension ensures that after the analysis, the
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obtained coefficients are exactly the ones one would get analyzing the whole input signal and picking up just those coefficients belonging to the processed block.
Because of this feature, any coefficient processing algorithm can be applied with
the same impact as if the same algorithm was applied to coefficients without
dividing the data into blocks at all. The reconstructed segments have the length
of the extended analyzed ones and the overlapping parts are simply added. As
for the SegDWT algorithm itself, the left extension length required prior to the
analysis of a given block is
L(Sn ) = r(J) + (Sn mod 2J ),

(11)

where J stands for the number of the wavelet filterbank iterations, Sn for first
sample index of the segment n in the global point of view and r(J) = (2J −
1)(m−2), where m is the wavelet filter length. Note that the SegDWT algorithm
accepts any block size s (up to a minimum length s = 2J ) and the block sizes
can even vary among each other. After processing the wavelet coefficients and
application of the inverse Mallat’s algorithm, the last L(Sn + s) samples should
be saved to be added to the respective reconstructed samples of the following
block. In case L(Sn + s) > s, additional and more complex buffering have to be
employed. The algorithm delay is r(J) samples for block lengths restricted to
values s = k2J , k = 1, 2, 3, . . . and r(J) + 2J − 1 otherwise.
The LTFAT block-processing framework combined with suitable open-source
audio I/O libraries, like Portaudio http://www.portaudio.com/ and Playrec
http://www.playrec.co.uk/ allows for the true real-time audio stream processing in Matlab/Octave. The libraries provide interfaces for the cross-platform
non-blocking audio recording and playback. Such processing requires the transform routines to be fast enough to deliver the processed blocks on time to assure
gapless playback. Not only for this purpose, many of the transforms included in
LTFAT were implemented separately in C programming language.
An accompanying contribution [32], presented at this conference, demonstrates capabilities of the block-processing framework in the real-time setting.
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Abstract. In this contribution we present a novel method for identifying
novelty and, more specifically, sound objects within texture sounds. We
introduce the notion of texture sound and sound object and explain
how the properties of a sound that is known to be textural may be
exploited in order to detect deviations which suggest the presence of
novelty or distinct sound event, which may then be called sound object.
The suggested approach is based on Gabor multipliers, which map the
Gabor coefficients corresponding to certain time-segments of the signal to
each other. We present the results of simulations based on both synthetic
and real audio signals.
Keywords: Gabor multiplier, sound object, texture sound, novelty detection.

1

Introduction

Audio signals are central in everyday human life and the manner sound is perceived is highly sophisticated, complex and context-dependent. In some applications, one may be interested in identifying change in an ongoing audio scenario,
related to a certain sound texture, or in distinguishing between what may be
called a ”sound object” and more textural sound components constituting an
acoustical background. The notion of sound object (”objet sonore”) was introduced by Pierre Schaeffer [7] as a generalization of the concept of a musical note,
in particular their definition implies a time-limitation of sound objects.
Human listeners tend to perceive sound in a structured manner, with the
ability to focus and de-focus. Whether a particular event is experienced as a
relevant novelty as opposed to background, textural sound, seems to depend
both on cultural and educational background, cp. [2], that may be shared by a
group of listeners. From a certain point of view, the perception of sound components as background (textural) sound or object (compactly structured) sound,
depends on the ”zoom” the listener wishes to adopt or unconsciously assumes.
In this contribution, we attempt to mimic these observations in a technical way,
⋆

This research was supported by the WWTF project Audio-Miner (MA09-024).
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by ”defining” a sound to be textural if it does not change certain characteristics
which are first to be determined from a certain amount of data. In that sense, we
need the a priori knowledge that a particular part of a signal represents textural
sound segments. Any signal components representing a significant change are
then considered to contain novelty in the sense of not belonging to the previous texture sound or background. In an additional step, it is to be determined
whether the identified novelty presents the transition to a texture sound of a new
quality or marks the presence a sound object, which, by its original definition,
is characterized by a certain time limitation or compactness.
We are thus led to the following approach: given a signal which is known to
present a texture sound, we observe its inherent characteristics. Using the obtained information, we can then look for significantly different, hence salient,
signal components, which we define to represent either a change in the characteristic of texture or as the presence of a sound object, depending on the temporal
extension and coherence of the observed novelty. Similarity is measured by the
deviation of a Gabor multiplier mask from the constant 1 mask (no modification)
under a rather strong sparsity constraint.
The tools involved in the proposed method are presented in the next section.
Numerical results of simulations on real-life and synthetic data are presented in
Section 3 and we conclude with a short discussion and perspectives.

2

Technical tools for identifying novelty

We first recall some definitions from Gabor analysis and fixR notation. We work
with square integrable functions L2 (R), with norm kf k22 = t |f (t)|2 dt. For f ∈
L2 (R) and ω, τ ∈ R, the operators Mω f (t) = e2πiωt f (t) and Tτ f (t) = f (t−τ ) are
called frequency and time shift operators, respectively. A collection G(g, a, b) =
2
{gk,l := Mbl Tak g}k,l∈Z
P is called a Gabor frame 2for L (R) if the operator Sg,g ,
given by Sg,g f =
k,l∈Z hf, gk,l igk,l for f ∈ L (R) is bounded and invertible
on L2 (R). Note that the coefficients hf, gk,l i in Sg,g are samples of a short-time
Fourier transform of f at sampling points (ak, bl).
For every frame G(g, a, b) there exists a function γ, called dual window, such
that G(γ, a, b) is again a frame, called dual Gabor frame, and f = Sg,γ f = Sγ,g f
for all f ∈ L2 (R).
Let f ∈ L2 (R) be a background, texture signal. We divide it into overlapping
slices fi , i ∈ Z, in the following way:
fi (t) = f (t) for t ∈ [αi , βi ], αi−1 < αi ≤ βi−1 , αi+1 ≤ βi < βi+1
2.1

(1)

Gabor Multipliers

Gabor multipliers [1] describe the transition from given time-frequency characteristics of a signal to new ones and give information about the time-frequency
location of potential novelty. Let G(g, a, b) be a Gabor frame, γ a dual window and m = {mk,l }k,l∈Z a bounded complex-valued sequence. Then the Gabor
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multiplier associated to (g, γ, a, b) with mask m is given by
X
Gm f =
mk,l hf, gk,l iγk,l .

3

(2)

k,l∈Z

In [5, 6] the authors addressed the problem of transforming a given signal f into
another one by means of Gabor multipliers to transform sounds. More precisely,
for two signals f1 and f2 , the objective is to find a mask m such that the Gabor
multiplier Gm takes f1 into f2 subject to certain constraints on the mask m. The
constraints on the mask may be formulated as sparsity priors in time-frequency
or total energy. The mask resulting from the respective constraints is obtained
as a solution of the following minimization problem
min kf1 − Gm f2 k22

subject to

d(m) < ǫ ,

(3)

m

with d given by d(m) = λk|m|−1k1 to promote sparsity. Another popular choice
is d(m) = λkm − 1k22 to control total energy or to replace the ℓ1 by a mixed
norm or weighted norm, cf. [3]. In the current contribution, we restrict ourselves
to the first choice for brevity. The parameter λ is a sparsity prior tuning the
influence of the regularization term in (3).
2.2

Identifying Novelty

Let us denote the set of indices corresponding to slices, defined in (1), which
belong to the known textural part of a given signal by J0 . Then the slices fi ,
i ∈ J0 , are similar by assumption, hence also their Gabor transforms. The grade
of similarity is learned from the first part of the signal, which is known to be
textural. In this situation, the modulus of the mask mi,j of a Gabor multiplier
transforming fi into fj for i, j ∈ J0 , i.e. fj = Gmi,j fi , is close to constant 1. In
other words d(mi,j ) is close to zero. During the learning phase, the parameter
λ is tuned to yield small deviations from the constant mask m = 1. In order to
account for microchanges typically found in textural sounds, we average the norm
over N randomly picked slices in the textural section of the signal. Subsequently,
any deviation substantially higher than the deviations found during the learning
phase is considered a a cue for the presence of novelty. Thus, the problem of
identifying novelty in a texture sound or background is based on studying the
transition masks: for every new slice fk P
under consideration, we pick N indices
N
at random from J0 and compute sk = j=1 d(mj,k ). Whenever sk > ǫ for an
ǫ > 0 determined from the deviations to be expected from the data observed in
the textural part, then we may assume the presence of a sound object or novel
texture in slice fk .
2.3

Temporal extension

In order to distinguish between novel features of the texture sound, in particular,
the transition to a modified texture, and an event which should be called sound
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object, the introduction of a time-limitation is necessary. As pointed out before,
the particular length up to which novel characteristics should be understood as
an object depends on the context, e.g., in the case of music, on the inherent
tempo of the musical piece. In general, a fraction of a second to few seconds
(< 10) may be seen as a guideline to the possible length of a sound object. After
that time limit, the value of sk should drop back to the chosen ǫ and thus signify
the return to the previously perceived texture sound.

3

Simulations

In this section we present numerical results for two rather distinct texture sounds:
synthetic (heavy) rain and a the audio scene recorded in a jungle. Note that
the sound-files corresponding to the examples as well as supplementary examples, codes and extensions are available at the website homepage.univie.ac.
at/monika.doerfler/SoundObj.html.
3.1

Example 1: Rain

In order to give a proof of concept, we first apply the proposed method to
finding synthetic signals s which unambiguously qualify as sound objects within
the synthetic rain signal; we use damped sums of six different harmonics of 0.5
seconds length. The SNR1 of the objects present in the texture sound is between
−5dB and −7.5dB. The spectrogram of the concatenated sound is shown in
Figure 1. For this sound, we choose slices of approximately 250 milliseconds
Spectrogram of rain signal with two sinusoidal sound objects
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Fig. 1. Spectrogram of rain sound with two sinusoidal sound objects.

length and 75% overlap and work with the Gabor coefficients obtained from
1

We define the signal to noise ratio (SNR) by SN RdB = 10 log10 (ksk22 /kf k22 ), given
in dB, by where f is the background signal, which can be seen as ”noise” in which
s, the sound object is to be traced.
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a standard tight Gabor frame with a Hann window of length 1024 and 75%
overlap. For the identification of the two sound objects, we pick N = 8 slices fj
from the initial texture part of the signal at random and compute the average sk
of k|mj,k | − 1k1 for fj , j = 1, . . . , 8 and all k. We show the results for 4 different
levels of sparsity, more precisely, for λ = 0.2, 0.5, 2.5, 8 in Figure 2. Apparently,
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Fig. 2. Average deviation sk from textural character for different sparsity levels for
rain signal.

the sound objects are well identified by the proposed algorithm; it becomes clear
from these first results, however, that the choice of λ may be subtle, in particular
for more complex signals: if it is chosen to high, salient features may be lost.
On the other hand, for too small λ, irrelevant signal components, we should be
interpreted as part of the texture, may be identified as novelty.
3.2

Example 2: Jungle

The second sound, of 58 seconds length, is more complex; its waveform and
spectrogram are depicted in Figure 3. The jungle texture is dense and shows
distinct periodic structures. Between second 14 and 22 a salient change in texture
(and amplitude) takes place due to the appearance of a new animal sound (a
cicada); this novelty (in texture) is expected to be identified by the proposed
algorithm. On the other hand, two new objects were artificially added to the
original sound: a damped sum of sinusoids as in the previous example, at second
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Jungle sound with synthetic and washing machine insert

Spectrogram of Jungle sound
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Fig. 3. Jungle sound with two artificially added sounds, marked by a box in the left
display and by two arrows in the spectrogram. The appearance of the cicada is clearly
visible around second 13.

7, and a washing machine sound between second 34 and 40, which may also
be considered as a texture novelty. We choose slices of approximately half a
second (20480 samples) length with 50% overlap. We compare the performance
for two standard tight Gabor frames with a Hann window of length 1024 and
4096, respectively, and 75% overlap. For the identification of novelty, we pick
N = 10 slices fj , j = 1, . . . , 10 from the initial part of the signal at random
and compute the average sk of k|mj,k | − 1k1 for fj , j = 1, . . . , 10 and all k.
Based on the first, purely textural part of the signal, λ should be tuned in
order to allow only negligible deviation of the absolute value of m from 1. Here,
we show the results for 4 different levels of sparsity, more precisely, for λ =
0.2, 0.5, 2.5, 4.5. The results are shown in Figures 4 and 5. The sinusoidal sound
object has a clear local persistence and limitation in time which the texture part
lacks, but which is typical for many instrument signals; this signal component is
reliably identified even under strong sparsity constraints. A priori knowledge - or
assumption - about the objects one may be interested in, can be further exploited
in order to improve the method’s success and reliability. On the other hand, the
identification of the novelty introduced by the washing machine sound, which
may be considered as a texture sound itself, is more subtle - also perceptually,
cf. the sound signal available on the companion website. Here, we encounter a
doubtful event which may or may not be considered as an object, rather extended
in time, or a mere modification of texture. Furthermore, this novelty may easily
be missed by an inappropriate choice of sparsity level. The cicada, on the other
hand, is only correctly identified for rather low sparsity levels; this is all the more
astonishing because its appearance introduces a strong increase in amplitude.
However, its energy is sufficiently spread in time-frequency to disappear as soon
as strong sparsity priors are used. We observe in this example, that the influence
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Fig. 4. Jungle sound: average deviation sk from textural character for different sparsity
levels, short window (1024 samples).
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Fig. 5. Jungle sound: average deviation sk from textural character for different sparsity
levels, long window (4096 samples)
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of the underlying Gabor frame is relatively unimportant for the identification
results; any reasonable Gabor framework will yield satisfactory results.

4

Discussion and Perspectives

We presented first results of ongoing work on a method for identifying novelty; the proposed approach exploits the assumed textural character known
signals and decides that ’foreign’ characteristics are present if these characteristics are violated. The masks computed during the evaluation process can
be directly employed for the extraction of signal components of interest. This
idea will be investigated in the framework of more extended numerical experiments to evaluate the performance of the proposed method on larger samples of both texture sounds and sound objects. We expect to obtain reliable
conclusions, based on a systematic evaluation protocol, about the situations
in which the proposed models give satisfactory results. Furthermore, first attempts to exploit the idea of structured or social sparsity, cf. [4, 8, 3], for the
identification of novelty and sound objects show promising results and will
be further exploited. These questions will be investigated in detail in ongoing work on the topic and results will be presented on the companion website
homepage.univie.ac.at/monika.doerfler/SoundObj.html.
Acknowledgments. We would like to thank Anaı̈k Olivero for sharing code for
computing Gabor masks and Richard Kronland-Martinet and his team in LMA,
CNRS Marseille, for giving us permission to use their software SPAD.
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synthèse de signaux sonores et musicaux. PhD thesis, 2012.
6. A. Olivero, B. Torresani, and R. Kronland-Martinet. A class of algorithms for timefrequency multiplier estimation. IEEE Trans. Audio, Speech and Language Process.,
to appear, 2013.
7. P. Schaeffer. On Automated Annotation of Acousmatic Music. Editions du Seuil,
Paris, France, 2002.
8. K. Siedenburg and M. Dörfler. Persistent Time-Frequency Shrinkage for Audio
Denoising. J. Audio Eng. Soc., 61(1/2), 2013.

CMMR2013 - 322

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Improved Spectral Analysis Using
Waveform-Aligned Adaptive Windows
Yang Zhao and David Gerhard
Department of Computer Science
University of Regina
Regina, SK, Canada
zhao224y@cs.uregina.ca

Abstract. We propose a new pipeline for the Short-Time Fourier Transform (STFT) of harmonic signals based on adapting the analysis window
size to the period of the harmonic signal. Pitch estimation is used to find
f0 , and resampling ensures a window size as close as possible to a period which reduces spectral leakage almost to zero. The result is a highly
accurate spectral representation with location and amplitude of spectral
peaks represented as single frequency coefficients rather than a cluster
of frequencies.
We also present a new display method based on this pipeline which
greatly improves the a spectrogram through enhanced distinction among
partials. Finally, validation is performed by signal restoration on 40 clips,
showing the superiority of the pipeline for true periodic signals and comparability for pseudo-periodic signals.
Keywords: spectrogram, spectral leakage

1

Introduction

The Short-Time Fourier Transform (STFT) is a common method of identifying
the frequency components of a signal over time. Much music and audio analysis uses the STFT while ignoring a significant drawback of the method: spectral
leakage. When the STFT analysis window does not contain an exact multiple of a
cycle, multiple frequencies are needed to represent the original signal. Hamming
windows (among others) are used to reduce this leakage, however, this alters the
signal introducing further artifacts, and cannot absolutely exclude leakage. Various methods have been proposed to prevent spectral leakage, such as coherent
sampling [1], signal rounding [2] and hardware window correction [3].
The best window size should be selected such that interesting features are
resolved. Typically, for harmonic sounds, the mainlobe width of the window
should be equal to fundamental frequency (f0 ). Usually, however, f0 is unknown
a priori, and in fact STFT itself is often used to extract f0 .
Rather than choosing a static window size, one can think of an adaptive
model [4] calculating a dynamic window size that varies for each frame. A pitchrelated window size has been used in separating harmonic sounds [5] and an
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optimal FFT window was proposed [6] by setting the FFT window to 1/f0 .
The idea has never been evaluated quantitatively, and with improved computer
performance and more effective f0 estimation (e.g. [7]), the speed disadvantages
may be removed. Our STFT workflow uses waveform-aligned-adaptive windows
(WAAW) and we verify its resolution, speed, and representation. The main target
of this workflow is pitched monophonic sounds, e.g. voice or musical instruments.

2

WAAW STFT Pipeline

Our proposed pipeline is shown in Fig. 1. This approach is split into three steps
detailed below. The system determines a best size for each frame and adapts the
analysis to new frames.

Best DFT length
Partial
tracking

Framing
Pitch
estimation

Upsampling

Windowing

Spectrogram
plotting

DFT

Fig. 1. WAAW pipeline combining pitch estimation and upsampling to obtain optimal
frequency-based DFT length.

2.1

Pitch Estimation

There are three categories of pitch estimation algorithms [8]: time domain, frequency domain, and statistical methods. We chose YIN [7], a modification to
the traditional autocorrelation-based time-domain method, because of its low
error rate and low computational load. Frequency domain methods often require
STFT which we seek to improve.
2.2

Upsampling

Only cycles which are exact multiples of the window size (in time) will begin
and end on a sample. Generally, however, there is a large probability that a cycle
will begin to repeat at a point between two samples. Choosing one or the other
of these samples would produce a window size slightly larger or smaller than the
period, causing spectral leakage. Upsampling is introduced to reduce the error.
Theoretically, there exists an upsampling factor µ which allows the end of a cycle
fall right on a sample but this is impractical. In practice we could use a fixed µ
(e.g. 10) which is simple, but since frames no longer have a power-of-2 number
of samples, the FFT is no longer “fast”. Instead, we can specify the next highest
power-of-two framesize, and define µ as the ratio between the resulting sampling
frequencies. Fig. 2 shows the result of upsampling.
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(a) cycle before upsampling

3

(b) cycle after upsampling

Fig. 2. Upsampling improves window alignment. (a) The cycle starts at a sample, but
ends between two samples. (b) After a 3× upsampling, the cycle ends at a sample
location.

Only the frequency bins for the original sampling rate are shown when plotting a spectrogram (Sec. 3), and downsampling should be used in the restoration
task (Sec. 4.2).
2.3

Windowing

Traditionally, short time spectral transforms have been susceptible to spectral
leakage. This leakage results in misapproximations of the true harmonic content
of the signal, and is due to the fact that in a particular analysis window, any given
harmonic basis function will not complete a whole number of cycles. Take, for
example, a single sinusoidal component. If the analysis window is not aligned, the
infinite extension of the signal (required to perform the Fourier analysis) results
in a sharp discontinuity. Scaling the analysis window by a windowing function
resolves these issues by forcing the signal to zero at either end of the window,
thus ensuring no discontinuities, however this is done at the cost of modifying
the spectral content of the signal, causing the familiar spectral blurring. Our
approach is to solve the problem of misaligned cycles by modifying the size of
the analysis window rather than by modifying the signal to be analyzed.
Because upsampling based on the analyzed pitch means that any cycle will
start and stop (as close as possible) on a sample, the waveform will be aligned
and a “boxcar” window can be used without concern for spectral leakage. Additionally, no window overlap (“hop”) is needed, since the signal is not modified
by a window.

3

Spectrogram Display

The traditional FFT is visualized by plotting the amplitude of each spectral coefficient against the frequency of that coefficient and (for STFT) plotted against
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time. This is commonly displayed as a heat map, with x = time, y = frequency,
and z = amplitude shown in colour or grayscale.
The problem with the conventional spectrogram is that the quality of output relies greatly on the choice of window size. By automatically adapting to
the best window size, WAAW breaks the dependence, but since (for pseudo periodic signals) the period varies over time, each period has a different window
size and therefore a different number of frequency coefficients. This results in a
variable frequency resolution, making it hard to render the spectrogram using
the conventional fixed evenly distributed frequency scale. If we were to draw the
frequency components from the lowest frequency to the highest frequency for
each window, with one frequency component per pixel (as is done in STFT visualizations), frames with the same or similar frequencies would not necessarily
align, and it would be difficult to see from one frame to the next how the spectral
content changes. In the WAAE method, each frequency coefficient now represents a verified harmonic partial of the (pseudo)periodic signal (starting from
f0 ), rather than a frequency component of the analysis window. For this reason
we must visualize the partials based on their relative frequency location as well
as time location. We developed a method which we call partial-ordinal alignment which analyses each frame and ranks the partials based on their location
in the harmonic sequence. (f1 , f2 , etc). This allows us to connect time-adjacent
samples in the visualization which belong to the same partial. Colour is added
to indicate the amplitude of each partial track, similar to the traditional FFT
spectrogram.

4
4.1

Performance Evaluation
Spectrogram Display

Figure 3 compares three spectrogram displays of a 3 sec. sweep: traditional
STFT, time-frequency reassignment [9] and our WAAW method. Fig. 3a shows
that it is can be difficult to discern the individual partials, especially when the
frequency changes fast within a short time or is at a low frequency. Fig. 3b improves the discernability between partials by better localizing the instantaneous
energy, but erroneous frequency components are still kept and the discrete relocalized energy points in the spectrogram breaks the continuity of partial trends.
Fig. 3c is simpler to view and avoids noisy or erroneous frequency components
between harmonics. In addition, Fig. 3c shows more clearly how the partials
change in amplitude over time especially at low frequencies and fast transitions,
which, in Fig. 3a is blurred and cannot be distinguished.
4.2

Restoration Test

Compared with traditional FFT, WAAW only keeps frequency components at
integer multiples of f0 , discarding the information between harmonics. This information is enough to restore the original with little impairment to sound quality.

CMMR2013 - 326

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Improved Spectral Analysis Using Waveform-Aligned Adaptive Windows

(a) conventional spectrogram

5

(b) frequency reassignment spectrogram

(c) WAAW-based spectrogram
Fig. 3. Spectrogram of a “sweep”. (a) STFT; frame size = 2048 samples. (b) Reassignment; frame size = 2048 samples. (c) WAAW; frame size changing based on the pitch
of the signal at each frame. Note how the WAAW method gives resolution of partials
well below the frequency resolution of the traditional STFT.

We use four sets of audio for testing: 1) sinusoidal waves with varying fundamental frequency ranging from 100Hz to 1kHz, 2) speech samples obtained
from interviews with students, 3) vocal singing clips and 4) instrument sounds
including piano, violin, accordion, flute etc. Each group has 10 clips, each 4 to 6
sec. at 44kHz and each has been corrupted with white Gaussian noise at 10 dB
and 15 dB.
For the FFT spectrum, a simple denoising process (flat noise floor with fixed
threshold followed by the inverse FFT) is used to restore the original signal for
each frame. For the conventional method, the FFT and IFFT length are a power
of 2 larger than the frame size. In WAAW, the pitch period is first detected for
the whole frame, which in most cases is much larger than the cycle length, then
the number of cycles R that can fit in the frame is obtained by R = bNf /Nc c
where Nf is the frame size and Nc is the length of a cycle. Then the frame is
upsampled with a power-of-2 number of samples in R cycles.
A frame cannot usually be divided into an integer number of cycles, and
the residual samples cannot be discarded. In this situation, we form another R
cycles backwards from the endpoint of the frame to the starting point, apply
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FFT and IFFT on both of them, and use overlap-add method to combine the
results. Finally the restored signal is downsampled to original sampling rate.
After the signal is restored, we use three numeric indexes [10], to give an
objective comparison between STFT and WAAW restoration: input signal-tonoise ratio SNR; a segmented SNRseg (a 20ms-averaged SNR); and a segmented
spectral distance (SPDseg ), which is often employed in vocal signal coding and
is defined as
Z π
2 dθ
10
ln |So |2 − ln |Sr |2
,
(1)
SPDseg =
ln 10 −π
2π
where So and Sr stand for the periodograms of the original signal and the restored signal, respectively.
G1: sinusoidal
noise = 10
WAAW
STFT
noise = 15
WAAW
STFT
G3: singing
noise = 10
WAAW
STFT
noise = 15
WAAW
STFT

SNR
10
21.96
21.78
15
26.74
25.94

SNR
10.08
17.1
17.94
15.18
20.93
21.95

SNRseg
10.01
22.82
22.35
15
27.4
26.92

SNRseg
5.4
12.91
13.79
10.4
16.78
17.81

SPDseg
851.18
99.81
110.6
605.6
58.2
65.13

SPDseg
756.46
116.05
104.78
545.5
84.06
69.55

G2: speech
noise = 10
WAAW
STFT
noise = 15
WAAW
STFT

SNR
10.13
16.34
17.37
15.13
20.12
21.33

G4: instrument
noise = 10
WAAW
STFT
noise = 15
WAAW
STFT

SNRseg
4.03
10.95
12.03
9.03
14.7
15.95

SNR
10.05
17.21
17.82
15.06
21.05
21.64

SPDseg
644.09
103.12
91.61
454.71
87.2
71.76

SNRseg
7.74
15.2
15.99
12.75
19.09
20.22

SPDseg
755.26
110.5
106.1
542.99
71.47
64.85

Table 1. Evaluation of signal restoration using frequency-based denoising and different
FFT size selection schemes (unit: dB).

Evaluation Results We first test the performances of the two methods on each
of the four groups of corrupted signals. The frame size for the two methods are
both 512 samples, with sub-windows for WAAW and half overlapped hanning
windows for STFT.
From Table 1 we can see that WAAW produces satisfactory results compared
with conventional STFT. For sinusoidal signals (group 1), WAAW out-performs
STFT. For real-world signals (group 2, 3 and 4), WAAW slightly under-performs
but is comparable to STFT. This is because real signals are typically pseudoperiodic, and the YIN algorithm chooses a single pitch per frame even though
the pitch changes from cycle to cycle within the frame. Future work will address
this issue by adaptively and iteratively reducing the frame size.
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SNR gain (dB)
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Fig. 4 shows the gain trend for the two methods with varying frame size and
window shape in the restoration of two pieces. Here, “gain” indicates the difference between the restored SNR and the input SNR. As frame size increases, both
methods perform better. Also, the conventional method performs poor without
a window, while our method remains competitive even without a window. This
is due to spectral leakage in the conventional STFT, as well as removal of lowamplitude components in the threshold denoting process. This is why our method
has the highest performance in Fig. 4a. When we consider Fig. 4b, however, the
problems of real-world signals re-emerge. While we can choose an exact period
or multiple of a period for our analysis window, if the signal in the window is not
perfectly aligned (since it is pseudo-periodic), there is some unavoidable spectral leakage representing the change in the spectral content of the signal over
the course of a single period.
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STFT w/o window
STFT w/ hanning
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(a) 120 Hz sinusoidal
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(b) Tom’s Diner (A&M, 5136-2)

Fig. 4. SNR gain for WAAW and STFT from 10dB corrupted signals, by frame size.

5

Discussion

Our method is vulnerable to the accuracy of the pitch estimation. A slight error
in the pitch analysis will result in the introduction of spectral leakage. Future
work will include investigating adaptive time-domain pitch analysis methods.
The WAAW method only applies to monophonic signals. Polyphonic signals will
be considered in the future.
The FFT size derived from pitch is usually not a power of two. Our upsampling method is tuned to produce a power of two number of samples within a
period, but this often results in a very large up-sampling rate leading to a large
number of samples and an increase in processing time.
While adding pitch estimation to a traditional STFT increases the time to
produce a spectrogram, our method removes irrelevant information and makes
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pitch and partial information more visible than in the traditional FFT representation. We see the extra time as a tradeoff to make these new features possible.

6

Conclusion

This paper presents a new spectrogram representation method based on waveformaligned windows for FFT. Instead of a traditional fixed FFT size, a new and dynamic FFT size is calculated based on the corresponding pitch of a signal frame.
We choose an FFT size that exactly equals the smallest period (or a multiple
of periods) so that the fundamental frequency along with all of its harmonically
related information are shown, but the spectral leakage of the traditional FFT
is completely removed. Like the traditional spectrogram, our new representation
also consists of 3 dimensions: x = time, y = frequency and z = component amplitude, with a color scale that indicates the amplitude. The difference is that the
harmonic information (partials) are emphasized and the inter-harmonic spectral
leakage is eliminated, so that examiners can see the interplay of the true partials
without being distracted by noise introduced by the transform. In the WAAW
representation, one can not only see how the pitch fluctuates over time but also
easily and clearly track the trends of other harmonics.
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Abstract. From the perspective of experimental psychology, the ability of
music to influence the emotional interpretation of visual contexts has been
supported in several studies. However, we still lack a significant body of
empirical studies examining the ways in which specific structural
characteristics of music may alter the affective processing of visual
information. The present study suggests a way to use algorithmically generated
music to assess the effect of sensory dissonance on the emotional judgment of a
visual scene. This was examined by presenting participants with the same
abstract animated film paired with consonant, dissonant and no music. The
level of sensory dissonance was controlled in this experiment by employing
different intervals sets for the two contrasting background music conditions.
Immediately after viewing the clip, participants were asked to complete a series
of bipolar adjective ratings representing the three connotative dimensions
(valence, activity and potency). Results revealed that relative to the control
group of no music, consonant background music significantly biased the
affective impact by guiding participants toward positive valence ratings. This
finding is discussed in terms of interval content theory within the general
perspective of post-tonal music theory and David Temperley’s probabilistic
framework (model of tonalness).
Keywords: sensory dissonance, emotion, audiovisual, film-music, interval
vector/content, tonalness, algorithmic composition, MaxMsp, Cinema4D.

1 Introduction
Empirical research in psychology of film music has increased exponentially during
the past two decades. However, very few studies have examined in detail the ways in
which specific structural characteristics of music may alter the emotional processing
of visual information.
Mapping a systematic relationship between musical-structural features and certain
aspects of the audiovisual experience might be crucial for potential applications
concerned with neurosciences and clinical psychology.
The present study builds on a previous empirical work by the author [1] that
showed strong evidence in support of the effect of tonal dissonance level on
interpretations regarding the emotional content of visual information. This experiment
stimulated the investigation of tonal and post-tonal interval theory, and the parallel

CMMR2013 - 331

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

2

Fernando Bravo

design of interactive multimedia tools to examine these processes in a strictly
controlled empirical setting.
The objective of the present experiment is to evaluate the affective impact of
sensory dissonance (controlled by interval content) on an abstract animation. Sensory
dissonance refers to a specific psychoacoustic sensory property used to qualify
intervals, associated with the presence/absence of interactions between the harmonic
spectra of two pitches. Tonal dissonance includes sensory dissonance but also
captures a more conceptual meaning beyond psychoacoustic effects that is typically
expressed with terms such as tension or instability [20]. The present study’s approach
makes use of algorithmically generated music to test its research question, and to
analyse audiovisual interaction effects in music reception.

2 Background
2.1 Psychology of Film Music
We often seem unaware of how versatile film sound is. Randy Thom, from a nonexperimental perspective, has described the functions that sound perform in a movie
[2]. Sound can set up the pace of a scene, describe an acoustic space or establish a
geographical locale. An element of the plot can be clarified with sound or it can
render it ambiguous. Sound can connect otherwise unconnected ideas, characters,
places or moments. Sound can draw attention to a particular detail or draw attention
away from it. Sound can heighten realism or it can diminish it.
Sound is also considered one of the key elements contributing to the emotional
meaning of film. For example, in “2001: A Space Odyssey”, Kubrick used four highly
modernistic compositions by György Ligeti which employ micropolyhony (the use of
sustained dissonant chords that shift slowly over time). In this film dense vocal
clusters and dissonant chords were employed to project an emotional atmosphere of
horror and to symbolize an omnipresent but unseen malevolence [3].
This paper will focus on the particular role of music as a source of emotion in film.
During the last two decades several empirical studies have been conducted to clarify
the relationship between film music and its emotional function in movies and other
types of multimedia.
Annabel Cohen [4, 5] has comprehensively examined these studies and also
elaborated a theoretical framework for supporting future research in this field.
Marshall and Cohen early work [6] investigated the effect of connotative and
structural information dispensed by musical soundtracks upon the emotional
judgments in an abstract animation created by Heider and Simmel [7]. Heider and
Simmel developed the animation to show that people form stereotypes even of
inanimate objects.
Marshall and Cohen studied the effects of two different soundtracks on the
impressions about the three moving geometrical figures depicted in the film clip (a
large triangle, a small triangle and a small circle). They measured viewers’ responses
using the semantic differential technique [8], and they demonstrated that the mood of
the music can alter the affective impact of a visual scene. Several subsequent
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empirical studies have shown similar evidence for additivity of audio and visual
meaning along specific emotional dimensions [9, 10, 11, 29, 30, 31].
Boltz et al. [12, 13] showed that music can not only affect perceptual judgments
but also influence memory of filmed events. They suggested that film music may not
only perform functions of mood influence, but may also contribute to the story’s
comprehension. In interpreting these results they made use of specific principles of
schema theory.
According to schema theory [14, 15, 16, 17, 18] we constantly apply interpretative
cognitive frameworks when trying to process complex information. People use
schemata to make sense and understand the world. Through the use of schemata, most
everyday situations do not require laborious processing. People can quickly organize
new perceptions into a coherent and intelligible whole. For example, most people
have a window schema and can apply it to open windows they have never seen
before. In more complex situations, schemas allow one to make sense of people’s
behavior at a specific moment and to anticipate what is likely to occur next.
In the context of film, music is often used to bias spectators towards an
interpretative framework, which in turn affects the emotional processing of the visual
scene [13].
2.2 Consonance, Dissonance and Interval Content
The source of musical influence is essentially the physical and structural
characteristics of music. The present work aims to analyse and control in detail these
structural features with the purpose of shaping the emotional interpretation of visual
information.
In particular, the objective is to isolate sensory dissonance, while controlling for all
other musical structure variables, and to examine the effect of this specific variable on
the emotional judgments of an abstract animation.
In considering consonance and dissonance, it is important to distinguish between
musical and sensory consonance/dissonance. Musical consonance/dissonance
concerns the evaluation of a given sound within a musical context, and can be induced
by many factors such as dynamics, gesture, rhythm, tempo and textural density.
Sensory consonance/dissonance refers to specific qualities an interval can posses [19],
and it is studied by the psychoacoustic literature [20].
This study focuses on sensory consonance/dissonance. Helmholtz [21] proposed
that sensory consonance was associated with the absence of interactions (sensation of
“beats” or “roughness”) between the harmonic spectra of two pitches, a theory that
was also supported in the model of Plomp and Levelt [22]. According to this model,
the most consonant intervals would be the ones that could be expressed with simple
frequency ratios, which has been supported by psychological study [23, 24]. Intervals
such as the unison (1:1), the octave (2:1), perfect fifth (3:2), and perfect fourth (4:3)
are regarded as the most consonant. Intermediate in consonance are the major third
(5:4), minor third (6:5), major sixth (5:3), and minor sixth (8:5). The most
acoustically dissonant intervals (composed of frequencies the ratio between which is
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not simple) are the major second (9:8), minor second (16:15), major seventh (15:8),
minor seventh (16:9), and the tritone (45:32).
Melodic intervals (sequential tone pairs) do not produce roughness or beats due to
their non-simultaneity, however they are also judged along the dimension of
consonance/dissonance according to their frequency ratios [32, 33].
Intervals that are pychoacoustically dissonant usually coincide with intervals that
are musically dissonant. Within a tonal music-theoretic context, Paul Hindemith’s
work is especially noteworthy [25]. According to Hindemith, the overtone series
system (Figure 1) gives a complete proof of the natural basis of tonal relations. In
general, as new intervals are introduced, the stability decreases and the two tones
involved are considered more distant in their relation. All music theories have a
general agreement on this model.

Fig. 1. Overtone series with intervals labelled.

This experiment uses stochastically generated music within the general perspective
of post-tonal music theory. The notion of interval-class content, introduced by Allen
Forte [26] is of particular relevance for the present work. This concept, widely used in
the analysis of atonal twentieth-century music, offers an interesting approach to
qualifying sonorities. The interval-class content is usually presented as a string of six
numbers (called interval vector) that summarizes the number of interval classes a
sonority contains. This vector can be very useful for portraying the general level of
consonance/dissonance in a specific sonority.
2.3 The Present Study
The experiment was conducted to assess the effect of sensory dissonance on the
emotional evaluation of a visual scene. The same abstract animated short film, which
depicts a set of cubes moving around a static sphere, was presented to three
independent groups. One group saw the film paired with consonant background
music, a second group saw the film with dissonant background music, and a third
control group saw the film with no music at all.
The level of sensory dissonance was controlled in this experiment by employing
different intervals sets for the two contrasting background music conditions.
In order to examine if music could bias the emotional interpretation of the
animated film, participants were asked to evaluate the actions and personality of the
cubes on nine 7-point bipolar adjective scales.
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The work of Osgood [8] on the Semantic Differential technique showed that
connotative meanings depend on three different dimensions: valence, activity and
potency. In this experiment, adjective pairs representing each of the three connotative
dimensions were used.
The question posed in this study was whether two contrasting examples of
background music, in terms of consonance level (controlled by interval content),
could selectively bias observers’ emotional interpretation of visual information.

3 Experimental Investigation
3.1 Experimental Design
Design and Participants. An independent samples design was used. One hundred
and twenty healthy volunteers with normal hearing were tested in the experiment
(mean age: 22). Participants were recruited during Veishea 2010 (an annual week
long celebration that is held each spring on the campus of Iowa State University). All
participants were presented with the same visual film clip. Subjects were randomly
assigned to one of three accompanying music-type conditions, which varied in terms
of interval class content (consonant intervals, dissonant intervals, or no music). The
between-subjects variable was the particular type of music paired with the film.
Stimulus Materials – Presentation Phase. The visual material used in this study was
developed by the author using Maxon Cinema 4D Software. The film (90 seconds in
duration) portrayed a set of cubes moving around a static sphere (Figure 2).

Fig. 2. Four screen shots from the animated film (http://vimeo.com/nanobravo/cubescmmr).

The film was designed in order to be an ambiguous one in which the actions and
personality of the cubes were unclear and could be interpreted in either a positive or
negative way. In a pretest, four different render-styles of the same film (comprising
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different types of lines and colours) were presented to seven independent judges who
were asked to rate each, on a 7-point scale, for its degree of ambiguity. A specific
render-style (black & white format and thin sketched lines), which was judged to be
the most ambiguous, was then used as stimuli for the proper experiment.
Two contrasting (in terms of consonance level) musical accompaniments were
composed for use in the study, controlling for all the other musical structure variables.
The scores were developed using an Interactive Intermedia tool created by the author
with Max/MSP/Jitter visual programming software. The “Interval Vector” Max Patch,
shown in Figure 3, allows to test and analyse a wide variety of algorithmicallygenerated musical strategies, and further to explore cross-modal effects on visual
information. The patch requires an initial pitch interval selection to create an interval
set, then provides control over many coincident variables such as register, loudness,
rhythm, timbre, melody, intensity and instrumentation.

Fig. 3. Interval Vector Max Patch user interface.

In the present experiment the interest was focused on the effect of interval content
exclusively. Thus, one background music was generated using a consonant interval
content (the interval set [5-fourth-, 7-fifth-, 12-octave-]), while the other used a
dissonant interval content [1-minor second-, 2-major second-, 6-tritone-]. Musical
stimuli (Figure 4) were created as General MIDI files, played with the same samplebased instrument (Sibelius essentials – 035 Pick Bass) and attached to the visual clip.
Consonant interval content [5, 7, 12]
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Dissonant interval content [1, 2, 6]

Fig. 4. Excerpts from the consonant and dissonant musical soundtracks at different time
positions.

Stimulus Materials – Testing Phase. In the testing phase of the experiment, a 9-item
questionnaire was constructed that was designed to evaluate participants’ emotional
interpretations of the cubes’ personality, actions and overall intentions in the film clip.
The scaling instrument allowed a precise exploration of the effect on the valence,
potency and activity dimensions. Each of the three dimensions was represented by
three bipolar adjective scales, resulting in a 9-item scale shown in Table 1. The
questionnaire used 7-point bipolar adjective scales, ranging from –3 to 0 to +3.
Table 1. Semantic Differential Scale Items.
Valence

Potency

Activity

Good/Bad
Nice/Awful

Weak/Strong
Powerful/Powerless

Passive/Active
Quiet/Restless

Pleasant/Unpleasant

Submissive/Aggressive

Calm/Agitated

Apparatus. Cycling 74 Max/MSP/Jitter (version 5) and Maxon Cinema 4D (version
12) were used for sound and visual stimuli construction respectively. An Apple
Macbook Pro laptop with a Digidesign MBox2 external sound module, two Genelec
8030A active monitors, Pro Tools 8 LE system and Apple Quicktime Pro software
were used for sound editing, film scoring and stimuli playback. The volume of the
music was identical for the two audiovisual conditions. During the actual experiment,
participants viewed the stimuli that was played on a Laptop and projected via an LCD
projector onto a screen. The sound was coming from the two Genelec 8030A
monitors interfaced with the Digidesign MBox2 external sound module.
Procedure. All participants were randomly assigned to one of the three conditions
(Visual Alone, Audiovisual Dissonance and Audiovisual Consonance). They were
informed that they would be watching an animated film clip and later asked some
questions. Immediately after viewing the film clip, participants were administered the
questionnaire where they had to complete the set of bipolar adjective ratings. The
session lasted approximately 20 minutes.
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3.2 Experimental Results
A multivariate analysis of variance was conducted to assess if there were differences
between the three music type groups (Visual Alone, Audiovisual Dissonance and
Audiovisual Consonance) on a linear combination of each three criterion-variables
(adjective pairs) used per dimension (valence, potency and activity).
A Pillai’s trace multivariate statistic was used for testing the global hypothesis and
to correct for a possible parameter estimation bias due to the high intercorrelation
between the criterion-variables within dimension.
No significant differences were found between the three conditions for the potency
and activity dimensions. A significant difference was found for the valence
dimension, Pillai’s Trace = 0.133, F (115, 232) = 2.752, p < 0.05, multivariate η2 =
0.066. Examination of the coefficients for the linear combinations distinguishing
music type conditions indicated that adjective ratings for Nice-Awful and PleasantUnpleasant, contributed most to distinguishing the groups. In particular, adjective pair
Nice-Awful (0.625) contributed significantly toward discriminating Visual alone
group from the other two groups, and adjective pair Pleasant-Unpleasant (–0.85)
contributed significantly toward distinguishing Audiovisual Consonance from the
other two groups. The adjective pair Good-Bad did not contribute significantly to
distinguishing any of the groups.
From the multivariate test statistic we can conclude that the type of music
employed had a significant effect on the valence dimension. To determine the nature
of this effect univariate tests were conducted.
A statistically significant difference was found among the three levels of music
type (Visual alone, Audiovisual Dissonance and Audiovisual Consonance) on all
three 7-point bipolar adjective scales of the valence emotional dimension. Bad-Good,
F2,117 = 5.037, p < 0.05; Awful-Nice, F2,117 = 5.089, p < 0.05; Unpleasant-Pleasant,
F2,117 = 3.361, p < 0.05.
With regard to the relatively small overall sample size, a Levene’s Test for equality
of error variances was conducted on each dependent variable. The Levene’s Test was
significant only for the criterion-variable Nice-Awful. Since the “robustness” of
ANOVA methods against violations of central assumptions is not limitless, especially
concerning small samples, the results for this particular dependent variable should be
viewed with caution.
Since Levene’s Test was significant for the dependent variable Nice-Awful, and
because of the uncertainty of knowing whether the population variances are
equivalent, the Games-Howell procedure was used.
Post hoc Games-Howell tests indicated that the Visual Alone group and the
Audiovisual Consonance group differed significantly in all three valence adjective
pairs ratings: Good-Bad (p < 0.05, d = 1.15); Nice-Awful, (p < 0.05, d = 0.97);
Pleasant-Unleasant, (p < 0.05, d = 0.9). No significant difference was found between
the two audiovisual conditions, nor between the Audiovisual Dissonance condition
and Visual-Alone condition.
Moreover, simple contrasts were carried out to compare each audiovisual group
(Audiovisual Dissonance and Audiovisual Consonance) to the Visual Alone control
group. These contrasts represent AV-Diss vs. V-Alone and AV-Cons vs. VisualAlone. Each contrast is performed on each dependent variable separately and so they
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are identical to the contrasts that have been obtained from the univariate ANOVA.
95% confidence intervals were produced for the estimated difference. When
comparing AV-Diss vs. V-Alone, these boundaries cross zero, therefore we cannot be
confident that the observed group difference is meaningful. However, for the contrast
AV-Cons vs. V-Alone the confidence intervals do not cross zero: Good-Bad, 95% CI
[–1.87, –0.43]; Nice-Awful, 95% CI [–1.59, –0.36]; Pleasant-Unleasant, 95% CI [–
1.67, –0.13]. As such, we can be confident that genuine group differences exist
between AV-Cons and V-Alone conditions. These results are consistent with those
reported for the Games-Howell procedure.
After converting all of the negative adjective ratings to negative numbers, and the
positive adjective ratings to positive numbers, the set of ratings for a given adjective
pair are shown in Figure 5 as a function of the type of accompanying music (Visual
Alone, Audiovisual with dissonant interval content and Audiovisual with consonant
interval content). Table 2 shows group means and standard deviations for each
dependent variable.
1.500

1.125

0.750

0.375

0

-0.375

-0.750

Good - Bad

Nice - Awful Pleasant - Unpleasant

Fig. 5. Adjective pair ratings as a function of the type of accompanying music (visual alone,
consonant interval content and dissonant interval content).
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Table 2. Means and Standard Deviations comparing the three types of accompanying music
(valence dimension).
Good-Bad
Music type
Visual Alone
AV Dissonance
AV Consonance

n
40
40
40

M

–0.55
–0.07
0.6

SD
1.6
1.50
1.76

Nice-Awful
M

–0.5
0.12
0.47

SD
1.15
1.78
1.10

Pleasant-Unpleasant
M
0.35
0.4
1.25

SD
1.79
1.89
1.53

4 Discussion
The main finding of this experiment is that there were differences concerning the
evaluation of the clip on the valence dimension due to the music condition. The
statistical analysis evidenced a significant difference between the visual alone
condition and the audiovisual consonant condition on all three adjective pairs
representing the valence dimension. Interval content seems to have influenced the
emotional evaluation of the animation since all the other musical structure variables
were strictly controlled.
Due to the fact that only one visual scene was used and because no significant
difference was found between consonant and dissonant conditions, no general
conclusion can be made. Further studies should work with more than one visual scene
and also explore how tonal dissonance may interact with other musical structure
features (e.g. timbre) when influencing the emotional processing of visual
information.
In relating the alteration in emotional meaning of film to different background
music, Marshal and Cohen [6] postulated a Congruence-Associationist Theoretical
Framework. They stated that an interaction of the temporal structure of the film and
music can influence visual attention. The connotative attributes of music may then be
ascribed to the visual attentional focus. In the present experiment, the movement,
position and size of the cubes were synchronously mapped to the triggered sounds.
Therefore, it can be argued that music directed attention to the cubes through
temporal-structural congruence, and the particular connotation of consonant intervals
became associated with the attended visual feature. The gradual change in the valence
dimension, may be simply interpreted as the music increasing the interest of the very
abstract visual materials. However, it is important to note that the difference in the
valence ratings only reached statistical significance with the consonant interval
content as background music.
In the Western cultural convention dissonant intervals have historically suggested
“oppressive”, “scary” and “evil” connotative meanings in music. On the other hand,
consonant intervals usually suggest pleasant feelings to most people [22]. As Meyer
expressed “certain musical relationships appear to be well-nigh universal. In almost
all cultures, for example, the octave and the fifth or fourth are treated as stable, focal
tones toward which other terms of the system tend to move” [28]. In this experiment,
consonant intervals biased people judgments toward positive valence ratings. These
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results are consistent with those of others who found evidence for additivity of audio
and visual meaning along the valence dimension [6, 9].
Music theory provides technical descriptions of how styles organize musical
sounds and offers insights about musical structures that might underlie listeners’
interpretations. Allen Forte has described that the quality of a sonority can be roughly
summarized by listing the intervals it contains [26]. Generally, we take into account
only interval classes (unordered pitch-intervals). The number of interval classes a
sonority contains depends on the number of distinct pitch classes in the sonority. For
any given sonority, we can summarize the interval content in scoreboard fashion by
indicating, in the appropriate column, the number of occurrences of each of the six
interval classes. Such scoreboard, called interval vector, conveys the essential sound
of a sonority.
Table 3 summarizes interval class content for each background music condition. In
this study, the two contrasting conditions were obtained by using different interval
content. Thus, the level of consonance/dissonance was uniform throughout a given
version. This analysis, therefore, can generally represent the comparative level of
dissonance throughout.
Table 3. Interval Vector for the two music conditions.
Interval Set/ Prime Form
Cons. [5,7,12]/(0,2,7)
Diss. [1,2,6]/(0,1,2,6)

1
0
2

Unordered pitch-intervals
2
3
4
5
1
0
0
2
1
0
1
1

6
0
1

The consonant condition is generally governed by collections of intervals
considered to be consonant: fourths, fifths and octaves (octaves are not reflected by
interval vectors). Fourths and fifths are summarized as 2 occurrences within the
unordered pitch-interval 5. It is important to note that sporadic major seconds may
occur in the consonant condition when some of the triggered pitches overlap (e.g.
measure 77 in the consonant excerpt – Figure 4). In contrast, the use of dissonant
intervals (minor second, major second, and tritone) is characteristic in the in the
dissonant version.
The term tonalness refers to “the degree to which a sonority evokes the sensation
of a single pitched tone” [20] in a sense that sonorities with high tonalness evoke a
clear perception of pitch. As a component of consonance, tonalness has been defined
as the ‘ease with which the ear/brain system can resolve the fundamental’ [21], being
the easier, the more consonant.
David Temperley [27] proposed a method to measure both tonalness and tonal
ambiguity of pitch-class sets. Tonal ambiguity can be captured by Temperley’s
Bayesian key-finding model. The ambiguity of a passage may be defined as the
degree to which it clearly implies a key. Table 4 shows, for the two pitch-class sets
used in this experiment: sets (0,2,7) and (0,1,2,6), the probability of each key given
the set.
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Figure 6 plots Table 4, a quick glance shows that the distribution of values is much
more even in the case of the pitch-class set (0,1,2,6) than in (0,2,7). For the pitch-class
set (0,2,7) four keys’ values (C Mayor/minor and G Mayor/minor) are far higher than
any other. For the set (0,1,2,6) the probability mass is more evenly divided.
Table 4. The probability of each key given the two pitch-class sets, (0,2,7) and (0,1,2,6), used
in the experiment (Calculations were done in Max/MSP following Temperley’s Bayesian keyfinding model).
Cons [5,7,12]/(0,2,7)
Mayor Key
minor Key
0.00048587
0.00054569
0.00000031
0.00000044
0.00001046
0.00002680
0.00005349
0.00000015
0.00000004
0.00001396
0.00009450
0.00001585
0.00000005
0.00000060
0.00043425
0.00051584
0.00000984
0.00000025
0.00000031
0.00001754
0.00007647
0.00000028
0.00000005
0.00000834

Key
C
C#/Db
D
D#/Eb
E
F
F#/Gb
G
G#/Ab
A
A#/Bb
B
Mayor Keys

Diss [1,2,6]/(0,1,2,6)
Mayor Key
minor Key
0.00000131
0.00000199
0.00000737
0.00000789
0.00001662
0.00000080
0.00000014
0.00000073
0.00000026
0.00000056
0.00000073
0.00000109
0.00000628
0.00004816
0.00001036
0.00001206
0.00000076
0.00000007
0.00000611
0.00000042
0.00000137
0.00000422
0.00000093
0.00003275

0.00060

0.00040

0.00020

0.00000

C

C#

D

D#

E

F

F#

G

G#

A

C#

D

D#

E

F

F#

G

G#

A

A#

B

Minor keys
0.00060

0.00040

0.00020

0.00000

C

A#

B

Fig. 6. Plotted probability of each key (in Mayor and minor modes) given the two pitch-class
sets, (0,2,7) and (0,1,2,6).
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Following the key-finding model and the Bayesian “structure–and-surface”
approach, Temperley suggests a way to calculate the overall probability (Tonalness)
of a pitch-class set occurring in a tonal piece. Table 5 shows this quantity for the two
pitch-class sets that were used in the experiment. This overall probability describes
how characteristic each pitch-class set is of the language of common practice tonality
(how tonal the set is). It can be seen that the pitch-class set (0,2,7) is somewhat more
probable than the pitch-class set (0,1,2,6). As Temperley himself points “there is
more to tonality, and judgments of tonality, than sheer pitch-class content” [27].
However, there is no doubt that the pitch-class content strongly contributes to the
tonalness of a passage. The Bayesian model presented by Temperley captures this
aspect of tonality and therefore portrays an indirect tool to quantify consonance level.
Table 5. Tonalness of the two music conditions (using the Koska-Payne key-profiles).
Interval Set/ Prime Form
Consonance [5,7,12]/(0,2,7)
Dissonance [1,2,6]/(0,1,2,6)

Tonalness
0.002311
0.000163

The presented analysis seems to reflect that tonalness might be a helpful
quantifiable consonance component for predicting valence associations. Additional
research is needed to further assess this hypothesis using more levels of tonalness, and
to examine the ways in which these sonorities may interact with formal characteristics
of images that are different from the ones used in this experiment. Moreover, it would
be interesting to explore if subtle alterations in tonalness (e.g. the diminished triad tonalness = 0.00032 vs. the harmonic minor scale - tonalness = 0.00028) could still
lead to biases in the emotional judgements.
This paper examined the role of consonance/dissonance in the relatively abstract
domain of pitch-class sets. While more research is required to further analyse this
issue in more complex situations of real music, it is hoped that the work developed
here will contribute to stimulate new questions aimed toward understanding the ways
in which structural characteristics of the music influence the emotional interpretation
of visual contexts.

4 Conclusions
The main purpose of the study was to explore the influence of sensory dissonance on
the emotional interpretation of an animated film.
The most important finding of this experiment is that interval content altered the
emotional evaluation of visual information. The consonant background music
condition appeared to exert a direct influence on the emotional processing of visual
imagery by guiding participants toward positive valence ratings, when compared to
the visual alone condition.
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There is a lack of empirical research examining the ways in which specific
characteristics of music may alter the emotional processing of visual contexts. The
present study suggested a way to use algorithmically generated music to explore the
emotional effect of interval content in a systematic and strictly controlled setting.
These results have implications for a variety of contexts (film music, advertising,
etc.). Probably, one of the most interesting and potentially useful applications of
findings regarding the links between musical structure and emotions is concerned
with neurosciences and clinical psychology. Strictly controlled audiovisual stimuli
could be used to further inspect the neural correlates of emotion, and these studies
might have direct relevance for diagnostic and music-therapeutic applications.
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The grouping of sound movements as expressive
gestures
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Abstract. This paper is a preliminary attempt to investigate the perception of sound movements as expressive gestures. The idea is that if
sound movement is used as a musical parameter, a listener (or a subject)
should be able to distinguish among different movements and she/he
should be able to group them also according to the expressive intention
that a given sound movement is supposed to convey. A couple of experiments have been carried out in this direction: first the subjects had to
group the stimuli according to the perceived expressive intention, then
they had to reproduce the sound movement by drawing it on a tablet.
Preliminary results show that subjects could consistently group the stimuli, and that they primarily used paths and legato–staccato patterns to
discriminate among different sound movements.
Keywords: Sound movements, gestures, sonic interaction design, expressiveness

1

Introduction

The location of sound in space has always been a parameter taken into some
consideration by music composers and creators. This consideration has often appeared implicitly, for example in the disposition of instruments on stage or their
positioning in a church; however, it has also made its way explicitly in composers’
scores throughout history – the tradition of the renaissance “cori battenti ” in the
San Marco church in Venice and their use by Andrea and Giovanni Gabrieli in
the sixteen century, or the “lontano 1 indication in many scores of romantic and
impressionistic music are but a few cases in point of this desire of incorporating
space explicitly in the compositional process. Also, since the end of WW II space
has emancipated its status in music as a compositional device while incorporating movement of sound in space; and after the seminal Kontakte (1959-60) by
Karlheinz Stockhausen [8] it has become a regular feature in musical orchestration and scoring. Space location and movement are also widely used today in
entertainment to enhance immersion and engagement in motion pictures etc.
1

lontano: as from far away
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The studies on musical expressiveness are indeed more recent (cf.[4]) but
their development has been so strong and pervasive that this topic has become
a full track in itself in the past twenty years or so (cf.[5]).
However, analyses of the perceptual aspects of the expressiveness of motion of
musical sounds through space are still quite scarce (cf.[3]). This is due, perhaps,
to the subtlety of the percepts of sound positioning and to the difficulty of
assessing the expressiveness of movement of sound in space. Recent studies in
musical gestures come in handy in this context (cf.[7,1]) while current technology
readily allows to design and setup some initial experimental assessment on this
subject.

2

Sound movement as a musical parameter

In this paper the term “sound movement” must be intended as “the real or
virtual movement of a sound source in space”. The perception of sound movement
presents some specifically musical issues which must be taken in consideration
when designing experiments. These issues can be summarized as follows:
1. while the location of sound is distinctly three-dimensional, humans perceive
the position along the horizontal plane with much greater precision than
that on the vertical plane (elevation – cf.[2,6]); when precision is at stake
expressiveness is much more difficult to assess, and therefore the experiments
proposed in this paper take in consideration the expressiveness of movements
happening exclusively on the horizontal plane. The fragility of elevation perception is also widely acknowledged in music, where composers are undoubtedly attracted by the strong metaphors that lie behind “elevation” but they
are seldom able to actually use this parameter effectively;
2. there is a dependence between movement, agogic and sound envelope: contemporary composers know well that short staccato sounds or fast percussive
articulation allow for much stronger perception even of very fast movements,
while slow attacks and decays are harder to locate in space; thus, the expressiveness of sound motion must be tested with opposed agogic and global
envelopes to assess the actual contribution of motion itself.
These were the main considerations behind the selection and combination of
tasks in the experiments described in this paper.

3

Experimental setup

Both tests were performed in the Multimodal Experience lab at the Aalborg
University in Copenhagen.
3.1

Material

12 examples were synthesized in order to reproduce different kinds of sound
movements. Colored noise was used as a test sound. The parameters that could
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be controlled were the following ones: speed (slow – fast), movement (circular,
discontinuous1 or discontinuous2 ), agogic (legato – staccato). Discontinuous1
performed a rectangular shape motion around the listener, while discontinuous2
performed a triangle “8”–shape motion with the listener in its center. This investigation stems from a musical perspective and from musical practice: the parameters mentioned above were choosen because they are the ones most frequently
used by composers when defining the electronic scores of their compositions.
However, colored noise was used as sound source rather than musical excerpts
to avoid biases that could derive from the intrinsic expressiveness of music which
could be possibly perceived also without virtually moving the sound in space.
Fast movements lasted for about 3 seconds, while slow movements lasted for
about 7 seconds. This is the list of the 12 stimuli:
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.

fast circular staccato
slow discontinuous1 legato
fast discontinuous1 legato
slow circular staccato
fast discontinuous2 legato
fast circular legato
slow circular legato
slow discontinuous2 staccato
fast discontinuous2 staccato
fast discontinuous1 staccato
slow discontinuous2 legato
slow discontinuous1 staccato

In the second experiment the subjects had to draw the sound movement that
they could perceive.
3.2

Apparatus

The auditory stimuli as well as the pre-defined sound movement patterns for each
condition were generated and scripted using a patch made with Max/Msp 5.1.5.
The externals VBAP2 and Ambimonitor3 externals for sound spatialization and
management of azimuth and Cartesian coordinates were used to ease the panning
the sound around in the speaker setup. The sounds used were generated by a
noise object connected to a lores~ object (resonant low-pass filter) with the
cutoff frequency set to 1300 Hz and resonance argument set to 0.1. When the
legato condition was active the sound was played constantly during the whole
pattern with fade-in and fade out ramps 30 milliseconds long. When the staccato
condition was active, the sounds were played in short bursts upon reaching each
point along the path. Each sound burst lasted for 50 milliseconds plus fade-in
and a fade-out ramps of 10 milliseconds each.
2
3

http://www.acoustics.hut.fi/~ville/
http://www.icst.net/research/downloads/
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Procedure

Subjects were asked to sit on a high chair in the middle of a room with a surround
audio system made of 16 loudspeakers. A little round table standing in front of
them carried an iPad. In order to listen to the different sound movements they
had to push 12 different icons drawn on the iPad screen; then they had to group
them focusing their attention on the perceived expressive intention of each sound
movement (nothing more precise than that was told to them).
In the second experiment subjects were asked to listen to a given sound
movement and to try to write it on the iPad focusing on the reproduction of the
expressive intention of each movement. They could listen to the sound stimuli
as many time as they wished to and they could cancel–rewrite their drawing.
At the end of each test subjects were asked to answer a questionnaire: for
the first test we asked to describe their grouping strategy (if any) and if they
could fine any form of expressiveness in the stimuli they were listening to. After
the second test they were asked to comment on the task they were assigned basically to see if they were satisfied with the instrument they had to represent
the sound movement.
3.4

Participants

A total of 23 subjects performed both tests. The subjects average age was 25.5,
the youngest subject being 19 years old while the oldest was 46. There were
a total of 13 male and 10 female participants, and just 6 among them had
some musical background and/or were studying an instrument. Each test lasted
around 20 minutes.

4

Data analysis

The collected data has been processed and visualized. In the following subsections the main results will be discussed.
4.1

Grouping task

The collected data was first analyzed in order to see if there were any outlier
that had to be removed from the data set. Out of the 23 participants just one
of them did not perform any of the required tasks, just listening to the stimuli
without grouping them. So this subject’s data was removed: 22 subjects correctly
performed the test.
The data was then processed through hierarchical cluster analysis in order to
detect the groups formed by each subject. The results of the grouping task of each
subject was displayed with a dendrogram accompanied by the representation on
a two-dimensional plane. Figure 1 represent the grouped data of “subject 4”,
while fig. 2 shows the averaged dendrogram, taking in to account the grouping
performed by all subjects.
The first part of the analysis concerned the number of groups produced by
participants. They distinguished an average of 5 groups (5.1818) and there was
no difference between musicians and non musicians or male and female. Then the
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Fig. 1. The top figure shows the clusterization of the data that is visualized in a
normalized bi-dimensional space on the bottom figure.

grouping of the participants were converted to a 12x12 matrix of co-occurrence.
Each cell of the matrix in table 1 indicates the number of times that two stimuli
were grouped together.

1
1 0
2
3
4
5
6
7
8
9
10
11
12

2
0
0

3
0
22
0

4
21
0
0
0

5
1
4
3
0
0

6
2
0
0
2
1
0

7
2
0
0
2
1
22
0

8
4
0
0
6
0
0
0
0

9
6
0
0
4
1
0
0
15
0

10
3
1
1
3
1
0
0
7
9
0

11
0
4
4
0
20
0
0
1
2
0
0

12
4
1
1
6
0
0
0
11
4
17
0
0

Table 1. Grouping results by task

The numbers in bold indicate the most grouped pair of stimuli, some of
them were grouped together by all the participants. The most frequently coupled
movements are then reported in table 2.
It can be observed that the subjects were able to actually distinguish among
legato and staccato movements and between the 3 different movements (circular,
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Fig. 2. The averaged dendrogram

discontinuous1 and discontinuous2 ) while they did not used the speed at all in
order to perform the grouping task. They got confused about the two different
discontinuous patterns just in the last group (movement 9 with movement 12).
Most of the participants reported in the questionnaire that they filled up
after the test that the motion of sound was reminiscent of different expressive
intentions: the circular motion was connected to a calm and pleasant sound
(something related to water and sea) while the discontinuous movements made
them more anxious or nervous, notwithstanding the speed used. The difference
between legato and staccato was also mentioned by most of the participants.
4.2

Drawing test

The aim of this second test was to verify if the same subjects that did the
grouping task were then able to reproduce graphically the movements that they
perceived and what aspects were then emphasized. 23 subjects participated to
this test. Many subjects actually complained about some technical issues, like
the difficulty to have a good representation of the movement’s speed, while others
would have liked to have different colors or pens and in general they were asking
for more freedom. At any rate, the drawings produced a wealth of additional
information; however, a full analysis of this information is well beyond the scope
of this paper. Suffice it to say that in general, subjects could represent with a
good level of precision the circular movements and also the two discontinuous
movements. It is interesting to notice that they could actually also distinguish
the two discontinuous movements. This was something expected since the main
difference between the two movements is that in the 8 shape the sound is actually
“‘passing through” the listener and this should be a strong expressive aspect of
the performed sound.
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PAIRED
TASKS
2 with 3

NUMBER
TASKS DESCRIPTION
OF TIMES
22
slow discontinuous1 legato and fast discontinuous1
legato
6 with 7
22
fast circular legato and slow circular legato
1 with 4
21
fast circular staccato and slow circular staccato
5 with 11 20
fast discontinuous2 legato and slow discontinuous2
legato
10 with 12 17
fast discontinuous1 staccato and slow discontinuous1
staccato
8 with 9
15
slow discontinuous2 staccato and fast discontinuous2
staccato
9 with 12 11
fast discontinuous2 staccato and slow discontinuous1
staccato
Table 2. This table shows the most important Pairwise Results, summarizing what
kind of tasks/sound movements were mostly grouped together.

5

Conclusions and future work

It is interesting to notice that the results presented in this paper closely match
those of an earlier paper (cf.[3]) with the notable exception of the role of speed.
The important point was in the experiment carried out in [3] the subjects were
asked to evaluate a specific motion within a valence–arousal Russell circumplex
while in the present experiment no such metaphoric canvas was used; however,
since the grouping results are quite similar in both experiments, it is possible
to draw stronger conclusions concerning the perception of expressiveness related
to sound motion in space. The role of speed remains to be further assessed: [3]
used strongly contrasting speeds while the current experiment had opted for
smaller speed differences to try to assess the strength of speed as a parameter.
Surprisingly, the perception of the speed parameter turned out to be quite fragile
(i.e.: smaller speed differences eliminate the dissimilarity perception altogether),
thus requiring further experimental work to be carried out. Other developments
that are connected to these experiments concern:
– movement drawing re-synthesis: after collecting drawings by subjects it would
be interesting to assess whether the latter are able to recognize their own
drawings, that is to correlate their gesture to the perception of the actual
movement drawn;
– real–time expressive gestures: if previous tests demonstrate that there is
a correspondence between drawings and sound movement, a “performing”
test can be carried out asking the subjects to move the sound as if they were
happy–sad–angry–etc. The aim of this test would be to see whether subjects,
being free to choose an expressive intention, would be consistent with the
grouping results presented in the current paper.
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Virtual Flight and Gesture
Robert Hamilton1?
Center for Computer Research in Music and Acoustics,
Stanford University
rob@ccrma.stanford.edu

Abstract. Virtual actors moving through interactive game-space environments create rich streams of data that serve as drivers for real-time
musical sonification. The paradigms of avian flight, biologically-inspired
kinesthetic motion and manually-controlled avatar skeletal mesh components through inverse kinematics are used in the musical performance
work ECHO::Canyon to control real-time synthesis-based instruments
within a multi-channel sound engine. This paper discusses gestural and
control methodologies as well as specific mapping schemata used to link
virtual actors with musical characteristics.
Keywords: musical sonification, procedural music and games, virtual
gesture

1

Introduction

From a creative musical standpoint, there have traditionally been necessary synergies between motion and action in space and the production and manipulation
of musical sound. And for most pre-digital musical systems, physical gesture was
an inherent component of instrumental performance practice. From the sweep of
a bow across strings, to the swing of a drumstick, to the arc of a conductor’s baton, action and motion in space were directly coupled as physical or intentional
drivers to the mechanical production of sound and music [6].
The introduction of computer-based musical systems has removed the necessity of such direct couplings, allowing abstract data-analysis or algorithmic
process to both instigate and manipulate parameters driving musical output.
However artists seeking to retain some level of human-directed control within
the digital context often develop and employ mapping schemata linking control
data to musical form and function. Such mappings provide an interface between
human intention and digital process and can range from the simple to the complex, from the distinct to the abstract.
?

All environment and character modeling, custom animations and art direction for
ECHO::Canyon were created by artist Chris Platz.
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Reactive Mapping and Gesture.

Choreographies of music and action found in dance and film commonly make
use of a reactive association between gesture and sound. Dancers’ reactions spontaneous or choreographed - to a musical event or sequence of events often
form physical motions or gestures with direct temporal correspondence to the
onset, duration or contour of a sounding event [12]. Similarly, events in static
visual media such as film, music video and some computer games are often
punctuated by the synchronization of visual elements with unrelated auditory
or musical cues, linking the audio and visual in our perception of the event
without any causal relationship existing between the two modalities.
1.2

Causal Mapping in Virtual Space.

Interactive virtual environments and the tracking of actor motion and action
within those environments affords yet another approach to the mapping of physiological gesture to parameters of sound and music for multimodal presentation.
As avatars within three-dimensional space are wholly-digital constructs, there
exists a massive amount of data readily available that represents their internal
and external state, their ongoing relationship to other objects in the surrounding
environment, and the state of the environment itself. This data can drive complex dynamic musical and sound-generating systems while preserving a causal
link between the visual gesture and the resultant audio gesture.
1.3

Multimodal Gesture and Motion.

With virtual actors, the contours of motion in virtual space - both macro, such as
a three-dimensional Cartesian vector, or micro, such as the relative articulation
of individual bones within an avatar skeletal mesh - can be tracked and used as
control data for computer-based musical systems. In this manner, the gesture or
motion itself drives and controls the sound-generating process, an inversion of a
more common reactive model and very much in line with traditional models of
instrumental performance.
By pairing macro and micro avatar motions with real-time musical sonification, composers and designers repurpose elements of model physiology and
structure, as well as the topographies of virtual space itself, into components
of musical gesture. Multiple modalities of interaction can then be combined to
create performance works wherein the interactions between virtual actor and virtual environment drive any number of parameters of computer mediated musical
sound, structure and space.

2

Musical Sonification in ECHO::Canyon

ECHO::Canyon (2013) by Robert Hamilton and Chris Platz is an interactive
musical performance piece built within UDKOSC [10], a modified version of
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Fig. 1. In ECHO::Canyon interactions between player-controlled flying avatars and
the environment itself drive procedural sound and music generation using UDKOSC.

the Unreal Development Kit or UDK, a free-to-use version of the commercial
Unreal 3 gaming engine 1 . Premiered on April 25, 2013 at Stanford University’s
Center for Computer Research in Music and Acoustics, ECHO::Canyon creates
a reactive musical environment within which the idiomatic gestures and motions
of flight are mapped to musical sound-producing processes.
During the piece performers control virtual actors moving through a fullyrendered outdoor landscape using a computer keyboard and mouse or commercial game-pad controller. Each actors’ location and rotation in game-space, as
well as other parameters describing their interactions with objects within the
environment are streamed in real-time to sound-servers using the Open Sound
Control (OSC) protocol [20]. The environment itself is sculpted in such a way
as to allow performers the freedom to perform musical interactions by moving
above, around and through the topography. In this way the process of environment design takes on the role of composition, with sections of virtual hills,
canyons and valleys acting as musical pathways through the environment.
While ECHO::Canyon is built within a gaming engine, unlike many commercial games where audio and music play a supporting role to displays of rich visual
content [21], the role of music and sound within the work are intended to occupy
a perceptual role equal to the presented visual modality. Sonifications used in
ECHO::Canyon are designed to be musical and performative in nature, and are
fundamentally presented as foreground constructs, rather than as background or
more associative “sound-effect” constructs. To that end traditional approaches
for game sound design are replaced instead by sets of composed interactions.
1

Unreal Development Kit by Epic Software. http://www.udk.com
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Prior Work

The use of video game engines for music and sound generation has become
increasingly common as generations of musicians who have grown up with readily
accessible home video game systems, internet access and personal computers seek
to bring together visually immersive graphical game-worlds, wide-area networks,
interactive control methodologies and musical performance systems.
Though its graphical display is rendered in 2-dimensions, small fish by Furukawa, Fujihata and Muench [8] is a game-like musical interface which allows
players to create musical tapestries based on the interaction of dynamic components within the environment. Similarly playful in scope, LUSH by Choi and
Wang uses models of organic interaction and gameplay within an OpenGL framework to represent and control sound generating and organizing processes [5].
Commercial gaming environments have been repurposed as dynamic musicproducing systems in Soundcraft [4], q3apd [16] and q3osc [9]. Multi-modal musical performances built within an earlier version of UDKOSC, as well as within a
customized implementation of the open-source Sirikata [18] virtual environment
produced a series of immersive and interactive musical works [11]. And the mapping of game-play interactions to real-time sound generating process has been
pursued as a prototyping methodology by sound designers like Leonard Paul
[17], and as an immersive creative interface and display by Florent Berthaut [3].

Fig. 2. UDKOSC processes OSC input to control avatar and camera motion while
generating OSC output representing avatar and skeletal mesh location, rotation and
action/state data.

4

System Overview

To produce musical works such as ECHO::Canyon, multiple software and hardware systems must efficiently share large amounts of real-time data with low
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latency and a high success-rate of packet delivery. At the same time, the sound
generation and three-dimensional graphics rendering are extremely taxing for
even higher-end personal computer systems. To optimize both sound and video
production, multiple machines are used in any one performance, connected over
a local gigabit ethernet network. A sound server running SuperCollider typically
runs on one computer (OS X, Linux or Windows) while the UDKOSC gameserver and individual game-clients each run on their own Windows machine.
4.1

UDKOSC

UDKOSC was designed to bring together real-time procedural sound synthesis, spatialization and processing techniques from the realm of computer music
with the visually immersive networked multi-player environments of commercialgrade gaming engines. Gestures, motions and actions generated by actors in
game-space are analyzed and transformed in real-time into control messages for
complex audio and musical software systems. UDKOSC was developed to support the creation of immersive mixed-reality performance spaces as well as to
serve as a rapid prototyping tool for procedural game audio professionals [19].
While the UDK explicitly restricts developers from accessing the Unreal Engine’s core C++ engine, it exposes a higher-level scripting language known as
UnrealScript. UnrealScript allows developers to bind Windows Win32 .dll’s to
UnrealScript classes, enabling external blocks of code to interact with the scripting layer. Using this DllBind functionality, UDKOSC binds a customized version
of OSCPack [2] to a series of Unrealscript classes and mirrored data structures,
passing bidirectional data both into and out from the game engine. In this manner real-time game data can be streamed over UDP to any given ip-address and
port combination at the same time control messages and data from external
processes can be streamed into the game engine.
Actors within the UDK, or characters moving through and engaging with
the environment, can be controlled by human performers - called “Pawns” - or
controlled by game artificial-intelligence or pathing algorithms - called “Bots”.
These actors are separate entities from the “Camera”, essentially a projected
viewpoint within the environment which is displayed on screen. UDKOSC adds
the ability for Pawns, Bots and Cameras to be controlled via commands received
from externally-generated OSC messages.
Output Data. Currently, UDKOSC tracks a number of in-game parameters
for each actor and exports them using OSC including:
– Pawn and Bot unique identifier within the UDK
– Pawn and Bot Cartesian location (X, Y and Z coordinates) and rotation
(pitch, yaw and roll)
– Camera view rotation
– Projectile Cartesian location and collision event (triggered when the projectile touches a solid entity within the environment)
– Interp Actor, Trigger and Static mesh Cartesian location and collision events
– Location and rotation for individual bones from a Pawn’s Skeletal Mesh
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Input Data. UDKOSC can receive commands over OSC including:
–
–
–
–
4.2

Pawn and Bot movement speed, direction vector and rotation
Projectile target location
Camera cartesian location, rotation and speed
Camera mode: fixed location, manual rotation, first and third-person modes
Music and Sound Server.

On the receiving end of the UDKOSC output stream is a music and sound
server capable of interpreting OSC messages and mapping game parameters to
musical generation and control processes. While any OSC-capable system can
be used as the interpreter for UDKOSC output, for most UDKOSC projects,
our preference has been to use Supercollider [15] running numerous synthesis
processes and spatialized across multiple channels using ambisonics [14].
Within Supercollider, data representing avatar positioning, rotation and action is mapped to specific parameters within instances of synthesized instruments. In ECHO::Canyon, the flight of a player-controlled “Valkordia” pawn
through the environment is sonified in real-time. At any given moment of the
piece each pawn’s speed, rotation, absolute Z-location, height relative to the
“ground”, side proximity to solid environment structures and a Euclidean distance to a series of “crystal” objects in the environment all serve as parameters
driving real-time synthesis. Alongside one or multiple human-controlled pawns,
flocks of OSC-controlled Valkordia bots, themselves driving separate synthesis
processes, are controlled with pre-composed OSC-emitting scripts. During flight
as well as during a specially-designed “posing state”, the location of bones in the
bird-skeleton’s wings are tracked and mapped to their own synthesis algorithms.
Musical output for ECHO::Canyon is currently spatialized across multichannel speaker systems by a Supercollider-based sound server making use of
stereo output, simple 4-channel panning or first-order ambisonics as the performance space allows. When ambisonic output is used events are placed in the
soundfield in a mapping schema uncommon in standard video-game audio where
coordinate locations in the environment are mapped to static corrolary locations
within the listeners’ soundfield. When stereo or 4-channel panning is employed,
location-based sound events are placed in a more conventional actor-centric perspective, with their amplitudes scaled proportionally to the distance between
actor and sound-emitting location.

5

Macro and Micro Scale Gestures

While acknowledging that conversations attempting to define gesture and how
that term pertains to music can engender fierce debate, for the scope of this
project, gestures can perhaps be initially defined as intended actor motion or
action created within game-space for the purpose of instigating or controlling
visual or auditory response. Using UDKOSC, this kind of actor motion can be
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tracked on a macro scale – essentially the gross contours of 3D motion within the
environment – as well as on a micro scale – the location and rotation of specific
bones within and around an actor skeleton. From a compositional standpoint,
such an approach allows for great flexibility in the investigation of wholly different types of sounds, mapping schemata and controlled musical interactions.
For example, a dance-like series of motions (“actor sprints up a ramp, jumps,
twirls and lands”) or a direct mapping of human-physical gesture via a Kinect
controller (“actor’s skeletal mesh mimicks user swinging an arm side-to-side”)
can each be considered a gesture in this context. The user-directed intention of
each motion, controlled or generated, combined with the sound, itself generated
in real-time during the creation of the motion, becomes a significant component
of the multi-modal gesture.
5.1

Macro-scale Gesture.

Interactions between user-controlled actors and some other entity, either part
of the environment or another moving actor, can be categorized as macro-scale
gestures. For macro-scale gestures, the scope of a given gesture generally involves
the entire actor itself taken as a single-entity, tracking its location in threedimensional space over a window of time.
Perceptually speaking, macro-scale gestures can occupy the same attentional
space as routines or phrases in dance, wherein an actor performs a series of linked
motions or actions to convey an intention. Gestures in this vein can encompass
multiple actors, interacting with each other either as individual components of
a dynamic gesture or as grain-like instances within a singular cloud or mass.

Fig. 3. Valkordia Skeletal Mesh with highlighted right wing-tip bone

Flight-based Gesture. For ECHO::Canyon, the theme of avian flight is central to the musical sonification, animation and control schemata created and
used for the piece. A character model called a “Valkordia” was created, fusing
physical characteristics and idiomatic movements from both bird and insect-like
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Fig. 4. Ray traces visualized as vertical and horizontal lines in (A) track the distance
between the Skeletal Mesh and objects and contours of the environment, both to its
right and left sides (B), as well as directly below (C).

creatures. Articulated motion of the Valkordia wings and its torso during flight
can be seen in Fig. 3. Bones found in the model’s front right wing (visible as a
white vertical line through the first pose’s middle feather) were tracked to drive
a noise-generating process when the avatar was in flight.
The relation of a flying Valkordia actor to the environment was a key gestural component in the shaping of ECHO::Canyon both literally and figuratively.
Valleys, mountains and caves were sculpted with articulated shapes to accentuate specific features of synthesis processes. Fig. 4 shows vertical and horizontal
ray traces tracking the relative distance between a flying actor, the ground, and
the walls of a valley. In this example, the ray trace distances were used to control amplitude and filter frequencies of separate synthesis processes, as well as
panning for the horizontal traces.
Flocking Pawns. Our cognitive abilities to group and associate like motions
of active objects into single cohesive units can bring disparate dynamic elements
together into one unified mass gesture [13]. The sonification of such behaviors
with simple sound sources can create dynamic musical textures through similar
motion and position of each source [7]. ECHO::Canyon makes use of flocks of
OSC-controlled Valkordia pawns with a relatively simple mapping of their Zcoordinate to a simple oscillator and their distance from the player actor to the
oscillator’s amplitude. Each bird in the flock tracks a target position which is
moved in pre-composed patterns through the game-space by an OSC-generating
script. The sonic result is a shifting grain-like cloud of pitched oscillators.
5.2

Micro-scale Gesture.

With the intention of drawing audience and performer attention to the actor
itself and away from the environment, micro-scale gestures are comprised of
motions and articulations of a given avatar’s virtual physiology. By mapping
the subtle motions of bones within an actor’s skeletal mesh to both dynamic
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control systems and evocative musical processes, the micro-scale gestures within
ECHO::Canyon provide a vastly different viewing and listening experience than
the work’s macro-scale gestures.

Fig. 5. Valkordia model with manual wing positioning during “Posing” state

Posing State. Performers in ECHO::Canyon enter the posing state by toggling
a key on the game-pad. Upon entering the state, actors no longer fly through
the environment; instead each avatar interpolates into a nearly vertical pose
and control over the actor’s front two wings are directly mapped to each of
the gamepad’s two two-dimensional analog joystick controls. Users control the
forward, side and back rotation of each wing independently by rolling the analog
joysticks around in circular patterns, mimicking the rotation of arms or wings
in shoulder sockets. A series of wing poses can be seen in Fig. 5, examples (A)
through (F).
Rather than mapping pre-composed wing animations to output from the
joystick controllers, each wing instead tracks an end effector, using inverse kinematics [1]. The location of each effector is itself controlled in 3D space by the
joystick output, scaled and acting upon a Cyclic-Coordinate Descent or CCD
Skeletal Controller, itself a component of the UDK. In Fig. 6, the effectors for
each wing are visualized as globes towards which the chain of bones from the tip
of each wing to the shoulder socket are reaching.
Tracking Bone Location. The tracking of individual bone locations relative
to a central point on the actor’s skeletal mesh changes the focus and scale of
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Fig. 6. Using inverse kinematics controlled by a dual-joystick gamepad, players can
dynamically control Valkordia wing poses.

gestures to reside firmly in the micro-scale. In this manner, the extension of a
wing to its full length can be mapped to a “larger” sounding sonic response
than a “smaller” gesture, closer to the central point. Each bone that comprises
a model’s skeletal mesh can be tracked in UDKOSC, though due to the high
number of individual bones used in many well-articulated skeletal meshes, it is
generally a good idea to track a few key bones to reduce the amount of data
tracked and output in real-time.
In the posing state, the relative X, Y and Z positions of one single bone
located at the tip of each wing is tracked and output with OSC. In Fig. 7 data
from a right wing bone is shown, first in a flying state, and then during manual
control over the wing position. The peaks showing manual arm gestures are
clearly visible on the right half of each plot. By comparison, the oscillating wing
motion during flight shows clearly as a fairly continuous signal on the left half of
each plot. It should be noted that coordinates in the Unreal Engine are measured
in “Unreal Units”, a unit of virtual measure where one UU corresponds roughly
to 0.75 inches, or one foot = 16 UU and 1 meter = 52.5 UU.

6

Musical Sonification in ECHO::Canyon

The following list defines an example set of control events and actions that
have been explored within ECHO::Canyon and a description of their musical
analogues:
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Fig. 7. Wing X,Y,Z Coordinate data in a flying state and during manually controlled
wing gestures

Actor Proximity. An actor’s relative distance to objects in the environment is
determined through the use of horizontal and downward ray traces. The distance
between the center of an actor’s bounding-box and an object with which the ray
trace collides is output over OSC. From a design standpoint, traces are used to
drive musical processes when an actor moves through a space such as a tunnel,
cave or chasm, or simply swoops down above some part of the terrain.
– In SuperCollider, horizontal ray trace distance and global location is used
to modulate the amplitude, central frequency and grain count of a cloud of
granulated SinOsc bursts.
– Amplitude is scaled inversely to horizontal trace distance, while grain count
and central frequency are both modulated by the actor’s current height, or
Z-location.
– Vertical trace distance shapes both the amplitude and the chaotic oscillations of a “screetch”-like sine feedback FM oscillator with phase modulation
feedback using the SinOscFB UGen.
Actor Speed and Motion. As user avatars move through three-dimensional
coordinate space, each avatar’s X, Y and Z location data is streamed over OSC
to a sound-server (see Fig. 8). The speed of motion is calculated and used to
scale the speed of the flight animation, itself driving parameters of a noise-based
synthesis instrument.
– Actor speed is indirectly sonified as the speed of oscillation of the right and
left wing bones drives each bone’s position in the Z-plane (relative to the
actor’s central coordinate location).
– Location data controls simple amplitude and ambisonic spatialization of continuous sound-sources for each osc-controlled Valkordia flocking pawn.
– Actor speed also modulates the frequency of a filter shaping the output from
each actor’s downward trace SinOscFB process.
Actor Bone Motion. The structural core of each actor’s character model is a
skeletal mesh comprised of numerous connected-yet-independent bones, each one
with a coordinate location and rotation accessible via OSC. By tracking motion
of each bone within the skeletal mesh, complex control signals can be generated
through the use of simple avatar motions.
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– During flight, the relative z-location of each wing bone is sonified with a
simple sine oscillator, with subtle beating frequencies made audible through
a slight freqency offset between each wing’s synth.
– During the manual posing state, the same mapping continues, however the
manual extension of each wing causes the pitch of each oscillator to modulate
within a range of approximately four-semitones.
– The frequency of an actor’s manually-triggered “call” sound is mapped to
the combined distance between right and left wing tip bones.
Actor-Group Motion and Density. While individual actor avatars each communicate their positions through individual OSC streams, actors moving in concert together – in flocks, swarms or herds - can be tracked and sonified as a
group. For fast moving particle-based objects, like projectiles generated by an
actor or actors, granular synthesis-based instruments have proven an interesting
mapping. Similarly, flocks of flying avatars tracked as simple sine-waves have
been used to create a shifting field of additive signals.
– Flocks of OSC or AI controlled Valkordia pawns are represented with simple
sine oscillators which can be spatialized in an ambisonic soundfield.
– Projectiles “fired” by an actor generate an inexpensive pitched collision
sound – a burst of noise passed through a tuned filter – when the projectile
bounces off a surface in the environment. The filter frequency is mapped to
the distance of the collision point from the coordinate center of the environment. As high numbers of projectiles can be quickly generated by performers,
all synthesis processes used with projectiles in UDKOSC are relatively computationally cheap.
– Projectile location can also be spatialized in an ambisonic soundfield. In this
case each projectile is represented by a simple sine oscillator with its freqency
mapped to the calculated distance from the environment center.
Spatio-centric spatialization. In contrast to traditional gaming concepts of
user-centric audio, a spatio-centric presentation superimposes a virtual space
onto a physical multi-channel listening space, spatializing sound events around
a physical space to correlated coordinates in the virtual space. The goal of such
presentations are to immerse an audience in an imposed sound world, creating
a perceptual superimposition of virtual and physical environments.
Fig. 8 traces a simple Valkordia flight path in three-dimensions. If this were
presented in a rectangular concert space, the position of the displayed sound
source would move along the shown trajectory.
– When ambisonic spatialization is used, each sound generated is positioned
in the soundfield according to its position in game-space. Unlike traditional
gaming presentations, where sounds are generally positioned relative to the
player’s head location, such a presentation can represent the location of
multiple users and objects to an audience watching without a decided “firstperson” viewpoint.
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Fig. 8. Actor flight path in 3D coordinate space.

Location-Based Triggers. Specific locations in coordinate space are stored on
the sound server and users’ relative Cartesian distance from each location can be
used as a synthesis parameter. For instance, by mapping amplitude of a sound
source to such a distance measurement, an instrument’s volume will fluctuate as
a factor of a user’s distance from a particular location.
– In Fig. 1, a number of large crystal-like structures are visible, each of which
serves as a location-based sound source.
– Each crystal location drives a separate instance of the Gendy1 dynamic
stochastic synthesis UGen.
– An actor’s distance from each of these crystals controls both the Gendy1’s
amplitude as well as the frequency of a ResonZ two pole filter.
Active Triggers. For sound events or processes that require simple mode/context
switching control or triggering, users can actively interact with a trigger in the
form of a button or key-press. When a user fires a “use” event the trigger sends
an OSC message with its name, location and trigger state.
– The most commonly used trigger of this sort in ECHO::Canyon is the Valkordia’s “call”: a layered cloud of granular pitches with frequencies randomized
within a narrow range.
– The central frequency of each call is set by the actor’s Z-coordinate which is
itself mapped into the note range of a semitone/chromatic scale.
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Abstract. The term coarticulation designates the fusion of small-scale events
such as single sounds and single sound-producing actions into larger chunks of
sound and body motion, resulting in qualitative new features at the mediumscale level of the chunk. Coarticulation has been extensively studied in linguistics and to a certain extent in other domains of human body motion, but so far
not so much in music, so the main aim of this paper is to provide a background
for how we can explore coarticulation in music. The contention is that coarticulation in music should be understood as based on a number of physical, biomechanical and cognitive constraints, and that it is an essential shaping factor for
several perceptually salient features of music.
Keywords: Coarticulation, chunking, context, music perception, motor control,
performance.

1 Introduction
This paper is about how perceptually salient units in musical experience emerge by
principles of coarticulation. The term coarticulation designates the fusion of smallscale events such as single sounds and single sound-producing actions into phrase
level segments, or what we prefer to call chunks, very approximately in the 0.5 to 5
seconds duration range. Such fusions into chunks are ubiquitous in music, for instance in the fusion of a rapid succession of tones and finger motion into what we
perceive holistically as an ornament, or in the fusion of drum sounds and associated
mallets/hand/arm motion into a rhythmical groove pattern.
Although musical experience can be considered continuous in time, it is also clear
that what we perceive as salient features of music, e.g. rhythmical and textural patterns, melodic contours, expressive nuances, etc. are all based on holistic perceptions
of a certain length of musical sound and music-related body motion: we need to hear
and keep in short-term memory a certain stretch of music in order to decide what it is
and to assess what are the salient features of this excerpt. This segmenting and
evaluation of continuous sensory information we refer to as chunking. We use the
term ‘chunking’ because this term not only signifies a segmentation or parsing of
continuous sensory streams, but also the transformation to something more solid in
our minds, to something that does not exist at the timescale of continuous sensory
streams.
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As coarticulation is basically about the fusion of smaller elements into larger units,
understanding coarticulation may be very useful in understanding chunking in music,
and could also be useful for a number of other music-related domains such as music
psychology, music theory, and music information retrieval, as well as in advancing
our understanding of the relationships between sound and body motion in music, i.e.
in research on embodied music cognition [1, 2, 3].
In presenting the main ideas of coarticulation in music, we first need to look at
what are the significant timescales at work in musical experience, because coarticulation is mostly a local phenomenon, typically in the 0.5 to 5 seconds duration range.
We also need to look at some issues of continuity, discontinuity, and chunking in music, before we go on to the main principles of coarticulation, followed by an overview
of ongoing and possible future work in this area.

2 Timescale Considerations
Needless to say, we have musical sound at timescales ranging from the very small to
the very large, i.e. from that of single vibrations or spikes lasting less than a millisecond to that of minutes and hours for whole works of music. The point here is that each
timescale has distinct perceptual features, and to take this into account, we have in our
research postulated three main timescales. An almost identical classification of timescales applies to music-related body motion, however with the significant difference
that the maximum speed possible for human motion is of course much less than that
typically found in audible vibrations:
• Micro timescale, meaning the timescale of audible vibrations, thus including perceptual phenomena such as pitch, loudness, stationary timbre, and also fast but
sub-audio rate fluctuations in the sound such as tremolo, trill, and various rapid
timbral fluctuations. At this timescale, we typically perceive continuity in both
sound and motion, and we keep whatever we perceive in so-called echoic memory,
forming the basis for the perception of more extended segments of sound and motion at the meso timescale. Interestingly, there also seems to be a limitation on motor control at this timescale by the phenomenon of the so-called Psychological
Refractory Period, which among other things, suggests that below the (very approximate) 0.5 seconds duration limit, body motion trajectories may run their
course without feedback control [4], something that is one of the constraints linked
to coarticulation (see section 6 below).
• Meso timescale, or what we call the chunk timescale, similar in duration to what
Pierre Schaeffer and co-workers called the sonic object [5, 6], typically in the very
approximately 0.5 to 5 seconds duration range. The crucial feature of the meso
timescale is the holistic perception of sound and body motion chunks, much due to
the fusion effect of coarticulation. As suggested by Schaeffer, meso timescale
chunks are probably also the most significant for various salient perceptual features
such as the shapes (or envelopes) for pitch, dynamics, timbre, various fluctuations,
various rhythmical and textural patterns, something that has been confirmed by
listeners’ identification of musical features in short fragments [7]. Also other
important elements converge in making the meso timescale significant, such as the
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assumed limits of short-term memory [8], the average duration of everyday human
actions [9], and importantly, theories of the perceptual present [10].
• Macro timescale, meaning longer than the typical duration range of the meso timescale, usually consisting of concatenations of meso timescale chunks in succession,
and typically extending over whole sections and even whole works of music.
What is essential for coarticulation is that it is found on the meso timescale (but based
on continuous, micro timescale elements), and that it concerns both the perception
and the sound-producing (and also the sound-accompanying) body motion at this
timescale (see [3] for a discussion of sound-related body motion categories). It is in
fact the contextual smearing of micro timescale elements that is the hallmark of
coarticulation in general, and so we claim, also of musical sound and music-related
body motion, something that we should first see in relation to notions of continuity
and discontinuity in music.

3 Continuity vs. Discontinuity
Western music theory has traditionally regarded the tone (or in cases of non-pitched
percussion instruments, the sound event) as the basic ingredient of music, represented
by the symbols of Western notation. Although we may think of musical experience as
a continuous stream of sound, there is then at the core of Western musical practice a
‘discretization’ of music into discontinuous tone (or sound) events, represented by
notation symbols. This notation paradigm has had as one consequence the concept of
music as something that is made by putting notes together, and furthermore, followed
by adding some kind of expressivity to these concatenations of notes in performance.
One further consequence of this has been a certain abstraction of musical features,
including a more ‘disembodied’ view of music as a phenomenon.
Shifting our perspective to the sound-producing body motions of music, we realize
that any musical sound (or group of sounds) is included in some kind of action trajectory, e.g. to play a single tone on a marimba, the mallet/hand has to make a trajectory
from the starting (equilibrium) position out towards the impact point on the instrument, followed by a rebound and a trajectory back to the initial position. This means
that we have continuity in musical practice in the sense of continuity in sound-producing body motion, but we also have continuity in the resultant musical sound: in
spite of a symbolic representation of a tone (or non-pitched sound), it will always
have a temporal extension as well as various internal time-dependent features such as
its dynamic, pitch and timbre related evolution in the course of the sound, and additionally, very often also be contextually smeared by neighboring sounds. In this sense,
we can speak of temporal coherence of both sound-producing body motion and the
resultant sound, meaning a contextual smearing of that which Western music notation
designates by discrete symbols. In the case of Music Information Retrieval, the task is
obviously the opposite, i.e. to try to reconstruct the discrete symbolic notation from
the continuous stream of contextually smeared musical sound (se e.g. [10]).
This temporal coherence and resultant contextual smearing of both body motion
and sound is the very basis for the emergence of coarticulation in music (as well as in
language and other domains). What we have then is the emergence of new, somehow
meaningful meso timescale chunks, chunks that in turn may be regarded as ‘discrete’
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in the sense that they are holistically perceived (and conceived), i.e. that the continuous streams of sound and motion sensations are cumulatively perceived holistically
or ‘all-at-once’, as chunks, and not primarily as note-level discrete events.

4 Chunking Theories
Attempts to understand chunking have variably looked at features in the sensory input, i.e. in what we could call the signal, and for mechanisms in the human mind for
segmenting the continuous signal into chunks by the use of various mental schemas.
We have thus exogenous (signal based) and endogenous (mental schema based) elements variably at work in chunking in music [12]. As this has consequences for our
understanding of coarticulation, we should have a brief look at exogenous and
endogenous elements in chunking, noting that in practice there may be an overlap of
these two. As for the typically exogenous sources for chunking, we have the following:
• Auditory qualitative discontinuities of various kinds: sound-silence transitions,
register changes, timbral changes, etc., partly following experimental findings,
partly inspired by classical gestalt theories [13], theories also applied to note level
chunking [14]. Although auditory (and notation based) chunking can work well in
cases with salient qualitative discontinuities, this becomes problematic when these
discontinuities are weak or even non-existent such as in sequences of equal
duration and/or equal sounding tones, sequences that most listeners may still
subjectively segment into chunks based on various mental schemas (e.g. of meter).
• In human motion research, looking for shifts between motion and stillness as a
source for chunking, however with the difficulty that humans (and other living
organisms) are never completely still, necessitating some kind of thresholding or
other motion signal cues such as peaks of acceleration and/or jerk for finding the
start and stop points of action chunks [15]. And as is the case for auditory signals,
subjective perception may very well segment streams of body motion into chunks
based on various mental schemas, in particular schemas of goal-directed body
motion.
Given the various difficulties with purely exogenous sources of chunking, there has
been a long-standing and extensive effort in the cognitive sciences to search for more
endogenous sources for chunking. This was a central topic in phenomenological philosophy at the end of the 19th century, in particular for Edmund Husserl with his idea
that experience spontaneously proceeds by a series of chunks that each contain a cumulative image of the recent past, the present moment, and also of future expectations
[16, 17]. The inclusion of future expectations in Husserl’s model is quite remarkable
in view of recent theories of motor control, i.e. that at any point in time, we are not
only having the effects of the recent past motion, but just as well preparing the
coming motion. This inclusion of the recent past and the near future in chunking is
one of the hallmarks of coarticulation in the form of so-called carryover and
anticipatory effects. Additionally, there are some more recent research findings on
endogenous elements in chunking that we have found useful for understanding coarticulation:
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• Goal-directed motion [18], meaning that human motion is planned and controlled
in view of arriving at certain goal postures, what we in our context have chosen to
call goal points so as to signify the effector (i.e. fingers, hands, arms, torso, vocal
apparatus) postures and positions at certain salient points in time such as downbeats and other accents in the music.
• Action hierarchies [19], also suggesting that human motion is controlled by goals
and that sub-motions are recruited as needed, and importantly, are then fused by
coarticulation.
• Action gestalts [20], documenting that human motion is pre-planned as holistic
chunks.
• Intermittent control [21], suggesting that continuous control of human motion is
neither well documented nor would be particularly effective as there would invariably be delays in any feedback system, hence that a more discontinuous, ‘pointby-point’ or ‘chunk-by-chunk’ kind of motor control scheme would be more efficient.
• Psychological Refractory Period mentioned above [4], suggesting that there is a
minimal duration for intervening in motor control, hence yet another indication
that motor control proceeds in a chunk-by-chunk manner.
Chunking in perception and cognition could be summarized as the cutting up of continuous streams into somehow meaningful units and the transformation of the sequential to the simultaneous in our minds. All the details of how this works seems not yet
to be well understood, however chunking seems to be based on a combination of exogenous and endogenous elements. This is actually one of the main points of the socalled motor theory of perception [22], namely that we perceive sound largely also
with the help of mental images of how we believe the sound is produced, and it seems
that this also applies to the perception of coarticulation.

5 Principles of Coarticulation
Coarticulation, understood as the fusion of smaller events into larger scale chunks, is
a general feature of most human (and animal) body motion, and can be understood as
a ‘natural’ or emergent phenomenon given various biomechanical and cognitive constraints of the organism (as well as some physical constraints of musical instruments
and even room acoustics). Given these various constraints, coarticulation concerns not
only the production of body motion and sound, but also the features of the sensory
output, and the perception of these features, as has been extensively studied in linguistics [23].
Basically, coarticulation can be seen in a broader context as an advantageous element: "…it is a blessing for us as behaving organisms. Think about a typist who could
move only one finger at a time. Lacking the capacity for finger coarticulation, the
person's typing speed would be very slow. Simultaneous movements of the fingers
allow for rapid responding, just as concurrent movements of the tongue, lips and velum allow for rapid speech. Coarticulation is an effective method for increasing response speed given that individual effectors (body parts used for movement) may
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move relatively slowly." ([24]: 15). Thus, coarticulation concerns both temporal unfolding of motion and the degree of effector activation in motion:
• Temporal coarticulation: otherwise singular events embedded in a context, meaning that past events influence present events, i.e. position and shape of effectors are
determined by recent action, by spillover or carryover effects. But also future
events influence present events, i.e. the positions and shapes of effectors are determined by the preparations for future actions, showing anticipatory effects.
• Spatial coarticulation: motion in one effector (e.g. hand) recruits motion in other
effectors (e.g. arm, shoulder, torso).
• Coarticulation seems to be a biomechanical necessity, i.e. is based on constraints of
our bodies’ capacity to move.
• Coarticulation seems to be a motor control necessity, i.e. is based on our need for
anticipatory programing of motion in order to be fast and efficient.
• Coarticulation results in contextual smearing of the perceptual output, i.e. of both
sound and body motion.
As to the last point, we could speculate that there has been an evolutionary ‘attunement’ of production and perception here in the sense that various linguistic, musical,
and other expressions are based on the combined biomechanical and motor control
constraints that lead to coarticulation, and that the ensuing perceptions of these
expressions are well adapted to coarticulation, i.e. that our perceptual system actually
expects coarticulation to take place.

6 Constraint Based Coarticulation
Coarticulation can be understood as an emergent phenomenon, given various constraints of the human body and our cognitive apparatus, but also of musical instruments and even of room acoustics:
• Sound-producing actions, both instrumental and vocal, include (variably so) a preparatory motion phase, e.g. positioning of the effector such as the bow above the
strings on a violin ready for a down stroke, or the shaping of the vocal apparatus
and inhaling before a voice onset, etc.
• Body motion takes time: needless to say, there are speed limitations on all kinds of
body motion meaning that there is always a travel time for an effector from one position or shape to another position or shape, implying in turn that there is a contextual smearing by continuous body motion between the temporally more discrete
postures.
• Another feature related to speed limitations is the emergence of changes known as
phase transition [25], meaning a switch to a different grouping and/or motion
pattern due to change in speed, e.g. as the transition from walking to running. This
can be observed in music as a transitions from discrete motion to more continuous
motion e.g. in tremolo as can be seen in Figure 1. To what extent such phase
transitions are due to biomechanical or motor control constraints is not clear, but
once the threshold from discrete individual hitting motion to continuous oscillating
motion is crossed, we do in fact have a constraint based case of coarticulatory
fusion.
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• Control theory has often distinguished between so-called open loop (meaning no
feedback) and closed loop (meaning having feedback) control schemes, both in
machine control and in human motor control. The dominant view has been that
closed loop is at work in human motor control, however, one problem with this
view is that feedback control takes time and thus cannot be continuous, and rather
has to be intermittent as suggested by the abovementioned theories of the
Psychological Refractory Period. This would result in motion trajectories that,
once initiated, run their course, fusing all micro motions within such trajectories by
coarticulation.
• Lastly, we also have the physical phenomenon of incomplete damping, both in instruments and in rooms, meaning that there is a contextual smearing due to reverberation in the source as well as in the rooms where the musical performances take
place. Coarticulation is then actually also related to the physics of energy dissipation, and not just regarding rate of damping in instruments and rooms, but also in
body motion, e.g. as in the rebound of mallets in percussion performance.
In a sense, coarticulation is an attempt to live with, or even exploit, these various constraints, for the purpose of human expression, including music: besides coarticulation
as a result of constraints, we of course also have volitional, or intended, coarticulation, meaning that musicians have the capacity to produce expressive musical sound
with these features of coarticulation.

Figure 1. The motion trajectories of two mallets held by the right hand alternating between two
tones, E4 and C5, on a marimba, initially slow, then accelerating to a fast tremolo and then
decelerating back to slow alternations. Notice the bumps due to the recoil for slow motions,
their disappearance with acceleration, and reappearance with deceleration, signifying a phase
transition from discrete to continuous and back to discrete motions as a function of speed1.

7 Coarticulation in Practice
Although coarticulation has been most extensively studied in linguistics and partly
also in other domains concerned with human body motion, there have been some
studies of coarticulation and/or coarticulation related phenomena in music:
• In piano playing: fingers move to optimal position before hitting keys [26].
• In string playing: left hand fingers in place in position well before playing of tones
[27] and contextual smearing of bowing movements [28].
• In drumming, a drummer may in some cases start to prepare an accented stoke several strokes in advance [29].

	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  
1	
  The plotting in this figure and figures 2, 3, and 4 are all based on marker data from a Qualisys
infrared camera system recording the musicians' body motion at 100Hz.	
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• In trumpet performance, there are different articulations that (variably so) exhibit
coarticulation between successive tones [30].
In our own research, we are presently studying coarticulation in performance on
string instruments, as well as percussion instruments and piano. Coarticulation is perhaps most eminently present in non-keyboard instruments as these allow more control
over articulatory details, and we are planning to move on to studying coarticulation in
woodwind and brass instruments, and later on also in singing. Although coarticulation
in the human vocal apparatus has probably been the most studied field of coarticulation [23], we envisage several challenges of correlating sound features and production
features in singing.
We have in our own previous work on coarticulation focused on hand-wrist-elbow
motion in piano performance (see [31] for details), but more recently focused on
shorter passages and ornaments in piano, percussion and violin performance, in view
of ornaments as prime cases of coarticulation by the constraints of high speed and
assumed need for anticipatory motor control (as well as the resultant smearing of
sound and motion). In Figure 2, we see the motion of the five fingers of the right hand
embedded in the motion of the hand, wrist and elbow.
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Figure 2. The right hand fingers, knuckles, wrist, elbow and shoulder motions in performing
the ornaments form the opening of the second movement of W. A. Mozart's Piano Sonata KV
332, the three graphs showing position (top), velocity (middle) and acceleration (bottom).
Notice in particular the motion of the knuckles, wrist and elbow in relation to the finger motions, demonstrating both temporal and spatial coarticulation.

We have also studied coarticulation as motion trajectories to and from goal points,
what we have called prefix and suffix trajectories to goal points (see [12] for more on
goal points). An example of this can be seen in Figure 3 where there is a rapid, burst
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like cascade of tones leading up to the goal point of the Bb5, and with the marimba
player’s right hand continuing after hitting this Bb5 with a ‘follow through’ motion
similar to what can be seen e.g. in golf or tennis.
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Figure 3. The marimba performance with four mallets of a rapid prefix trajectory leading up to
the goal point of the Bb5. The position, velocity and acceleration of the four mallets are displayed below the notation of this passage, and at the bottom of the figure we see a 'cumulative'
trajectory picture of the mallets' and whole body of the performer by the markers' 'tails'.

We hypothesize that the focus on goal points in coarticulation may be related both
to the abovementioned Psychological Refractory Period [4] and to findings on
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‘intermittent control’ of body motion [21], suggesting a more ‘point-by-point’, rather
than a continuous feedback, scheme in motor control. The idea of intermittent control
is not new (although the labeling may be new), and the debate on continuous vs. intermittent control has in fact been going on for more than 100 years [18, 32]. As a further example of such intermittent, ‘point-by-point’ organized body motion (sometimes referred to as ballistic motion), consider the excerpt in Figure 4 of the first couple of measures of the last movement of Beethoven’s Piano Concerto No. 1. Here we
can see such a ‘point-by-point’ coarticulatory subsumption of the detail motions and
rhythmic articulation to the downbeat points.

œ.
& œJ

{

j
& œ
œ.

œœ
œ
œ

œœ
œ

œœ.

.
œœ
.

.
œœ

œœ.
.
œœ
.

œœ

.
œ
œ
.

œœ

œ
œ

œ

œœ.

.
œœ
.

œœ.
.
œœ
.

.
œœ

.
œ
œ
.

840
RELB
RWRA
Right_Pinky_Knuckle
Right_Index_Knuckle

Z Position (mm)

820
800
780
760
740
720

0

1

2

3

4

0

Time (s)

600
RELB
RWRA
Right_Pinky_Knuckle
Right_Index_Knuckle

Z Velocity (mm/s)

400
200
0
−200
−400
−600

0

1

2

3

4

0

Time (s)
4

Z Acceleration (mm/s2)

1.5

x 10

RELB
RWRA
Right_Pinky_Knuckle
Right_Index_Knuckle

1
0.5
0
−0.5
−1

0

1

2

3

4

Time (s)

Figure 4. The graphs show the position, velocity and acceleration of the vertical motion of the
right hand knuckles, wrist and elbow in the performance of the two first measures of the third
movement of Beethoven's Piano Concerto No. 1. Besides the up-down motion around the
downbeat points, also notice the relative high velocity at these points, typical of so-called
ballistic motion.

As suggest in [33], and previously inspired by some models of coarticulation in
linguistics [34], the phenomenon of intermittent control by goal points could be
schematically illustrated as in Figure 5. This illustration shows first a singular goal
point, the trajectory to and from this goal point (i.e. its prefix and suffix), then a series
of goal points and their corresponding to and from trajectories. In the latter case, with
the overlapping prefix and suffix trajectories, the result is actually a more undulating
motion curve, appearing to be continuous in spite of the singular goal points being
intermittent. In more general terms, this resembles the relation between an impulse
and the impulse response of a system, something we are now developing further [33].
The basis for coarticulation is then that there are continuous motion trajectories,
effectively creating continuity and coherence in the perceived sound and body mo-
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tion, however the control of these continuous trajectories may be based on discontinuous impulses. One interesting aspect of coarticulation is then that it could be a supplement to more traditional bottom-up, signal based modeling of gestalt coherence.
The saying that ‘the whole is more than the sum of the parts’ often encountered in
connection with gestalt theory, acquires a new meaning when we take the coarticulatory contextual smearing into account: coarticulation is actually a transformation of
the parts into something new, so yes, the whole is more than a sum of the parts. In this
perspective, most musical features can be considered in view of being coarticulated
gestalts: melodic, rhythmic, textural, metrical, etc. patterns could all be seen to owe
their coherence to coarticulatory contextual smearing.

Figure 5. A schematic illustration of continuous motion in relation to goal points. If we consider a goal point, A), positioned along the temporal axis, it takes time to travel to and from that
goal point, resulting in a trajectory as in B). When we have several goal points in succession as
in C), we also have several to and from trajectories in succession as in D). If these to and from
trajectories overlap, we end up with apparently continuous, but undulating, trajectories like in
E). Illustration borrowed from [33].

8 Summary and Further Work
Coarticulation, understood as the fusion of small-scale events into more superordinate
chunks, clearly seems to be at work in music. Furthermore, in making a survey of
various physical, biomechanical, and motor control constraints involved in soundproducing actions, it seems that coarticulation is an emergent phenomenon from these
constraints. Additionally, it could be speculated that our perceptual apparatus is so
attuned to coarticulation that without coarticulation, music would sound ‘unnatural’,

CMMR2013 - 378

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

12

Rolf Inge Godøy

something which is often the opinion of people listening to sampled instruments that
are not capable of coarticulation as acoustic instruments are.
In relation to our Western musical concepts of discretized tones and notation, coarticulation may appear as something ‘added’ to the notes in performance. Yet, as is
the case for coarticulation in language, this is turning things on the head, in forgetting
that discretization into units both in music (pitches, durations) and in language (phonemes, syllables) are probably secondary to more primordial musical and speech
practices where coarticulation would be intrinsic.
One task in future research will thus also be to take a critical look at notions of
continuity and discontinuity in Western musical thought, in view of recognizing the
continuous body motion and resultant contextual smearing as not something added to
music, but as something intrinsic to music as a phenomenon. Needless to say, there
are also substantial challenges of method, of finding out more in detail of what goes
on in sound-producing body motion as well as the many details of coarticulation in
perceived sound and body motion. Fortunately, we now have the methods (including
the technologies) to explore the details of such real-life contextual smearing in music,
and thus we can hopefully contribute to our understanding of music as a phenomenon.
Acknowledgements. Many thanks to the participating musicians in our recording
sessions over the years, and many thanks to my colleagues in our team for helping
with recording and processing of data, in particular to Alexander Refsum Jensenius
for developing Matlab scripts used in the analysis and display of the motion capture
data.
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Abstract. Gestalt-based segmentation models constitute the state of
the art in automatic phrase-level segmentation of music. These models
commonly work by identifying discontinuities among neighbouring note
events in parametric representations of symbolically-encoded music. Local discontinuity detection in rhythm-related parametrisations of music
has been seen to constitute a relatively stable cue for boundary perception across different musical styles. The contribution of discontinuity
detection in pitch information is, however, less understood. This paper
presents a corpus-based study of phrase-level segments in melodies. The
study focuses on statistically analysing local neighbourhoods surrounding annotated segment boundaries, considering pitch and duration information. Our analysis agrees with the conclusions of other studies in
respect to duration-related cues, and exposes that pitch-related information (specifically intervallic leaps), show little stability across cultural
traditions. We conclude that discontinuities in pitch are only characterizable taking into consideration information of style, musical culture, and
physical instrumental constraints into account.

1

Introduction

Music segmentation is a basic problem in research fields concerned with automated music description and processing. Segmenting musical input is concerned
with modelling the formation of temporal units holding musical content. A musical segment can hence refer to a wide range of units, which can be minimally
described and classified in respect to their onset and duration. Historically, the
tasks of music segmentation that have received more attention within music content research are: (a) the segmentation of musical audio into notes, as part of
transcription systems, (b) the segmentation of symbolic encodings of music into
phrases, (c) the segmentation of audio/symbolic music files into sections. In this
paper we focus on the study on units of the second kind, i.e. those resembling the
musicological concept of phrase. Since the state of the art on phrase-level segmentation deals mainly with monophonic music, this area is commonly referred
to as melodic segmentation. In this paper we address the problem of melodic
segmentation from the perspective of Music Information Retrieval (MIR), where
segmentation is commonly taken as a pre-processing stage that aids feature design and selection, as well as similarity computation. We place special attention
on the role that segments play in assessing the variation and similarity between
melodies, as part of the MUSIVA project [1].
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Melodic segmentation has commonly been modelled from three perspectives.
The first assumes that phrase-level boundary perception is mostly related to
self-organizing principles in the brain, so that the process is mainly idiom independent and thus the information needed can be found in the immediate
neighbourhood of the boundary [2, 3]. The second assumes that the main cue
for boundary detection is related to melodic self-similarity [4], supporting the
view of boundary perception as style independent, yet requiring a higher-level
of cognitive processing. The last perspective defends the view of exposure [5,
6], which assumes that idiom-related factors, such as tonal/melodic/form-level
prototypical patterns are important cues for segmentation.
Despite being a long standing research topic, with computational models of
segmentation dating back to the early 80s, recent comparative studies [7–10] report results of only modest success (models peaking on the rage F 1 = 0.60−0.66
when evaluated in large melodic corpora). Two models that have consistently
ranked higher in these studies are LBDM [2] and Grouper [3]. Both models are
based on heuristics inspired by Gestalt principles. These models belong to the
first category mentioned above, i.e. those using mainly idiom independent rules
based on local information. Gestalt-based models commonly search for discontinuities in low level pitch- and rhythm- melodic parametrisations. In respect
to rhythm this usually corresponds to relatively long durations or extended silences, and in respect to pitch to relatively large intervals. Some of the evaluation
studies mentioned [7, 8] have reported on the stability of duration related cues
in large melodic corpora, and have conversely put into question the stability of
local pitch cues. By carrying out a statistical analysis of local pitch and duration contexts around annotated segment boundaries, this paper aims to reveal
the presence/absence of principles assumed universal in Gestalt-based segmentation models. We perform our analyses on two subsets of the Essen Folk Song
Collection (EFSC), sampled from two different cultural traditions.
The remainder of this paper is organized as follows. In §2 we summarize work
in corpus analysis of melodies and melodic phrase structure. In §3 we present our
statistical analysis of phrase boundary neighbourhoods of the ESFC and discuss
our results. Finally, in §4 we draw conclusions and outline future work.

2

Previous Work in Corpus Analysis of Melodic Phrases

In general, corpus-based analyses of annotated phrases have focused on characterising global, within-phrase regularities, such as establishing prototypical
contours [11] and investigating pitch interval size shrinking [12]. Studies have
also assessed the effect of within-phrase information in other musical processes,
such as pulse induction [13] and melodic similarity [14].
Studies focusing on the immediate vicinity of annotated boundaries or considering successive phrases are scarcer. In [15] Brown et al. examined if the
conditions of closure proposed by [16] could be observed in phrase and score
endings of the EFSC. They found strong evidence for the occurrence of 2 (out
of 6) conditions at phrase/score ends when compared to the total population
of notes, namely for durational expansion and tonal resolution. Similarly, in
[17] Bod searches for phrase joins that challenge Gestalt principles. Bod found
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evidence of this in what he called “jump-phrases”, referring to phrases that contained a pitch interval jump at the beginning/end of a phrase (or in both) rather
that at the join. Bod reports than more that 32% of the subset of the EFSC
used in the study (1000 songs) contained at least one jump-phrase.

3

Corpus Analysis of Annotated Phrases

Aims and Contribution: In this paper we take as our working hypothesis that
pitch and duration discontinuities (defined here as abrupt “jumps” in respect to
a local context) can be considered as style independent cues for segment boundary perception. We aim to support/refute this hypothesis based on empirical
evidence provided by corpus statistics. To this end, we carry out a statistical
analysis of pitch and duration interval sizes measured at phrase boundaries,
and compare them to interval sizes found in a local context around the boundary. The characterization of interval sizes resulting from this analysis contributes
both to deepen the understanding of boundary perception, and consequently to
the development of more robust models of melodic segmentation.
The benefit of a corpus-based study as opposed to, for example, an in depth
characterization of the performance of Gestalt segmentation algorithms is threefold: (a) to perform a characterization of segmentation models we would need
to assess everything in a model-by-model basis, (b) we would need to attempt
to isolate the model parameters, which often work with more than one representation of the musical surface, and (c) the evaluation of the models would be
need to by carried out in respect to a standard measure (e.g. F1), providing only
indirect evidence of what we would like to measure.
Scope: The analysis presented here considers only pitch and duration information, and focuses on vocal folk melodies sampled from the EFSC. Our choice of
parametric representation (pitch/duration) is taken so that it agrees with the information used by most Gestalt-based segmentation models. Likewise, our choice
of melodic corpora (EFSC) is motivated by its widespread use in the testing of
segmentation models, as it can be considered the de facto benchmark.
As mentioned, EFSC melodies comprise mainly vocal music. Hence, the influence of instrumental tessitura in the distribution of interval sizes cannot be
directly attested. Analogously, melodies in the ESFC belong to similar cultural
traditions, and these traditions are moreover not equally well represented. Thus,
if the entire corpus is used, a characterization of interval size in respect to stylistic traits is also difficult to measure. For these reasons, we focus on the two most
distinct and well represented cultural traditions within the corpus, namely German and Chinese. In this study we assume that these two traditions are distinct
enough so that the evidence (or lack of) regularities can be considered as an
indicator of universality for local discontinuity cues. However, the fact that only
two traditions are analysed makes this a case study.
3.1

About the Essen Folk Song Collection (ESFC)

The Essen Folk Song Collection is reported to have over 20,000 songs, of which
6,251 are currently publicly available. The ESFC data was compiled and encoded from notated sources by a team of ethnomusicologists and folklorists lead
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by Helmuth Schaffrath. The songs where originally encoded in EsAC format,
and include information on pitch, duration, meter, barlines, rests, and phrase
markings. Text accompanying the songs is not available in the encoding.
The exact source of the phrase annotations within the ESFC is unknown
[12]. Its commonly hypothesised that phrases in the ESFC are cued by breath
points, linguistic factors (phrases of lyrics), and musical factors representing the
intuitions of the annotation team.
3.2

Melodic Cues Considered

The most common parametrisation of an encoded melody, taken as a preprocessing step by segmentation models, consists of the extraction of pitch intervals
(measured in chromatic steps or classifying them as a step or a leap) and duration
(commonly discarding offset information, resulting in inter-onset-intervals ioi).
In this paper we use the chromatic step interval representation (in semitones),
and measure duration using iois (in seconds).
3.3

Procedure

The subsets of the EFSC used for analysis where obtained processing the original
EsAC encodings with a combination of functions from the Matlab MIDI toolbox
[18] and own scripting. We extracted all the phrases from a subset of 5,332
German folk songs. In total, this accounted for 30,846 phrases, ranging from
1 to 29 notes. In the EFSC the Chinese folksong subset has 2,250 songs, from
which 11,577 phrases were extracted, ranging in length from 1 to 169 notes1 .
For our statistical analyses we collected all sequential phrase-pairs pha,b found
in the German and Chinese subsets (with a, b denoting the left- and right- most
phrases of the phrase pair). We collected statistics for intervals occurring at
phrase joins of pha,b and within a local context established around the boundary.
Here we consider a join j(pha,b ) as the last note belonging to pha and the first
note belonging to phb . The local context c(pha,b ) considered for analysis spans
an interval of [−2, 2], i.e. two notes to the left and two notes to the right of the
boundary bisecting pha,b 2 .
Generally, a statistical analysis would present results for all contexts c(pha,b )
regardless of the size of the phrases forming the pair pha,b . We, however, consider
that the phrase length gives a clearer and more complete picture of how intervals at joins compare to intervals within c(pha,b ) contexts. Thus, we organized
phrases and phrase pairs in length groups, so that in our visualizations (Figs.
1-3) the x-axis corresponds to phrase lengths (Fig. 2) and phrase-pair lengths
(Figs. 1&3)3 . A similar way of depicting statistical information was used in [12],
to be consistent with that research we only preserved the phrase sizes ranging
from 1-14 notes on both subsets.
1
2

3

In a number of cases the annotations consider the entire song as a single phrase.
We take a context size of [−2, 2] as it commonly constitutes the upper limit for
context sizes in comparative studies of melodic segmentation models [7–10] (beyond
this value the performance of Gestalt based models either drops or does not result
in significant improvements).
In Figs. 1&3 phrase-pairs are sorted according to the size of the leftmost phrase pha
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3.4

5

Results

In Fig. 1, for each phrase length group considered in the x-axis, we depict a comparison between the average size of all interval computed at the join j(pha,b ), and
the average size of all intervals computed within the c(pha,b ) contexts. The join
averages are represented with circles, and the averages in the c(pha,b ) contexts
are depicted as crosses and a regression line. The regression line is in this case
used to aid visualization, i.e. if an interval size measured at j(pha,b ) is greater
than the sizes of the intervals in within c(pha,b ), the circle should appear above
the regression line.
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Fig. 1. Statistical characterisation of pitch intervals at the join j(pha,b ) (blue circles)
in respect to [−2, 2] neighbourhood contexts c(pha,b ) of the join (red crosses), and their
corresponding regression line (red line). See text for more details.

Observing Fig. 1, is becomes apparent that, in the Chinese set, subsequent
melodic phrases tend to present boundaries with interval of comparable or smaller
size than its surrounding context, while in the German subset these tendency
is more homogeneous, tending to a dominance of larger intervals at the join
j(pha,b ). This suggests that the heuristics used by Gestalt models to determine
what constitues a pitch discontinuity where made in respect to western music,
but that those same principles might not hold for other musical traditions.
In accordance to the findings of [12], our analysis of German folk songs points
to a predominance for large pitch intervals at the beginning of phrases, and
smaller intervals at the end of phrases. A number of cases showed that the interval immediately after the boundary was in fact greater in size than the interval
at the juncture (the “jump phrases” observed in [17]). The previous finding
was not present in the Chinese melody subset, where the tendency exhibited
was reversed, i.e. phrases begin with small intervals and end with medium-small
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intervals (compared to relatively large interval sizes observed within phrases).
These results can be observed in Fig. 2, where we have plotted the average sizes
of the pitch intervals of the two first notes (solid blue line) and the two last
notes (dotted red line) of each phrase. As before the regression lines depict the
average interval sizes of all phrases of length one, two, and so on.
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Fig. 2. Regression lines for pitch intervals at the beginning of phrases (dotted red) vs
pitch intervals at the end of phrases (solid blue). Just as in Fig. 1, in the ordinate axes
phrases are sorted increasing order of size.

The statistics depicted in Fig.s 1 and 2 present evidence that refutes our
working hypothesis, i.e. that there is a universal tendency of juncture-point pitch
intervals to be large in respect to their immediate context. In some cases the
hypothesis was observed not to hold even in respect to the average interval sizes
computer over the whole phrase, i.e. the juncture interval was the smallest of
the phrase.
In terms of duration intervals, as it can be seen in Fig. 3 there was a strong
tendency towards duration gaps of longer length at the juncture than within
c(pha,b ) contexts. This can be seen in to be in accordance most of the work
discussed in Sec. 2 and to [7–9]. We cannot, however, generalize this to all music,
as most of the studies cited made use of the EFSC for their analysis, which as
mentioned before accounts for one musical genre and is mainly comprised of
vocal music.

4

Conclusion

In this paper we have presented a corpus-based study of melodic phrases. Our
results point to the conclusion that pitch related cues cannot be treated as a uni-
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Fig. 3. Statistical characterisation of ioi at the joing j(pha,b ) (blue circles) in respect to
[−2, 2] neighbourhood contexts of the join (red line). Just as in Fig. 1, in the ordinate
axes phrases are sorted increasing order of size.

versal for segmentation. This conclusion finds support in a recent investigation
[19], where a culture-specific segmentation model was presented and explored.
To improve the state of the art of melodic segmentation, it then seems that
computational models making use of pitch information can not longer be “blind”
to the type of music they have to process. That is, the best way of assessing how
a pitch-related local cue should be treated would require previous analysis of the
input melody, to look for the presence of stylistic trademarks. We suggest that
this can be accomplished by developing graphical models that allow a previous
classification of the input melodies, and an inferential engine that decides when
and how to use the information available for boundary cue detection. Producing
annotated corpora is then an urgent need if we are to study, train, and evaluate
models that are aware of the music they are processing.
In future work we will study how the stability of “traditional” (pitch- and
rhythm- related) cues for boundary perception varies in respect to musical style
and physical constraints (instrumental tessitura). We will also attempt to characterise the performance of segmentation algorithms according to corpora of
different characteristics (tradition, and again, style and instrumentation). To
these end, the authors are currently working on the production of Jazz and
Rock melodic corpora with phrase annotations.
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Abstract. The article reports initial data supporting the idea of using
non-verbal vocal imitations as a sketching and communication tool for
sound design. First, a case study observed participants trying to communicate a referent sound to another person. Analysis of the videos of the
conversations showed that participants spontaneously used descriptive
and imitative vocalizations in more than half of the conversations. Second, an experiment compared recognition accuracy for different types of
referent sounds when they were communicated either by a verbalization
or a non-verbal vocal imitation. Results showed that recognition was always accurate with vocal imitations, even for sounds that were otherwise
very difficult to verbally communicate. Recognition with verbalizations
was accurate only for identifiable sounds. Altogether, these data confirm
that vocal imitations are an effective communication device for sounds.
We suggest a number of applications of non-verbal vocal imitations in
sound design and sonic interaction design.
Keywords: Vocal imitations, imitations, perception, cognition, recognition, sound design

1

Introduction

For a long time, industry practitioners have struggled to reduce the loudness of
products. But reducing loudness has a paradox: a noise can be less loud, but
more annoying, or make a product less effective or less attractive (see [13] for
compelling example in trains). Similarly, two sounds can be equally lound but
differently annoying [2]. Practitioners in industry have therefore began to design
sounds. The most notable example is probably that of quiet vehicles (electric
and hybrid), that designers are embedding with artificial sounds for concerns of
pedestrian safety, product aesthetic, and brand image. In interaction and product
design4 , designers and theorists are becoming aware that the sonic manifestations
of objects can afford natural, powerful, and useful interactions, and participate
in the aesthetic appraisal of a product [30]. The goal of the current study is to
4

Interaction design is the branch of design that focuses on how users interact with
products and services [25] [3]
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examine the potential use of non-verbal vocal imitations as a sketching tool for
sound design and sonic interaction design.
Non-verbal vocalizations and manual gestures, more than speech, are naturally and spontaneously used in everyday life to describe and imitate sonic
events. In fact, we have experimentally shown that naı̈ve listeners, lacking a specialized vocabulary, categorize and describe sounds based on what they identify
as the sound source [19] [9]. When they cannot identify the source of the sounds,
they rely on synesthetic metaphors to describe the timbre (“the sound is rough,
cold, bitter”) or try to vocally imitate the sounds. Vocal imitations therefore
seem to be a convenient means of communicating sounds. In practice, they have
been used in a few technical applications [11] [10] [24] [23] [33] [34] [35] [7].
For instance, controlling sound synthesis with vocal imitations is a promising
approach [4].
There are two different types of vocal imitations: imitations standardized
in a language (onomatopoeias) and non-conventional and creative vocalizations.
Onomatopoeias are very similar to words. Their meaning results from a symbolic
relationship: “a word that is considered by convention to be acoustically similar
to the sound, or the sound produced by the thing to which it refers” ([28] cited
by [31]). They have probably been the most extensively studied type of vocal
imitations [8] [12] [26] [27] [29] [31] [37] [36] [39].
In comparison, non-conventional vocal imitations have been rarely studied.
Such an imitation is a non-conventional, creative utterance intended to be acoustically similar to the sound, or the sound produced by the thing to which it refers.
Therefore, a non-conventional vocal imitation is only constrained by the vocal
ability of the speakers and does not use symbolic conventions. For instance, [15]
showed that human-imitated animal sounds were well recognized by listeners,
even better than the actual animal sounds [14], yet the listeners did not have
any problem discriminating between the two categories [16]. Our study focuses
only on these non-conventional vocal imitations. In the following, the expression
“vocal imitation” refers to non-conventional non-verbal vocal imitations, unless
when specified.
But is every kind of sound vocalizable? The main limitation to what the voice
can do probably comes from the glottal signal. The glottal signal is produced by
a single vibrational system (the vocal folds), which implies that vocal signals are
most often periodic (even though, chaotic, a-periodic or double-periodic oscillations can also happen), and essentially monophonic (even though some singing
techniques can produce the illusion of multiple pitches). Furthermore, the pitch
range of the human voice extends overall from about 80 Hz to 1100 Hz, and
a single individual’s vocal range usually covers less than two octaves. Another
kind of limitation comes from speakers’s native language. Speakers have a better ability to produce the speech sounds of their native language, and usually
encounter utter difficulties when attempting to produce the sounds of a foreign
language [38] [32]. Finally, some speakers may be better able to invent successful
vocal imitations of a sound than other ones.
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The current study aimed at examining the potential use of non-verbal vocal
imitations as a sketching tool for sound design. It had two goals. First, we set
up a case study to observe whether speakers spontaneously use non-verbal vocal
imitations to communicate sounds. The second goal was to assess how effectively
vocal imitations communicate a referent sound, in comparison to a verbal description. In a preliminary study, we compared listeners’ categorizations of a set
of mechanical sounds and vocal imitations of these sounds [17]. Listeners recovered the broad categories of sound sources by listening to the vocal imitations.
Here, we conducted an experiment in which participants recognized sounds based
on vocal imitations and verbal descriptions. The goal was to assess whether vocal imitations conveyed enough information to communicate not only the broad
categories of sounds but also the sounds themselves.

2

Case Study: Vocal Imitations in Conversations

We first conducted a case study to observe if and how French speakers use vocalizations in conversations5 . During the case study, one participant listened to
different series of sounds and had to communicate one target sound in the series
to another participant. The task of the second participant was to recover the
target sound. The participants could use any communication device that they
felt appropriate and effective. The goal was to observe whether they would spontaneously use vocalizations and onomatopoeias in such an unscripted setting.
2.1

Method

Participants Twelve participants (5 male and 7 female), between 26 and 45
years of age (mean 35 years old) volunteered as participants. All reported normal hearing and were French native speakers. They were screened on the basis
of a questionnaire concerning their musical practice and their experience with
sounds, and with a short interview with the experimenter. We selected only participants with limited musical or audio expertise to ensure homogeneous listening
strategies [19]. Participants participated in couples. Three couples consisted of
participants who already knew each other, and three couples of participants who
had never met before.
Stimuli The stimuli consisted of 30 sounds divided into 3 sets of 10 sounds.
The first set (Set 1) consisted of sounds recorded in a kitchen, and for which
identification data are available [19] and [9]. They were easily recognizable and
could be easily named (e.g. the “beeps of a microwave oven”). The second set (Set
2) consisted also of kitchen sounds but they were more difficult to identify and
name. They could still be described by the type of mechanical event causing the
sounds (e.g. “some liquid in a vessel”). The level of these sounds was ecologically
adjusted: in a preliminary experiment participants adjusted the level of each
5

The vocabulary specific to sound is rather limited in French [5].
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sound according to what it would sound like in the kitchen, compared to a fixed
reference. The third set (Set 3) consisted of car horn sounds [21] [22]. These
sounds can all be described by the same expression (“a car horn”) and are
therefore more difficult to distinguish. These sounds were equalized in loudness
in a preliminary experiment. The stimuli were all monophonic with a 16-bit
resolution and a sampling rate of 44.1 kHz. Three target sounds were initially
selected by the experimenter in each set (totaling nine target sounds). The three
sets of sounds and the nine target sounds were selected so as to create different
situations where sounds were more or less identifiable and the task more or less
difficult.
Apparatus The sounds were played with Cycling’74’s Max/MSP version 4.6 on
an Apple Macintosh Mac Pro 2x2.5GHz PPC G5 (Mac OS X v10.4 Tiger) workstation with a RME Fireface 400 sound card, and were amplified by a Yamaha
P2075 amplifier diotically over a pair of Sennheiser HD250 linear II headphones.
Participants were seated in a double-walled IAC sound-isolation booth when
listening to the sounds and during the conversations.
Procedure Two participants were invited in each session. They each had a different role (Participant 1 or 2) that was randomly attributed at the beginning
of the session. The experiment was divided into nine blocks. Each block corresponded to one of the nine target sounds (three sets times three target sounds).
The order of the blocks was randomized for each couple of participants. For each
block, Participant 1 was first isolated in a sound-attenuated booth and listened
to all the sounds. Then, the interface highlighted a target sound. Participant 1
heard this sound three times. Afterwards, she or he joined Participant 2 and was
required to communicate the target to her or him. The participants could freely
talk, and were not specified how to communicate. Particularly, the possibility
to use vocal imitations was not mentioned. The conversation was filmed. Once
the conversation finished, participant 2 was isolated in the sound booth. She or
he listened to the ten sounds, and selected the target sound. The order of the
sounds in the interface was different for the two participants.
2.2

Results

For each series three indices were collected: the number of correct identifications
of the target sound by Participant 2 (accuracy of identification), the presence
or absence of vocal imitations during the conversation, and the duration of the
vocal imitations. In addition, we also tallied the presence of gestures. Three experimenters measured the second index a-posteriori, by independently analyzing
and annotating the video recordings of the conversations. Their annotations were
completely identical.
Accuracy of recognition Accuracy was 94.4% in Set 1 and 83.3% in Set 2. For
these two groups of sounds, identification of the communicated sound was equivalently accurate (t(4)=1.000, p=0.374). Accuracy was much smaller for Set 3
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(27.8%) and significantly different from Set 1 (t(4)=4.811, p<.01). As assumed,
the task was more difficult for the car horn sounds.
Vocal imitations Vocal imitations were present in 59.3% of the conversations
(we define here a conversation as each interaction between the two participants
to describe each sound). Vocal imitations were therefore spontaneously used
to communicate the sounds. During post-experimental interviews, some participants reported a positive effect of vocal imitations. Some others reported that
they thought vocal imitations were prohibited, yet they actually did a few vocal imitations. In fact, there were large discrepancies between the couples. One
couple used vocal imitations in only 22% of the conversations, whereas another
used vocal imitations in every conversation. The distributions of vocal imitations in the three sets (50%, 72.2%, and 55.6%) were not statistically different
(χ2 (1,N=18)=1.87, 0.115, 1.08, and p=0.17, 0.78 and 0.3 respectively, when contrasting Set 1 vs. Set 2, Set 1 vs. Set 3, and Set 2 vs. Set 3).
Duration of vocal imitations during each conversation Experimenters listened
to the tapes of the conversations, isolated the vocal imitations and reported the
duration. We divided this number by the duration of each referent sound to get
an approximate value of how many times each sound was imitated during the
conversations. On average, participants used 2.0 vocal imitations of the referent
sound during the conversations (we manually verified that the duration of the
vocal imitations was of the order of magnitude of the referent sound). Again,
there were large differences between the couples, with one couple using 0.4 vocal
imitations on average and one couple using 6.3 vocal imitations on average.
Imitative gestures The conversations also included a number of imitative gestures. Experimenters watched the video recordings of the conversations, and
isolated gestures what were either describing an action producing the sound or
the sound itself (though the distinction with gesture accompanying prosody is
sometimes not clear). Overall, participants used imitative gestures in 79.6% of
the conversations. Most of the gestures imitated the action that produced the
sounds: chopping carrots, pouring milk on cereals, etc. Twenty-three of the gestures used during case study also described the sound itself: the rhythm, the
temporal envelope, the evolution of pitch, the volume, etc.
2.3

Discussion

The goal of this case study was to observe how speakers manage to communicate
a sound one to another. The framework did not impose any restriction or specification on what participants could do. In this respect, the results clearly showed
that vocal imitations and imitative gestures are spontaneous and common.
The next step was to test whether vocal imitations can effectively communicate the referent sounds and compare vocal imitations and verbal descriptions of
sounds. The results of the case study showed that the social interaction between
participants may also influence communication. Post-experimental interviews
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and informal analyses of the video recordings of the conversations suggested
that the use of vocal imitations depended on the participants and on their mutual understanding. The experiment reported in the next paragraph therefore
planned to involve no interactions between the participants producing the vocal
imitations and those identifying the referent sounds. This also prevented the
potential influence of descriptive or imitative gestures
Experiment 1 also showed a non-significant trend in the data that suggested
that the type of referent sounds may influence the use of vocal imitations (vocal
imitations were used more often in Set 2 than in Set 1). Experiment 2 (described
in Section 3) thus used different types of sounds, more or less identifiable.

3

Vocal Imitations and Recognition

The experiment aimed to measure how well listeners recognize referent sounds
when using two types of description: vocal imitations and verbalizations. We
measured the accuracy of participants using each type of description to recognize the referent sounds among a set of distractor sounds, as they would do if
someone was trying to communicate a sound just heard, remembered or imagined. Here, participants did not interact directly: descriptions were recorded in
a preliminary session, and participants could only hear the descriptions (to prevent the influence of gestures). The experiment also used sets of sounds, more
or less identifiable.
3.1

Method

Referent sounds We used 36 referent sounds, divided into four sets (identifiable complex events, elementary mechanical interactions, artificial sound effects,
and unidentifiable mechanical sounds). The 36 sounds were selected from a total
of 58 sounds. A preliminary experiment measured identification confidence for
the 58 sounds [20]. The 36 sounds in the four categories were selected so as to
minimize the overlap of identification confidence in the four distributions.
– Identifiable complex events were meant to correspond to sounds typically
found in a household or office environment. They were sequences of sounds
that could be recognized unambiguously as a common everyday scenario
(e.g., “coins dropped in a jar”). We purposely used different instances of
similar events (e.g., different guitar samples, different ways of dropping coins,
etc.) so as to create a recognition task that was difficult;
– Elementary mechanical interactions were identifiable without eliciting
the recognition of a particular object, context, or scenario (e.g., “a drip”,
without specifying any other information). We conceived the elementary
interactions based on the taxonomy proposed by [6] and empirically studied
by [18]. They correspond to the simplest interactions between two objects
that produce sounds (e.g., tapping, scraping etc.). These interactions can be
easily described (usually by a verb) but no cue is provided concerning the
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context in which the action takes place. For instance, the sound of drip could
originate from a faucet leaking, a pebble falling in a pond, a rain drop, etc.
As such we assumed that they should be slightly less identifiable than the
identifiable complex events;
– Artificial sound effects were created by using simple signal-based synthesis techniques (FM synthesis, etc.), with a specific goal of not mimicking any
real mechanical event. Even though these sounds are not produced by any
easily describable mechanical interactions, they could possibly be associated
with everyday interfaces using beeps and tones as feedbacks sounds. We expected them to be difficult to recognize but not completely impossible to
describe;
– Unidentifiable mechanical sounds were generated with mechanical objects and interactions that turned out to be really difficult to identify in
blind informal listening tests.
Confidence values ranged from 2.5 to 6.7. The value of confidence in identification
measures the number of different sources that participants can list for a given
sound [1] [20]. The mean confidence values were 6.1 for the identifiable complex
events, 5.2 for the set of elementary mechanical interactions, 4.1 for the artificial
sound effects, and 3.3 for the unidentifiable mechanical sounds. This shows that
the categories corresponded to their definitions of identifiability.
Descriptions We used vocal imitations and verbalizations selected from a preliminary experiment [20]. Descriptions were first produced in a preliminary session by ten Italian speakers (7 male and 7 female), between 20 to 64 years of
age (median 26 years old), with no musical expertise. They were instructed to
verbally describe or vocalize the referent sounds so as to communicate them
to someone who will have to recover the referent sound. In another session, a
set of listeners compared the referent sounds and the two types of descriptions,
and rated the adequacy of each description to communicate the referent sound.
We selected the three most adequate vocal imitations and the three most adequate verbal description for each referent sound (for instance: “It is the sound
of a guitar that follows the rhythm note, note, pause”). This resulted in 54 descriptions in each set (nine referent sounds times six descriptions), totaling 216
descriptions.
Participants Fifteen participants (8 male and 7 female), between 18 to 60 years
of age (median 29 years old) volunteered as participants. All reported normal
hearing and were Italian native speakers. They had a minimal musical expertise,
ranging from no musical expertise or practice at all, to intermittent amateur
practice.
Apparatus Stimulus presentation and response collection were programmed on
an Apple Macintosh MacBook with Matlab 7.1.0.584 and Psychtoolbox version
3.0.10. The digital files were played through Beyerdynamic DT 770, DT 880 pro,
or AKG K518 LE headphones.
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Procedure Participants were presented with one set of nine referent sounds at
a time. A set of nine numbers was presented on a custom interface, with each
number corresponding to one sound. The association of numbers and referent
sounds was randomized for each subject. Subjects could listen to each referent
sound by hitting the corresponding number on a keyboard. They could listen to
every sound as many times as they wished. Before each set, they were presented
with the nine sounds played in a row with the corresponding number highlighted
to facilitate memorization of the sound/number association.
For each set, the 54 descriptions (27 vocal imitations and 27 verbalizations)
were presented to the participants in random order. Subjects could listen to
each description as many time as they wished. They selected the referent sound
that corresponded to each description from the list of the nine referent sounds
(9-alternative forced choice).
3.2

Results

Recognition accuracy was computed for each set of referent sounds and each type
of description (recognition accuracy) and submitted to a repeated-measure analysis of variance (ANOVA), with the four sets and the two types of description as
within-subject factors. All statistics are reported after Geisser-Greenhouse correction for potential violations of the sphericity assumption.
The main effect of the sets was significant (F(3,42)=12.877, p<.001, η 2 =13.2%).
Planned contrasts showed that the only significant contrast between the sets was
between the elementary mechanical interactions (83.3%) and the unidentifiable
mechanical sounds (72.2%, F(1,14)=67.496, p<.001). The main effect of the
description was also significant (F(1,14)=47.803, p<.001, η 2 =17.5%), indicating that accuracy was overall better for the vocal imitations than the verbalizations (81.5% vs. 71.5%). The interaction between the sets and the type of
description was also significant (F(3,42)=46.334, p<.001) and was the largest
experimental effect (η 2 =38.4%).
We used ten paired-samples t-tests to investigate the details of the interaction
(alpha values were corrected with the Bonferroni procedure). The results first
showed no significant difference of accuracy between vocal imitations and verbalizations neither for the identifiable complex events (74.6% vs. 79.5%, t(14)=1.726, p=.106) nor for the elementary mechanical interactions (81.0% VS. 85.7%,
t(14)=-1.629, p=0.126). Accuracy for vocal imitations was better than for verbalizations for artificial sound effects (85.9% vs. 60.7%, t(14)=9.83, p<.000) and
unidentifiable mechanical sounds (84.4% vs. 60.0%, t(14)=11.8, p<.000).
Additional t-tests were used to analyze the scores for vocal imitations only.
They showed no significant difference of accuracy between identifiable complex events and elementary mechanical interactions (74.6 % vs. 80.1%, t(14)=2.146, p=.05), but accuracy was worst for identifiable complex events than
for artificial sound effects (74.6% vs. 85.9%, t(14)=-3.77, p<0.05/10) and the
unidentifiable mechanical sounds (74.6% vs. 84.4%, t(14)=-3.42, p<.05/10). Similarly, for the verbalizations only, accuracy was not significantly different between
identifiable complex events and elementary mechanical interactions (79.5% vs.
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85.7%, t(14)=-2.046, p=.06), but accuracy was better for identifiable complex
events than artificial sound effects (79.5% vs. 60.7%, t(14)=7.70, p<.000). It
was also better than the unidentifiable mechanical sounds (79.5% vs. 60.0%,
t(14)=5.674, p<.000). These results are graphically represented on Figure 1.
3.3

Discussion

Overall, the results distinguished two groups of sounds. On the one hand, there
was no difference in accuracy between the vocal imitations and the verbalizations for the identifiable complex events and elementary mechanical interactions.
On the other hand, vocal imitations were significantly more effective than verbalizations for the artificial sound effects and the unidentifiable mechanical sounds.
Sounds that could be easily described by citing a unique mechanical source (i.e.,
a high confidence score) were recognized equivalently well with both types of
descriptions. Recognition of sounds that cannot be easily described was worse
for verbalizations than for vocal imitations.
In short, the experiment showed that while recognition based on verbalizations depended on how easily sounds were identifiable and describable, this was
not the case for recognition based on vocal imitations: Vocal imitations proved
to be an effective communication tool for the four sets of sounds tested here.

4

Using Vocal imitations and Gestures for Sound Design

The study reported two results: (i) non-verbal vocal imitations are spontaneously
used in conversations when speakers try to communicate a sound they have
heard, and (ii) vocal imitations are as effective as verbal descriptions for identifiable sounds, and more effective than verbal sounds for non-identifiable sounds.
These results confirm our initial idea than non-verbal vocal imitations may be
a potent tool for sound design and sonic interaction design.
Practically, vocal imitations may be used for the control of sound synthesis.
Various sound models are available that allow parametric exploration of a wide
sound space. These models are however difficult to control and often require
expertise in signal processing and acoustics. Controlling sound synthesis by simply vocalizing the sound a designer has in mind could be as easy as sketching
a graphical idea with a pen and a sheet of paper. Including vocal sketching in
the design process will allow the designer to rapidly specify a sonic behavior by
directly acting on an object mockup.
The results of the case study have highlighted two potential kinds of nonverbal vocal imitations: those that describe the event creating the sounds (e.g.
chopping carrots, crunching a soda can, etc.) and those that describe the sound
itself (rhythm, time envelope). These suggests two potential ways of controlling
sound synthesis: controlling mechanical properties of the sound source (type
of interaction, material, shape, size of interacting objects, etc.) and controlling
acoustic properties of the sounds (pitch, timbre, temporal evolution, etc.). The
former idea is probably better-suited for physically-based sound synthesis, where
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the synthesis parameters actually correspond to the physics of a mechanical
event producing the sounds (Young modulus, mode density, etc.). But it would
also be interesting to use such imitations to control artificial sounds with no
mechanical basis. The latter idea (vocalizing signal-based parameters) seems a
priori well-suited for controlling signal-based synthesis (FM, additive, granular
synthesis, etc.), where the mapping between properties of the vocal imitations
and synthesis parameters is more straightforward.
Another idea would be to combine different types of algorithms and different types of vocal controls. In one potential scenario, a user may first vocalize
a rough idea of a sound. This first sketch could be used to select different options corresponding to different types of synthesis algorithms. Then the user
could further specify the idea by tweaking the temporal evolution, fine timbral
aspects, etc. Such a scenario is particularly appealing if the system can adapt
itself to different users. Such a system would enable fast collaborative and interactive sound sketching. The same pipeline could be applied to sound retrieval in
large data bases and combined to the control of audio post-processing. Potential
applications are Foley effects for the movie and video game industries.
Reaching these goals however requires first to address important technological issues. Whereas speech recognition techniques are now massively effective,
little is known about “non-speech” sound analysis, processing, and recognition.
The problem is probably non trivial since, by definition, creative vocal imitations are not embedded in a linguistic context that may bootstrap processing.
Multidisciplinary research is thus required before designers can sketch ideas with
their voice as easily as they sketch an idea on pad.
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Abstract. Audio feature estimation involves measuring key characteristics from
audio. This paper demonstrates that feature estimation can be performed using an
auditory memory model. This is achieved using onset detection to identify new
audio components for insertion into the auditory memory, and an algorithm then
combines the characteristics of the current interval with those of the audio
components in the auditory memory. The auditory memory model mimics the
storing, retrieval and forgetting processes of the short-term memory. The feature
estimation using the auditory memory model has been successfully applied to the
estimation of sensory dissonance. The feature estimation using the memory model is
an important step in the improvement of feature estimation. Furthermore, dissonance
values have been shown, together with the characteristics of the auditory memory, to
be of interest in music categorization.
Keywords: — Feature estimation, onset detection, auditory memory, music
information retrieval, dissonance.

1 Introduction
Audio feature estimation has many potential uses, of which music information retrieval
(MIR) seems to be an important one. In MIR, features are used to categorize, segment, or
otherwise gain knowledge about the music. While audio feature estimation is not the only
option for e.g. music recommendation, it presents a promising possibility. However, in
order to use audio features in MIR, it is necessary to obtain robust, noise-free and
informative features.
Human memory [1 is today divided into three stages; a sensory store, the short-term
(working) memory, and the long-term memory (Atkinson and Shiffrin [2]). The shortterm memory has different modalities [3]. Of these, the phonological loop is of interest
here.
This paper first presents the auditory memory model in section 2, and then it shows
how the auditory memory model can be integrated into the estimation of dissonance in
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section 3. Thorough analyses of the characteristics of the auditory memory model gives
information related to genre classification using the parameters of the auditory model.

2 An Auditory Memory Model
Humans use memory to encode, store and retrieve information. Auditory information
enters the brain through the auditory system and reaches the sensory store first. If the
information is not reinforced it fades. Gross [1] gives three main causes of the
mechanisms that causes fading: decay, which indicates a breakdown of the mental
representation over time; displacement, which indicates that the memory has limited
capacity, components in the auditory memory may be discarded when new components
enter; and interference, the strength of the information in the auditory memory is affected
by the context.

Figure 1. The auditory model consists of an onset detector (below), and a store
with a fading and exit mechanism (above).
While Miller [5] gives the capacity of the short-term memory (STM) to be 7±2, the
knowledge of the capacity of the STM is compromised by complications due separating
the STM from the LTM. Thus, Cowan [6] decreases the capacity of the STM to 4±1, and
gives information about how to observe the pure storage capacity. There are reasons to
believe that the short-term storage capacity is higher in practice, because of uses of other
memory mechanisms. For instance, the echoic memory [7], responsible for storing
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auditory information in the STM, is capable of storing large amounts of auditory
information for 3-4 seconds.
The model of the STM used here is shown in figure 1. It has two main components, the
onset detector that identifies new auditory components, and the store that retains the
components until it is purged. This model was first introduced in [4].
2.1 Onset detection
The onset detection is a modified spectral flux, called perceptual spectral flux (psf) [8],
and is calculated as the sum of the magnitudes of all bins that are rising, scaled with the
frequency weight. A peak detector algorithm is used that identifies onsets when the
instantaneous value of the psf is above 10% of the mean of the psf over 1.5 seconds plus
90% of the max of the psf over 0.9 seconds. The detector algorithm captures many of the
features used by humans to separate auditory streams, including fundamental frequency,
onset times, contrast to previous sounds and correlated changes in amplitude or frequency.
For each onset detected, an estimate of the new spectral content is inserted into the
auditory model. This estimation, called the added spectrum, is calculated as the difference
between the spectrums 0.2 seconds after and 0.1 seconds before the onset.
2.2 Auditory Memory Model
The auditory memory model has three functions; inserting new auditory components
into the memory (storing), extracting this auditory component for further processing
(remembering), and finally purging the auditory component when it has a low strength
(forgetting). The actual activation strength of the auditory components in the memory
model is calculated in a homogenous manner inspired by the activation model of
Anderson and Lebiere 9. In their model of memory decay, the activation strength of an
element in the memory is weakened logarithmically with the duration. The displacement
is modeled in a similar manner, where the time is replaced with the number of auditory
components currently in the auditory memory. The total activation strength is finally a
sum of the two. As long as the total activation strength of an auditory component in the
memory model is positive, this component is propagated to further processing. When the
activation strength is zero or below, the auditory component is purged from the memory.
2.3 Content and Behavior of AM
The auditory model encodes and stores auditory components in the form of the added
spectrum at the time of each onset. These components are retained for a certain time in the
auditory memory until the component is purged. The characteristics of the memory model
consist of the number of concurrent auditory components, and the duration of the
memory. In figure 2 is shown the range of possible auditory memory model duration and
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number of components. In the figure, white corresponds to activation strengths around 2,
and black corresponds to negative activation strength. Thus, the high activation strengths
are found when few components are present in the auditory memory for a short time.
Typically, the auditory memory content will be found in the upper left side, i.e. with
relative many auditory components, and relatively short memory duration.
16

14

Number of elements in AM

12

10

8

6

Low Activation Strength

4
Area of possible AM content
2
High Activation strength
2

4

6
8
10
Duration of AM (seconds)

12

14

16

Figure 2. Activation strength as a function of duration and number of element.
When an auditory component reaches the black area, it is forgotten.
In order to show the behavior of the auditory memory, two songs (Whenever, Wherever
by Shakira and All of Me by Billie Holiday) have been processed. The resulting behavior
with respect to duration and number of components of the auditory memory are shown in
figure 3. The duration is the time of the element that has been the longest in the memory.
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Figure 3. Resulting auditory memory duration and number of components for two
songs. Whenever, Wherever (left), All of Me (right).
It is clear that the songs have a stable behavior with respect to the auditory memory,
resulting in a duration of between 2 to 4 seconds and a number of components which
varies between 10 and 15. The actual values fluctuate systematically, seemingly with the
complexity of the music, and with negative correlation, i.e. when the number of
components rises the duration falls and vice-verse. Whenever, Wherever has a mean
duration of 2.29 seconds, and a mean number of components of 14.49, All of Me has mean
duration of 2.70 seconds and a mean number of components of 12.50. The pop song thus
seems to contain more onsets and the jazz song could be more present in the memory.
This is due to the slightly sparser instrumentation of the latter. The number of elements
has mean values between 12 and 14 for all music analyzed. While this number is above
that of Miller [5], much of the content in the auditory memory has low activation strength,
and the effective number of components could be closer to the Miller number.
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Snyder [11] gives the STM span of 3-5 seconds, which is slightly higher than what is
found for the auditory memory model here. All in all, however, the behavior of the model
is reasonable when compared with knowledge of human short-term memory.
In order to look at this more closely, the duration and number of element of a larger
database of music [12] have been determined. The database consists of 110 songs for each
of eleven genres. The duration and number of element for all songs divided into the
eleven genres can be seen in figure 4.
alternative

country
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latin

pop−dance

rap−hiphop

rb−soul
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rock
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5
10
15
Duration (secs)

Figure 4. The duration and number of elements for eleven genres with 110 songs
in each genre. The color indicate the number of times each duration/number of
element position has occurred. For visibility, the number of occurrences are shown
in log domain.
The duration (in figure 4) is the duration of the last element in the memory with low
activation strength and which will be the next one to be eliminated. Other elements may
exist in the memory at the same time, but these will have been resident for less time. The
stronger elements will thus be found to the left in the figure. Nonetheless, the figure
shows the capacity of the memory model with respects to duration and number of
elements. From the figure it can be seen that all genres have approximately the same
values, with the majority of occurrences between 2 to 6 (seconds) for the duration and
between 5 to 12 for the number of elements. Electronica and Jazz has a higher mean
number of elements and durations, while Country and Easy-Listening have lower mean
values of both.
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Figure 5. Spectrum (top) and Added Spectrum (bottom) at time of onsets for am
excerpt of Whenever, Wherever.
In addition to the behavior of the auditory memory with respect to duration and number
of components, the content of the auditory components can be retrieved. Currently, this
consists only of the spectrum added at time of the onset. An excerpt, comprising the actual
spectrum just after the onsets and the spectral content added at the onset, is shown in
figure 5 and 5, respectively for Whenever, Wherever, and All of Me.
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Figure 6. Spectrum (top) and added spectrum (bottom) at time of onsets for an
excerpt of All of Me.
It is clear that the added spectrum at the onsets contain a more sparse content. The
added spectrum method is introduced in order only to take into account new spectra at the
onsets, while omitting auditory content that have started before and decay after the onsets.

3 Dissonance measure
The first feature that has been subjected to processing through the auditory memory
model described above is sensory dissonance [13]. Sensory dissonance is a percept related
to the beatings between sinusoids over different auditory filters. There can be many
beatings within the same sound. Those beatings will have a maximum at approximately
one quarter of the critical band, and zero for low frequency beatings and for frequency
differences above a critical band. The sensory dissonance is given as additive, according
to Plomp and Levelt [13]. This implies that partials that cause beating in different critical
bands are added to the total sensory dissonance. In order to calculate the total sensory
dissonance for one frame, all individual sensory dissonance values are added together.
This is done for all spectral peaks in the current frame. Only the partial pairs within one
critical band need to be taken into account, because the influence of two partials with a
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distance greater than one critical band is weak. Since the sensory dissonance is additive, it
is further hypothesized here that the influence of the spectral peaks in the auditory
memory contribute to the sensory dissonance in the same manner. This implies that each
spectral peak is supposed to be beating with the peaks in the current frame.
Consequentially the corresponding sensory dissonance is added to the total dissonance,
scaled by the activation strength of the auditory memory component. This is done for the
spectrum of all notes in the STM.
The sensory dissonance, and the total sensory dissonance (including the influence of
the memory model) are now calculated for the pop song Whenever, Wherever and the jazz
song All of Me. An excerpt of this is shown in Figure 7.
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Figure 7. Instantaneous and dissonance calculated with auditory memory for two
songs. Whenever, Wherever (top), and All of Me (bottom).
The dissonance increases, as is to be expected, when the influence of the notes in the
STM is added to the dissonance. The total dissonance is doubled or more. The pop song
has higher dissonance, since the means of the auditory model calculated sensory
dissonance is 17 times higher for Whenever, Wherever than for All of Me. The total
dissonance seems smoother than the instantaneous dissonance, thus giving it a behavior,
which is more correlated with the human assessment of dissonance [15]. While the
memory-based feature estimation model has been used only for the calculation of
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dissonance as of yet, these results suggest that it can be used successfully on many other
features.

4 Conclusion
The above results suggest that feature estimation using the auditory memory model will
significantly advance this field. Details of the auditory memory model comprise two parts.
The onset detection can be compared with the attention human beings focus on the sound.
The memory model is based on the knowledge retained within short-term memory, and
contains a homogenous decay and displacement mechanism that calculates the activation
strength of the components in the auditory memory as a function of the number of
components in the memory model, and the total duration of the model. The memory
model mimics the storing, retrieval and forgetting of the human auditory short-term
memory.
Results, based on an initial experiment using two songs, show that the number of
elements and durations behaves in a manner that is compatible with that of the human
auditory short-term memory, according to current understanding. The characteristics of
the memory model with respect to maximal duration and number of elements are further
shown to be robust in our experiment with songs from different genres.
The auditory memory model has been used to improve the calculation of the sensory
dissonance. Sensory dissonance is shown to be additive for partials within the same time
frame. Accordingly, within our model sensory dissonance is modeled as being additive
also for the partials that belong to the auditory components in the memory. These partials
are thus modeled as giving rise to beats together with the partials in the current time
frame. The resulting sensory dissonance is shown to be smoother, and to have a larger
magnitude.
Both the characteristics of the auditory memory model, with regards to the duration and
number of components, and the sensory dissonance calculated using the model, are shown
to be informative about the song from which the features are obtained. Thus, the pop song
typically contains more auditory components in the memory model, whereas the jazz song
has longer durations of the memory. Furthermore, the dissonance of the pop song is much
higher than the dissonance of the jazz song. Given these results, we believe that our new
auditory memory model and associated sensory dissonance calculation process provide a
promising technology for enhanced music information retrieval. Such an experiment is
presented in [16].
The main goal of this work, however, is to improve feature estimation. It has been
shown [15] that the sensory dissonance calculated using the auditory memory model
performs significantly better than sensory dissonance calculated without the memory
model.
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Abstract. Lerdahl and Jackendoﬀ’s theory employed a tree in a representation of internal structure of music. In order for us to claim that such
a tree is a consistent and stable representation, we argue that the diﬀerence of trees should correctly reﬂect our coginitive similarity of music. We
report our experimental result concerning the comparison of similarity
among variations on Ah vous dirai-je, maman, K. 265/300e by Mozart.
First we measure the theoretical distance between two variations by the
sum of the lengths of time-spans, and then we compare the result with
the human psychological resemblance. We show the statistical analysis,
and discuss the adequacy of the distance as a metric of similarity, which
moreover becomes a metrics of theory.
Keywords: Time-span tree, Generative Theory of Tonal Music, join/meet
operations, cognitive similarity

1

Introduction

Music theory gives us methodology to analyze music written on scores, and
clariﬁes their inherent features in a comprehensive way. There have been many
attempts to embody a music theory onto a computer system and to build a
music analyzer. In particular, some music theories employ trees to represent the
deep structure of a musical piece [10, 6, 11, 15, 1], and such a tree representation
seems a promising way to automatize the analyzing process. It is, however, widely
recognized that there are intrinsic diﬃculties in this; (i) how we can formalize
ambiguous or missing concepts and (ii) how we can assess the consistency and
stability of a fomalized music theory.
For (i), the approaches include the externalization of those hidden features of
music. For example, Lerdahl and Jackendoﬀ [10] (the generative theory of tonal
music; GTTM hereafter) speciﬁed many rules to retrieve such information in music to obtain a time-span tree, though they proposed only heuristics and missed
fully explicit algorithms. Thus, to formalize this theory, we have complemented
necessary parameters to clarify the process of time-span reduction [8]. Pearce
and Wiggins [14] build a model to derive as many features as possible from the
scores; these features contain the properties of potentially non-contiguous events.
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For (ii), we do not think there is an agreeable solution yet, but we propose to
assess the consistency and the stability of a formalized music theory based on our
cognitive reality. If the tree representation derived by a formalized music theory
is suﬃciently stable and consistent, the distance between those representations
must reﬂect our human intuition on diﬀerence in music. Hence, if it is allowed
to compare the tree distance and our psychological diﬀerence and/or similarity,
we can evaluate the consistency and the stability of a formalized music theory.
Here, we look back at the studies on similarity in music. In music information
research, the similarity has been drawing attention of many researchers [19, 9].
Some of the reseachers are motivated by engineering demands such as music
retrieval, classiﬁcation, and recommendation, [13, 7, 16] and others by modeling
the cognitive processes of musical similarity [4, 5]. Several types of similarity have
been proposed, including melodic similarity, e.g., van Kranenburg (2010) [18]
and harmonic similarity, e.g., de Haas (2012) [3]. The song similarity in MIREX
of every year is recognized as an important category in the contest [12]. All
these viewpoints suggest the importance of quantitative comparison, and thus
we employ a numeric distance in measuring the cognitive similarity.
We have proposed a notion of distance among the time-span trees [17], however, in this research there lacked the discussion on the perception of similarity.
As a result, it was diﬃcult for us to explain that the distance could be a metric
of similarity [9, 13, 18, 3]. The contribution of this paper is that we have actually
conducted a psychological experiment on the similarity among 12 variations in C
major on Ah vous dirai-je, maman, K. 265/300e by Wolfgang Amadeus Mozart,
in comparison with the corresponding time-span distance.
This paper is organized as follows: in Section 2 we brieﬂy summarize the
notion of time-span tree and reduction. In Section 3, we introduce our notion
of distance in time-span trees. Then, to apply the notion to arbitrary two music pieces, we generalize the distance in Section 4. In Section 5, we report our
experimental result. First we measure the distance between two variations by
the tree distance, and then we compare the result with the human psychological
resemblance. We show the statistical analysis, and discuss the adequacy of our
measure as a metric of similarity 6. Finally we conclude in Section 7.

2

Time-Span Tree and Reduction

Time-span reduction in Lerdahl and Jackendoﬀ’s Generative Theory of Tonal
Music (GTTM; hereafter) [10] assigns structural importance to each pitch events
in the hierarchical way. The structural importance is derived from the grouping
analysis, in which multiple notes compose a short phrase called a group, and from
the metrical analysis, where strong and weak beats are properly assigned on each
pitch event. As a result, a time-span tree becomes a binary tree constructed in
bottom-up and top-down manners by comparison between the structural importance of adjacent pitch events at each hierarchical level. Although a pitch
event means a single note or a chord, we restrict our interest to monophonic
analysis in this paper, as the method of chord recognition is not included in the
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Ordering of
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?

Fig. 1. Reduction hierarchy of chorale ‘O Haupt voll Blut und Wunden’ in St.
Matthew’s Passion by J. S. Bach [10, p.115]

original theory. Fig. 1 shows an excerpt from [10] demonstrating the concept of
reduction.
In the sequence of reductions, each reduction should sound like a simpliﬁcation of the previous one. In other words, the more reductions proceed, each
sounds dissimilar to the original. Reduction can be regarded as abstraction, but
if we could ﬁnd a proper way of reduction, we can retrieve a basic melody line
of the original music piece. The key idea of our framework is that reduction is
identiﬁed with the subsumption relation, which is the most fundamental relation
in knowledge representation.
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Strict Distance in Time-Span Reduction

In the section, the basic formalization of time-span trees is given as a prerequisite
for extending our framework to be described later. Since the contents presented
in the section overlap some of those in [17] and contain rather mathematical
stuﬀ, the readers who ﬁrst want to comprehend an outline of the contributions
could move onto the experimental section. Then, the readers would come back
here afterward.
3.1

Subsumption, Join, and Meet

First we deﬁne the notion of subsumption. Let σ1 and σ2 be tree structures. σ2
subsumes σ1 , that is, σ1 ⊑ σ2 if and only if for any branch in σ1 there is a
corresponding branch in σ2 .
Definition 1 (Join and Meet) Let σA and σB be tree structures for music A
and B, respectively. If we can fix the least upper bound of σA and σB , that is,
the least y such that σA ⊑ y and σB ⊑ y is unique, we call such y the join of σA
and σB , denoted as σA ⊔ σB . If we can fix the greatest lower bound of σA and
σB , that is, the greatest x such that x ⊑ σA and x ⊑ σB is unique, we call such
x the meet of σA and σB , denoted as σA ⊓ σB .
We illustrate join and meet in a simple example in Fig. 2. The ‘⊔’ (join)
operation takes quavers in the scores to ﬁll dtrs value, so that missing note in
one side is complemented. On the other hand, the ‘⊓’ (meet) operation takes ⊥
for mismatching features, and thus only the common notes appear as a result.

‰q
qe

⊔

‰ q
q e

‰q
qe

⊓

‰ q
q e

=

=

q ee

q

q

Œq

Fig. 2. Join and meet

Obviously from Deﬁnitions 1, we obtain the absorption laws: σA ⊔x = σA and
σA ⊓x = x if x ⊑ σA . Moreover, if σA ⊑ σB , x⊔σA ⊑ x⊔σB and x⊓σA ⊑ x⊓σB
for any x.
We can deﬁne σA ⊔ σB and σA ⊓ σB in recursive functions. In the process
of uniﬁcation between σA and σB , when a single branch is uniﬁable with a tree,
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σA ⊔ σB chooses the tree while σA ⊓ σB chooses the branch, in a recursive way.
Because there is no alternative action in these procedures, σA ⊔ σB and σA ⊓ σB
exist uniquely. Thus, the partially ordered set of time-span trees becomes a
lattice.
3.2

Maximal Time-Span and Reduction Distance

In GTTM, a listener is supposed to construct mentally pitch hierarchies (reductions) that express maximal importance among pitch relations [10, p.118]. We
here observe a time-span becomes longer as the level of time-span hierarchy goes
higher. Then, we can suppose that a longer time-span contains more information,
and it is therefore regarded more important.
Based on the above consideration, we hypothesize:
If a branch with a single pitch event is reduced, the amount of information
corresponding to the length of its time-span is lost.
We call a sequence of reductions of a music piece reduction path. We regard the
sum of the length of such lost time-spans as the distance of two trees, in the
reduction path. Thereafter, we generalize the notion to be feasible, not only in
a reduction path but in any direction in the lattice.
We presuppose that branches are reduced only one by one, for the convenience
to sum up distances. A branch is reducible only in the bottom-up way, i.e., a
reducible branch possesses no other sub-branches except a single pitch event
at its leaf. In the similar way, we call the reverse operation elaboration; we can
attach a new sub-branch when the original branch consists only of a single event.
The head pitch event of a tree structure is the most salient event of the
whole tree. Though the event itself retains its original duration, we may regard
its saliency is extended to the whole tree. The situation is the same as each
subtree. Thus, we consider that each pitch event has the maximal length of
saliency.
Definition 2 (Maximal Time-Span) Each pitch event has the maximal timespan within which the event becomes most salient, and outside the time-span the
salience is lost.
In Fig. 3 (a), there are four contiguous pitch events, e1, e2, e3, and e4; each
has its own temporal span (duration on surface), s1, s2, s3, and s4, denoted thin
lines. Fig. 3 (b) depicts time-span trees and corresponding maximal time-span
hierarchies, denoted gray thick lines. The relationships between spans in (a) and
maximal time-spans in (b) as follows. At the lowest level in the hierarchy, the
length of a span is equal to that of a maximal time-span; mt2 = s2, mt3 = s3.
At the higher levels, mt1 = s1 + mt2, and mt4 = mt1 + mt3 + s4 = s1 + s2 +
s3 + s4. That is, every span extends itself by concatenating the span at a lower
level along the conﬁguration of a time-span tree. When all subordinate spans
are concatenated up into a span, the span reaches the maximal time-span.
Only the events at the lowest level in the hierarchy are reducible; the other
events cannot be reduced. In Fig. 3 (b), for the leftmost time-span tree σ1, either
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e1

e2

e3

e4









s1 s2 s3 s4
(a) Sequence of pitch events and their spans

σ1


mt1





σ2




mt4

mt2 mt3

mt1



σ3




mt4

mt3

mt1

σ4




mt4

mt4

(b) Reduction proceeds by removing a reducible maximal time-span

Fig. 3. Reduction of time-span tree and maximal time-span hierarchy; gray thick lines
denote maximal time-spans while thin ones pitch durations.

e2 or e3 is reducible; e2 is ﬁrst reduced then e3. For σ2, e3 is only reducible, not
e1 because e1 is not at the lowest level in the maximal time-span hierarchy.
Let ς(σ) be a set of pitch events in σ, ♯ς(σ) be its cardinality, and se be the
maximal time-span of event e. Since reduction is made by one reducible branch
at a time, a reduction path σ n , σ n−1 , . . . , σ 2 , σ 1 , σ 0 , such that σ n ⊒ σ n−1 ⊒ . . . ⊒
σ 2 ⊒ σ 1 ⊒ σ 0 , suﬃces ♯ς(σ i+1 ) = ♯ς(σ i ) + 1. If we put σA = σ 0 and σB = σ n ,
σA ⊑ σB holds by transitivity. For each reduction step, when a reducible branch
on event e disappears, its maximal time-span se is accumulated as distance.
Definition 3 (Reduction Distance) The distance d⊑ of two time-span trees
such that σA ⊑ σB in a reduction path is defined by
∑
d⊑ (σA , σB ) = e∈ς(σB )\ς(σA ) se .
For example in Fig. 3, the distance between σ1 and σ4 becomes mt1 + mt2 +
mt3. Note that if e3 is ﬁrst reduced and e2 is subsequently reduced, the distance
is the same. Although the distance is a simple summation of maximal time-spans
at a glance, there is a latent order in the addition, for reducible branches are
diﬀerent in each reduction step. In order to give a constructive procedure on this
summation, we introduce the notion of total sum of maximal time-spans.
Definition 4 (Total Maximal Time-Span) Given tree structure σ,
∑
tmt(σ) = e∈ς(σ) se .
When σA ⊑ σB , from Deﬁnition 3 and 4, d⊑ (σA , σB ) = tmt(σB ) − tmt(σA ).
As a special case of the above, d⊑ (⊥, σ) = tmt(σ).
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3.3

7

Properties of Distance

Uniqueness of Reduction Distance: First, as there is a reduction path between
σA ⊓ σB and σA ⊔ σB , and σA ⊓ σB ⊑ σA ⊔ σB , d⊑ (σA ⊓ σB , σA ⊔ σB ) is computed
by the diﬀerence of total maximal time-span. Because the algorithm returns a
unique value, for any reduction path from σA ⊔ σB to σA ⊓ σB , d⊑ (σA ⊓ σB , σA ⊔
σB ) is unique. This implies the uniqueness of reduction distance: if there exist
reduction paths from σA to σB , d⊑ (σA , σB ) is unique.
Next, from set-theoretical calculus,
ς(σA ⊔ σB ) \ ς(σ
∑
∑A ) = ς(σB ) \ ς(σA ⊓
σB ). Then, d⊑ (σA , σA ⊔ σB ) = e∈ς(σA ⊔σB )\ς(σA ) se = e∈ς(σB )\ς(σA ⊓σB ) se =
d⊑ (σA ⊓σB , σB ). Therefore, d⊑ (σA , σA ⊔σB ) = d⊑ (σA ⊓σB , σB ) and d⊑ (σB , σA ⊔
σB ) = d⊑ (σA ⊓ σB , σA ).
Here let us deﬁne two ways of distances.
d⊓ (σA , σB ) = d⊑ (σA ⊓ σB , σA ) + d⊑ (σA ⊓ σB , σB )
d⊔ (σA , σB ) = d⊑ (σA , σA ⊔ σB ) + d⊑ (σB , σA ⊔ σB )
Then, we immediately obtain d⊔ (σA , σB ) = d⊓ (σA , σB ) by the uniqueness of
reduction distance.
For any σ ′ , σ ′′ such that σA ⊑ σ ′ ⊑ σA ⊔σB , σB ⊑ σ ′′ ⊑ σA ⊔σB , d⊔ (σA , σ ′ )+
d⊓ (σ ′ , σ ′′ ) + d⊔ (σ ′′ , σB ) = d⊔ (σA , σB ). Ditto for the meet distance. Now the
notion of distance, which was initially deﬁned in the reduction path as d⊑ is
now generalized to d{⊓,⊔} , and in addition we have shown they have the same
values. From now on, we omit {⊓, ⊔} from d{⊓,⊔} , simply denoting ‘d’. Here,
d(σA , σB ) is unique among shortest paths between σA and σB . Note that shortest
paths can be found in ordinary graph-search methods, such as branch and bound,
Dijkstra’s algorithm, best-ﬁrst search, and so on. As a corollary, we also obtain
d(σA , σB ) = d(σA ⊔ σB , σA ⊓ σB ).
Triangle Inequality: Finally, as d(σA , σB ) + d(σB , σC ) becomes the sum of maximal time-spans in ς(σA ⊔σB )\ς(σA ⊓σB ) plus those in ς(σB ⊔σC )\ς(σB ⊓σC ) while
d(σA , σC ) becomes ς(σA ⊔ σC ) \ ς(σA ⊓ σC ), we obtain d(σA , σB ) + d(σB , σC ) ≥
d(σA , σC ): the triangle inequality. For more details on the theoretical stuﬀ, see
[17].
In Fig. 4, we have laid out various reductions originated from a piece. As we
can ﬁnd three reducible branches in A there are three diﬀerent reductions: B, C,
and D. In the ﬁgure, C (shown diluted) lies behind the lattice where three backside edges meet. The distances, represented by the length of edges, from A to B,
D to F , C to E, and G to H are the same, since the reduced branch is common.
Namely, the reduction lattice becomes parallelepiped,4 and the distances from A
to H becomes uniquely 2 + 2 + 2 = 6. We exemplify the triangle inequality; from
A through B to F , the distance becomes 2 + 2 = 4, and that from F through
D to G is 2 + 2 = 4, thus the total path length becomes 4 + 4 = 8. But, we can
ﬁnd a shorter path from A to G via either C or D, in which case the distance
4

In the case of Fig. 4, as all the edges have the length of 2, the lattice becomes
equilateral.
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Fig. 4. Reduction lattice

becomes 2 + 2 = 4. Notice that the lattice represents the operations of join and
meet; e.g., F = B ⊓ D, D = F ⊔ G, H = E ⊓ F , and so on. In addition, the
lattice is locally Boolean, being A and H regarded to be ⊤ and ⊥, respectively.
That is, there exists a complement,5 and E c = D, C c = F , B c = G, and so on.

4

Generalized Distance in Trees

In this section, we extend the notion of strict distance, to be applicable to two
diﬀerent music pieces, which may not necessarily share a common-ancestor music
piece in terms of reduction. To this purpose, we need to relax the condition of
distance calculation.
4.1

Interval Semantics on Absolute Time Axis

In order to compare two diﬀerent melodies, we need to place those at proper
places in a common temporal axis. Two arbitrary music pieces are possibly different from each other with a large variety; for example, a music piece beginning
with auftakt or syncopation, containing hemiola, and being at a double tempo
with the same pitch sequence. To handle such cases, we may need various types
of adjustments of two music pieces for comparison; for example, alignment by
the endpoints of music pieces and/or bar lines, and by stretching or compressing
to make the two of same length.
At present, we take the simplest approach to the adjustment in which two
music pieces are aligned only at the beginning bar line. Then, the join/meet operations are applied to maximal time-spans without stretching or compressing
them. That is, when two temporal intervals have a common length, the result of
a join operation encompasses the temporal union of the two intervals, and that
5

For any member X of a set, there exists X c and X ⊔ X c = ⊤ and X ⊓ X c = ⊥.
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of meet operation is exactly the temporal intersection (Fig. 5), where mt{1,2}
means a maximal time-span, respectively. The decision is underlain by the following assumption: the longer a time-span is, the more informative it is, as the
interval semantics of temporal logic [21].

mt1
mt2
time
join(mt1, mt2)
meet(mt1 mt2)
meet(mt1,
Fig. 5. Generalized join and meet operations to maximal time-spans

4.2

Meet-Oriented Distance

In Section 3.3, we have shown that the distance via the meet and that via the join
become the same in the lattice of strict descendents of one common music piece.
However, when we are to apply two music pieces without a common ancestor, one
serious problem is that such equality of join/meet distance may not be promised.
First of all, we cannot calculate the join operation for all cases at present; for
example, if the supremacy of the heads of two trees do not match, the result of
the join operation is not deﬁned (Fig. 6). In contrast, the result of meet operation
can be calculated in any case. Therefore, in this paper, we decide to calculate
the distance using the path via the meet d⊓ in Section 3.3.

join(

Subtree
A

Subtree
B

,

Subtree
A’

Subtree
B’

)

Fig. 6. Case of undeﬁned result in join operation

Fig. 7 shows the excerpt from the Prolog program implementing the generalized join and meet operations. The join/meet operations are recursively applied
in the top-down manner. In the Prolog program, a node in a time-span tree is
represented by data structure (Tp > Ts ) or (Ts > Tp ), where Tp and Ts denote
subtrees (Fig. 8). Subscripts ‘p’ and ‘b’ represent that a branch is primary or
secondary, and the temporal order between them is shown by ‘<’ or ‘>’.
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join(X,Y,Join) :X = (Xp > Xs),
Y = (Yp > Ys),!,
join(Xp,Yp,Mp),
join(Xs,Ys,Ms),
Join = (Mp > Ms).
join(X,Y,Join) :X = (Xs < Xp),
Y = (Ys < Yp),!,
join(Xp,Yp,Mp),
join(Xs,Ys,Ms),
Join = (Ms < Mp).
join(X,Y,Join) :X = ( > ),
Y = ( < ),!,
Join = undefined.
join(X,Y,Join) :X = ( < ),
Y = ( > ),!,
Join = undefined.

meet(X,Y,Meet) :X = (Xp > Xs),
Y = (Yp > Ys),!,
meet(Xp,Yp,Mp),
meet(Xs,Ys,Ms),
Meet = (Mp > Ms).
meet(X,Y,Meet) :X = (Xs < Xp),
Y = (Ys < Yp),!,
meet(Xp,Yp,Mp),
meet(Xs,Ys,Ms),
Meet = (Ms < Mp).
meet(X,Y,Meet) :X = (Xp > ),
Y = ( < Yp),!,
meet(Xp,Yp,Meet).
meet(X,Y,Meet) :X = ( < Xp),
Y = (Yp > ),!,
meet(Xp,Yp,Meet).

Fig. 7. Prolog implementation of generalized join and meet operations (recursion part)

ns 

 np
mtp

mts

np 
mttp

(ns < np)



ns
mts

(np > ns)

Fig. 8. Representation of time-span tree node in Prolog program

5

Experiment

We conduct two experiments using the same set of pieces: a similarity assessment
by human listeners and the calculation by the proposed framework. Set piece
is the Mozart’s variations K.265/300e ‘Ah, vous dirai-je, maman’, also known
as ‘Twinkle, twinkle little star’. The piece consists of the famous theme and
twelve variations of it. In our experiment, we excerpt the ﬁrst eight bars (Fig.
9). Although the original piece includes multiple voices, our framework can only
treat monophony; therefore, the original piece is arranged into a monophony. We

CMMR2013 - 424

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Cognitive Similarity Grounded by Tree Distance
Theme

2
&4 œ œ

œ œ

œ œ

œ œ

œ œ

œ œ

11

œ œ. œ ˙

œœ
2
œ
œ
& 4 œœ œ œ œ œœ# œœœœœœ b œn œœœ œœœ œœ œœœœ œœ œœœœœ œœœœœœœœ œ œ œ ˙
œ œ œ
œ
œ
œ
œ
œ
2
b n œ œœœ œb œn œ œœœ œ# œœ
b n œ œœ
& 4 œœœœ œœœ œœœœ œœœ œœœœ œœœ œœœœ œœœ œœ
œ œ
œ
œ œœ
œ
œ
œ
œ
œ
œ
œ
œœ
œ
œ œ œ œœ
œœœ œ
œœœ œ
2 3 œ œ œ œ œ œ œ œ œb œn œ œ œ# œœœ
œ œ ˙
& 4 œ œœ
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
3
œ
œ
œ
œ
2
& 4 œ œ œ œ œ œ œ œ œ œ œ œ œ œ œ œ œ œ œ œ b œn œ b œn œ œ œœ b œn œ œœ # œœ œ œ œ œ
œ
3
œ 3œ œ 3 œ œ 3 œ œ œ œ œ œ œ œ œ œ œ œ
œ
œ
? 2 œœ
œœ
œœ
œœ œ œ œ œ
œ
4
œ œ
œ
œ
œ œœ
b n œœœœœ œœœœœœ
2
b n œœ œœœ œ# œœ
& 4 œ œ œ œ œ œ œœœœ œœœœœœœœ œœœœœ œ
œ
œ œ œœ œ
œœœœ œœ
œ
œ
œ
œ
œ
œ
œ
œ
œ œœ# œœ œœ œn œ# œœ œ œ n œ œ œ œ œ œ œ œ œ œ œ œ
œ
œ
œ
œ
2
œ
œœ œœ
r
& 4 œ œœœœœœ œ
œ œr œr # œr œr r n œr ˙
œ
bb b 2 œ œ œ œ œ œ œ œ œ œ œ œ œ œ œ n œ ˙
& 4

Variations
No.1

No.2

No.3

No.4

No.5

No.6

No.7

No.8

No.9

No.10

N 11
No.11

No.12

2
&4 œ œ

2
& 4 œrœœœRœœœœ

œ œ

œ œ
RœœœRœœœ

2 œ. œ œ œ œ
& 4 œ .œ œ J J J

œ œ

œ œ

œ œ

œ œœ œœœœ ˙
JJ
œ œ œ
œ
RœœœRœœœ R œ brœ n œ rœ# œœ brœn œn œ rœœœ nrœb œœ rœœœ rn œœœ œ
œ œ# œ
œ œ
œ
œ
œ œ
#œ
œ
œ
œ œ œ œ œ œœœ . œ œ œ œ œ#. œœ .œœœœn œ
œ
J J J
œ œ .œ œœœœœ œ œ
J

œ œ œ ˙ œ . #œ œ #˙ nœ . œ œ ˙
˙
3
œ. œœ œ œ œ ˙.
& 4 ˙ œ. œœ œ. œœ
Fig. 9. Monophonic melodies arranged for experiment

extract salient pitch events from each one of two voices, choosing a prominent
note from a chord, and disregard the diﬀerence of octave so that the resultant
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melody is heard smoothly. In total, we have the theme and twelve variations
(eight bars long) and obtain 78 pairs to be compared (13 C2 = 78).
For the similarity assessment by human listeners, eleven university students
participate in our study, seven out of whom have experiences in playing music
instruments more or less. An examinee listens to all pairs ⟨m1 , m2 ⟩ in the random
order without duplication, where m{1,2} is either themeor variations No.1 to 12.
Every time he/she listens to it, he/she is asked “how similar is m1 to m2 ?”, and
ranks it in one of ﬁve grades among quite similar = 2, similar = 1, neutral = 0,
not similar = −1, and quite diﬀerent = −2. At the very beginning, for cancelling
the cold start bias, every examinee hears the theme and twelve variations (eight
bars long) through without ranking them. In addition, when an examinee listens
to and rank pair ⟨m1 , m2 ⟩, he/she should try the same pair later to avoid the
order eﬀect. Finally, the average rakings are calculated within an examinee and
then for all the examinees.
For the calculation by the proposed framework, we use the meet-oriented
distance introduced in Section 4.2. From Deﬁnitions 3 and 4, the distance is
measured by a note duration, we set the unit of distance to one third of the
sixteenth note duration so that a music piece not only in quadruple time but
also in triple time can be represented. The correct time-span trees of the theme
and twelve variations are ﬁrst created by the authors and are next cross-checked
to each other. Note that the meet operation takes into account only the conﬁguration of a time-span tree, not pitch events; it is obvious from Deﬁnitions 3
and 4.

6

Results and Analysis

The experimental results are shown in the distance-matrix (Table 1). The theoretical estimation (a) means the results of calculation by the meet operation,
and the human listeners (b) means the psychological resemblance by examinees.
In (a), since the values of meet(m1 ,m2 ) and meet(m2 ,m1 ) are exactly the same,
only the upper triangle is shown. In (b), if an examinee, for instance, listen to
Theme and variation No.1 in this order, the ranking made by an examinee is
found at the ﬁrst row, the second column cell (-0.73). The values in (b) are the
averages over all the examinees.
It is diﬃcult to examine the correspondence between the results of calculated
by the meet operation (a) and the psychological resemblance by examinees (b)
in this distance-matrix. Then, we employ multidimensional scaling (MDS) [20]
to visualize the correspondence. MDS takes a distance matrix containing dissimilarity values or distances among items, identiﬁes the axes to discriminate items
most prominently, and plots items on the coordinate system of such axes [20].
Putting it simply, the more similar items are, the closer they are plotted on a
coordinate plane.
First, we use the Torgerson scaling of MDS to plot the proximity among the
13 melodies, however, it is still diﬃcult to ﬁnd a clear correspondence. Therefore,
we restrict plotting melodies to the theme and variations No.1 to 9 (Fig. 10).
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Table 1. Calculation by meet operation and psychological resemblance

Theme
No.1
No.2
No.3
No.4
No.5
No.6
No.7
No.8
No.9
No.10
No.11

Theme
No.1
No.2
No.3
No.4
No.5
No.6
No.7
No.8
No.9
No.10
No.11
No.12

(a) Theoretical estimation
No.1 No.2 No.3 No.4 No.5 No.6 No.7 No.8 No.9 No.10 No.11 No.12
183 177 195 183 117 249 162 15 21 363 262.5 246
– 228 332 326 264 360 219 174 204 456 409.5 421
–
– 264 216 246 282 105 168 186 438 391.5 423
–
–
– 252 262 320 259 188 198 462 334.5 379
–
–
–
– 238 246 213 176 186 424 387.5 399
–
–
–
–
– 276 243 114 108 414 298.5 325
–
–
–
–
–
– 291 234 264 378 409.5 449
–
–
–
–
–
–
– 153 171 429 376.5 400
–
–
–
–
–
–
–
–
30 348 259.4 255
–
–
–
–
–
–
–
–
–
378 277.5 261
–
–
–
–
–
–
–
–
–
– 406.5 403
–
–
–
–
–
–
–
–
–
–
– 298.5

(b) Rankings by human listeners (listening in row→column order)
Theme No.1 No.2 No.3 No.4 No.5 No.6 No.7 No.8 No.9 No.10 No.11
– -0.73 -0.91 -1.09 -0.82 1.18 -1.00 -1.45 -0.64 1.36 0.64 0.73
-1.00
– -0.82 -0.73 -0.91 -0.64 0.36 -0.64 -1.45 -0.82 -0.82 -1.00
-0.91 -0.36
– -0.64 -0.27 -0.82 -0.45 -0.55 -1.55 -0.91 -0.09 -0.64
-0.82 -0.45 -0.82
–
0 -0.91 -1.00 -0.36 -1.36 -0.73 -0.64 -0.73
-1.00 -0.82 -0.73 0.18
– -0.73 -0.82 -0.82 -1.73 -0.91 -0.45 -1.27
1.27 -1.18 -0.91 -0.91 -0.64
– -0.82 -1.09 -1.00 0.73 0.55 0.36
-1.18 0.27 -0.27 -0.45 -0.82 -0.64
– -0.36 -1.64 -0.91 -0.55 -0.64
-1.18 -0.64 -0.45 -0.18 -0.82 -0.73 -0.64
– -1.18 -0.73 -0.36 -0.64
-0.73 -1.27 -1.36 -1.55 -1.27 -0.73 -1.00 -1.36
– -0.09 -1.09 -0.64
1.27 -0.91 -0.91 -0.73 -1.09 0.91 -1.27 -0.82 -0.18
–
0.55 0.45
0.55 -0.82 -0.27 -0.64 -0.36 0.73 -0.45 -0.82 -1.00 0.73
–
0.18
0.64 -0.82 -0.91 -0.73 -0.91 0.55 -0.91 -1.09 -0.73 0.64 0.27
–
1.09 -1.18 -1.09 -1.00 -1.00 0.91 -1.00 -1.18 -0.91 1.09 0.36 0.82

No.12
1.00
-0.64
-0.91
-0.91
-1.00
0.73
-0.91
-0.73
-0.91
1.00
0.45
1.00
–

Theme and No.i in the ﬁgure correspond to those in Fig. 9, respectively (i = 1..9).
The contributions in MDS are as follows: (a) Theoretical estimation: ﬁrst axis
(horizontal) = 0.23, second = 0.21; (b) Human listeners: ﬁrst axis (horizontal)
= 0.33, second = 0.17.
In the ﬁgure, we can ﬁnd an interesting correspondence between (a) and (b)
in terms of positional relationships among 10 melodies. In both (a) and (b), we
ﬁnd that Theme, No.5, No.8, and No.9 make a cluster; so No.3 and No.4 do; so
No.2 and No.7 do. The positional relationship among the cluster of Theme, No.5,
No.8 and No.9, that of No.2 and No.7, and that of No.3 and No.4 resembles each
other. The positional relationship between No.1 and the others, except for No.6,
resembles, too. Since the contributions in the ﬁrst axis of (a) are considered close
to the second, by rotating the axes of (a) −90 degrees (counter clockwise), a more
intuitive correspondence may be obtained. On the other hand, the discrepancy
between (a) and (b) is seen, too; the positional relationship between No.6 and
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Fig. 10. Relative distances among melodies in mutidimensional scaling

the others is signiﬁcantly diﬀerent. rom the above, we argue that the operations
on time-span trees of our framework are viable to a certain extent.

7

Concluding Remarks

We assumed that cognitive similarity should reside in the similarity of time-span
trees, that is, the reduction ordering in time-span trees were heard similarly in
the order of resemblance to human ears. Based on this assumption, we proposed
a framework for representing time-span trees and processing them in the algebraic manner. In this paper, we examined the validity of the framework through
the experiments to investigate the correspondence of theoretical similarity with
psychological similarity. The experimental results supported the convincing correspondence to some extent.
Here we have four open problems. Firstly, we exclude variations No.10 to 12
for visualization in Fig. 10. Here, we need to consider why variations No.10 to
12 could not achieve a higher correspondence. As possible reasons, we speculate No.10 contains reharmonization, No.11 features ornamental 32nd notes and
No.12 is a music piece in triple time. Thus, we are interested in an even more
generalized distance that is robust to these variations.
Secondly, in terms of the contributions in MDS, the third axis in theoretical
estimation which is not depicted in Fig. 10 is 0.17, and that in human listeners
0.16. Since the third axis is still relatively signiﬁcant, the dimension may reveal
another hidden grouping among 13 music pieces.
Thirdly, at present, our framework disregards matching of pitch events; the
meet/join operations use only the conﬁguration of time-span trees. When timespan trees have been constructed, however, it is supposed that the relationship
among pitches within a music piece inﬂuences the conﬁguration of a time-span
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tree being constructed. Thus, even without matching of pitch events, the result
of meet/join operation more or less reﬂects the relationship among pitches indirectly. To achieve the similarity that truly coincides with our cognition, we
should formalize the operations on pitch events.
Fourthly, in several cases, the join operation could not be calculated as was
pointed out in Fig. 6. Besides, polyphonic melodies could not be handled by
our framework. Since these limitations degrade the applicability of our framework, we should extend the representation method of a music piece and tolerate
the condition of the join operation, preserving the consistency with the meet
operation and vice versa.
Further, future work includes building a large corpus that contains more diverse melodies and conducting experiments for us to investigate the correspondence of theoretical similarity with psychological similarity in more detail. For
the purpose of reproducing and rechecking the experiments by other researchers,
we are preparing to distribute the Prolog program shown in Section 4.2.
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Abstract. In this work, the modified group delay feature (MODGDF)
is proposed for pitched musical instrument recognition. Conventionally,
the spectrum-related features used in instrument recognition take into
account merely the magnitude information, whereas the phase is often
overlooked due to the complications related to its interpretation. However, there is often additional information concealed in the phase, which
could be beneficial for recognition. The MODGDF is a method of incorporating phase information, which lacks of the issues related to phase
unwrapping. Having shown its applicability for speech-related problems,
it is now explored in terms of musical instrument recognition. The evaluation is performed on separate note recordings in various instrument sets,
and combined with the conventional mel-frequency cepstral coefficients
(MFCCs), MODGDF shows the noteworthy absolute accuracy gains of
up to 5.1% compared to the baseline MFCCs case.
Keywords: Musical instrument recognition, music information retrieval,
modified group delay feature, phase spectrum

1

Introduction

Situationally tailored playlisting, personalised radio and social music applications
are just several examples of application of music information retrieval. This
research area, broadly speaking, studies the methods of obtaining information
of various kinds from music.
Musical instrument recognition is one example of its subtopics, and it has
been most actively explored since the 1990’s. An extended overview of the early
systems is given in [7]. The recent works on the subject propose novel classification approaches in terms of the given problem (e.g., genetic algorithms [15] and
semi-supervised learning [4]), as well as introduce new features (e.g., multiscale
MFCCs [18]). There exists an established set of features commonly applied for instrument recognition. Depending on whether they treat audio from the temporal
or spectral point of view, these are subcategorised accordingly.
?

This research has been funded by the Academy of Finland, project numbers 258708,
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The temporal features (e.g., the amplitude envelope) address instrument
recognition under the assumption that the relevant information is within the
transient properties of a signal. Such assumption is perceptually motivated: the
attack characteristics are believed to play crucial role in human recognition of
musical instruments [5].
The spectral features employ a different approach. Particularly, those that are
related to the harmonic properties of a sound (e.g., inharmonicity and harmonic
energy skewness) do preserve the important properties of the musical instrument
timbre [1]. The same applies to other spectrum-related features as well, such as
mel-frequency cepstral coefficients (MFCCs). It is worth mentioning that, being
spectrum-based features, they in fact concentrate only on its magnitude part.
In general, spectral information is complete only if both magnitude and phase
spectra are specified. Signal processing difficulties, such as wrapping of the phase,
make direct processing of the phase spectra challenging. A popular solution is
to use the modified group delay function [17], which can be applied to process
information from the phase spectrum. Previously, it has been utilised for several
applications, including speech recognition [17, 11] and spectrum estimation [19].
The modified group delay feature (MODGDF) has not yet been applied for
instrument recognition, although phase information has been recently incorporated in the neighbouring areas (e.g., instrument onset detection by means of the
phase slope function [12]). This work proposes calculating MODGDF for pitched
instrument recognition, either primarily or as a complement to the established
MFCCs, under the assumption that phase may contain additional information
relevant in terms of instrument classification. The primary objective is to demonstrate whether MODGDF is at all capable of introducing improvement in the
performance of an instrument recogniser.
This paper is organised as follows. Section 2 presents the motivation and
properties of MODGDF. Subsequently, Section 3 introduces the particular instrument recognition system, which incorporates MODGDF, as well as MFCCs.
Its performance is consecutively evaluated with various instrument sets in Section 4. Finally, the conclusions about the applicability of the feature are drawn
along with the future research suggestions in Section 5.

2

Modified Group Delay Feature

This section commences with the motivation behind utilising phase information
in general and MODGDF in particular for musical instrument recognition. This
is followed by the details of computation of the group delay function, as well as
its modified version along with the reasons for that modification.
2.1

Motivation

Phase is often overlooked in many audio processing solutions due to the complications related to the unwrapping of the phase spectrum. Despite of that, phase
could be highly informative due to its ability of indicating peaks in the spectral
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envelope. In terms of speech recognition and related problems, these correspond
to formants, which are useful for extracting speech content.
In the musical instrument signals, however, the presence of formants in the
spectrum is not as strong [13], or they are not a factor independent from fundamental frequency, in contrast to speech signals. For example, in the spectra
of trombone or clarinet, due to the acoustical change of active volume of their
body during the sound production, the resonances depend on pitch [8, 14].
Nevertheless, a phase-based feature appears to be applicable for instrument
recognition as well. Broadly speaking, while the commonly applied MFCCs feature is capable of modelling the resonances introduced by the filter of the instrument body, it neglects the spectral characteristics of the vibrating source, which
also play their role in human perception of musical sounds [9]. Incorporating
phase information attempts to preserve this neglected component.
Additionally, a phase-related feature could indicate a so-called mode locking
phenomenon, characteristic to some instruments. The frequencies of each mode
are never in precise integer ratios, which would yield a nonrepeating waveform.
However, despite the inharmonicieties of the natural resonances, the individual modes of such instruments are locked into the precise frequency and phase
relationships, provided certain conditions are met [8].
2.2

Properties

The Fourier transform X(ω) of a signal x[n] in the polar form is expressed as
X(ω) = |X(ω)| expjθ(ω) .

(1)

The group delay function is obtained as [2]



d
log(X(ω))
dω
XR (ω)YR (ω) + XI (ω)YI (ω)
=
,
|X(ω)|2

τg (ω) = −Im

(2)
(3)

where Y (ω) is the Fourier transform of y[n], and y[n] = nx[n]. The advantage of
Equation 3 is that no explicit phase unwrapping is needed.
The group delay function is well-behaved only if the zeros of the system
transfer function are not close to the unit circle. The zeros may be introduced by
the excitation source or as a result of short time processing [3, 11]. When zeros of
the transfer function are close to the unit circle, the magnitude spectrum exhibits
dips at the corresponding frequency bins. Due to this, the denominator term in
Equation 3 tends to a small value, resulting in a large value of the group delay
function τg (ω). This manifests itself in spurious high amplitude spikes at these
frequencies, masking out the resonance structure in the group delay function.
The modification [17] of the group delay function is performed by suppressing the zeros of the transfer function. This is done by replacing the magnitude
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spectrum X(ω) by its cepstrally smoothed version S(ω). Additionally, the parameters α and γ are introduced to control the dynamic range. The modified
function is defined as

α
τm (ω) = sign τ (ω) |τ (ω)| ,
(4)
where
τ (ω) =

XR (ω)YR (ω) + XI (ω)YI (ω)
.
|S(ω)|2γ

(5)

In the latter equation, S(ω) is the cepstrally smoothed version of X(ω), and the
function “sign” returns the sign.
To convert the function into features, the DCT is applied on Equation 4. This
performs decorrelation, and the the first NC coefficients are retained (excluding
the zeroth coefficient). The parameters α, γ and the length of the cepstral lifter
window lifterw are tuned to a specific environment. In practice, the feature is
calculated in short frames under the assumption of spectral stationariness within
their length, and the Fourier analysis is performed with the aid of DFT.

3

System Description

The details of the developed musical instrument recognition system that incorporates MODGDF as one of its features are addressed in this section. The upcoming
paragraphs are following the implementation of its building blocks.
3.1

Feature Extraction

As primarily explored features, MODGDF, as well as its first and second derivatives, are incorporated in the calculation. Additionally, a baseline scenario is
included, i.e., the calculation of the static and delta MFCCs. Those are currently quite commonly applied for musical instrument recognition, proven to be
amongst the most effective features [6] due to their ability to parametrise the
rough shape of the spectrum, which is different for each instrument. The mel
transformation, which is included in the calculation of MFCCs, is based on human perception experiments and has been demonstrated to effectively represent
perceptually important information in terms of instrument recognition [16]. The
classification results produced by recognisers based on MFCCs have been shown
to resemble human classifications in terms of the similar confusions [6]. This
baseline MFCCs scenario is intended to indicate the expected performance of
the system with the given data when utilising such established feature.
Frame-blocking is performed with 50%-overlapping windows of length 20 ms.
The number of mel filters in MFCCs calculation is 40. For both features, the
number of extracted coefficients (referred to as NC in the case of MODGDF) is set
to 16. The search for the optimal value of the additional parameters of MODGDF
(α, γ and lifterw ) is omitted due to the high computational requirements of such
operation, as well as motivated by the fact that the ultimate objective is to
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demonstrate whether MODGDF is at all capable of introducing improvement.
The values of these parameters are therefore set to γ = 0.9, α = 0.4 and lifterw =
8, shown to be optimal for speech recognition [11]. To search for the refined values
appears to be an appealing problem left for the future exploration.
The calculation of the combination of these features is foreseen in order
to investigate whether the MODGDF, if not as effective as MFCCs per se, is
capable of enhancing the performance of the system when used as a complement
to the baseline feature. This way, a feature set that incorporates both amplitude
and phase information is acquired. The combined features of dimension 64 are
obtained by concatenating the values of MFCCs and MODGDF.
3.2

Training and Recognition

The training and recognition phases are performed by employing Gaussian mixture models (GMM). For each class, the feature vectors from the training data
are used to train the GMM, i.e., to estimate the parameters of such model that
best explains these features. The expectation-maximisation (EM) algorithm is
used for this purpose, and each class is represented by a GMM of 16 components.
In recognition, the trained models of each class are fit into each frame of the
test instances, producing log-likelihoods. The latter are summed over the frames
of the test instance. Thereupon, the label of the class whose model has produced
the highest log-likelihood is assigned to that instance.

4

Evaluation

The performance of the proposed approach is evaluated in a separate note-wise
instrument classification scenario. Several instrument sets grouped by the level
of complexity of the resulting problem are considered. The instrument content
of these sets is presented below, followed by the obtained evaluation results.
4.1

Acoustic Material

The recordings (sampling frequency 44.1 kHz) used in evaluation originate from
the RWC Music Database [10]. Each of the instruments is represented in most
cases by three instances, which stand for different instrument manufacturers and
musicians. These are subdivided into subsets according to the playing styles (e.g.,
bowed vs plucked strings), and only one playing style per instrument is taken into
account. In total, five instruments sets (Table 1) are considered: three generic
(consisting of 4, 9 and 22 various instruments) and two specific (“woodwinds”
and “strings”). The choice of instruments in the sets “4 various” and “9 various” is influenced by the requirement of a sufficiently high number of notes per
instrument for their consistent representation in the database. The “22 various”
set, consisting of diverse instruments and even vocals, not necessary sufficiently
represented in the database, is intended to demonstrate a highly complex classification scenario. The possible performance improvements with this set would
ultimately indicate the real-life applicability of the proposed method.
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Table 1. Instrument sets used in evaluation.
Instrument set

List of instruments

4 various
9 various

Acoustic Guitar, Electric Guitar, Tuba, Bassoon
Piano, Acoustic Guitar, Electric Guitar, Electric Bass,
Trombone, Tuba, Bassoon, Clarinet, Banjo.
22 various “4 various” + “9 various” + “woodwinds” + “strings” +
vocals: Soprano, Alto, Tenor, Baritone, Bass
woodwinds
strings

Oboe, Clarinet, Piccolo, Flute, Recorder
Violin, Viola, Cello, Contrabass

Additionally, the sets “woodwinds” and “strings” are used in evaluation in
order to observe a possible dependency between the physics of the instruments
and the particularities of the phase content of their sound (Section 2.1), which
could manifest themselves in changes in recognition accuracy.
The dataset, where each instrument is represented by several hundred recordings, is divided into the training and testing subsets. The subsets are acquired
from different instrument instances in order to resemble a real-life application
scenario. The ratio between the sizes of the training and test subsets is roughly
70%/30%. Due to a limited representation of some instruments, somewhat unstable results could be expected. Hence, the evaluation is performed three times
with randomisation over the dataset contents, and the results are averaged.
4.2

Results

The evaluation results obtained with each of the instrument sets are summarised
in Table 2. One may observe that MODGDF, used as such, is capable of serving
as a reliable feature in several cases (namely, the “4 various”, “woodwinds” and
“strings” sets). In the case of the “strings” set, it even manages to noticeably
outperform the MFCCs by 4.1%.
Considering the combined case, including MODGDF as an additional feature
clearly improves the recognition accuracy with each of the instrument sets. The
most significant improvement is observed with the “4 various” set, which is most
Table 2. Evaluation results.
Instrument set

Recognition accuracy, %
MFCCs MODGDF combined

4 various
9 various
22 various

90.9
82.6
68.8

84.4
59.9
41.7

96.0
84.9
70.7

woodwinds
strings

74.5
69.7

66.7
73.8

77.2
73.6
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Accuracy, %

extensively represented (about 750 notes per instrument). With the more complicated sets, e.g., “woodwinds”, whose representation has been not as high (about
250 notes per instrument), the baseline performance and the improvement introduced by incorporating MODGDF are rather low. In the case of “strings”, the
combined method appears to yield slightly lower recognition accuracy, compared
to the purely MODGDF, however, such small difference is rather to be caused
by the randomisation effects within the EM algorithm. Most importantly, the
combined method does outperform the baseline in this case as well.
A somewhat more specific comparison of the features can be performed by
observing the instrument-wise accuracies. As seen in Figure 1, obtained with the
“9 various” set, most of the improvement in the recognition accuracy introduced
by incorporating MODGDF is present in the cases of some of the woodwinds
(Bassoon) and brass instruments (Tuba). This shows the potential of the applicability of the feature to these instrument groups, which is to be discovered in
future experiments and analysis with relation to the physics of the instruments.
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Fig. 1. Instrument-wise accuracies in each of the evaluation scenario with the “9 various”
instrument set.

5

Conclusions

The proposed method of utilising MODGDF as a complementary feature to
MFCCs for musical instrument recognition has yielded increase in the recognition accuracy with each of the instrument sets compared to the purely MFCCs
case. The value of the accuracy increase has been shown to be up to a rather
noteworthy 5.1%.
As the future suggestions, it is worthwhile to study the dependency between
the physics of particular instruments and the performance of MODGDF. Additionally, a search for the optimal parameters of MODGF in terms of the given
problem would be rather beneficial. Finally, evaluating the performance of the
combined features after applying dimensionality reduction and decorrelation appears reasonable.
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Abstract. Instrument recognition is an important task in music information retrieval (MIR). Whereas the recognition of musical instruments
in monophonic recordings has been studied widely, the polyphonic case
still is far from being solved. A new approach towards feature-based instrument recognition is presented that makes use of redundancies in the
harmonic structure and temporal development of a note. The structure
of the proposed method is targeted at transferability towards use on
polyphonic material. Multiple feature categories are extracted and classified separately with SVM models. In a further step, class probabilities
are aggregated in a two-step combination scheme. The presented system
was evaluated on a dataset of 3300 isolated single notes. Different aggregation methods are compared. As the results of the joined classification
outperform individual categories, further development of the presented
technique is motivated.
Keywords: instrument recognition, partial tracking, partial-wise features, overtones, classifier ensemble, decision fusion

1

Introduction

Each music genre is characterized by a typical range of music instruments, which
have a major influence on the timbre of musical pieces. Algorithms for automatic
instrument recognition are useful for a wide range of application scenarios. First,
these algorithms allow for an efficient search, indexing, and recommendation of
music pieces based on timbral similarity. Second, genre classification algorithms
are likely to perform better if the presence of instruments and instrument groups
can be applied as audio features. Third, the automatic recognition of instruments
allows to select instrument-adaptive algorithms for source separation and automatic music transcription. Finally, the temporal progression of instrumentation
and instrument density often correlates with perceptual time-continuous properties such as dynamic and tension.
Musical redundancy towards instrumentation In terms of instrumentation, music pieces show different levels of redundancies:
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1. Global redundancy: If a particular instrument plays throughout a segment
(e.g., the chorus), multiple note events can be detected and assigned towards
that instrument.
2. Local redundancy concerning partial envelopes: Notes played on harmonic instruments consist of a fundamental frequency component and multiple overtones. Both the magnitude and the frequency envelopes of the harmonic component show a similar progression over time.
3. Local redundancy concerning spectral frames: Notes played on harmonic instruments usually show a very similar spectral distribution in adjacent spectral frames (e.g. in the beginning of the note decay part).
In this paper we propose an instrument-recognition framework that combines classification results from different feature categories—note-wise, partialwise and frame-wise features. Although we only evaluated the framework with
isolated note recordings so far, the approach is targeted towards the use on
polyphonic material.

2

Previous Work

A number of solutions have been presented for the identification of musical instruments from a given audio signal. Aside from early experiments [1] many
works have initially focused on the identification of monophonic sound sources.
These concepts regard spectral properties of fixed-length segments [2], or take
into account the temporal properties of isolated notes [3]. Later contributions
cover aspects such as the pitch dependency of timbre [4] or the temporal integration of spectral features over time [5].
Over the latest years identification of instruments in polyphonic music recordings has received an increasing attention. Recognition of polyphonic sources is
often performed as identification of dominant solo instruments. This has been
done with feature-based approaches and an extensive training on real-world polyphonic training data [6]. Also the application of source separation techniques has
been beneficially applied in this context [7]. Other approaches aim at a decomposition of the musical signal. For instance, Itoyama et al. presented a system
for simultaneous separation and classification of sounds [8]. However, these algorithms tend to show heavy computational requirements. Another approach is
the selective classification of signal-portions that show no interference from spectral overlaps. This concept has been applied by classifying instruments based on
individual partials by Barbedo & Tzanetakis in [9].
We propose to extend the concept of partial classification proposed by Barbedo
& Tzanetakis to a multiple-expert instrument classification scheme. The separate
classification of observations from different feature categories allows the selective
processing of unimpaired signal components. This strategy could ensure a robust
classification that is applicable to polyphonic and multi-instrumental music signals, which are characterized by spectral overlap of different sound sources.
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1

1
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ProbabilityVector

Fig. 1. Proposed Multiple-Expert System for Instrument Recognition. Each feature
group results in one (1) or multiple (n) class probability vectors.

The proposed system operates on the basis of individual single notes. For
that purpose, automatic music transcription algorithms must be applied. Classification of single notes bears the advantage that multiple notes can be evaluated
in order to derive a final instrument class label for a given music segment (e.g.
in case of a dominant main instrument). The transcription algorithms return a
list of note events, which are characterized by the parameters onset (note start),
offset (note end) and pitch. In the pre-processing stage of the framework (Section 3.2), the Short-time Fourier transform (STFT) of the analyzed signal is
computed. In the partial tracking step (Section 3.3), the fundamental frequency
and the first 9 overtones of each note events are tracked in the magnitude spectrogram. This results in a magnitude and frequency track for each harmonic
component. As shown in Section 3.4 and Section 3.5 audio features are calculated from multiple categories and classified separately using Support Vector
Machine (SVM) models. Finally, Section 3.6 describes a two-stage aggregation
process that assigns a class of instrument labels for each note event.
3.1

Note Event Detection (Music Transcription)

The proposed algorithm is eventually to be applied on real-world polyphonic
and multi-instrumental signals. In this case a prior detection of fundamental
frequencies and note boundaries of individual note events must be performed.
Current automatic transcription algorithms still yield typical detection error
(note boundaries, pitch). In the case of defective note boundaries the presented
approach can represent an improvement compared to a solely note-based feature
extraction system: the classification of frame-wise features remains unaffected.
However, pitch detection errors show their effect on the systems’ partial tracking
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procedure. The effects of the common octave error, where a pitch is detected an
octave above or below the actual pitch, are limited to the number of correct
partials detected, though. Let’s say the given f0 is an octave too high, in this
case every other partial envelope is missed, the remaining are of undiminished
quality. On the other hand, if the detected f0 has been an octave below the true
f0 , the system will try to find partial envelopes where none can be found. As
will be explained in Section 3.3, such would be discarded due to low energy.
3.2

Pre-processing

The incoming samples are expected to be at a sampling rate of 44.1 kHz. All
samples are normalized to their maximum value. Although this neglects dynamic
information, we found in our experiments that normalization improves classification results slightly. Next, a 2048 point STFT with an overlap of 512 samples
and a four-time zero-padding is performed, resulting in a time resolution of 86.13
frames per second and a window length of about 46.4 ms. The individual time
frames have been weighted by a Hamming window function before transformation.
3.3

Partial Tracking

In order to identify the individual magnitude and frequency curves of the overtones, a tracking procedure is implemented. First, the frequency of the fundamental f0 at a time shortly after the frame containing the envelope peak of the
time-domain note event signal is chosen as the starting point for the search.
Starting from this point, the loudest frequency bins within a pre-selected frequency band of the spectrogram are connected until a pre defined threshold
value Labort = −39 dB is undershot.
To prevent from erratic search for partials in the noise, the search is also
terminated when a detected noise floor is reached. This noise floor is determined
as a mean value from a percentage n of lowest energy magnitude bins in the
spectrogram of the given note. In our experiments, we found n = 15 % to work
best.
For statistical recognition systems it is of great importance to obtain the best
possible representations of the classes to be selected. Thus all partials that are
to be classified are selected by means of a required minimum energy and length.
Successive overtones in the harmonic series show increasing variance in their
temporal development. We limited the number of partials to the fundamental
frequency and 9 overtones, as this yielded the best performance in a conducted
cross-validation experiment (see Figure 2).
Figure 3 illustrates the tracked partials for two different instruments. Individual partials of the piano note exhibit irregularities in magnitude progression
due to string beating phenomena1 .
1

The so-called string beating occurs with string instruments (e.g., guitar or piano)
and is caused through superimpositions of closely pitched oscillation modes. These
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Fig. 2. Classification accuracy for partial-wise classification in dependence of the number of partials extracted.

3.4

Feature Extraction

The audio features that are extracted for each note are categorized into three
groups:
1. Note-wise features - These global features are extracted once for each note
event.
2. Partial-wise features - These features characterize the frequency course and
the magnitude envelope of each detected partial of a note.
3. Frame-wise features - Theses features can be extracted in individual time
frames both on spectrogram frames as well as on partial magnitude and
frequency values.
Figure 1 illustrates the different feature categories. In the following three
sections, examples for all feature categories are explained in detail.
Note-wise Features
Aggregated timbre-features The first group of note-wise features is based on a
simple two-stage envelope model that is used to partition the duration of a note
event into an attack part and a decay part. Frame-wise timbre features such
as spectral centroid, spectral crest factor, spectral decrease, spectral roll-off,
and spectral slope are aggregated over both envelope parts by computing the
statistical measures minimum, maximum, mean, median, and variance which are
then used as features.
Subharmonic energy The second group of note-wise features characterizes the
energy distribution in subharmonic regions, i.e., the spectral regions between
the partials. First, a general measure of noisiness is computed by removing the
harmonic components from the spectrum using a comb filter that is aligned to
superimpositions cause beatings with low modulation frequency and become visible
as magnitude modulation of the overtones.
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Fig. 3. Two examples for the tracked partials in the logarithmic magnitude spectrum:
a trumpet note and a piano note.

the f0 curve. The aggregated energy in the remaining spectrogram is divided
to the original spectrogram energy. Second, the presence of subharmonics2 is
2

Subharmonics can for instance be observed in flageolet tones from string instruments
as well as in brass instrument notes.
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investigated in a similar way, only that additional comb filters are applied at
different fractional positions between the note partials.

Partial-wise Features
These features capture characteristics of the individual frequency and magnitude
envelopes that have been detected in the spectrum of a single note. A first group
of features is derived from the magnitude function ak (t) of an individual partial:
Temporal centroid The temporal centroid of a magnitude envelope is a powerful
feature to separate sounds with transient excitation from such with continuous
excitation. For plucked string instruments the temporal centroid is very close to
the start of the note (because, after an initial displacement of the string a note
will just fade). For bowed string instruments, and also for notes that are played
by wind instruments, the centroid will tend to be placed in the middle of the
note, as energy is supplied to the sound over the duration of the note.
Envelope energy The energy is determined as the integral of the envelope function and is well suited to distinguish between short and long notes played.
Fluctuation of magnitude To calculate a measure of the local fluctuation of
magnitude, the moving average of the given envelope function is withdrawn by
means of a moving average filter. Variance as well as the zero crossing rate are
then determined from the remaining envelope and used as features.
Duration of attack and decay parts For many instruments magnitude envelopes
can be approximated with a simple, two-stage model consisting of attack and
decay parts. As suggested in [10] the logarithmic time durations of both parts
are used as features. In addition, the ratio between the durations of both parts
is calculated.
Polynomial approximation of the magnitude envelopes A linear function of the
magnitude envelope is approximated by linear regression (linear magnitude in
the attack and logarithmic magnitude of the decay part). The coefficients of this
function are then used as features.
The following features can be calculated for a frequency course fk (t) as well
as a magnitude function ak (t) of an individual partial:
Modulation of frequency & magnitude Different physical phenomena such as
– frequency modulations (Vibrato) and
– magnitude modulations (Tremolo, string beating)

CMMR2013 - 445

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

8

M. Grasis, J. Abeßer, C. Dittmar, and H. Lukashevich

can be approximated with a number of periods of a sinusoid function. This
function is retrieved from the modulation spectrum of the current frequency or
magnitude envelope fk (t) or ak (t) by searching for salient peaks in a range from
2 - 20 Hz.
The following features are then calculated:
– Modulation frequency in Hz
– Modulation lift in cents (for frequency modulation) respectively without unit
(for magnitude modulation)
– Dominance measure for strength of modulation (normalized value between
0 and 1)
– Number of oscillation periods
Frame-wise Features
The frame-based features are calculated either over the entire spectral frame or
on the magnitudes and frequencies of the harmonics within a frame. As feature
extraction showed to be more robust for the entire spectral frame as for the
individual harmonics this feature group was divided into two categories to be
classified separately: frames spectral and frames harmonic.
The first group of frame-wise features (frames spectral ) consists of timbre
features such as spectral centroid, spectral crest factor, spectral decrease, spectral roll-off, and spectral slope.
The second group (frames harmonic) regard the frequency positions and magnitudes of individual partials in a given spectral frame. Features of this category
include the harmonic relative magnitudes, inharmonicity and tristimulus.
3.5

Classification

SVM Classifiers have proven to show good performance in instrument recognition tasks, as in [11]. Since the focus of this work is to evaluate the multiple–
classification approach, we use SVM’s to classify the observations of all three
categories of extracted features for reasons of simplicity3 . Before classification a
normalization of the feature vectors to zero mean and unit variance is performed.
The RBF function (radial basis function) is applied as the kernel function for
the SVM classifier.
For an unknown note event, which is to be classified, first all features are
calculated. Using the trained classifiers, vectors of class probabilities are determined for each feature group. As indicated in Figure 1 the number of vectors
from the classifiers for the frames and overtones depend on the number of detected frames or overtones. The classifier, which is based on note-wise features
returns exactly one probability vector.
3

The libSVM implementation, as described in [12] was used.
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3.6

9

Result Aggregation

The aim of the framework is to end up having a single vector of class probabilities from which the most likely instrument can be derived. This aggregation is
performed in a two-stage combination scheme.
First, during the within-ensemble aggregation, the class probabilities within
the feature categories are aggregated, so that from all classifiers ultimately one
single vector is returned. Second, in the between-ensemble aggregation these vectors from the different feature categories are fused to a single vector, which is
then returned by the framework. Additionally in this second stage of the aggregation process, classifier weighting is applied, in order to mirror relevance as
supplied by the classifier accuracies.
The following methods of combination were examined for the two levels of aggregation:
Mean The aggregation result is formed by the mean values of the individual
class probabilities.
Highest Maximum From the given observations the vector containing the highest
single class probability is chosen.
Best-to-Second From the given observations the vector with the best difference
between highest and second class probability is chosen.
Majority Voting Hard A majority voting scheme is conducted. A voice by weight
of 1 is awarded to the class with highest probability in each probability vector.
Majority Voting Soft A majority voting scheme is conducted. A voice by weight
of the highest probability is awarded for each probability vector.
For the combination of the final class probability vectors of the individual
categories classifier weighting was applied. Each classifier was given a weight
previously obtained from the cross-validation accuracies in the individual categories. Using this weight relevant decisions are given more significance during
the aggregation process and the final classification result can be improved, as
will be discussed in the results section.
The final output of the aggregation framework is a vector of class probabilities
that has the length of the number of instrument classes.

4

Evaluation

For evaluation experiments a dataset consisting of 3300 isolated single note
recordings of the 11 instruments shown in Table 1 was compiled. The samples were chosen randomly from three publicly available large-scale databases of
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instrument sounds: RWC Musical Instrument Sound Database [13], McGill University Master Samples [14] and IOWA Musical Instrument Samples [15]. The
selected notes cover the entire pitch ranges of the instruments above a MIDIpitch of 45 (A2). This constraint was made for spectral resolution to be ensured
as sufficient for the partial tracking procedure. In order to obtain maximum
variance of the training data, all dynamic levels and a wide range of playing
styles found in the individual databases were used in the dataset. For example,
the flute samples cover the playing styles normal, staccato, vibrato, and flutter
and the violin samples cover the playing styles normal, staccato, ponticello, and
vibrato.
The prepared data was used to perform a 10-fold cross validation over all
the included samples. Particular attention was paid to keep the partitions of the
individual cross-validation folds alike for the different classification categories.
Table 1. Instruments used in the evaluation experiments.
Instrument RWC Iowa McGill
Piano
Violin
Flute
Trumpet
Sax
Ac.-Guitar
El.-Guitar
B3-Organ
Vocal
Cello
Clarinet

5
5.1

X
X
X
X
X
X
X
X
X
X
X

X
X
X

X
X
X
X
X

X
X

X
X

Results
Aggregation Experiments

For the prepared dataset all combinations of methods for the two levels of aggregation were evaluated. For this procedure, all class probabilities of the different
classification categories were stored for each fold of the cross-validation. Then,
aggregation was performed and the accuracies of the individual folds were averaged.
Table 5.1 shows the accuracies obtained for the tested combination schemes.
As we can see combination of class probabilities using the mean value in both
aggregation stages led to the highest mean class accuracy of 91.2 %. The aggregation methods Highest Maximum and Best-to-Second scored very similar
results, whereas hard majority voting between the individual feature categories
brought less accurate classifications.
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Table 2. Aggregated mean class accuracy values in percent for different combinations
of result aggregation methods.
Inbetween-ensemble:
Within-ensemble:
Mean
Highest Max
Best-to-Second
Majority Hard
Majority Soft

5.2

Mean Highest Max Best to Second Majority Hard Majority Soft
91.2
90.5
90.7
89.8
89.9

88.3
88.6
88.8
87.2
87.6

88.6
88.4
88.5
85.7
85.8

87.8
87.1
87.3
87.8
87.8

89.5
88.7
88.9
88.5
88.8

Results for the Individual Features Categories

As shown in Table 3 note-wise classification obtained the best accuracy of .85 .
The applied spectral features and their statistical evaluation for the attack and
decay segments therefore capture characteristic properties of the instruments
well. The classification of individual harmonics has surprisingly achieved an accuracy which exceeds the detection performance of individual spectral frames
(accuracy of .68 for the overtones in comparison to an accuracy .60 for the
frame-wise classification). This underlines the importance of the temporal information of instrument sounds. Furthermore, it appears that a classification can be
successfully performed on the basis of isolated overtones for several instruments.
Table 3. Accuracies for individual classification categories.
Aggregated Note Partials Frames Spectral Frames Harmonic
.91
.85 .68
.60
.32

5.3

Results for the Aggregated Classification

Figure 4 shows the confusion matrix for the best configuration of the aggregated
classification. For each line, the classified samples of an instrument distribute
to the available range of instruments, which are applied from left to right. A
number of corresponding confusions can be found within the result. These include
instruments with similar mechanisms of sound production. For example piano,
acoustic guitar and electric guitar are all instruments with a transient sound
excitation (piano notes are struck and guitar notes are plucked or picked ), and
are therefore confused more likely. The representatives of the woodwind family,
flute, saxophone, and clarinet also form such a corresponding confusion group.
If we have a closer look at the row for the violin, clarinet or saxophone it can be
inferred that virtually no confusion is made between these instruments and such
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Fig. 4. Confusion matrix for the best configuration of the presented system.

with a transient excitation. A rather unexpected result however, occurs with
the (mostly) bowed instruments: violin and cello. On the one hand these show
mutual confusions as could be expected, but also a noticeable tendency towards
the woodwind-family instruments can be observed. This may be explained by
the fact that both instrument families show considerable amounts of noise in
their respective spectral distributions.
An examination of the individual classification categories reveals insights
towards beneficial effects of the combined classification process:
1. Improvements towards the best classification category As we can see in Figure 4, 2.0 % of the violin samples have been misclassified as flute. For the
individual feature categories the misclassification rates for this particular
confusion were 2.7|8.3|1.9|14.4 % respectively4 . The results of the best classification category (frame-wise spectral classification) have made a positive
effect for the combined classification result.
2. Improvements through synergistic effects An ideal constellation for classifier
fusion is to have classifiers that make different mistakes on a given sample. It is presumed that in this case correct results from an ensemble can
4

note|partials|frames spectral|frames harmonic
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overrule the mistakes of a single classifier. Final classification result for the
Hammond B3 organ was 98.3 % (Figure 4) compared to 92.9|80.0|54.0|40.2 %
for the individual feature categories. The frame-wise spectral classification
showed strong confusions towards the trumpet (20.3 %), and the partial-wise
classification tended towards cello (8.1 %) and the piano (6.7 %). As we see
the combined result has been improved significantly, when compared with
the best feature category.
These examples acknowledge for the effectiveness of the multiple expert classification approach on the instrument recognition task.
5.4

Comparison against other musical instrument recognition
systems for isolated notes

The comparison to other state-of-the-art instrument recognition systems poses
some difficulties, as taxonomies vary in terms of instruments and playing styles
employed. A benchmark score has been reported by Tjoa and Liu in 2010 [16].
On a taxonomy of 24 instruments, including drum sounds, a mean class accuracy
of 92.3% was achieved. The average number of items per class is similar to the
system presented in this paper, although it has to be pointed out that the number
of items per class strongly varied.

6

Conclusions

We have presented a new approach towards instrument recognition making use
of redundancies in harmonic structure and temporal development of a note. Features from multiple categories have been extracted and classified separately with
SVM models. In a two-step combination scheme, class probabilities have been
fused within and also in-between individual feature categories. As we have seen
in the discussed results (Section 5) the aggregated classification outperforms the
best classification result of the individual categories. Relevant decisions are obviously given authority during the combination and classifier weighting process.

7

Outlook

Further development of the system shall include development of confidence measures for the individual observations of each classification category. This could
be beneficial for instrument recognition in polyphonic, multi-timbral music. In
this case, frames, that suffer from no temporal overlapping, or overtones, that
are not spectrally overlapped, could be assigned with a high relevance in the
classification process. Classification techniques such as source separation, training with real world data or the combination of adjacent single note decisions
could be successfully combined with the presented strategy.
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Abstract. In this paper we present a novel method that can effectively
manipulate the syncopation in rhythmic performances. The core of the method
consists of a set of formalized transformations that can effectively remove and
create new syncopations in a binary pattern. One can obtain a multitude of
rhythmic patterns with different degrees of syncopation by successively
applying the transformations to a single input pattern. The “Syncopalooza”
software application implements the method as two Max4Live devices: an
audio device that can transcribe drum performances in real time and a MIDI
device that manipulates the syncopation of the transcribed patterns. In addition,
we evaluate the syncopation transformations and show that they perform as
they are intended.
Keywords: rhythm, syncopation, transformations, meter, automatic rhythm
generation, real time.

1 Introduction
Syncopation is an essential musical phenomenon found in several and diverse styles
of western music, as well as in certain non-western music. It is commonly related to
rhythmic complexity and music tension [1, 2 p. 310]. Definitions of syncopation
often relate syncopation to the musical meter, describing it, for example, as a
contradiction to the prevailing meter [3].
Syncopation is a matter of magnitude and the subject of comparison between
rhythmic patterns: patterns are considered to be more or less syncopated than others.
This idea led to numerous models oriented towards the analysis and measurement of
syncopation [1, 4–6]. However, only few algorithms have been proposed to generate
syncopation, such as the one by Sioros and Guedes [7]. To our knowledge, no
formalized algorithm has been proposed that allows for the manipulation of
syncopation, e.g. a computer algorithm that is able to remove or introduce
syncopation in a certain rhythmic pattern in a controlled way.
In this paper we present a method and a software tool for musicians which can
manipulate the syncopation of rhythmic performances. In the core of the software lies
a set of novel transformations that systematically remove existing syncopations or
introduce new ones. The software is developed as two Max4Live devices and is
intended to be used as a tool to explore syncopation both in live performance and in
off-line composition.
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The first Max4Live device is an audio device that takes a real time audio stream of
a drum performance and transcribes it into three streams of event onsets, effectively
separating the kick-drum, snare-drum and cymbals.
The second Max4Live device is a MIDI device. It takes either one of the stream of
onsets produced by the first device or a user defined pattern and 1) removes all
syncopation, and 2) introduces new syncopations, different from the ones in the
original stream. The de-syncopation and re-syncopation is achieved by shifting onsets
to stronger or weaker metrical positions based on a certain metrical template. Finally,
the transformed streams are converted into MIDI note events which can be fed to any
standard MIDI synthesizer, generating new rhythmic performances in real time that
are always in synchrony with the original one. In order to enhance the metrical and
the syncopation feel, we assign dynamic accents to the onsets, either on the beat (thus
enhancing the metrical feel) or off the beat (thus enhancing the syncopation feel). The
transformations are applied in such a way that the syncopation is removed and reintroduced gradually, resulting in a smooth transition from original pattern, to the desyncopated one, to the re-syncopated one.
In section 2, we provide a brief overview of the definitions and models of
syncopation that are the most relevant to the syncopation transformations introduced
in this paper. In section 3, we present the syncopation transformations. In section 4,
we evaluate the syncopation transformations. In section 5, we describe the Max4Live
software devices. In section 6, we close with the conclusions and future work.

2

Background

Longuet-Higgins and Lee presented a syncopation model that identifies the
syncopation in the pairs of notes and the rests or tied notes that follow them [4].
Accordingly, a rest or tied note in a strong metrical position preceded by an event in a
weaker metrical position constitutes a syncopation. David Huron, in his study of the
American popular music [6], used a similar definition using the term “Lacuna” to
describe syncopation. Behind both of the definitions lies the same expectation
principle: an event in a weak metrical position is bound to an event in the following
strong metrical position and when the expected strong note does not occur the weak
one is left hanging [2 p. 295].
Longuet-Higgins and Lee defined syncopation with the aid of metrical weights.
The metrical weights correspond directly to the metrical level that each metrical
position in a bar initiates (see section 3.1 for a more detailed description). The slower
the metrical level the higher the metrical weight. In Fig. 1, the metrical levels of a 4/4
meter are numbered from 0 to 4. The metrical weights are the negative of those
indexes (i.e. from 0 to -4). Syncopations are found when the metrical position of a rest
or tied note has a higher weight than the position of the preceding note onset.
W. T. Fitch and A. J. Rosenfeld derived a syncopation measure [5] (hereafter
LHL) from the Longuet-Higgins and Lee definition. The LHL measure attributes to
each syncopation a score that is the difference between the two metrical weights
described above. The total syncopation in a rhythmic pattern is the sum of all the
syncopation scores. In this paper, when a rhythmic pattern consists of more than one
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bar, we divide the sum by the number of bars in order for all the results to have
comparable scales.
David Temperley developed a model for exploring the uses of syncopation in rock
[8], which bares strong resemblance to both, the LHL definition of syncopation and
Huron’s expectation principle. In his model, syncopation is defined as the
displacement of events from metrically strong positions to preceding weaker ones.
The syncopation transformations that we introduce in this paper are inspired by this
model.

3

Syncopation Transformations

In order to remove the syncopation or introduce new syncopations in a stream of
onsets, we constructed a metrical template that describes the meter in which the
rhythmic patterns are heard. The template consists of pulses with different metrical
strength values that represent the alternating strong and weak beats commonly found
in a musical meter (Fig. 1, top). The pulses constitute a metrical grid which quantizes
the time positions of the onsets in a rhythmic input. The pulses belong to the various
metrical levels according to the time signature, e.g. the quarter notes or the sixteenth
notes found in a 4/4 bar. This way, a continuous stream of onsets is converted into a
binary string consisting of 1s and 0s.
Two kinds of transformations are then applied by shifting the onsets (1s) to empty
pulses (0s) similarly to the shifts described by Temperley [8]. First, the onsets are
shifted forward to strong metrical positions to remove the existing syncopations. Each
shift of an event results in a new pattern with decreased syncopation. When all events
have been shifted to their non-syncopating positions the resulting de-syncopated
pattern has no syncopation. Second, new syncopations are introduced. To that end, the
onsets found in strong metrical positions are anticipated to weaker positions. This
time, each shift of an event results in a new pattern with increased syncopation. When
all “strong” onsets have been moved to weaker positions the resulting re-syncopated
pattern has maximum syncopation.
Pulses that belong to slower metrical levels are considered to be stronger, so that
the de-syncopation process moves events from fast metrical levels to slower ones.
Conversely, the re-syncopation process “pushes” events to the faster metrical levels.
Although the initial and final patterns of each transformation, i.e. the original, the desyncopated, and the re-syncopated, are uniquely defined, the path that leads from one
to the other depends on the order in which the events are shifted.
Finally, dynamic accents are applied to the onsets. Dynamic accents can enhance
the perception of meter for the onsets that do not syncopate and at the same time
increase the feeling of syncopation for those onsets that are anticipated. The accents
are applied to the de-syncopated pattern but once an onset receives an accent it carries
it to any position it is shifted to, in the original and the re-syncopated version as well
as in any step in between. In that way, accents can be introduced both on the strong
beats as well as in weaker pulses when syncopating.
At a secondary level, “extra” syncopation can also be introduced without the need
to shift onsets. Instead, onsets that are found in weak metrical positions (in the fast
metrical levels) could be accented, while at the same time, onsets in the following
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strong metrical positions (in the slower metrical levels) would be attenuated. This
secondary mechanism for generating syncopation is especially useful in cases where
moving onsets is either impossible or ineffective due to the specific characteristics of
a rhythmic pattern. Such patterns have usually a high density of events per bar, like
drum rolls where all metrical subdivisions, even the fastest one, are fully occupied by
onsets. In that case, one can reveal the underlying meter and syncopation only by
accenting certain events.
We begin the detailed description of the transformations, in section 3.1, with the
construction of the metrical template needed for the transformations. We continue, in
section 3.2, with the algorithm for removing the syncopation in binary patterns. In
section 3.3, we present the algorithm for generating syncopation by shifting the
onsets. Finally, in section 3.4, we describe how dynamic accents can be used to
enhance the metrical feel and generate syncopation.

3.1

Metrical Template.

The metrical template is constructed automatically for each meter and tempo that the
rhythmic patterns are heard in. The meter determines a hierarchical structure like the
one found in the Generative Theory of Tonal Music by Lerdahl and Jackendoff [9].
Such a structure can be constructed by successively subdividing the bar into faster
metrical levels. For example, the 4/4 meter can be subdivided first into two half notes,
then each half note into two quarter notes, each quarter note into two eight notes and
so on, until the fastest metrical subdivision is reached. The metrical levels are indexed
by numbers, referred to as metrical indexes for easy reference, starting with the
number 0 for the slower one and increasing as one goes to faster levels. The process
of successively subdividing the bar results in alternating weak and strong pulses,
forming a pattern characteristic of each time signature. The stronger a pulse is, the

Fig. 1 Top: Example of the construction of a metrical template for a 4/4 meter. The meter is
successively subdivided generating the 5 metrical levels. The metrical strength (grey
rectangles) of each metrical position corresponds to the metrical levels it belongs to. Bottom: A
continuous stream of onsets is quantized to the fastest subdivision of the metrical template. A
binary pattern is created containing 0s (empty boxes) and 1s (filled boxes) according to the
position of the onsets (vertical lines).
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Fig. 2: Syncopation at slow metrical levels. Top: Metrical template for a 4/4 meter. The most
salient pulse is notated i) at 100bpm with black rectangles and ii) at 200bpm with grey
rectangles. Bottom: A syncopated rhythmic pattern. Syncopation is depicted with the curved
arrow line.

slower the metrical level it belongs to (lower index), so that weak pulses belong to
faster metrical levels (higher indexes). In Fig. 1 an example of such a metrical
template is given. A detailed description of an automatic way of generating such a
metrical template for any given time signature can be found in [7].
The duration of each metrical subdivision depends on the tempo, e.g. the quarter
note at 100bpm has duration of 600ms. The lower threshold for the duration of a
metrical subdivision has been estimated in several studies to be roughly around
100ms [10–12]. The fastest metrical subdivision that we included in the metrical
template is the fastest subdivision above that threshold.
We intend to use this template as the basis for the transformations that will remove
or create syncopation in binary patterns. The definition of syncopation, as originally
formulated by Longuet-Higgins and Lee [4] or Huron [2 p. 295] and also adopted
here, attributes syncopation in the pair of an onset on a weak pulse with the following
silent strong pulse. One can, therefore, talk about and define the duration of the
syncopation as the duration between those two pulses. The duration of the
syncopation depends, on one hand, on the metrical levels of the corresponding pulses,
and on the other hand, on the tempo. One question that arises is: how does the
duration of the syncopation affect the feeling of syncopation?
Think of the example of Fig. 2, where a quarter note is tight to the next half note.
Although, according to the definition of syncopation, this is a clear case of
syncopation, the actual syncopation felt by the listener depends on the tempo at which
this pattern is performed. For example, at 100 bpm (q.n. = 600ms) the pattern is not
felt as syncopated since all events fall on the beat. Nevertheless, if the pattern is
played at double speed (q.n. = 300ms), it is felt as strongly syncopated. The actual
beat level would now be that of the half note, i.e. on the 1st and 3rd quarter notes, so
that the 2nd and 4rth would be off-beat. The metrical hierarchy in both cases is the
same, what changes is the salience of each metrical level.

Fig. 3: Example of how tempo affects the metrical template. Very fast metrical levels (below
100ms duration) and very slow ones (above 1s duration) are disregarded.
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This aspect of syncopation and its relation to pulse salience has not been
thoroughly studied. However, based on our experience, we understand that
syncopation involving only slower metrical levels is not felt as strong. Metrical levels
have a peak salience in the region between 500ms – 1s [11]. Syncopations with
duration longer than that of the most salient level seem to be felt significantly less
strong. The LHL syncopation measure [4] takes this effect into account indirectly, by
giving to the syncopation that involves adjacent metrical levels a relatively small
weight. Other syncopation measures, such as the weight-note-to-beat distance
(WNBD) [13], relate syncopation directly to the beat level, ignoring all slower
metrical levels.
In order to take the above effect of tempo into consideration in the construction of
the template, we employ a similar approach to the WNBD by essentially “chopping
off” the slow metrical levels. We chose the level that falls in the range between
500ms and 1s as the slowest metrical level represented in our structure. For example,
in the case of a 4/4 meter at 160bpm (q.n. = 375ms), the metrical template of Fig. 1
will become as in Fig. 3. At this tempo, only 3 metrical levels survive with
corresponding durations of 750ms (0), 375ms (1) and 187.5ms (2).
3.2

De-syncopation.

The de-syncopation algorithm is a direct consequence of the operational definition of
syncopation followed in this article [2 p. 295, 4]: syncopation in the binary patterns is
found in those events that are placed in a relatively weak metrical position (faster
metrical levels, higher metrical indexes) and are not followed by an event in the
following stronger position (slow metrical level, low metrical index). In order to desyncopate such an event, we shift its onset to a position where it no longer syncopates,
i.e. to the following strong metrical position that was initially empty, thus evoking the
feeling of syncopation.
An onset is not shifted if one or more other onsets block its way. This rule ensures
that the order that the events are performed is preserved. In such cases, the onset that
is blocking the shifting is also syncopating and should be de-syncopated first. For that
reason, the de-syncopation process is a recursive process that stops when all
syncopating events have been moved to positions where they no longer syncopate.
The above rule might seem at first glance as having no purpose. After all, the
onsets in the binary string are indistinguishable from one another, so that the order in
which they are played back is unimportant. Nevertheless, we will later attribute to the
onsets dynamic accents. Each one will receive a specific amplitude value and it will
carry it in all the generated variations. Thus, onsets will be eventually distinct and
therefore their order must be preserved. Moreover, this way the process is more
general and can be expanded to include other types of phenomenal accents, such as
pitch or timbre changes, or other properties of the events that can make them distinct.
Fig. 4 illustrates the process through an example. In the example the pattern is
scanned from right to left and each event is examined and shifted when appropriate.
However, the order in which the onsets are examined and shifted can be, in principle,
freely chosen. The first event found is denoted by ①. It belongs to the fastest
metrical level in pulse 2. Since pulse 3 belongs to a slower metrical level and it is not
occupied by another event, ① is pushed forward to pulse 3. The next event is found
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Fig. 4: Illustration of a de-syncopation process. The metrical template shown corresponds to a
4/4 meter at 100bpm (q.n. = 600ms). Each onset of the binary pattern is numbered in a circle.
The de-syncopated process is shown as arrows.

in pulse 7. The following pulse belonging to a slower metrical level is pulse 9 but it is
already occupied by an event, so that event ② in not to be shifted as it is not
syncopating. The 3rd event found in pulse 9 already belongs to the slowest metrical so
that it has no pulse to be shifted to. The process re-starts from the beginning. Event
① is now found in pulse 3 and is pushed to pulse 5. This last shift ends the process
since there is no longer any event in the pattern that syncopates. The following pseudo
code illustrates the basic steps in the de-syncopation algorithm:
Repeat
For each onset N
P = position of N
Find next stronger position R
if positions P to R are empty
Shift onset N to position R
Output Pattern
Until no onsets can be shifted

The described process guarantees that the resulting pattern will not syncopate.
Something that is not true for other similar transformations. In some cases, one could
de-syncopate off-beat events by shifting them to the preceding on-beat position
instead of the following one. However, the two directions are not equivalent. Our
operational definition of syncopation attributes the syncopation feel to the lack of an
event in the following strong position. The forward shifting of events always
guarantees the resulting pattern will not syncopate, as the “empty” strong pulse that
was causing previously the syncopation will now receive an onset.
3.3

Re-syncopation.

The re-syncopation process takes a binary pattern and creates syncopations by
anticipating the events found in strong metrical positions. It is essentially the reverse
process of de-syncopation. Onsets in pulses that belong to strong metrical positions
(slow metrical levels, low metrical indexes) are shifted to preceding pulses belonging
to weaker metrical positions (faster metrical levels, higher level indexes). Again, as in
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the de-syncopation process, the order in which events are heard should be preserved,
so that, an onset cannot be shifted when it is blocked by some other onset(s) found
“on the way” of the shift (in between the initial and destination pulse, or at the
destination pulse).
Contrary to the de-syncopation process, in the re-syncopation there might be more
than one option for where to shift the onsets in question. In other words, there might
be more than one way to syncopate at a certain metrical position. A strong pulse
might be preceded by more than one weak pulse, e.g. a pulse that belongs to the
quarter note level is preceded by a pulse at the eighth note level and another one at the
sixteenth note level, both belonging in faster metrical levels than the initial one (Fig. 5
A). The decision of where such an onset should be shifted to is a “stylistic” one, as all
the options result in syncopating patterns but each one syncopates in a different way.
Several “stylistic” rules can be invented in order to take such decisions in an
automatic way. Stylistic rules can be “learned”, e.g. by analyzing a collection of
rhythms in a certain music style. The de-syncopation process can serve as an analysis
that associates metrical positions with particular syncopation shifts. In that way, one
can apply the particular syncopation of a music style in any rhythmic pattern.
Stylistic rules can also be created by a performer, even during the performance. In
that case the rules must be simpler and should have a generic form that can be easily
controlled.
We decided to include in our algorithm one such rule that we believe can work
well in a variety of music styles and can be controlled in real time through a single
parameter. Our stylistic rule allows shifts only between certain metrical levels
according to the difference of the metrical indexes. For example, if the difference is
set to 1, onsets would be shifted to the immediately faster metrical subdivision, while
if it is to 2, onsets would be shifted two metrical subdivisions faster. An onset found
at the quarter note level, in the first case, would be shifted to the preceding eight note
metrical position. In the second case, it would be shifted to the preceding sixteenth
note position. In cases when the level difference results to a metrical level faster than
the fastest metrical subdivision included in the metrical template, then this fastest
metrical subdivision is used disregarding the rule. For example, if the level difference
is set to 2, an onset at the eight note level should be shifted to the preceding 32 nd note.
If the template only goes as fast as the sixteenth note level, then the onset should be
shifted to the preceding sixteenth note, disregarding the rule.
The re-syncopation process comprises two main stages: 1) the pattern is scanned
and the events that are not blocked and can be shifted are marked alongside with their
possible shifts, and 2) the actual shifts are applied. In Fig. 5 B we present an example
illustrative of the process. In the example, the pattern is scanned from right to left.

Fig. 5 A: Example of multiple choices of syncopation shifts for a single onset. B: Illustration of
a re-syncopation process. Each onset of the binary pattern is numbered in a circle. The resyncopated process is shown as arrows.
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However, the order in which the onsets are examined and shifted can be, in principle,
freely chosen. The stylistic rule is set so that the metrical level difference should
always be equal to 1. In the first stage, the pattern is scanned without making any
transformations. First, event ③ is examined. It belongs to metrical level 0 and
therefore should be shifted to pulse 6 that belongs to level 1 (difference = 1). Since
pulse 6 is already occupied, event ③ cannot be shifted. Second, event ② is
examined. It can be moved from pulse 6 (level 1) to pulse 5 (level 2). The shift is
stored but not applied until all events have been examined. Event ① is examined. It
can be moved from pulse 4 (level 0) to pulse 2 (level 1). It can be further moved, in a
second syncopation step, from pulse 4 to pulse 1 (level 2). The examination of event
① ends the first stage of the process. In the second stage, the transformations are
applied. First, event ② is shifted to pulse 5. Then, event ① is shifted to pulse 2.
Finally, event ① is moved to pulse 1.
The two separate stages are used to ensure that syncopations created by shifting
one onset are not “cancelled” by shifting another onset to the silent pulse of the
syncopation. For example, if event ③ was shifted to pulse 6 in the final pattern,
then the syncopation of event ② would be weakened.
The following pseudo code illustrates the basic steps in the re-syncopation algorithm:
T = Array of Transformation
For each onset N
P = position of N
Repeat
Find previous weaker position R
if positions P to R are empty
Store transformation [P R] into T
Set P = R
Until P does NOT change
end
For each element [P R] in array T
Apply transformation [P R]
Output Pattern
end

3.4

Dynamic Accents.

We introduce dynamic accents to the binary patterns for two main reasons. First, the
metrical feel is enhanced by accenting the onsets that exist on strong pulses. Second,
we can syncopate onsets that could not be shifted during the re-syncopation process
by moving the accents to off-beat onsets. Each onset is assigned a specific dynamic
accent in the range between 0 (meaning a silent onset) and 1 (loudest possible). In that
way, the binary string that is created based on the drum transcription becomes now a
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sequence of amplitudes, which can take values other than just 0s and 1s. In the
paragraphs that follow we will describe first, how the onsets are assigned amplitudes
that enhance the metrical feel, and second, the generation of syncopation by
manipulating the amplitudes of the onsets.
Enhancing the Metrical Feel. The metrical feel is enhanced when phenomenal
accents coincide with the metrical accents, i.e. when changes in the loudness, pitch
etc. coincide with the alternation of strong and weak pulses characteristic of the
meter. Based on this principle, each onset is assigned an amplitude value relative to
the metrical strength of the pulse that the onset belongs to. However, the same onset
can be found in different pulses in the different versions of the patterns, i.e. the
original, the de-syncopated or the re-syncopated versions. Syncopation is described as
a contradiction to the underlying meter [10], which means that the version of our
binary pattern that represents best the meter would be the fully de-syncopated one.
We assign the amplitudes to the de-syncopated positions of the onsets. The
amplitudes are assigned to the onsets themselves and not to the pulses, so that when
the onsets are shifted to different positions in the various syncopated versions, they
still carry their accents from the de-syncopated version. For example, an onset found
at the beat or quarter note level in the de-syncopated version will still be a loud onset
with a high amplitude value even when it is shifted to a faster metrical level. In that
way, the feeling of syncopation is intensified. The syncopating event is distinct from
other events that are found in fast metrical levels but that do not syncopate. Those
non-syncopating events receive lower amplitudes since they belong in fast metrical
levels in the de-syncopated version.
The following mathematical formula is used to calculate the amplitudes of onsets:
()

( )

(1)

where A(i) (range: 0 to 1) is the amplitude of event i, C is a parameter that controls the
contrast between strong and weak metrical positions, pi is the pulse that event i
belongs to in the de-syncopated version and L(pi) is the metrical level of that position.
The parameter C ranges between 0 (only the slowest metrical level survives) and 1
(all metrical levels receive the same amplitude).
Generating Syncopation. Dynamic accents can also be employed to create
syncopation when events cannot be shifted to faster metrical levels. Imagine the
extreme case where all pulses, even at the fastest metrical subdivision, have an onset.
That would be, for example, the case of drum rolls. In such cases, onsets cannot be
shifted since there are no empty pulses available and the only way to reveal the meter
or contradict it is through accents. In order to introduce syncopation to such a pattern,
we stress certain off the beat onsets while attenuating the ones that follow them on the
beat. For those onsets, the phenomenal accents would not coincide with the metrical
accents, and that mismatch of phenomenal to metrical accents would be felt as
syncopation.
Looking closer at the metrical template and the way it is constructed, one can see
that strong and weak pulses are always alternating. Strong pulses, which belong to
slow metrical levels, are always followed by weak pulses, which belong to faster
metrical levels. Noticing that and in order to syncopate certain onsets, we shift the
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Fig. 6: Example illustrating the process of assigning dynamic accents. A: Metrical accents
calculated based on the metrical template. B: A binary, de-syncopated pattern. C: Dynamic
accents on the events in their de-syncopated positions. D: Re-syncopated pattern. The event on
pulse 2 is now shifted to pulse 1 (dashed arrow). The events on pulses 3 and 4 cannot be
shifted. Instead, the accents on pulse 3 and 4 are shifted (solid arrow).

metrical template to the left by one pulse before assigning them amplitudes. In effect,
the dynamic accents get anticipated. In that way, the events occurring off the beat
would be accented relative to the events on the beat.
The generation of syncopation based on dynamic accents is a secondary
mechanism, needed only when the onsets themselves cannot be shifted. When the
onsets can be shifted, they carry with them the dynamic accents, so that onsets and
accents are anticipated together.
The example in Fig. 6 illustrates how dynamic accents are used. Metrical accents
are calculated according to the metrical template (A). They are, then, assigned to the
onsets of a de-syncopated pattern (B and C). Finally, syncopation is generated in two
ways (D): 1) by shifting the onsets which also carry their accents, and 2) by shifting
the metrical accents instead of the onsets themselves.

4

Evaluation of Syncopation Transformations

In this section we evaluate the syncopation transformations described in 3.2 and 3.3 in
practice, i.e. with actual musical material and not just theoretical binary patterns. We
applied the transformations on a collection of MIDI drum loops. Then, we used the
LHL syncopation metric described in section 2 to measure the syncopation in the
original loops and in three more versions that have undergone the syncopation
transformations: 1) the de-syncopated version, 2) a re-syncopated version with 30%
of the total transformations applied, and 3) a re-syncopated version with 70% of the
total transformations applied. The onsets that were shifted in the re-syncopated
versions were chosen randomly from the total of onsets that could be shifted in each
pattern.
The MIDI collection was taken from [14] and consists of 160 drum loops of
different music styles. The MIDI files were segregated into three separate MIDI
streams according to the MIDI note numbers that correspond to the kick drums,
snare drums and hi-hats. All 480 loops (3 x 160) were in a 4/4 meter and quantized
to the 16th note grid and they were converted to binary patterns before applying any
transformation. In all cases we used a metrical template that corresponds to a 4/4
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meter at 100bpm. First, they were de-syncopated according to the process described
in 3.2. Second, the resulted de-syncopated patterns were re-syncopated twice (with
30% and 70% of the transformations applied) according the process described in
3.3. The “stylistic” rule was set to allow syncopation shifts only to two metrical
subdivisions faster. We used the LHL metric to measure the syncopation in all
versions of each of the 480 loops. An overview of the results is shown in Fig. 7.
The de-syncopation and re-syncopation algorithms performed as expected. The desyncopation algorithm removed completely the syncopation in all 480 binary patterns
(syncopation score = 0). This was expected as the de-syncopation process directly
corresponds to the way onsets are matched to following silent pulses in the definition
of syncopation in the LHL algorithm.
The re-syncopated process increased gradually the syncopation. The 30%
transformation increased the syncopation in the majority of the patterns (in 469 out of
480 patterns). The 70% transformation increased further the syncopation for the
majority of the patterns (in 445 out of 480 patterns). No pattern had less syncopation in
the 70% than in the 30% transformations. In a few exceptions, the patterns had the same
syncopation score for the de-syncopated and 30% transformation (11 patterns), or for
the 30% and 70% transformations (35 patterns) (horizontal lines in Fig. 7). In 6 patterns
out of the total 480 the re-syncopation transformations did not create any syncopation.
The exact relation between the syncopation scores and the percentage of the
applied transformations depends on two factors: 1) the number of onsets per bar in the
pattern that can actually be shifted and are not blocked by other onsets and 2) their
metrical positions. When only a small number of events can be shifted there are
accordingly few steps between the de-syncopated version and the fully re-syncopated
version (100% of the transformations applied). The number of events that can be
shifted in the pattern strongly depends on the density of events per bar. For very low
density (e.g. only a couple of events per bar) or very high density (when almost all
metrical positions are occupied) the onsets available for syncopation are very few.
The evaluation shows that the re-syncopation transforms increases the syncopation
with each step, even when the available steps are very few. In those cases, the
dynamic accents are employed to increase further the syncopation.

Fig. 7: Syncopation measurements using the LHL algorithm on 4 different versions of the patterns
found in the 480 binary patterns. Each circle represents a single measurement. The grey lines
connect the measurements for the 4 different versions of each pattern. As the number of
measurements is large, several lines naturally overlap. The darker the line is, the more the overlaps.
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The Syncopalooza Max4Live Devices

Our system comprises two Max4Live devices: 1) an audio device, loaded in an audio
track and 2) a MIDI device loaded in a MIDI track. The audio device transcribes a
real time audio stream of a drum performance into three separate streams of onsets,
corresponding to the kick drum, snare drums and hi-hats. The MIDI device can
receive these streams of onsets and stores one bar of one of the streams. It then
transforms it according to the syncopation transformations of section 3. After
applying the transformations it plays back the resulted pattern as a sequence of MIDI
note events that can be fed to any standard virtual or external synthesizer.
Alternatively, the MIDI device can be used independently of the audio device. In that
case, the user can directly input a rhythmic pattern into the device, using the user
interface.
In section 5.1, we provide a description of the audio device together with the drum
transcription algorithm. In section 5.2, we describe the MIDI device.
5.1

Audio Device: Drum Transcription

Our audio device is driven by live audio comprising drum sounds. It assumes
analyzing the input signal and labeling each detected event as either bass drum (BD),
snare drum (SD) or hi-hat cymbal (HH), from a mixture of bass drums, snare drums,
hi-hat cymbals and toms. Each time an event is detected, it is “broadcasted” to any
other Max4Live device loaded in the same Ableton Live Set.
We are using the drum transcription algorithm described in [14]. Along the event
detection and k-nearest neighbor classification, the method proposes an additional
instance filtering stage (IF), which filters events in the corresponding bands for BD,
SD and HH, before feeding them to the classifier.
The transcription assumes four steps. First, onset candidates are detected with a
high frequency content onset detector (HFC). The window size is 11.6 ms and the hop
size is 2.9 ms. Thus, this initial onset detector has the advantage that it can detect
onsets quickly, with a delay of approximately 11 ms from the original onset.
Second, for every event detected by the HFC onset detector, a set of spectral
features are extracted for BD, SD and HH.
In the third step, three additional sub-band onset detectors with higher time
resolution are used to filter onsets for each of the BD, SD or HH classes. The audio is
filtered with a low-pass filter with a cut-off frequency of 90 Hz for BD, a band-pass
filter with a central frequency of 280Hz and a bandwidth of 20 Hz for SD, and a highpass filter with a cut-off frequency of 9000 Hz for HH. Three complex onset detection
functions are detecting onsets in these frequency bands. Because the window size is
23.2 ms and the hop size is 5.8 ms, these additional onsets are always coming after the
initial HFC onset. An HFC onset must be matched with one of the sub-band onsets, in
order to be fed to the classifier.
In the fourth step, the filtered events and the corresponding feature vectors are fed
to three K-nearest neighbor classifiers, which label each event as a member or a nonmember of the three classes, BD, SD and HH.
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Several factors make the drum transcription task challenging. First, the system
must transcribe events as fast as possible. The IF stage optimizes the performance
with respect to real time-constraints by combining a fast onset detector with a subband onset filtering. Furthermore, we are dealing with a mixture of sounds which
might overlap and not occur exactly at the same time, causing the system to overdetect events. The IF stage described in [14] is useful in eliminating instances which
can be classified incorrectly. The evaluation showed that using the IF stage decreased
the number of incorrectly labeled events and increased the performance.
5.2

MIDI Device: Syncopation Transformations

Our MIDI device manipulates effectively and in real time the syncopation in a binary
pattern. It systematically removes the syncopation and creates new syncopations in
the pattern according to the transformations described in section 3.
The user interface of the device is shown in Fig. 8. There are two main control
areas on the device: 1) the step sequencer interface where the user inputs a pattern
and, and 2) an area for the manipulation of the syncopation consisting mainly of a
slider controlling the syncopation and a dial controlling the dynamic accents. In the
following paragraphs we describe in more detail each of these controls.
Step Sequencer Interface. The user can input a pattern directly on the user interface or
“record” the last pattern received through the MIDI input or from the drum transcription
device. The length of the pattern is always a single bar. The device constructs
automatically a metrical template that corresponds to the time signature and tempo
settings of the Ableton Live Set. The template defines the quantization grid, thus the
number of pulses or steps in the pattern. After a pattern is recorded from the received
onset stream, it is treated in exactly the same way as if it was input manually by the
user. The user can edit the input patter at any time and in real time. The transformations
are applied automatically and playback continues without interruption.
The transformed pattern is shown directly below the input pattern. The transformed
pattern is the one that is been played back and output as MIDI notes. The user cannot
directly interact with this pattern since it is controlled by the syncopation controls
described in the following paragraph.

Fig. 8: The MIDI Max4Live device that manipulates the syncopation of a binary rhythmic
pattern. Dashed rectangles and arrows indicate the main controls
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Syncopation Controls. The user can control the syncopation transformations through
a stepped slider and a dial found on the user interface (Fig. 8). The slider controls the
syncopation transformations and the dial controls the amplitude of the dynamic
accents.
The syncopation slider ranges between the de-syncopated version (top position),
and the fully re-syncopated version (bottom position). In between those positions,
there exist versions of the rhythmic pattern in which only a certain number of the
available shifts is applied. Each step of the slider corresponds to a single shift of an
onset (section 3.2 and 3.3). In-between the top (de-syncopated) and bottom (fully resyncopated) positions, the original input pattern is found. Its position varies according
to how many steps are required to de-syncopate the input pattern (moving towards the
top) or to fully re-syncopate it (moving towards the bottom). For the onsets that
cannot be shifted, their dynamic accents are shifted as described in section 3.4. When
one reaches the bottom position, all onsets and accents have been shifted to their
syncopating positions. The transformations are performed based on an automatically
constructed metrical template.
The order in which the onsets or accents are shifted is random. However, the order
is forced so that the transformations are passing through the original input pattern.
The user can totally randomize the order of the transformations through the button
above the syncopation slider. In that case, the input pattern will not appear on the
slider; the available versions of the rhythmic pattern will be generated by gradually
applying the re-syncopation transformations on the de-syncopated version in a totally
random order, until a fully re-syncopated version is reached.
A secondary control, a number box found on the top left corner of the device,
controls the syncopation style. It controls the stylistic rule described in section 3.3 and
corresponds directly to the difference of metrical levels that the onsets are allowed to
be shifted to.
The dial found on the left bottom corner of the device controls the dynamic accents
applied. When the dial is turned to the left, no accents are applied and all onsets have
maximum amplitude. When the dial is turned fully right, the amplitude of the onsets
is relative to the metrical strength of their positions.

6

Conclusions / Future Work

In this paper we presented a set of formalized transformations that can manipulate
the syncopation in binary patterns in an automatic way. We also presented an
algorithm for applying dynamic accents in order to enhance the metrical and
syncopation feels. The transformations can effectively remove and create
syncopations by shifting the onsets according to a metrical template constructed for
each time signature and tempo.
The transformations were evaluated using the Longuet-Higgins and Lee
syncopation metric [4, 5]. We showed that the transformations can be used to
gradually remove and create new syncopations.
We used the above transformations in a Max4Live MIDI device that manipulates
in real time the syncopation of rhythmic performances, through a simple user
interface. The device is accompanied by a Max4Live audio device that can transcribe
in real time a drum performance into streams of drum onsets. The two devices can be
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used by musicians together or independently, in order to explore the uses of
syncopations during music performances or in offline compositions.
We believe that syncopation styles can be modeled. To that end, we propose to use the
syncopation transformations to “learn” syncopation styles and reapply them to a rhythmic
pattern. The de-syncopation process can associate particular syncopation shifts to specific
metrical positions. For example, the de-syncopation of a collection of patterns in a certain
music style can build probabilistic rules about how onsets are shifted in that style.
Applying the “learned” syncopation style on a pattern would then consist in shifting onsets
according to the rules. The applications of the syncopation transformations to music and
syncopation styles are left to be explored in the future work of our group.
The Max4Live devices and externals are available for download at our website:
http://smc.inescporto.pt/shakeit/
Acknowledgments. This work is financed by the ERDF – European Regional Development
Fund through the COMPETE Program (operational program for competitiveness) and by
National Funds through the FCT – Fundação para a Ciência e a Tecnologia within project
«PTDC/EAT-MMU/112255/2009-(FCOM-01-0124-FEDER-014732)».
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Abstract. Carnatic Music (CM) is a particular form of South Indian classical
music and it can have different segments like Vocal, Violin, Composition, and
ThaniAvarthanam. The Composition or Song segments in a concert correspond
to the rendition of a specific song in a given melody. The purpose of this paper is
to determine the location of the rendition of the song segments in a concert using
the applauses. Generally in any carnatic music concert, the key or tonic for all
the songs is fixed and chosen by the lead performer. The tonic therefore varies
from musician to musician. To correct for this variation, Cent Filterbank
Cepstral Coefficients (CFCC) are proposed. These cepstral coefficients are then
used in conjunction with Gaussian Mixture Models to determine the location of
the song segments in a concert. The performance of the proposed approach are
evaluated on 50 live recordings of Carnatic Music. The results are compared
with that of the Mel Frequency Cepstral Coefficients (MFCC), and Chroma
based Filterbank Cepstral Coefficients (ChromaFCC). The accuracy of song
detection using MFCC is 80%, and that using CFCC is 95%, and that of the
ChromaFCC is 75% respectively.

1 Introduction
Indian classical music consists of two popular traditions, namely, Carnatic and
Hindustani. Most of the Carnatic Music (CM) concerts are available as continuous and
unsegmented recordings 1 . A concert is replete with applauses and it can have 10-12
items. Applauses can occur both within an item and at the end of an item. The general
structure of a carnatic music concert is shown in Figure 1. Generally, each item in CM
can have a Vocal solo, a Violin solo, a Percussion solo, and a Composition (Song) 2 .
When the composition is rendered, it can be thought of as an ensemble where the
Vocal, the Violin and the Percussion are present simultaneously3 . An item in a vocal
carnatic music concert can have different structures and it generally ends with the
composition segment. In fact, an item need not have a composition segment too.
1
2
3

http://www.sangeethapriya.org
Carnatic Music terms are explained in Appendix
Hereafter we refer to this as (main) song
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Although this is indicated in Figure 1, in this paper we assume that a composition
segment is present in every item. Figure 2 shows different types of items in a concert.
As shown in Figure 2, applauses can occur after every segment namely Vocal, Violin,
Composition, Ragam, Thanam, Pallavi, and ThaniAvarthanam. These applauses are
called intra-item or within item applauses. Applauses that occur at the end of every
item are called inter-item or end of item applauses. As shown in Figure 2, an item
always ends with a composition segment. The applause after the last composition
segment in a item corresponds to an inter-item applause. Identifying composition
segments is therefore required for segmenting a concert into items. The most important
items generally correspond to the segments where the composition or song is rendered.
The songs sung in these items are replete with the nuances of a rāga. Locations of
these segments in a three hour continuous recording are useful for aspiring musicians.
A finer segmentation of the concert into Vocal solo, Violin solo, Song (Composition),
and Percussion solo, Vocal-violin tandem, different percussion instruments in tandem,
is very much usefulfilterbank to a keen learner, listener or researcher. These segments
can be automatically detected within a concert instead of the end user manually
searching for it.

End
Item

Applause
Start
Item

Start of
Concert

Compo−
sition

End of
Concert
Applause

Vocal
Solo

Thani
(percussion)

Violin
Solo

Fig. 1. General structure of a carnatic music concert.

Melody is a fundamental element in most music traditions. Although melody is a
common term, each music tradition has specific differences. Indian classical music is
an example of a tradition with specific melodic traits, especially when compared to that
of western classical music. Western music is based on the tonal system. This system
corresponds to an equal temperament scale where every pair of adjacent notes have the
same frequency ratio [20]. A melody is normally defined as a succession of discrete
tones that belong to a given scale and tonality context. Most melodic studies use the
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Fig. 2. General structure of an Item in carnatic music concert. In Figure applauses after every
segment is indicated by intra-applauses and applauses after end of an item is indicated by interapplauses.

Sno
1
2
3
4
3
4
5
6
7
8
9
10
11
10
11
12

Carnatic
music swara
Shadja (Tonic)
Shuddha rishaba
Chatushruthi rishaba
Shatshruthi rishaba
Shuddha gAndhara
ShAdhArana gAndhara
Anthara gAndhara
Shuddha madhyama
Prati madhyama
Panchama
Shuddha daivatha
Chatushruthi daivatha
Shatshruthi daivatha
Shuddha nishAdha
Kaisika nishAdha
KAkali nishAdha

Label Frequency
ratio
S
1.0
R1
(16/15)
R2
(9/8)
R3
(6/5)
G1
(9/8)
G2
(6/5)
G3
(5/4)
M1
(4/3)
M2
(17/12)
P
(3/2)
D1
(8/5)
D2
(5/3)
D3
(9/5)
N1
(5/3)
N2
(9/5)
N3
(15/8)

Carnatic music scale for different tonic
138
156
198
210
138
156
198
210
147.20 166.40 211.20
224
155.250 175.50 222.75
236.25
165.250 187.20 237.60
252
155.250 175.50 222.75
236.25
165.60 187.20 237.60
252
172.50 195.0 247.5
262.5
184.0 208.0 264.0
280
195.50 221.0 280.5
297.5
207.00 234.0 297.0
315
220.80 249.60 316.8
336
230.00 260.0 330.0
350
248.40 280.80 356.4
378
230.0 260.0 330.0
350
248.40 280.80 356.4
378
258.75 292.50 371.25
393.75

Table 1: Carnatic music swaras and their frequency ratios. Table also shows the twelve semitone
scale for four different musicians.
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symbolic representation of music and use concepts like notes, scales, octaves, tonality
and key signatures. Melodic analysis of a western piece of music is normally based on
a quantised representation of pitches and durations within a well defined framework
of possible relationships. Melody in Indian classical music relates to the concept of
rāga. This has little to do with the western concepts of tones and scales. A rāga also
prescribes the way a set of notes are to be inflected and ordered. Western Music is based
on a Harmonic scale, while Indian Music is based on the natural scale. Most Indian
music does not correspond to a specific tuning, and if any, it is more related to just
intonation than to equal temperament [20]. The key for a song in western music item is
generally defined by the composer, while the key for a song in Indian music is defined
by the performer. The key is preserved across an entire performance. The chosen key
depends on the vocal range of the performer. Melody in Indian music is defined with
respect to the key chosen. CM is based on the twelve semitone scales and frequencies of
semitones depends on the tonic. Table 1 shows the frequencies corresponding to twelve
semitones for four singers, each with a different tonic. From Table 1 it can be observed
that frequencies of semitones vary with respect to the tonic.
This paper discusses the identification of song segments in a concert (Figure 2).
Song segment identification is somewhat similar to that of cover song detection [19,
17, 10] with a significant difference. Unlike cover song detection, where the task is to
determine the same song rendered by different musicians, here the purpose is to
determine the locations of the most important items in a concert where important item
generally corresponds to Song segments in a concert. Segmentation of a concert into
Vocal, Violin, Song, and ThaniAvarthanam and identification of Song segments in a
concert is useful for different applications like content-based retrieval tasks, to
highlight interesting parts of a concert, to segment and classify the segments for
archival purposes.
Several methods have been developed for audio segmentation. These methods can
be metric-based or model-based methods. In [7], segmentation of audio stream into
homogeneous regions using Bayesian Information Criterion(BIC) is discussed. The
paper [2] discusses speech/music segmentation using Hidden Markov Model (HMM)
with entropy as feature. In both metric-based and model-based methods, MFCCs are
the most frequently used features. Logan et. al [14] has discussed MFCC features for
music modeling. The paper [21] discusses the importance of MFCC features for
identifying the Erhu instrument by building GMM models. Roisin et.al [15] use
MFCC features to identify musical instruments like Piano, Violin, Flute. Principal
Component Analysis (PCA) is used to determine the coefficients that are suitable for
identifying musical instruments. In the paper [1], a wide range of spectral and
temporal properties like spectral centroid, RMS value, fundamental frequency of
sounds are used in a K-NN classifier for musical instrument identification. Sheng et.al
[11] uses LPC, LPCC and MFCC features for segmentation and identification of vocal
music, instrumental music and a combination of both vocal and violin music. Hidden
Markov Models are built for three classes and the segmentation accuracy is obtained
by testing segments of length 1-2sec. Moreno et.al [16] have discussed instrument
classification using LPC and MFCC features with Gaussian Mixture Model (GMM)
and Support Vector Machine (SVM) based classifiers.
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MFCC features are seldom used for music modeling tasks, while ChromaFCC [10,
17] are preferred. The basic issue in using MFCCs for music processing is the key that
is used to render a given item. To address this issue a chroma filterbank is suggested4 .
In this filterbank, the frequency spectrum is folded on to a single octave and a variant
of MFCC based on the chroma filterbank are designed. In Western music, the tunings
are predefined. Therefore this approach may be adequate. Further, the inflection of
notes is significantly less in Western music. In carnatic music, each singer performs
the concert with respect to a reference called Tonic (Shadja) [3]. Any melodic analysis
of Indian music therefore requires a normalisation with respect to the tonic. Although
the segmentation of a concert and locating the main song is primarily associated with
timbre, the spectrum must be normalised by the tonic because the pitches seen in a
musical item depend on the tonic chosen by the musician. Table 1 reinforces this
conjecture given that even for the same melody, the range of pitches can be
significantly different. In carnatic music on the other hand, the inflection of a note can
span two adjacent semitones. The melodic atoms and the timbre associated with the
voice change with the octave in which the composition is rendered. To address this, a
new feature called cent filterbank based cepstral coefficients is proposed in this paper.
The purpose of this paper is to determine the location of the song segments in
items. A concert is generally replete with applauses and these applause locations are
identified using spectral domain features as described in an earlier work [18]. GMMs
are built for four types of segments, Vocal, Violin, Song, and ThaniAvarthanam. The
segments between applause locations are tested against trained GMM models to label
the segments in a concert as Vocal, Violin, Song, and ThaniAvarthanam. Finally, song
segments in a concert are highlighted.
The paper is organised as follows. In Section 2 the Segmentation of a concert is
discussed. Section 3, discusses the database used for evaluation and experiments
performed on carnatic music concerts for the identification of the main song. Finally,
Section 4 concludes the work.

2 Segmentation of a Carnatic Music Concert
Section 2.1 discusses the identification of applause locations in a concert using different
features. In Section 2.2, the importance of tonic with respect to carnatic music and
CFCC feature extraction is discussed. Section 2.2 also explains how applause locations
are used for segmentation of a concert for identifying the composition segments using
MFCC, CFCC, and ChromaFCC features.
2.1

Applause Analysis

In a carnatic music concert, applauses can occur at the end of an item or within an item,
as explained in Section 1. Sarala et.al [18] discusses applause identification in carnatic
music and its applications to archival of carnatic music. The paper also discusses the
use of Cumulative Sum (CUSUM) [4] to highlight the important aspects of a concert.
4

www.ee.columbia.edu/∼dpwe/resources/Matlab/chroma-ansyn
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Spectral domain features like spectral flux and spectral entropy are used for detecting
the applause locations for the given concert. Figure 3 shows applause locations (peaks)
in a 3 hour concert using CUSUM of spectral entropy as the feature. This concert has
25 applauses and 9 items. Complete details about applause identification and thresholds
used for detection of applauses are discusses in Section 3.

Applause locations for a concert using Spectral entropy

2500

Cusum of Spectral Entropy

Spectral entropy
Applause locations
2000

1500

1000

500

0
0

1

2

3

4

5

Time

6

7

8

9

10
5

x 10

Fig. 3. Applause locations for a concert using spectral entropy as a feature.

2.2

Cent Filterbank Feature Extraction

As explained in Section 1, notes that make up a melody in carnatic music are defined
with respect to the tonic. The lead performer chooses the tonic and the accompanying
instruments are tuned to the same tonic. Even for the same musician, tonic can vary
across concerts. Nevertheless, the tonic chosen for a concert is maintained throughout
the concert using an instrument called the drone. The drone is an essential part of
traditional Indian music and the function of the drone is to preserve the tonic through
the concert. Thus the analysis of a concert therefore depends on the tonic. And the
tonic ranges from 160Hz to 250Hz and 100Hz to 175Hz for female and male singers,
respectively.
A number of different variants of MFCC [9] features are used both in speech and
music processing. When MFCCs are used to model music, a common frequency range
is used for all musicians. To address this issue, chroma filterbanks were suggested and
is extensively used in music, especially Western classical music [17, 10]. This is still not
adequate for Indian music as the folding over to a single octave is not appropriate as the
characteristic traits of the musician/melody may be observed in a particular octave or
across octaves. In this paper, we propose a new filterbank structure called cent filterbank
that seems to show promise for segmentation of Indian music.
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In our initial attempts at determining song location, 3-5 minutes of each type
segment was manually labelled in a concert and MFCC based GMM models were
trained for Song, Violin, Vocal, and Thani (percussion). These models were then used
to determine the location of songs in the entire 3 hour concert. To avoid training for
every concert, segments were manually labeled for concerts of different musicians.
MFCC based GMMs were once again trained using this data. Although the
segmentation performance was accurate for concerts of musicians used in training, the
performance on unseen musicians was poor. On the other hand, the segments that
correspond to Thani (percussion) were easily detected owing to the timbral
characteristic being significantly different. The poor performance on segments other
than percussion suggests that cent filterbank based coefficients, which are normalised
with the tonic, are required to capture the note positions. To create cent filterbanks, the
power spectrum of the music signal is first normalised with respect to the tonic using
the definition of the cent scale defined in equation (1). Figure 4 shows the extraction of
CFCC features for a concert.
Waveform

Pre-emphasis

Hamming window

Discrete Fourier Transform

Cent filter banks
Log Cent filter bank energy values

Discrete Cosine Transform

Cepstral Coefficients

Fig. 4. Cent Filter bank energy feature extraction.

Extraction of cent filterbank based cepstral coefficients is detailed below:
1. The audio signal is divided into frames.
2. The short-time Discrete Fourier Transform (DFT) is computed for each frame.
3. The power spectrum is then multiplied by a bank of filters that are spaced
uniformly in the tonic normalised cent scale. The cent scale is defined as:


f
(1)
cent = 1200 · log2
tonic
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4. The energy in each filter is computed. The logarithm of filterbank energies is
computed.
5. Discrete Cosine Transform (DCT-II) of log filter bank energies is computed.
6. The cepstral coefficients obtained after DCT computation are used as features for
building the GMM models.
As shown in Figure 4, based on tonic, cepstral coefficients are calculated using
cent filter bank energy values. In order to find the tonic for a concert, pitch histograms
are used [3]. The tonic does not change across various items in a concert. As a result,
each concert is simply segmented into 6 parts. For each part, pitch is extracted using
Yin [8] algorithm. All the histograms are multiplied to get a single final histogram. In
this histogram, the location of the maximum peak corresponds to the tonic used by the
musician for the concert. Figure 5 (a) corresponds shows a pitch histogram for a female
singer and 5 (b) corresponds shows a pitch histogram for a male singer. The frequency
location of the maximum peak is the tonic. The tonic in 5 (a) is 200Hz and in 5 (b) is
around 100Hz. The tonic identification accuracy using pitch histograms and different
tonic values for each singer is discusses in Section 3.

Pitch Histogram of Male & Female Singers
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5

a) Pitch Histogram of Female singer
4
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Tonic is at 200Hz

2

1

0
0
7
x 10
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700

800

900
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900
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b) Pitch Histogram of Male singer

2

1.5

Tonic is at 100Hz
1

0.5

0
0

100

200

300

400

500

600

700

Frequency

Fig. 5. Composite pitch histogram for a female singer and male singer.

The importance of tonic normalisation is now emphasised with an example. The
proposed filterbank is compared with that of constant Q transform (CQT) based
filterbanks proposed in [5] for music instrument identification. Although both the
approaches are based on a linear arrangement of a filterbank on the log2 frequency
scale, in the proposed approach, the frequency is normalised with the tonic. Figures 6
and 7 show cent filter bank and CQT filter bank energies (as a function of time) on a
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Fig. 6. Time frequency representations using tonic normalised cent filter bank.
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Fig. 7. Time frequency representations of CQT filter bank using the same cent range as that of
Figure 6.

motif of raga Kamboji in carnatic music sung by a male and a female musician. The
filters are placed uniformly on the cent scale. The range of cents for both approaches is
set to six octaves form -1200 to 6000. From Figures 6 and 7, it is observed that while
Figure 7 shows no structure, in Figure 6, the pitch trajectory corresponding to the
motif is clearly visible. This is primarily because in Figure 7 the filterbank does not
correspond to the range of the musician. The range of frequencies are then changed to
0-10800 cents for the constant Q filterbank. Figure 8 shows the time frequency
representation for the modified CQT filter bank. Although the motif is clearly visible,
there is a linear shift of the frequencies along the Y-Axis in Figure 8 between the male
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Fig. 8. Time frequency representation for CQT filterbank with a well chosen cent range.
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Fig. 9. Time frequency representations of Song, Vocal, Violin using MFCC, CFCC and
ChromaFCC.

and the female musician. This is primarily due to the tonic. It is also observed that the
lower octaves hardly contain any information. Whereas in Figure 6, there is no shift
and the two motifs can be easily compared. While it was quite trivial to choose the
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frequency range in cents for the cent filterbank scale, the frequency range for the CQT
based filter bank scale had to be carefully chosen to ensure that both musicians’ motifs
are visible. This is the primary reason for choosing the filterbanks normalised with
respect to tonic. Henceforth, only CFCC, ChromaFCC and MFCC based features are
compared and used to build the GMM models.
Figure 9 shows the mel filterbank, cent filterbank energies, and chroma filterbank
energies for short segments of carnatic music, corresponding to that of Song, Violin,
and Vocal respectively. Since Carnatic music is replete with inflections or gamakas
[12, 13], in the chroma filterbank implementation the filters overlap. The width of a
filter may be as large as 2 semitones. From Figure 9, it can be seen that while in the
chroma filterbank the note is emphasised, in the mel filterbank, the prominent pitch is
completely masked. On the other hand, in the cent filterbank, the prominent pitch is
still emphasised. The timbral characteristics of the segment are also emphasised in the
vicinity of the prominent pitch. These filterbank energies are then converted to cepstral
coefficients by using discrete cosine transform. To maintain consistency across the
three approaches, the range of frequencies was set to 8000 Hz for mel filterbank, and 6
octaves were chosen for both chroma and cent filter banks in the figure. The choice of
6 octaves is based on the fact that the range of a voice is atmost 3 octaves. The chroma
filterbank was also normalised with the tonic of the performer.

3 Experimental Evaluation
In this section we first give a brief introduction to the database used for our study and
then describe the experimental setup. The performance of the given approach is
discussed in Section 3.3.
3.1

Database Used

For evaluation purpose, 50 live recordings of male and female singers are taken 5 . All
recordings correspond to concerts where the lead performer is a vocalist. Each concert
is about 2-3 hours long. The total number of applauses across all the concerts is 990.
Thus there are 990 segments in which 175 segments are Vocal, 133 segments are Violin,
576 segments are Song and 106 segments are ThaniAvarthanam. All recordings are
sampled at 44.1KHz sampling frequency with 16 bit resolution. For feature extraction,
the analysis window of size 100 msec is chosen and hop size is set to 10 msec. Table
2 gives the details of the database used. It can be observed that even for a given singer
the tonic varies across concerts.
3.2

Experimental Setup

1. For all the 50 recordings, spectral flux and spectral entropy features are extracted
with a window size of 100 msec and overlap of 10 msec. Applauses are marked for all
5

These live recordings were obtained from a personal collection of audience, musicians. These
were made available for research purposes only.
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Singer Name No. of Concerts Duration (Hrs) No. of Applause Different Tonic
Male 1
4
12
89
158,148,146,138
Female 1
4
11
81
210, 208
Male 2
5
14
69
145, 148,150,156
Female 2
1
3
16
198
Male 3
4
12
113
145,148
Female 3
1
3
15
199
Male 4
26
71
525
140,138,145
Male 5
5
14
62
138,140

Table 2: Database used for study, different Tonic values identified for each singer using pitch
histograms.

the recordings using the Sonic-Visualizer [6]. These marked applauses are used as the
ground truth for finding the applause detection accuracy.
2. To build GMMs for segmentation of the concert, Vocal, Violin, ThaniAvarthanam,
and Song segments are manually segmented from the database. From male and female
recordings, three segments are chosen for training the GMM for each class. MFCC,
ChromaFCC, and CFCC features of 20 dimensions are extracted. GMMs with 32
mixtures are built for each of the four classes. Details about the training process are
discussed later in this Section.
3. All 50 recordings are segmented based on applause locations and all these segments
are manually labeled as Vocal, Violin, ThaniAvarthanam, and Song. Labeled data is used
as the ground truth for finding the segmentation performance6 . After segmenting the
concerts based on the applauses, there are 990 segments in total and these segments are
tested against GMMs. All these segments are labeled using 1-best result. The details
about the segmentation of a concert into Vocal, Violin, Song, and ThaniAvarthanam and
how Song segments are highlighted using GMMs is discussed later in this Section.
4. The performance measure used for evaluating the applause detection and
segmentation algorithm is

Accuracy =

Correctly Predicted Data
× 100%
Total Amount of Data

Building the Models: During training, the following steps are followed.
1. Models are built separately for male and female musicians.
2. From male (female) recordings 3 segments are randomly chosen for each class.
3. 20 dimensional MFCC, ChromaFCC, and CFCC features are extracted with frame
size of 100 msec and hop size of 10 msec.
4. CFCC and ChromaFCC features are extracted after tonic normalisation.
6

Labeling was done by the first author and verified by a professional musician
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5. 32 mixture GMM models are built for 4 classes namely Vocal, Violin,
ThaniAvarthanam, and Song.

Testing the Models: During testing, the following steps are performed for every
concert.
1. Tonic is identified for each concert using pitch histograms.
2. Applause locations are identified in a concert using the approach discussed in
Section 2.1
3. Once the applause locations are identified, segments between a pair of applauses is
used for testing.
4. These segments are tested against the trained GMM models that are built for Vocal,
Violin, ThaniAvarthanam, and Song.
5. The segments are labeled using the 1-best result.
6. The location of song segments are highlighted.
7. The recordings of male and female singers are tested against the GMM models built
for male and female singers separately.

3.3

Experimental Results

The analysis of locating the Song (Composition) segments locations for all the concerts
is done in the following two stages.
1. As explained in Section 2.1, applauses are located using spectral domain features like
spectral entropy and spectral flux. Table 3 shows the decision thresholds for applause
and music discrimination and the applause detection accuracy based on the thresholds.
The applause detection accuracy is calculated at the frame level.

Feature
Threshold range Accuracy (%)
Spectral Flux (Nonorm)
0.2-1.0
85%
Spectral Flux (Peaknorm)
0.35-1.0
96%
Spectral Entropy
0.79-1.0
95%

Table 3: Decision thresholds for applause and music discrimination and applause detection
accuracy.

2. Secondly, based on applause locations, all concerts are segmented. The segments are
labeled using GMMs with CFCC features. Table 4 gives the performance for locating
the main songs using mel filter banks, cent filter banks, and chroma filter banks based
cepstral coefficients. Cent filter banks based cepstral coefficients seem to perform
significantly better than the other two approaches for carnatic music. Perhaps the
performance on the chroma filter bank is poor as only five of the useful octaves with
respect to tonic are used. This filterbank needs to be reengineered for Indian music.
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Model
MFCC ChromaFCC CFCC
Male singers
78%
60%
90%
Female singers 92%
70%
97%

Table 4: Main song identification performance using MFCC, ChromaFCC and CFCC.

4 Conclusion and Future Work
In this paper, a new cepstral feature based on cent filterbanks is discussed in the
context of locating the segment corresponding to that of a song or composition in
carnatic music. This feature is compared with that of the MFCC and ChromaFCC. The
experiments show that cent filter banks perform well compared to MFCC and
ChromaFCC. Determining the locations of songs in a concert is very important for
prospective musicians. In particular, main songs are replete with motifs that make up a
melody. Also, a number of variants of the songs are available based on the tutelage.
Indexing segments of a concert enable automatic archival of carnatic music concerts.
Further, song segments can be used for identifying the number of items in a concert.
Although the performance of ChromaFCC is poor, greater attention needs to be paid to
the design of the same for Indian music.
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Appendix: Carnatic Music Terms
• Raga Alapana : Raga Alapana is an impromptu elaboration of the raga at hand.
There are no lyrics in an alapana.
• Thanam: Thanam is another form of improvization of the raga using the syllables
”Tha Nam”. Thanam has an intrinsic rythm but does not follow any cyclic rythmic
structure.
• Kalpana Swaram : In this kind of improvization, the swaras/musical notes of that
raga are sung/played.
• Nereval : A meaningful line from a composition is taken up for improvization. The
structure of the line is kept intact and the melody is improvised in the raga in which
the composition is set.
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• ThaniAvarthanam : It is the term used for the mridangam solo performance in the
concert.
• Main Song : This terminology is used for the song which is chosen for extensive
elaboration in the concert. It contains all the improvisational elements such as
aalapana, nereval, kalpana swaras. The main song always ends with the
ThaniAvarthanam.
• Pallavi : A pallavi is a single line of music set to a thala. The pallavi has two parts,
divided by an aridhi which is a pause between the two parts. The first part is called
the purvanga and the second part after the aridhi is called the uttaranga. Nereval is
performed on the pallavi.
• Ragam Thanam Pallavi: This piece is a combination of Raga aalapana, Thanam and
the Pallavi. Hence the name, Ragam Thanam Pallavi(RTP).
• Ragamalika : The performer, within a piece (for eg: RTP) performs many ragas at
a stretch one after the other. This is known as a ragamalika. Literally it means, ”A
Chain of Ragas”.
• Viruttham/slokha is an extempore free flow enunciation of a poem without
rythmic accompaniment. This poem if in the language sanskrit is called a slokha.
The viruttham/slokha is rendered in a single raga sometimes in multiple ragas.
• Mangalam : Mangalam is the conclusive piece of every carnatic music
performance.
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Abstract. In the latest works by composer Michelangelo Lupone there is a
constant iteration and reciprocal adaptation among the instrument construction,
the musical composition and the performance. The border within the three
different areas becomes more and more slight in works designed on
“augmented” instruments Feed-drum and SkinAct (Centro Ricerche Musicali,
Rome). The compositional drafting seems so related to the instrument to
exhaust its behavioral possibility, both from a physical point of view and from a
musical one. The practice is repeated with an increasing conviction and
punctuality: a traditional instrument is transformed in a platform base for an
operation of “augmentation” of tone modulation and behavioral opportunities,
thanks to the use of electronics; a music shared with a special interpreter (de
facto part of the instrument augmentation) leads to the enunciation and,
immediately after, to the exhaustion of instrument’s vibrational and emotional
possibilities. This short essay aims to explore, from the scientific and aesthetic
perspective, the postulates in common with the last Lupone’s production, which
represents definitely the state-of-the-art of research connected to the idea of
augmented instrument in Italy and beyond.
Keywords: Augmented Instruments, Percussion, Live Electronics, MaxMSP,
Bessel, Bass Drum, Piezoceramic Sensors

1 Introduction
Western music related its evolution to the transformation of instruments and
executive techniques through the constant iteration among expressive needs of
musical language, acoustic needs, sound emission techniques. We have to consider
the passage from 10th century “Viella” to the family of Renaissance Violas, getting to
Violins family. In terms of composition, this coincides with the transit from monodic
forms, which double the voice and the syllabic rhythm to the instrumental music
formal autonomy (with a consequent widening of frequencial range), to great forms
and to baroque music organics. The performance technique is integrated in this
process because the interpreter is not just the vehicle for acoustic translation, but also
the expert who is checking instrument agility and ergonomics criteria, and the
inventor of virtuosistic solutions and of adaptation [5].
In terms of time, nowadays the transformations of musical language, measured in a
few decades, appear to be unrelated to the physical transformation of orchestra
instruments. The playing technique tries to line up the instrument vibrational
characteristics with the language ones but, in many cases, presses for physical system
aberrations (e.g. multiple sounds of wind instrument, unconventional excitations of
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strings and resonant bodies) which lead to an highly complicated and random
reproducibility of acoustic phenomena, thereby reflected in the composer notation and
prediction. Enough to refer to the concept of “hyperinstrument” introduced by Tod
Machover [4]: electronics is still a forced juxtaposition to violin, cello and piano
system. It is not a transformation of the physical instrument but a cumbersome change
of the intended use.

2 Electronics & Augmentation
The electronics use as an instrumental sound elaboration has produced deep
transformations especially in the compositional and auditory lexicon, has adhered
immediately to the expressive needs of the musical language but only on a few
instruments, has encouraged a real transformation, making clear that the term
transformation means enlargement or performative and acoustic characterization (e.g.
electric guitar). Considering that in contemporary music, where it is evident the
strength of transformation placed on linguistic and technical system, the electronics
and the traditional instrument have been trying since long time to interact, to integrate
and to share sound development but they are unable to lose their reciprocal identity.
In many compositions, electronics is placed in parallel, communicates, merges,
extends the instrument, but doesn’t change its acoustic and playing characteristics. In
these works one can feel the presence of a new sound organism, but the action and the
control of the instrumental performer remain partial and it's not necessarily the
recognizable and modulating cause. Especially when the composition uses real time
processing of the instrumental sound, and generally when performing with “live
electronics”, the most obvious difficulty for the performer is to make his own
behavior, technical and expressive, consistent to the acoustic resultant phenomena.
The perceptive destinies of the acoustic instrument and of electronics remain
separated or uncorrelated; even when the listening makes a sensible reconstruction of
musical information and the musical language support the coherence of information,
it can be recognized a distance among instrument vibrational system, electronics
processing and playing technique.
So, the study of instruments physical behaviors, the translation into mathematical
models and then their simulation with numerical systems, appear like the most
feasible way to arrive at integration specific forms, at the transformation or invention
of new instruments coherent with the current musical needs. The research that
operates in this sense, deals with the complex scenery of physical reality, with the
intention to build analytical and synthetics methods, adjusted to the phenomena
representation. Obviously, the purpose doesn’t match the emulation of orchestra
instruments for their virtual and easy use (a typical and limiting commercial drift), but
the extended knowledge of the vibrational phenomenon, the verification of the
models, the acoustic validation of the numerical and logical process [3].
These were the conditions with which the musical and scientific work began; that led
to the production of “Gran Cassa”(Lupone, 1999) and subsequently allowed the
realization of the instrument Feed-drum (Centro Ricerche Musicali, Rome – Istituto
Gramma, L’Aquila 2001).
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3 Basic Instrument
Symphonic bass drum, the deeper percussion instrument, was introduced in the
orchestra only in the 18th century and in the following century attained the form
known today. Particularly, the long and narrow form still used in military bands, was
increased to 80-90 cm of diameter and 35-50 cm of shell; this is closed by one or both
sides with membranes of natural skin held, in different ways, by systems that provide
to adjust their tension too. The bigger version, adequate at the large orchestral
organics, is called imperial bass drum, it has two membranes and reaches a diameter
of 102 cm.
On this kind of instrument, made available by the Conservatory of L'Aquila and used
for the first performance of the work "Gran Cassa", were carried out preliminary tests
for the Feed-Drum project. The use of bass drum, as substantial in the orchestra and
constant from Mozart onwards, is considered secondary and restricted to a few of
sound emission modes: the roll/drumming (long note), often aimed at the crescendo,
and the filling shot in rhythmic sequences. Specific techniques have not been studied,
as in the timpani case, and the typical beaters are the timpani's bat and drumsticks.
The idea of a musical work, entirely based on this instrument, came from the
observation of membrane's vibrational modes and from the experiences previously
made on "Planofoni" and on the physical model of string and bow (Palumbi, Seno
1997) at the CRM - Centro Ricerche Musicali (Rome's center for music research).
Although the membrane allows the excitement of a high number of high-frequency
modes, their time duration is not appreciable by a listener, except for the contribution
to the timbre in the attack phase. Possible variations of the emission mode, adequate
to a sufficient resonator's acoustic response (shell), are limited and little modular. The
base frequency, obtained with the tension of the membranes, upper and lower, each
bound to the edge with 16 mechanical rods, is affected by the inhomogeneous
distribution of the forces, which helps to make complex the real modes spectrum [2].

Fig. 1. First performance of the work "Gran Cassa", Alessandro Tomassetti performs
with/on imperial grancassa, Corpi del suono 1999, L'Aquila
3.1 Experimental Path
Michelangelo Lupone does not seem to receive inspiration from the upper echelons or
from a mystical source but from a practical, careful, scrupulous and maybe maniacal
experimentation. In the present case after a listening phase and analysis of
instrument's sound characteristics, also using unconventional excitement modes as
rubbed or brushes jetée, it was necessary for the writing of the music work, to identify
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and catalog a wide range of sound possibilities with different degrees of contiguity.
Tests have been carried out with the purpose of reaching the following objectives:
1. Variation of basic frequency through the introduction of nodal constraints placed
on the membrane;
2. Distinction of more timbre shades according to type, mode and position of the
excitement;
3. Sound modulation through glissandi, vibrati, portamenti and rhythmic micro
articulation;
4. Continuous and in steps variations of dynamic, according to the type of damping
imposed on the membrane.
The characteristics of the traditional bass drum obviously do not allow obtaining a
range of acoustic relevant results on the prefixed objectives. To explore the total
richness of the attack phase and to isolate the vibrational modes, therefore it was
created a system of electronic conditioning of the membrane. Through feedback
principle, the signal produced by the membrane's excitement is reported on the same
membrane in the form of acoustic pressure. The result is an infinite extension of
sound. The system controls the damping of the membrane's movement, thus the sound
decay, and allows isolating the high-frequency modes with the combined action of the
constraints placed on the membrane and of the energy amount introduced in the
feedback.
The signal stability, obtained with the conditioning system, allowed to test and to
draw, on the membrane's surface, a first simplified map of oscillating modes, based
on Bessel functions [1]. The map has been limited to 13 diameters and 8 nodal circles
(figure 2, figure 3), these ones divided in even semicircles (left), odd semicircles
(right).

Fig. 2. Feed-drum: first map with 13 diameters and 8 nodal circles
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Fig. 3. Map of the first 13 nodal diameters
The electronic intervention on the instrument left unchanged the topology and the
primary acoustic features but extended the criteria and the vibrational controls up to
allow tonal differences among modes, emission of long and modulated sounds, as on
a string, the adjustment of the acoustic energy regardless of the frequencies emitted.
To preserve the agility and a proper reproducibility of phenomena, the first sound and
playing techniques cataloging work has been limited to the use of fingers, hands and
arms (figure 4).

Fig. 4. Feed-drum: one of the playing techniques for the excitement of high-frecuency
modes

During the writing of the work Gran Cassa, have been also tested object of different
form and size able to occupy nodal portions larger or multiple; this permitted to
expand further the sound possibilities, but the vibrational phenomena complexity
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made also necessary an analysis of instrument mechanical parts to understand and to
reduce the dispersion and the nonlinear contribution introduced by the vibrations of
the construction materials and of their couplings. Because of these drawbacks it was
considered appropriate to proceed to the design and realization of a new instrument,
the Feed-drum (figure 5), both to extend the acoustic possibilities, and to allow an
ergonomic use of new performance techniques.

Fig. 5. Feed-drum
In particular the vibrational structure has been transformed eliminating the lower
membrane, this simplified the tuning of the instrument base frequency (30 Hz) and
reduced the rise time of high modes excitement. A synthetic membrane, with isotropic
characteristics and high flexibility, has been applied and the map previously described
was realized on it, with colors that made more visible the performance areas. The
shell and the hardware have been made of steel and aluminum; in particular the rim
has been made more rigid, the height has been reduced and the adhesion surface has
been augmented. The suspension system has been realized to completely separate the
Feed-drum from the support structure; all the mechanical parts, which are in contact
with each other, have been divided with an intermediate layer of anti-vibrational
material.

4 Feed-Drum
On the Feed-drum, although there are still many aspects to be studied, it was
possible to verify the reproducibility of the catalogued sounds and the modulations,
the agility of the ways of excitement and control, the extension in frequency and tonal
characteristics. This has facilitated the drafting of the playing score for the work Gran
Cassa and then also for the work Feedback (for 3 Feed-drums) (Fig. 6), where there
are, in addition to the usual indications of rhythmic behavior, shapes and excitation
points of the membrane, the amount of energy to be input in the feedback, the
frequencies and durations of the sounds, the punctual intensity, the types of
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modulation (vibrato, glissandi, portamenti), the range and the speed of the modulating
action.

Fig. 6. Feedback for 3 feed-drums (2002). This excerpt from score shows the performative
activities that interpreters play on Feed-drums (FD1, FD2, FD3), and in particular the positions
of the vibrational nodes obtained with finger pressure on the circumferences and diameters. The
energy of the feed-back is modulated by the interpreter with a foot control.
4.1 Conditioning System and Implementation
The excitation of the membrane takes place by means of a loudspeaker (diameter = 45
cm) through a section of waveguide 11 cm long (made for conveying the maximum
acoustic pressure between the center and 1/3 of the radius), therefore quite short like
form factor. While it is easy to obtain, in addition to the base frequency of 30 Hz, the
frequency of 68.9 Hz corresponding to the mode (0,2), it was conversely impossible
to get that at 47.8 Hz corresponding to the mode (1,1). At these frequencies the air
motion excited by the speaker is presumably well outlined with a motorcycle piston,
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which exerts a nearly uniform pressure on the membrane. Uniform excitation is
hardly compatible with the modal shape (1,1).
The loudspeaker is driven by an electrical power signal, obtained through a feedback
that picks a signal of deflection of the membrane by means of a piezoceramic sensor
placed on the rim. In this way we obtain a "multimodal" oscillator generating a
feedback on a resonating element, the membrane. The loop gain is controllable by
means of a foot pedal.
4.2 Tuning of the High Modes
The tuning is done through the combined action of the gain of feedback and the
pressure on one or two points of some nodal line (figure 4). The effect of pressure can
be schematized in first approximation as twofold: on the one hand as the introduction
of a constraint in the pressure points, the other as a shift of the "working point" of the
membrane around a tension slightly higher, with a rise of the speed of propagation of
transverse waves. As a consequence, all the frequencies move upward. It is a shift
mechanism to "pitch-shift", in the sense that the frequencies of the modes are all
multiplied by a common factor, thus leaving unchanged their relationships. This effect
has been found in practice, and is used to obtain the vibrato. The term "pitch-shift" is,
however, in this case improper because the spectrum of the partials of the membrane
is not balanced, and therefore a pitch is not definable.
Holding constraint points (z = 0) has the effect, in principle, to inhibit all the modes
that do not have any set of nodal lines passing through all the aforesaid points. For
example, pressing on the center of the membrane will make impossible all modes
with (m = 0) [1], since this point is for these modes always an anti-node. The pressure
on any other point of the membrane make possible all modes with 𝑚 ≥ 1, because it
will always be possible to pass a nodal diameter for that point. As a general practice,
since the boundary is not perfect, it will be favored the only one which possesses a
nodal diameter and a circle passing through that point. The fact that the Bessel
functions do not have coincident roots has the consequence that modes of different m
order may not have coincident nodal circles. Even modes with the same m and
different n cannot, of course, have coincident nodal circles. Two distinct modes can
conversely have coincident diameters if their indices are in integer ratio. A single
pressure point other than the center thus identifies only one mode, having a diameter
and a circle passing through that point. The points that "discriminate" best
neighboring frequency modes are, however, those close to the center, because towards
the periphery the nodal circles thicken and then a single point tends to have many
neighbors. So it's the first nodal circle, the more internal, that discriminates better the
modes, as also shows an analysis of variance.
In principle, the pressure of any two points of the membrane could pose constraints
incompatible with any mode.
However, it is good to limit all these considerations only to relatively low order
modes. It is in fact presumable that, with the increase of the order of modes, is less
valid the approximation of the non-rigid membrane, since the internodal step becomes
comparable with the thickness of the membrane itself.

CMMR2013 - 493

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Feed-Drum and Skin-Act: a New State-of-the-Art for Augmented Instruments 9

There are also additional considerations. The classical equation of the membrane
generally used to derive the modes (see 3.7, p. 69 of [2]) is, as already said, stark
conservative and takes no account of the dissipation due to internal friction, nor
irradiation, both mechanisms that take energy to the motion of the partials, causing
the decay in the absence of forcing.
Addressing in a symbolic way the solution of the equation corresponding to the vibroacoustic motion described is a road fraught with difficulties. It is certainly possible to
solve it by numerical methods (such as FEM, BEM, etc..) But also in this case,
wanting to take account of the coupling acousto-elastic and of the internal dissipations
of the membrane, the problem would still be very delicate, and the results should be
subject to careful experimental validation.
Even in the absence of a solution, it is however possible to consider that the decay of
the partials in each case is linked to the quality factor (Q) of the respective resonance,
and causes a broadening of the spectral line, the more pronounced the more the
relative mode is damped. Internal frictions are proportional to the rate of change of
local curvature, which increases with the frequency. It is therefore presumable that, in
analogy with the strings, the damping of the modes increases with their frequency. It
follows that in the higher spectral zones, where the modes are close together and
dense, the transfer function of the membrane is more continuous than striped, with
minor peaks on the modal frequencies. In these areas, the excitable modes are less
clearly definable, and dependent on the ring gain and the frequency characteristics of
the electronic circuit of feedback. Conversely, the transition from one mode to one
frequencially adjacent has little influence on the resultant frequency.
The construction of a perfected map for the excitation of modes must therefore
provide a judicious selection of pairs of points capable of accomplishing a high
discrimination between modes.
Furthermore, the modal frequencies should be verified experimentally, because it is
presumed that the frequencies of some modes deviate from the theoretical ones due to
the presence of the actuator with its waveguide, which intercept a section equal to 1/3
of the diameter of the membrane. The measurement of these deviations can not be
determined in a reliable way by theoretical considerations, because the overall model
is too complex and, as already said, solvable only by numerical methods.
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Fig. 7. Modes 01, 11, 21, 02, 31, 12, 41, 22, 03, 51, 32, 61

5 Skin-Act & Curved Space
The SkinAct (Skin Active) are augmented percussion instruments (Centro Ricerche
Musicali, Rome 2011). As for the feed-drum there is a bass drum membrane (this
time not imperial) set in feedback through sensors and actuators. In particular in the
feed-drum the feed-back is made with a circuit that includes a piezo electric sensor
and a speaker that sends the sound pressure to the membrane. In SkinAct the feedback is made with a circuit that includes a piezo electric sensor and a electrodynamical exciter in direct contact with the membrane.
The recent work by Michelangelo Lupone entitled Curved Space, whose first
performance was on 26 June 2012 use 3 SkinActs played by a single interpreter.
Philippe Spiesser with resolute steps explores the membranes, carries the vibrations of
matter to their limits and transforms sounds from impulsive to resonant, up to crosssinging voices that, with a continuous stream, migrate between the different moods of
the work.
The work starts from the idea of reproducing around the listener the acoustic space
which is around the interpreter, with consistent characteristics of mobility and
localization. The most intimate differences and transformations of sounds are made
audible and expressive. To create a music that would highlight this idea, Lupone was
inspired by the concept of space perceived and measured through time. A simple
metaphor can help clarify: we are inclined to measure in terms of duration the space
spanned by a lift, in this way we can perceive an acoustic space through rhythmic
articulations and durations of sounds that are present in it. The rhythms and durations
represent the basic material used by composer on "Curved Space" on which are
articulated the heterogeneous timbres of the SkinAct. The work is formally divided
into five sections, each of which offers a different concept of rhythm:
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1) "in sound" (beats obtained with the partial frequencies of the membrane),
2) "in space" (rhythms derived from the perception of movements and localizations of
sounds in the acoustic space),
3) "of sound" (rhythms obtained with techniques of temporal decomposition and recomposition of sound at different densities),
4) "with the sound" (organized rhythm with accents and pauses),
5), "polyrhythmic" (different rhythms overlapping).
The three Skin-Acts, at close range, influence each other giving rise to a high
complexity of the sound phenomenon, and control techniques. This influence is used
to obtain compositional deviations in terms of the pitches of the individual
instruments with consequent variations of timbre.
The three membranes are tuned on a base frequency of, respectively, 35, 38 and 42
Hz
This initial condition tends to emphasize the beats as a basic element of the musical
journey in Curved Space. In figure 9 one can observe the areas of control of the
partial frequencies.

Fig. 8. Philippe Spiesser with the Skin-Act
The resonance frequencies used for the articulation of timbre in the work Curved
Space are Hz:
66.2 - 97 - 103.4 - 124.6
138 - 140.5 - 180 - 218-275
294.3 - 375 - 420.7 - 438
473.5 - 537.9 - 720.7
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Fig. 9. Skin-Act mapping. Quadrante = quarter, sensore = sensor, attuatore = actuator
The principle diagram of the control process of the partial frequencies is very similar
to that used in the works for feed-drum.
EXCITATION OF MEMBRANE
!
!
!
!
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!SIGNAL!FROM!SENSOR!

!!! MUSICAL!PERFORMANCE!

ADAPTATION OF ELECTRICAL SIGNAL
(VOLTAGE AND IMPEDANCE)

ANALOG TO DIGITAL
CONVERSION

FREQUENCY ANALYSIS (RTA)

SELECTION OF PARTIAL

STABILISATION OF PARTIAL

DYNAMIC CONTROL OF
PARTIAL

!!!!!MUSICAL!PERFORMANCE!

DIGITAL TO ANALOG
CONVERSION

Fig. 10. Also for the Skin-Act as for the Feed-Drum it is valid the same feedback principle.
For musical performance must be intended any action on the membrane
CMMR2013 - 497

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Feed-Drum and Skin-Act: a New State-of-the-Art for Augmented Instruments 13

6 Solipsism and Transcendental Idealism
Looking in hindsight experimental composition paths of Michelangelo Lupone
one gets the impression that he takes the empirical consciousness, individual, as the
foundation of all forms of knowledge. The outside world, the one of the listener and
the public in general, appears to only be a momentary perception of reality. The work,
ever closer to the realm of consciousness (consider, for example, the last works that
the Master has developed together with the artist Licia Galizia at the Centro Ricerche
Musicali di Roma - www.crm-music.it), result of an interactive, adaptive and finally
evolutionary process, is the only reality. The sonic deeds are part of a moral preestablished by the algorithmic ego, beyond the syntactic rules shared by the outside
world, beyond other subjectivities. How could another composer approach to the
augmented instruments created by Lupone? They live a special condition of extension
of the consciousness of the author. The physicality of their appearance, the forms, the
space occupied, responds to compositional requirements so stringent that any attempt
to modulate their fate were in vain and insubstantial. Although it may seem appealing
at first glance, the aesthetics of the instruments is dictated by physical/compositional
needs. It's a "nice" - the one of the musical instrument - which is derived from natural
laws, not by a stand-alone research.
Lupone was born on the same day of Immanuel Kant. For both metaphysics, which
investigates the essence of things, it has no value as a science because its substance is
not accessible to our senses and we can not understand it. All knowledge starts from
experience: there is no knowledge without sensory experience.
6.1 Will to Power
The artists perceive as content, such "the thing itself", what all the non-artists call
"form." So we are in a world turned upside down: because that content becomes
something quite formal.
And so Lupone, interrogated several times by the authors of this essay about the
content of his works, has come to describe profiles of low-level, which appeared as
mere form: sizes and technical specifications of the individual parts that make up the
tool, never a reference to the musical construction.
On the other hand as Nietzsche said: you can not find what is the cause of the fact that
generally gives development on the path of development research; you should not
want to understand it as "the becoming", much less as "having become" ... the "will to
power " can not be "become".
You then need to reach a height and a bird's eye perspective for contemplation, from
which you can grasp that everything goes as it should, and that all kinds of
imperfection and pain in the art belongs to the supreme desirability.
The musical instrument, even if augmented, somehow resists the will of the
composer. In relation to the resistance that a force finds to dominate, it must increased
the measure of failure and fatality thus challenged; and because each force can
discharge only against something that resists, in every action there is necessarily an
ingredient of dis-pleasure. Only this regret acts as a stimulus and strengthens the will
to power. Only this regret gives life to the work of art.
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7 Augmented Interpreter
The writer has had the opportunity to follow countless test sessions in the presence
of Lupone and interpreters of his works. It 's clear that the choice of the interpreter for
Lupone is an integral part of the process of augmentation of the instrument. As in the
past Bussotti preferred to write for David Tudor rather than piano, today Lupone
immerses the interpreter at the core of the emancipation of the traditional instrument.
The score of Skin-Act for example it was only in its infancy when Philippe Spiesser
started becoming familiar with the tools in the game. The experimentation of the
composer had to do with the natural physicality of that particular interpreter in front
of those specific tools. How can another interpreter approach a score of Lupone
written for another instrument/interpreter? This would end up being a clumsy
imitation of a physicality of others. The interpretation could never get rid of the
shadows of imitation. One gets the impression that in the thick and reinforced
container used by the composer to travel his work (also the flight-case, built by
craftsmen friends following instructions - very detailed - given by the composer),
should be forcibly inserted the interpreter who, of that specific score, becomes the
absolute protagonist, expert of invisible details that remain secret for the listener and
for the most musicologists.
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Abstract. The Intangible Cultural Heritage (ICH) implies gestural knowledge
and skills in performing arts, such as music, and its preservation and
transmission is a worldwide challenge according to UNESCO. This paper
presents an ongoing research that aims at the development of a computer vision
methodology for the recognition of music-like complex hand and finger
gestures performed in space. This methodology can contribute both to the
analysis of classical music playing schools, such as the European and the
Russian, and to the finger gesture control of sound as a new interface for
musical expression. An implementation of a generic method for building body
subpart classification model applied in musical gestures is presented. A robust
classification model from a reduced training dataset, as well as a method for
spatial aggregation of the classification results, which provides a confidence
measure on each hand subpart location is developed. Our method achieves 80%
precision in pixel-wise classification and retrieves subpart position with a 1cm
accuracy while performing musical finger gestures with a semi-closed hand.
Keywords: Hand pose, skeletal model, random decision forests, computer
vision, machine learning, depth map, finger musical gestures

1 Introduction
Hand and finger gestures have always played an important role in human artistic
expression. The human know-how behind this expression constitutes the ICH that
should be preserved and transmitted with the contribution of the “i-Treasures”
research project. According to the objectives of “i-Treasures” a novel Multimodal
Human-Machine Interface for the artistic expression and more precisely for the
contemporary music composition should be developed, where natural hand and finger
gestures performed should be mapped in real time to sounds. There are significant
challenges to address but the first obvious one is to precisely capture and recognize
finger gestures. This has been at the heart of many previous researches though often
the literature focuses on the most trivial cases where the hand is waved in the air in
front of the camera in the open-palm position. In this article we show that an existing
model may be applied to more complex hand poses implying a possible use for our
future music-like finger gesture recognition. This study and the model
producedshould contribute to the analysis and identification of the characteristics of
different pianistic schools (Russian and European) applied in music playing..
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2 State of the Art
Recent research tendencies show an increasing interest in identification and
recognition of gestures with the use of different type of motion capture technologies:
Wireless motion sensor-based, Marker-based, and marker-less technologies.
Various types of wireless motion sensors [4][5][6] or commercial interfaces, such as
the Wii joystick [7], or the IGS-190 inertial motion capture suits from Animazoo, can
provide real-time access to motion information. Usually, they are used for the
recognition of gestures performed in space or on tangible objects and the provide a
rotation representation of the motion.
Marker-based systems are based on optical-markers technology, such as Vicon Peak
or Optitrack. In [1][2] for instance, the Vicon system was used to capture the motion
of violin players. The aim of this research was the modelling of music performances
by understanding different bowing strategies in violin playing. In another case,
researchers tried to adapt this method on piano players [3], which has contributed to
an off-line analysis.
Marker-less systems do not require subjects to wear special equipment for tracking
and are usually based on passive computer vision approaches. In [8], recognition of
the musical effect of the guitarist’s finger motions on discrete time events is proposed,
using static finger gesture recognition based on the “EyesWeb” computer vision
webplatform. The approach cannot easily be applied in live performances. In the
iMuse project [9], the motion of the pianist’s hands is used to “follow the music
score”, which means to synchronize his performance to the music score. A camera
was mounted above the piano keys, however, the hand of the musician is globally
analyzed, not in a finger level, and consequently the finger gestures are not
recognized. Another methodology for complex finger musical gesture recognition has
been implemented in the PianOrasis system, which is based on marker-less computer
vision image analysis techniques to detect and identify the fingertips and the centroid
of the hand on a RGB video [10].
As an extension of [10], we present in this short article a hand classification model
that permits the recognition/location of different hand subparts while executing
music-like finger gestures with the use of a single time-of-flight depth camera (PMD
CamBoard Nano).

3 Hand Skeletal Model
3.1 Overview
Several methods exist to retrieve body or hand subparts position either from RGB or
from depth maps. The commonly used framework is to fit a skeleton model so that it
matches observable features and to apply inverse kinematics to refine the skeleton
[14-15]. A major reference in this field is the Kinect body retrieval algorithm
described by Shotton et al. [11] where decisions trees are trained with Random
Decision Forests (RDF) to perform pixel-wise body classification. This approach has
been proven robust though initially restricted to entire body gesture due to sensor
limitations. Lately, Keskin et al. [12] investigated the same approach this time on the
hand skeleton and exhibit very promising performance. Still, the experimentation was
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limited to a proof-of-concept that recognizes American Sign Language digits. Such
application is far from our use case since the hand is usually facing the camera in the
classical open-palm position and the simultaneous finger gesture recognition has not
been evaluated.
Though also derivated from Shotton et al. [11], our development investigates the
complex use case where the hand is executing music-like finger gestures that are of
higher order of complexity. At first, we built a three-levels hand model with 12 labels
that encompasses the hand base (palm and wrist) as well as fingers and fingertips as
depicted in Fig. 1. We believe that this model is complex enough to analyse fine hand
configurations and at the same time simpler than the 19 labels model used in [12],
thus providing less classification errors. Fig 1. shows pixel-wise classification
obtained using the discussed method.

Fig.1. Hand model used with 12 subparts, depth maps, corresponding ground-truth
and pixel-wise classification.
3.2 Training with Random Decision Forests (RDF)
As suggested in [11-12], we train Random Decision Forests (RDF) so as to perform
pixel-wise classification. RDF [15] is an improvement of the Decision Trees machine
learning approach where a complex problem is split in simple decisions to take that
are often depicted as the nodes of a tree (the leaves being the final decision). Each tree
of the RDF is trained by a greedy heuristic [17] upon randomly sampled pixels x from
images of the training database. To limit the processing and memory cost, we use up
to 3 decision trees with a maximal depth of 20. Then, for each node, we randomly
generate 2000 weak classifiers and for each of these 50 candidate thresholds. The
weak classifier we used (i.e. feature) compares the depth offsets in a specific
neighbour and is similar to [11] as it was proved to be accurate and fast enough. The
feature at pixel x of the depth image I has been computed as the difference of depth
levels for offsets u and v normalised using the depth at x, as it is presented in equation
1.

f u,v (I, x) = I(x +

u
v
) - I(x +
)
I(x)
I(x)

(1)

We then simulate data partition at this node by thresholding this feature response
using each candidate threshold and compute the entropy subsequent to the partition of
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the dataset. Finally, we keep the combination of feature and threshold that maximizes
the information gain, which denotes the difference between current node information
entropy and the sum of entropy of the sub trees resulting from the data partition. Data
partition and weak classifier selection are then computed recursively on the left and
right subtrees in a prefix order, until either maximum depth is reached or the
information gain goes under a fixed threshold. We eventually store in tree leaves the
probability distributions of the different hand subparts. Those distributions can be recomputed afterwards using all the images from the training database which, according
to [12], allows slightly higher recognition rates.
In our case, this training stage is performed upon 500 hand-labelled images recorded
with our depth camera. This database gathers input from 5 different persons
simulating music-like hand and finger gestures in front of the camera such as the
“arpeggio”gesture, as depicted in Fig.2.

Fig. 2. An “arpeggio” score and piano-like gesture simulation (depth map and
ground-truth)
We note that, if [11] and [12] suggests the use of hundreds thousands images for the
establishment of a skeletal model relative to a broad spectrum of distinct body or hand
postures, we believe that, in our restricted subcase, it is possible to achieve satisfying
classification results with a reduced sample.
3.3 Pixel-wise classification
For each pixel of an input depth image, the trained decision trees independently
outputs a probability distribution that is relative to the hand subpart assignment. These
distributions are then averaged over every tree among the decision forests and form
the final pixel probability to belong to each subpart of the model.
Now, from each subpart probability map we estimate the subpart position using the
Mean Shift algorithm [13] which has the advantage of converging very quickly. It also
allows us to filter the noise on the classification measurement on a pixel level with the
thresholding of the probabilies before computing the density estimator.
3.4 Performance
To measure the performance of our proposed method we have compared the output of
our pixel-wise classification with 125 images (160x120pixels) that we have
previously hand-labelled. In contradiction to [11] and [12] we did not use synthesis
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images as it is not feasible to reproduce the exact expert gesture. Hence, the handlabelling may be subject to some variation if the same process was accomplished
several times.
Fig. 3.a shows this performance for each of our model subpart with an average
classification rate of 80%. Hand subparts performance corresponding to wrist, little
finger, ring, middle, index as well as thumb tip is above the average accuracy, which
lies slightly above 80%. However, other hand subparts such as thumb or palm are
more likely to be occluded by other fingers in the hand configurations we studied.
Noteworthy, the fingertips exhibit a lower classification (60-80%) rate which could be
explained by the fact that their imaged size is smaller thus implying fewer training
data (especially, as only pixels are randomly sampled in the training process). Such
assumption could be verified by re-training our model with more images.

Fig. 3. Performance of our model. (a) Pixel classification rate. (b) Average pixel
distance from the joint centroids estimated to the joint centroids ground-truth.
Additionally, to measure the precision of our joint estimation we compare the average
distance of the joint retrieved from the Mean Shift algorithm against our ground-truth
data. From our 125 test images, the performance reported in Fig. 3.b. shows that joints
position are less than 1.3 cm from our ground-truth except the palm, wrist, thumb and
thumb tip joints which are less accurate. Again, this is explained by the fact that those
joints are often partially imaged due to finger occlusions, making the accurate
centroid estimation much more complex.
So far, the performance seems sufficient to be used in a finger gesture recognition
pipeline. However, to allow fine pose recognition we lack information about the
confidence in the hand subpart position estimation. One solution we did not
implement yet would be to compare the zeroth moment score with the output from the
mean shift iterations as it would provide an interesting measure of how important the
retrieved local maxima of the probability distribution is.

4 Conclusion and perspectives
This paper presented an implementation of a generic method for building body
subpart classification model applied to musical finger gestures for the preservation of
the ICH. This methodology can contribute both to the analysis of classical music
playing schools but also to the finger gesture control of sound as a new interface for
musical expression. 80% pixel-wise classification accuracy and 1 cmsubpart position
accuracy are achieved when musical finger gestures with a semi-closed hand are
performed in front of the camera. As a next step in the near future, it is planned to
perform data fusion of two depth cameras in order to achieve better results and
address the problem of scene and self-occlusions.
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Abstract. Digital Music Instruments (DMIs) have become popular in
research labs and the physical computing community, and lately among
performers of experimental music. Nevertheless, lacking the historical
background enjoyed by acoustic instruments, it is difficult to compare
and evaluate DMIs. In this paper, we detail a user study that aims to
explore a unique DMI called the “Ballagumi” and to compare 2 distinct
mappings designed for its interface. Our study benefits from the participants’ musical expertise and qualitative analysis of verbal descriptions
collected after replication tasks and improvisations to gain valuable insights on musical interactions with DMIs. The study also helps to demonstrate the role of mapping in musical interactions.
Keywords: Digital Music Instrument, user study, quality evaluation,
mapping

1

Introduction

Digital Musical Instruments (DMIs) are composed of a physical interface, a
sound synthesizer and an abstract mapping layer [1]. Although from a designer’s
perspective these 3 aspects may be considered independently, from a performers’ perspective they overlap. Therefore, researchers aiming to evaluate a specific
aspect of a DMI are often exposed to methodological issues. There is a continuous need to devise methods that can provide insight on the most important
characteristics of DMIs from a performer’s perspective. In this paper, we first
discuss methods used in previous evaluation studies. Then, we propose and apply
methods combining musical replication tasks and improvisation, both followed
by interviews, in order to explore a novel DMI as a whole and to compare 2 distinct mappings. Finally, we report our observations from the experiment and the
emerging results from analyzing the participants’ feedback. The specificity of our
approach remains in the experimental set-up, designed to be as close as possible to a real-life musical situation, and involving the participation of performers
from the experimental music scene of Montreal.
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Evaluating DMIs
Background

Methods to evaluate DMIs were first inspired by user studies, measures and
models that have been developed in the field of Human Computer Interaction
(HCI) and used to assess general interfaces [6][3]. Within the field of HCI, evaluation methods mostly focused on the achievement of tasks given criteria such
as time and effort and were used to compare different input devices for officebased tasks. In a DMI however, the control interface only constitutes a single
aspect of the instrument. As well, the usage of DMIs goes beyond task accomplishment and is more focused on fine control of interlinked, simultaneous, and
time-dependent parameters to create musical effects through mapping and sound
synthesis. Therefore, when evaluating DMIs, researchers also need to consider
the mapping layer and the generated sound that largely influence the resulting
musical interaction. In this view, Wanderley and Orio [3] stress the benefit of
incorporating a musical context into the experiments that aim to assess the potential capabilities of a DMI such as its “learnability”, “explorability”, “feature
controllability” and “timing controllability”.
2.2

Incorporating a musical context

Given the lack of musical pedagogy on digital instruments, researchers need to
design adapted musical tasks according to the characteristics of a DMI. Kiefer
et al. used the proposed musical tasks by Wanderley and Orio [3] to evaluate
the WiiMote as a musical instrument [8]. Butler [13] took this approach further
by creating musical études that aim to enhance virtuosity in DMI performance.
While these proposals emphasize the use of musical tasks, they do not discuss
the participation of professional musicians for the task evaluation. Gurevich et
al. [14] conducted improvisation sessions with musicians, which demonstrated
the results of going beyond the reproduction of musical tasks and showed the
creative possibilities of their novel instrument, though their choice of DMI was
explicitly simplistic, which limited the scope of their findings. The participants
in their study were music students but the authors did not specify whether or
not they had expertise playing DMIs.
2.3

Quantitative or qualitative approach?

Stowell et al [9] discussed the impact of conducting solo and group sessions with
experts such as beatboxers to evaluate DMIs. Authors argued that both quantitative and qualitative approaches could be appropriate to evaluate DMIs and
should be selected depending on the desired outcomes. Quantitative methods
allow researchers to measure interface responses and to analyze gesture accuracy using techniques such as Motion Capture [7]. Qualitative analyses allow
researchers to investigate the performers’ perception of the instrument. Two distinct schools exists in qualitative research: content analysis from Social Sciences
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[15] and discourse analysis from Linguistics. Kiefer et al. acquired both quantitative and qualitative data in their evaluation of the Wiimote that allowed them to
analyze gesture as well as performance feedback [8]. Cance et al. [12] and Stowell et al [9] discussed the benefit of using discourse analysis to evaluate DMIs.
Specifically, Cance et al. collected verbal descriptions from both questionnaires
and interviews, in order to investigate different perspectives among developers
and performers of the Meta-Instrument regarding the notion of “instrumentality” [12].

3
3.1

Context of the Study
Objectives

This paper is based on a user study that is composed of 2 main objectives:
1. To explore how musicians express themselves with a DMI that they have
never seen or played, minimizing possible personal bias.
2. To investigate the impact of mapping on the appraisal of a novel DMI.
To address these objectives, we designed 2 distinct mappings (see 3.3) for a DMI
named “The Ballagumi” (see 3.2).
3.2

The Instrument - The Ballagumi

Fig. 1. The Ballagumi, by Avrum Hollinger

The Ballagumi is an alternative interface designed and built by Avrum
Hollinger at the Input Devices and Music Interaction Laboratory - IDMIL. It
“consists of a flexible physical interface cast in silicone”[11] with embedded optical fibres that act as bend or pressure sensors. The Ballagumi is composed of
three sections: a central piece and 2 wings one on each side (see Fig. 1). The instrument is entirely malleable, however the thinner wings have a higher range of
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bending. Each embedded sensor generates a signal from the deformation of the
silicone. These signals are sent to a mapping layer and then to the synthesizer.
We chose this instrument since its shape and form do not resemble any known
musical interface, thus it reduces elements of bias according to our first objective. Using silicone to construct the instrument is advantageous since it creates
passive haptic feedback that allows “to generate resistance, leading to a more
satisfying user experience” [16]. The elastic material “affords a continuous range
of sensitivity” [16] and promotes new gestures to be performed such as twisting,
stretching and squeezing. Such gestures have already been taken advantage of in
other controllers or hyperinstruments, e.g. the Music Shapers [17], the SillyTone
Squish Factory [16] or the Sonic Banana [18]. Since the Ballagumi does not have
an inherent sound or predefined playing techniques, these gesture become a first
step in defining its musical interactions.
3.3

Sound Synthesis and Mapping

The sound synthesizer chosen for this study is a modal synthesis patch with 2 frequency presets. This synthesizer is part of a series of tools created in Max/MSP
for the McGill Digital Orchestra Project [19] . We used the Libmapper and the
Mcgill Digital Orchestra Toolbox[19] to design 2 explicit mappings to be compared in the experiment, each using the same subset of Ballagumi’s signals and
the same output signals to the synthesizer. The conceptual difference between
these 2 mappings is in the energy input required to generate and control sound.
The 1st mapping is a direct-energy input mapping where sound generation and
control are directly related to bending. The 2nd is a continuous-energy input
mapping where sound generation and control are related to the velocity of bend
in the middle ridge, requiring to constantly move the ridge. This 2nd mapping was inspired by Hunt’s suggestion that “the incorporation of user energy
presents a more engaging natural instrument, allowing the user to feel that they
have connected with the instrument”[20].

4
4.1

Evaluation Method
Participants

We have invited 4 professional musicians (3 males and 1 female) from the experimental music scene of Montreal to participate to our study. They have an
average of 16 years of musical experience (SD = 6). All 4 are improvisers. Three
of them have performed with digital controllers on stage for an average of 10.5
years (SD = 7). Trained as a classical violinist, the 4th musician is a member of a
contemporary string quartet specialized in expanded music practices, including
the use of sensors and real-time electronics, though no experience with DMIs.
This group of professionals with different musical expertise can bring different
perspectives to inform our study.
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5

Experimental procedure

The experiment was divided into 2 sessions corresponding to the 2 mappings.
The order of tested mappings was counterbalanced among participants. The
experiment took 2 hours in total, including a 15 minute break between the 2
sessions. Given their high level of expertise, the musicians received $80 for their
participation. The experimental procedure is illustrated in Fig. 2.

Fig. 2. The experimental procedure

In each session, the participant was first asked to reproduce 3 excerpts after
listening to their audio recording (see 4.3) followed by a quick interview. They
were then given 5 minutes to explore the instrument before being invited to
improvise for approximately 10 minutes as if in a performance. The improvisation
was followed by an interview. The replication task, improvisation and interviews
were audio and videotaped 1 .
4.3

Design of the replication task session

Several short pieces were composed by composer Beavan Flanagan, following
the recommendations of Butler [13] who created muscial exercises for DMIs that
test performers’ technique while remaining musically meaningful. The pieces are
at a technical level that does not require multiple hours of practice or extended
techniques and can be played by both mappings. They are notated purely from
the sound properties and do not suggest any gestures to the performer. We
selected 6 recordings of the pieces2 for each mapping3 . In each session, 3 different
recordings were randomly chosen and presented in a counterbalanced order to
1

2
3

The 2nd author made the recordings using a stereo pair of high quality microphones
(Schoeps MK21) that captured the sound from the speakers and the room acoustics.
recorded by the 1st author as reference sounds
12 in total
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the participant, each played as many times as the participant needed. A list of
hints (presented below) was prepared to help the participant when she/he had
a hard time reproducing the sound.
1.
2.
3.
4.
5.
6.
4.4

In general you need to use both hands to play the Ballagumi
Try moving your legs to get silence when not touching the instrument
Try playing with the middle of the instrument
Combinations of gestures work differently than individual ones
Try squeezing the ridges of the middle
Wings have a large range without the base. Try a lighter bend on the wing
Design of the interview guide

The questions of the interview guide were designed carefully to avoid influencing
the participant’s answer. With these questions, we discuss the main objectives of
the study: The ability to explore and improvise on a new DMI, and the preferred
choice of mapping. After the replication task of both sessions, we asked the
participants How would you describe your progression throughout the 3 tasks?.
After the improvisation, we asked the following: How do you feel about the music
you just created?. and How was your experience playing the instrument? To
evaluate the effect of the mapping change on the performer’s experience, we
slightly changed the questions of the 2nd session after the improvisation. They
became This time, how do you feel about the music you just created? and How
would you compare your experience playing the instrument in this session versus
the last session? and lastly Which set–up would you like to spend more time on
in the future? This last question also encourages the musician to present ideas
about how to improve the mappings.
4.5

Analysis Method

The musicians’ verbal descriptions collected during the interviews were analyzed
qualitatively. Due to the exploratory nature of our study, a content analysis
approach was preferred to a discourse analysis approach that would have been
appropriate for specific aspects of the instrument [9]. We chose the constant
comparison technique of Grounded theory [15] that allows to identify emergent
concepts in verbal data, and then to classify these concepts into categories.

5

Results

5.1

Observations during Experiment

Each of the 4 participants used different gestures to create music, suggesting
that the Ballagumi does not encourage a primary set of gestures. During the task
replication session, participants needed the hints for 10 out of 12 tasks4 for the
4

4 participants performing 3 tasks for each mapping
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continuous-energy input mapping vs. 5 out of 12 tasks for the direct-energy input
mapping, which suggests that a direct-energy input mapping is more intuitive
at first than a continuous-energy input mapping. During the improvisation, all
4 participants preferred a minimalistic/subtle approach. Subtly in gestures were
better controlled by the participants, though 2 out of 4 participants experimented
with perscussive gestures to no avail because of the instrument’s latency.
5.2

Analysis of the task replication feedback

Using content analysis by Grounded theory [15], we identified 4 main categories,
namely Instrument; Learning; Experimental procedure; and Mapping differences.
Regarding Instrument, besides commenting on the shape of the Ballagumi, participant 3 emphasized its symmetry; which suggests that mappings that take
symmetry into account, contrary to the designed mappings, give a different initial impression. Regarding Learning, feedback were pretty consensual as they
concerned the learning curve, i.e. 2 participants mentionned that there is faster
learning at the beginning. However, details on the learning curve cannot be determined because of the short time nature of the study. A longitudinal study
is required for this purpose. Regarding Experimental procedure, 2 out of 4 participants mentioned that having hints to guide the session is beneficial, both
participants said this after playing the instrument with the continuous-energy
input mapping, confirming our observation in 5.1. Regarding Mapping differences, all 4 participants confirmed noticing a mapping change during the 2nd
session; 1 participant emphasized that being already familiar with one mapping
impedes learning the second mapping right away.
5.3

Analysis of the interviews after the improvisation

From the interview results after the 2 experimental sessions, we identified 4
categories Instrument and sound properties; Learning; Musical interaction; and
Mapping differences.
Regarding Instrument and sound properties, all 4 participants commented on
the shape, weight and haptic features of the instrument, 2 participants discussed
the existence of predefined sounds and 1 mentioned that the predefined sounds
build a musical framework to improvise in. All 4 participants defined a gap
between gesture and sound creation (latency), participant 3 specifically stated
that this latency complicates the finding of intuitive links between gesture and
sound. Regarding Learning as in section 5.2 the current results are consensual,
leading to the need for a more extensive study.
When it comes to Musical interaction, several factors are repeated by participants: Gestures, Effort, Energy transfer from gesture to sound, and Improvisation styles. For Gestures, all 4 participants mentioned that slow and large
gestures have a better sound. With respect to Effort, the female participant focused extensively on the effort required to play the instrument, and the 3 others
mentioned that they felt the strain, especially with the continuous-energy input
mapping, after playing longer. This is an important factor to consider in future
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designs of mappings for the Ballagumi: How do we modify mappings such that
less effort could create the same sounding effects? As for energy transfer from
Gesture to Sound, 2 out of 4 participants noted that the quality of gestures and
the energy input are not always evident in the sounds, for example a fast move
in gesture does not necessarily result in a fast movement in sound. This trend
was dependent on the mapping, indeed, energy transfer was clearer with the
direct-energy input mapping than with the continuous-energy input mapping.
For Improvisation styles, 3 participants explicitly said that they preferred sustained sounds in their music and that they thus chose the direct-energy input
mapping.
With regards to the Mapping differences, 3 out of 4 participants preferred the
direct-energy input mapping. Participant 1 who preferred the continuous-energy
input mapping mentioned that being able to obtain silence would change his preference. The main reasons behind the decisions were as follows: with direct-energy
input it was easier to hit loud sounds, there was more control and participants
could obtain sustained sounds, the mapping had a higher dynamic range and
finally, it was more intuitive given the choice of interface. Two out of 4 participants mentioned that the direct-energy mapping was more dynamic and also
that the transfer of gestural energy to sound was clearer; given that they were
discovering gestures, this allowed more spontaneity than having to constantly
move the instrument. This finding contrasts Hunt et al.’s suggestion that incorporating performer’s energy would result in a more engaging instrument [20] but
it emphasizes the design of the input device as a factor in the mapping design.
Given that the input device’s haptic features are alone interactive, and that the
Ballagumi is elastic, holding a position for sustained sound requires energy as
well. Therefore, both mappings demand performer energy, though in a different
way. This may explain the contrast with Hunt et al.’s suggestion.

6

Discussion

Our observations and results provided us with insights about the Ballagumi
and its 2 distinct mappings. Our experimental method allowed participants to
focus on creating music rather than just accomplishing tasks, which in turn
gave greater feedback in the interviews. For the Ballagumi, the observations
suggest improving certain aspects of the instrument such as its weight and signal
latency (this would also decrease fatigue from playing). Indeed, the additional
difficulty in playing the instrument with the continuous energy input mapping is
augmented by the latency. Improving the signal acquisition and parsing would in
turn improve the overall playing experience. For the mapping, it was shown that
both mappings require energy input but in different ways. It’s the additional
energy requirement by the continuous energy input mapping that makes the
instrument less intuitive to play. The main idea to further explore is that for a
DMI that is physically interactive, we may not need to explicitly add physicality
to the mapping layer. Hunt et al.’s conclusion regarding physical involvement
remains true but we need to explore up to which point the abstract mapping
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layer should add complication before the instrument becomes less intuitive (the
case for the continuous-energy input mapping).

7

Conclusion and Future Work

The methodological approach presented in this paper could be adapted and applied to evaluate any technological device meant for musical expression. By involving professional musicians, tasks and improvisation, it contributes to bridge
the gap between research and artistic performance. In the future, we will conduct
further studies that focus on the learning aspect of the Ballagumi. Specifically,
we plan to carry out a longitudinal study that spans over a few months and
focuses on mastering playing techniques. We will also apply a few of the found
suggestions to improve the instrument, namely the latency and weight.

8

Acknowledgments

We would like to thank the musicians who participated in our experiment for
their time and feedback and the Natural Sciences and Engineering Research
Council of Canada - NSERC for a Discovery Grant to the third author.

References
1. Miranda, E.R, Wanderley, M., M. : Musical Gestures: Acquisition and Mapping.
In: New Digital Instruments: Control and Interaction Beyond the Keyboard. A-R
Publications. Middleton, Wisconsin (2006)
2. Stowell, D., Plumbey, M., Bryan-Kinns, N.: Discourse analysis evaluation method
for expressive musical interfaces. In: Proceedings of the Conference on New Interfaces for Musical Expression, pp. 81–86, Genova, Italy (2008)
3. Wanderley, M., Orio, N.,: Evaluation of Input Devices for Musical Expression:
Borrowing Tools from HCI. Comput. Music J. 26(3), 62–76, MIT Press, Cambridge,
MA (2002)
4. Fels, S., Gadd, A., Mulder, A. : Mapping transparency through metaphor: towards
more expressive musical instruments. Organized Sound. 7(2), 109–126, Cambridge
University Press, New York, NY (2002)
5. Hunt, A. : Radical user interfaces for real-time musical control. University of York
(1999)
6. Isaacs, D. :Evaluating Input Devices for Musical Expression. University of Queensland, Australia (2003)
7. Collicut, M., Casciato, C., Wanderley, M. : From Real to Virtual : A Comparison
of Input Devices for Percussion Tasks. In: Proceedings of the 2009 International
Conference on New Interfaces for Musical Expression, pp. 1–6, Pittsburgh, PA,
USA (2009)
8. Kiefer, C., Collins, N., Fitzpatrick, G. : HCI Methodology For Evaluating Musical
Controllers : A Case Study. In: Proceedings of the International Conference on
New Interfaces for Musical Expression, pp. 87–90, Genova, Italy (2008)

CMMR2013 - 514

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

10

Ghamsari, M, Pras, A, Wanderley. M

9. Stowell, D. Robertson, A. Bryan-Kinns, N. Plumbley, M. D.: Evaluati.on of live
human-computer music-making: Quantitative and qualitative approaches. International Journal of Human Computer Studies. 67(11), 960–975, Academic Press Inc.,
Duluth, MN, USA (2009)
10. Casciato, C. : On the Choice of Gestural Controllers for Musical Applications: An
Evaluation of the Lightning II and the Radio Baton. McGill University, Montreal,
Canada (2007)
11. Hollinger, A., Malloch., Sinclair S., Wanderley, M. : Input Devices and Music
Interaction. In: Musical Robots and Interactive Multimodal Systems. 74, 67–83,
Springer Berlin, Heidelberg (2011)
12. Cance, C., Genevois, H., Dubois, D. : What is instrumentality in new digital
msuical devices ? A contribution from cognitive linguistics and psychology. CoRR
asb/0911.1288, Paris, France (2009)
13. Butler, J.: Creating Pedagogical Etudes for Interactive Instruments. In: Proceedings of the International Conference on New Interfaces for Musical Expression, pp.
77–80, Genova, Italy (2008)
14. Gurevich, M. Stapleton, P., Marquez-Borbon, A. : Style and constraint in electronic musical instruments. In: Proceedings of the International Conference on
New Interfaces for Musical Expression. pp. 106–11,1(2010)
15. Corbin, J., Strauss, A. : Basics of qualitative research: Techniques and procedures
for developing grounded theory. Sage Publications, Thousand Oaks, CA (2008)
16. Morris, G., Leitman, S., Kassianidou, M. : SillyTone Squish Factory. In: Proceedings of the 2004 Conference on New Interfaces for Musical Expression, pp. 201–202
(2004)
17. Orth, M., Weinberg, G. : Music Shapers, Available: http://www.media.mit.edu/
hyperins/projects/shapers.html
18. Singer, E. : Sonic Banana: A Novel Bend-Sensor-Based MIDI Controller. In: Proceedings of the 2003 Conference on New Interfaces for Musical Expression, pp.
220–221 (2003)
19. Malloch, J., Sinclair, S., Wanderley, M. : From controller to sound: tools for collaborative development of digital musical instruments. In: Proceedings of the 2007 International Computer Music Conference, pp. 65–72, Copenhagen, Denmark (2007)
20. Hunt, A., Wanderley, M. M., Paradis, M. : The importance of parameter mapping
in electronic instrument design. Journal of New Music Research. 32, 429 – 440
(2003)

CMMR2013 - 515

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Vibrotactile Notification for Live Electronics
Performance: A Prototype System
Marlon Schumacher1,2,3 , Marcello Giordano1,3 ,
Marcelo M. Wanderley1,3 , and Sean Ferguson2,3
1

Input Devices and Music Interaction Lab,
2
Digital Composition Studios,
3
Centre for Interdiscplinary Research in Music, Media and Technology,
Schulich School of Music, McGill University,
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Abstract. In this paper we describe a prototype system for haptic notifications in the context of music performance with live electronics. In
current practice there is typically no physical connection between the
human performer and the live electronics system, breaking the actionperception loop, which can render performers insecure. Leveraging recent work in the field of tactile notification we aim at closing this loop
by communicating information from the live electronics system to the
performer via the haptic channel. We present a prototype tactile synthesizer, embedded in a Max-based modular software framework for live
electronics, titled CLEF (CIRMMT Live Electronics Framework). Tactile notifications can thus become an integral part of a musical score and
communicate information to performers, allowing for tighter interaction
with the live electronics system.

Keywords: live electronics, haptics, vibrotaction, human-computer-interaction,

1

Introduction

The use of live electronics for mixed music, i.e. the realtime processing of musical
data and sound during a performance, is a common practice in contemporary
music performance. A key concern in these contexts is facilitating the interaction
between the instrumental performer and the live electronics system, see e.g. [12].
Commonly, performers are left without feedback, not only in terms of immediate response to her own actions, but also about the internal state of the
live electronics system. This often results in a sort of temporary ”limbo”, in
which the performer is left without information about the eﬀect of their actions.
To improve this situation, diﬀerent approaches have been taken, e.g. the use of
visual or auditory displays, such as having performers observe a screen during
performance, or listening to a click track over earphones. Delivering additional
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information via the visual and auditory channels can be obtrusive and distracting, however, as it requires performers to share the perceptual bandwidth of
modalities which are already occupied by other tasks, such as reading a score,
listening to the sounds in the performance space, cueing other musicians, etc.
The practice of using external assistants to control the electronics, on the other
hand, contradicts the idea of a performer autonomously interacting with the live
electronics system, and might render her interactions almost obsolete.
A possible solution is to provide information to the performer via another
sensory modality: the haptic channel. More precisely, our project aims at providing a tactile notification system which eﬀectively communicates information,
is physically unobtrusive and does not distract from music performance. The
design of such a system includes both hard- and software engineering aspects,
such as investigating appropriate actuators, meaningful actuation signals and
flexible ways of controlling them.

2

Tactile Feedback in Music

In this paper we use Haptics as an umbrella term which encompasses both kinesthetic and tactile perception [6]. The importance of haptic, and especially vibrotactile cues in the interaction with a traditional musical instrument has been
a growing field of interest in recent years. Chafe [3], for instance, investigated
which tactile cues can actually be sensed by performers while interacting with an
instrument. It has also been stated that haptic feedback is the only component
fast enough to convey information about timing and articulation during expert
interaction [15].
Tactile feedback has also been extensively used in the design of Digital Musical Instruments (DMIs) [1,4]: the decoupling of the gestural controller and
the sound producing unit into separate components breaks the haptic feedback
loop between the performer and the vibrating parts of the instrument. Tactileaugmented input devices have the capability of closing this loop again, making
haptic feedback an important factor in instrument design.
2.1

Tactile Notification, Translation and Synthesis

The use of tactile and haptic feedback technologies in music-related contexts is
of course not limited to direct performer-instrument interaction only. Giordano
[5], for example, defined a taxonomy of tactile feedback, organized in three main
functional categories: tactile notification, tactile translation and tactile synthesis:
A tactile display has been used to display vibration on the body of an audience. The vibration had been composed independently from the music using a
specialized tactile composition language [7] (tactile synthesis). A vibrating chair
has been used as a sensory substitution tool to enable those hard of hearing
to experience music through vibrations on their back [9] (tactile translation).
Tactile stimulation has also been successfully used, for instance, to guide users
during the interaction with a virtual environment populated with sound objects
[14] (tactile notification).
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Tactile Notification in Live Electronics

The use of tactile notification techniques has been explored to coordinate musicians in freely improvised music performances [11]. Similar techniques have been
employed to provide feedback about performer actions in live electronics [13].
In addition to direct performance feedback (i.e. in response to performers’
actions on the instrument), we aim at generalizing the use of tactile notifications
for the display of arbitrary data in a live electronics system. This might include
discrete or continuous changes of control-variables used for audio processing, but
also abstract/symbolic information. Tactile notifications should be particularly
well-suited to provide informations which are otherwise diﬃcult to communicate
to a performer on stage, such as temporal (e.g. meter, cue points in a score,
etc.) or spatial (the position of a virtual sound source in a spatialization system)
parameters. Both the hard- and software prototypes were designed with the goal
of providing a flexible, user-friendly, and robust tactile display system that can
be seamlessly integrated into a live electronics system.

3

The CIRMMT Live Electronics Framework

The CIRMMT4 Live Electronics Framework (CLEF) is a modular environment
for composition and performance with live electronics, developed by the first
author. It leverages concepts first implemented in the Integra GUI, the prototype
graphical user interface for Integra Live [2].
Key design factors for this environment –which is geared towards musicians
and composers– are extensibility, portability, and ease-of-use. Consequently, it is
implemented natively in Max and does not rely on external programming frameworks or software libraries. This makes the environment easily customizable,
extensible and portable. All communication in CLEF is handled over a shared
message bus using a common syntax in the OpenSoundControl (OSC) format
[17]. Storage, recall and interpolation of data is handled via Max dictionaries
and the pattr system. Since all functionality is accessible through OSC messages, the environment can be remotely controlled, e.g. through custom graphical user-interfaces, a text console, or via OSC-enabled input devices. The general
architecture is based on 3 major components:
– An infrastructure for hosting Modules
– A score system, structured into Events and Cues
– A graphical user interface providing Views containing Widgets
CLEF has been used for the realization of artistic research projects at CIRMMT and is taught within courses for electroacoustic composition at the Schulich
School of Music of McGill University. As a detailed description of CLEF is beyond the scope of this paper, we will only outline the main concepts of Modules
and Events in the following two subsections.
4

CIRMMT is the ”Centre For Interdisciplinary Research in Music Media and Technology” in Montreal, Canada.
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The CLEF Module

A Module in CLEF is an abstraction encapsulating specific processing functionality. The processing part (core) of a module is wrapped into a hierarchical
OSC namespace which is accessible through the global messaging bus. When a
Module is ’instantiated’, i.e. loaded into the environment, it is assigned a unique
address, its namespace is registered, and its signal in- and outputs are connected
to a global routing matrix. The hierarchical structure and common syntax of the
OSC namespace allows addressing groups of modules or parameters eﬃciently
via OSC’s pattern matching features.
3.2

The CLEF Event

Graphical widgets can be dropped into Events, such as breakpoint-functioneditors, dsp-routing widgets, etc. to specify static or dynamic control data.
Events have attributes themselves, such as duration, sample rate, etc. which
allows for scrubbing, re-sampling and looping of time-varying data. CLEF also
provides functionality for the creation of dynamic/interactive scores: Events are
represented as Max patchers which can be freely programmed. Thus, users can
program Events that generate data algorithmically, respond to changes in the
environment, control other Events, etc. We found this a flexible model, suitable for a broad range of applications, from the manual design of automation
curves, to the development of interactive, network-like topologies. Fig. 1 shows
a screenshot of a number of graphical user interfaces in CLEF.

Fig. 1: Screenshot showing graphical user interfaces in CLEF. In the background:
the Performance view with graphical widgets for real-time control. In the foreground: an Event view with graphical widgets containing temporal data.
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Developing a Tactile Feedback Module for CLEF

The first phase of the project consisted in identifying which types of actuators
were most adequate for our purposes. We chose to build a tactile display consisting of two rotating eccentric masses5 driven by a PWM signal generated via an
Arduino Nano board connected to the computer using a USB or wireless Xbee
interface.
More sophisticated actuators, such as loudspeaker-like tactile transducers
were also examined. Although these devices allow for more complex stimuli to
be presented to the skin of the user, we decided to develop a simpler interface
allowing us to focus on interfaces and control-strategies for the fewer actuator
parameters at our disposal. Another factor was providing a system which is
user-extensible. Thus, we chose components which are are inexpensive, widely
available, and do not require any specific engineering knowledge to be assembled.

4.1

The Hardware Prototype

The two vibrating disks (rotating eccentric masses) were driven using the PWM
output from an Arduino Nano board. The positioning of the actuators was determined in several testing sessions with the performers involved in the project.
R band which can be securely worn around
The disks were attached to a Velcro�
the chest. In this configuration, the actuators would be in constant and firm
contact with two points on the back symmetrical about the spine, with suﬃcient
distance between them to discriminate left vs. right side stimuli [8]. The display
was judged unobtrusive, and the stimuli were very easily detectable even at low
intensities.

Fig. 2: On the left, a prototyping version of the display worn by one of the users,
red circles mark the position of the actuators attached to the velcro band. On
the right, one of the actuators used for the display.

5

https://solarbotics.com/download.php?file=159
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The types of disks we used, which are commonly found in pagers and mobile
phones, do not allow for individual control of frequency and amplitude. The
duty-cycle of the PWM wave driving them is the only control parameter which
is accessible though the Arduino board. This parameter can be indirectly linked
to the perceived intensity of the vibration [10]. In fact, as will be described in
the next subsection, we found that the combined use of two actuators provided
enough flexibility for the synthesis of a variety of tactile stimuli.

4.2

Tactile Module and Mapping Parameters

Given the infrastructure provided in CLEF, we implemented our prototype as a
synthesis module, which can be seamlessly integrated in (existing) live electronics projects and controlled through the global messaging system. As with any
other CLEF module, its parameters (accessible through its OSC namespace) can
be controlled either explicitly, e.g. using a graphical widget, or implicitly, as a
function of other variables in the environment (as a mapping). A key aspect in
the design of our prototype system, was to make it straightforward for users who
were already familiar with CLEF to integrate tactile notifications in their live
electronic projects.
Two main modalities were implemented in the tactile feedback module: an
“individual mode” and a “balance mode”. As shown in Fig. 3, in individual mode,
the actuators (identified as actuator.1 and actuator.2) can be independently
controlled. Individual triggers (i.e. single buzzes) can be sent to each of the two
actuators, and for each trigger duration and duty-cycle can be specified. The
discrete stimuli are intended for the display of individual events, such as the
beginning and ending of a recording process, and/or in response to performer’s
interactions using external controllers (such as foot pedals or switches).
In addition to individual triggers, two types of continuous actuation are also
available: sustain and pulse train. When the type of actuation is set to
sustain, the motor will keep vibrating at the specified pwm value. For the
pulsetrain, the frequency between individual triggers, their duration and
pwm value can be specified. A variety of pulsation patterns can be achieved using
these 3 parameters. The continuous actuation was conceived as a way of displaying dynamic changes within the system, such as time-varying control parameters
for a module. When using continuous vibrations over extended periods of time,
for example, the pulsetrain type is preferable to prevent sensory adaptation
eﬀects [16].
The balance mode is intended to display relative values, or ratios between
two boundaries, useful e.g. for the display of a “position” on a line, or a weight
between two values. This eﬀect is achieved by controlling the relative intensity of
vibration between the left and right actuator. In our informal tests, for instance,
we used this mode to display the horizontal position of a sound source in a
spatialization system. A pulsating type of vibration is also available in balance
mode, for which the duration and duty-cycle of the pulse can be adjusted.
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Fig. 3: The graphical user interface of the tactile notification module (left), and
the pattr clientwindow showing its namespace (right).

4.3

Preliminary evaluation

To evaluate the eﬀectiveness of tactile notifications for the display of temporal
and spatial information, two musical tasks were designed using the diﬀerent
actuation modes described above. The tasks were performed by a percussionist
who was familiar with CLEF but had no prior experience with tactile actuation
devices for music performance.
In the first task, we tested the use of tactile stimuli to communicate information about tempo and meter by creating a “haptic click track” displayed as
series of discrete pulses at regular intervals to the skin of the performer. The
task consisted in recording a rhythmical phrase (4 bars at MM 120) into an
audio buﬀer and create more complex structures by recursively overdubbing the
buﬀer in a loop.6 All control parameters for recording, playback, looping etc.
were controlled by an automated sequence of CLEF events with no user interaction. Before the recording started, two bars of count-in were displayed to the
performer via the “haptic click-track”, which was then kept on during the entire overdubbing sequence. This is an example use-case in which the actuation
signals are not directly related to performer actions or audio processing, but are
specified as part of a live electronics score.
In the second task, we tested the eﬀectiveness of our system to display continuous spatial information: the position of a sound source in a spatialization
system. Contrary to the first task, in which we provided regular, periodic notifications, here our goal was to create a situation in which the live electronics
6

This practice is commonly known from improvisational performances with so-called
“looper pedals”.

CMMR2013 - 522

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

8

Marlon Schumacher and Marcello Giordano

system generates control parameters in an irregular or indeterministic way, which
would force the performer to continuously rely on haptic information. Therefore,
we designed a CLEF event, in which the audio input is fed into a spatialization
system and the virtual sound source position is continuously moved back and
forth along a horizontal line. The duration of the movement, however, is randomly varied between 3 and 5.5 seconds. The task consisted in improvising short
musical phrases which needed to be varied in tempo as to start and finish at the
“turning points” of the sound source, i.e. the tempo of the phrases had to be
adapted to the speed of the sound source. This is an example use-case in which
the haptic display is correlated with a control parameter of a processing module
in the system, which can be considered a form of mapping.
4.4

Performer feedback

We conducted a brief interview with the performer in order to obtain qualitative
feedback about the display and the tasks we designed. Eﬀectiveness of the display in conveying both temporal and spatial information was rated as very high
by the performer. The device was judged as unobtrusive and it did not hinder
performer’s movement and musical expressivity. Tactile display was rated “second best” in conveying information about his interaction with the system, after
visual feedback but before auditory feedback. He also remarked that:
“...in a situation where performers must focus their attention on the sheet
music or diﬃcult musical passages or when performers need to be in close visual
contact with another performer, tactile feedback is the perfect solution to provide
the necessary information to the performer.”
which confirms our hypothesis that communicating information via the haptic
channel is less distracting than using sensory modalities which are already focusing on other tasks. The performer also expressed interest in using the display
for future performances/rehearsals.

5

Conclusions

We presented a prototype system for flexible synthesis of tactile notifications
integrated into a modular framework for live electronics. We described design
criteria for the implementation of our hardware and software prototypes.
The system allows for control and synthesis of tactile stimuli in order to address the problem of the communication gap between human performer and live
electronics system.
In our preliminary tests the hardware prototype was perceived as unobtrusive and eﬀective, both in the case of stimuli correlated with audio processing
parameters, and for communication of abstract parameters. This suggests that
tactile cues can be used by performers and integrated with auditory and visual
cues. The software implementation as a CLEF module made it straightforward
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to integrate tactile stimulation into live-electronic projects and allowed for rapid
and flexible design of actuation signals. The successful use of the system in our
preliminary tests is suggestive that tactile notifications could eﬀectively become
a parameter included as any other musical parameter in scores for live electronic
pieces.
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Abstract. Crazy Square is an interactive environment for music learning that is specifically developed for children approaching music and a
musical instrument for the first time. The learning game is based on recent educative directions toward a direct approach to sound instead that
to musical notation alone and it has been inspired by a paper procedure
that is currently used in an Italian middle school. Crazy Square, represents a valid aid for teachers who want to engage their students in a
playful dimension of learning rhythmic notation and pitch, thus following game procedures which are now very common. Indeed the project
has been pushed by the fact that current students belong to the digital
natives generation.
Keywords: Interactive Learning, Serious Game, Music Education

1

Introduction

As for almost every aspect of our daily life, the unavoidable introduction of
technology within the educational process has pushed the investigation of new
teaching methodologies exploiting the potentialities of innovations. Moreover,
new generations entering compulsory education, belong to the digital native
group, that is, they started interacting with technology at a very early age. This
fact is not ignored by educators, e.g. [1]. Concerning music teaching, the need to
introduce new technologies is even more compelling due to the long lasting debate
on the first approach to the instrument and the reading of notes and rhythm,
and the definitive adoption of the most innovative proposals with respect to
legacy programs for conservatories and advanced music education, e.g. [2, 3].
We believe that technology is becoming an important aspect in the compulsory
school, as it is happening for higher levels of education (universities, doctoral
courses, research), also in uncommon ways such as for instance with RF Sounding
environment, [4] or the incredible opportunities offered by the Allosphere, [5].
The research communities of engineers and pedagogues have already proposed
some interesting user interfaces as an aid for instruments learning, e.g. [6] and
[7], a lot of ear training applications are also freely available on the network
for various platforms, e.g. [8]. Digital natives use technology as a natural and
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easy concept, while a problem is given by the continuous availability of new
applications pushing users to move from one another with no really deepening
interests. For low and middle schools educational purposes a possible solution
could be given by a technological application exploiting the game field, inspiring
for instance to popular games such as Donkey Konga, [9] or Guitar Hero, [10].
The project presented goes in this direction, indeed the Crazy Square was born
with the main purpose of creating an educational instrument to facilitate the
students in their first contact with an instrument and the musical notation.
This is achieved through a playful and creative method that allows students
to play their first exercises without a full knowledge of musical symbols. The
first prototype of Crazy Square is a paper version that is currently used by one
author with an enthusiastic response from his pupils. We believe that the time
is right to develop a digital version of Crazy Square. This basic idea requires the
exploitation of the latest research in terms of signal processing (SP) algorithms,
i.e. with pitch and rhythm detection, [11] as well as programming methodologies
in order to guarantee real time responses and appealing interfaces. The planned
path covers a first implementation on a desktop/laptop PC, equipped with more
computational power in order to better evaluate different SP techniques; this
allows an immediate design of the visual interface and interaction scheme in the
perspective of a mobile device implementation, in which a subsequent downsize
will be applied to less important features.
The paper is organized as follows: Section 2 reports an overview of the project,
educational aspects are dealt with in Section 3, while technological requirements
are discussed in Section 4, in Section 5 the first developed prototype is described
and results are reported in Section 6, finally conclusions are drawn in Section 7.

2

The Crazy Square Project

The Crazy Square is a musical game originally thought for, but not limited to,
children that approach the study of music and of a musical instrument for the
first time. The main purposes of the crazy square are following:
– to offer to the students a playful and creative approach to the study of a
musical instrument;
– to avoid the study to be discouraged and sometimes prevented by the use of
educational books requiring, from the first exercises, a complete knowledge
of musical signs;
– to overcome the problem of the separation between the study of musical
symbols and the study of the musical instrument.
The Crazy Square is thus an educational instrument that allows the merging
between the study of rhythm and its representation, with the technique on the
musical instrument through a preparatory, creative and playful approach.
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The Crazy Square is a square with 16 boxes, each one graphically representing
the impulse1 . Outside the pictured square, the following elements are placed
along the perimeter boxes:
– 8 consecutive numbers ( from 1 to 8 ) along consecutive sides;
– 8 consecutive letters ( from A to H ) along the others consecutive sides;
– 4 pictures on the vertex.
These signs are required as coordinates in order to uniquely identify all possible
linear sequences of 4 boxes:
– 8 horizontal sequences: 4 by reading from left to right, 4 obtained in the
opposite direction;
– 8 vertical sequences: 4 by up-down reading, 4 by down-up;
– 4 diagonally obtained sequences.
One of the first samples of the Crazy Square is shown in figure 1. The picture
has been performed by an 8 years old child in one of her first music lessons. By
observing the drawing it has to be observed that a legend is also present. Indeed
each rhythmic group, inside each box, is associated with a word characterized
by accents and syllables corresponding to that rhythm. This procedure is not
new in music, e.g. [12], although it requires a deep understanding of accents and
syllables that depend on the native language. The game, in its digital version,

Fig. 1. Paper version of Crazy Square.

aims to cover some different levels of difficulties in terms of the understanding
and the execution of rhythmic patterns and melodic sequences. It is clear that
first levels of the game will consist of the basic listen and repeat of the isochronous
pulsation, in order to give confidence with tempo; on this pulsation, in which each
1

The term impulse has to be intended in the musical sense, it corresponds to a snap
made by the teacher.
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beat corresponds to a box of the square, there are first introduced the simplest
patterns, i.e. the quarter and two eighths in musical terms. The patterns are
played by the game or by the teacher, the pupil is invited to repeat and, on the
correct execution, the pattern is graphically shown in its musical representation.
The position of the patterns change, so the pupil is pushed and challenged to
imagine next pattern before seeing it. This way the pupil increases his confidence
with the inner workings. On the successful completion of a certain number of
sequences, a riddle is offered: a pattern is played and the player have to put
the right box in the right position. The next step involves directly the creativity
of the player, since he can be challenged to compose and correctly tap a fourbox sequence. Here the tap is intended as a knock on the table, a clap of the
hands or an audible input. In next levels more boxes (rhythmic patterns) are
introduced with similar interactions, i.e.: imitation, riddle, composition. In all
these scenarios, the full crazy square ( 4x4boxes ) can be shown row by row, or
column by column, and the responses to the riddles can be given pointing out a
path on the complete square. As regards the melody part, the concept of pitch of
a note is approached in a similar way, but with the introduction and the use of
an instrument; here some slight differences are due to the particular instrument
that is in use. Let’s choose a guitar for our examples. The imitation part consist
of playing a particular and instructed note within the constraints of rhythmic
pattern of the boxes. First only one note is required to be played for an entire
row or column, then two notes can be played in consecutive or alternative boxes
of a row or column. On a guitar, as said before, first open strings are required to
be played. The number of different notes induce the difficulty of the level. Notes
can be associated with colors, so the pupil can compose a little melody in a row,
declaring and assigning himself a task, for which the game will just control the
right execution. Education aspects will be treated in the next section, but it
should be stressed here that such a scheme is open to an incredible number of
possibilities and interaction. The main advantage that can be achieved through
the exploitation of a digital version of such an instrument, is that the student
could use the Crazy Square idea also without the presence of the teacher, that
is, as a homework. Also the achieved results could be shared, new Squares could
be downloaded from the network, extreme personalization is guaranteed.

3

Educational Aspects

Innovative, but already historical methods such as [2, 3], suggest basing the learning of notation on sound experiences. Since the notation code is not the music,
but its representation, the use of symbols is reasonable only when students are
able to relate the symbols with their sound realization. For this reason one of
the main purposes of the Crazy Square project is to help teachers to manage
this first phase of approach to the musical notation. The proposed project can
be placed in between the concepts of game for entertainment and educational
programs for training.When concerning with musical games, the latter type often require a previous knowledge of musical instruments, e.g. [13]. The Crazy
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Square project is definitely focused toward a playful approach for learning purposes. By recalling the interesting characterization of digital games proposed by
the authors in [14], it appears that the proposed project can be classified as a
serious game, which does not require a previous knowledge of musical notation.
Authors in [15] proposed a conceptual framework for serious games to allow
game designers and educators to better evaluate the effectiveness in the achievement of learning goals. This framework represents a good starting point in the
development of the Crazy Square project since it provides a first mechanisms of
evaluation without resorting to the long evaluation process on different groups
of children as suggested in [16]. The Crazy Square project, in the context of the
conceptual framework is discussed on the basis of the main properties suggested,
for a learning game, in [15].
– Capability. Refers to the abilities to be developed by playing the game. By
exploiting the Crazy Square project the students have to: understand the
concept of beat, play a certain rhythmic figure maintaining the beat, play a
certain rhythmic figure enriched with a melodic line.
– Instructional Content. It is referred to the matter to be learned. For our
application the focus is on rhythmic patterns notation and pitch.
– Intended learning outcomes. The goals to be achieved by playing the serious
game, that is a combination of capability and subject matter. In the presented project the students have to show ability in playing the instrument
by first reading.
– Game attributes. They support learning and engagement. Basing on the previous section, Crazy Square supports the following attributes: Incremental
learning, Instructional scaffolding, Interaction, Learning control, Feedback,
Rewards, Connection to needs and interests of the outside world.
– Learning activity. It is referred to properly developed activities to provide
engagement. The Crazy Square project is characterized by different kind of
exercises with the main idea of introducing one element per time moving
from the very first exercise.
– Reflection. It is the process that have to be induced in the learner playing
the game. As previously discussed, Crazy Square asks the learner to foresee
the next action and think about the strategy.
– Games genre. It is the type of the game. As already asserted, Crazy Square
could belong to the group of serious games.
– Game mechanics and rules. These are the details of the game. Crazy Square
requires the help of a teacher at the beginning of the game due to both the
fact that it has been developed for children and it should be ideally used
inside the public school. However rules are very simple since the difficulty of
the game increases slowly in a step-by-step fashion.
– Game achievement. It is the level of the learning achievement in playing the
game. With Crazy Square students receive a score after each performance
and they can not move to the next exercise if the score is not high enough.
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Technological Requirements

One of the first requirements of the game is to be playable on different devices,
then for systems such as a PC (running different OSs), the use of a Java environment is very suitable. Java also allows rapid porting to all mobile platforms
based on Android OS. In contrast to the relative ease of use and speed of development with an interpreted language such as Java, there is sometimes a lack
of powerful libraries for audio processing and techniques to be adopted must be
carefully chosen. Nevertheless in recent years the technological development of
portable devices such as smartphones and tablet has broken down many limitations. In such a technological environment, the computerization of some of
the procedures described in the previous section, pushes the investigation of the
most recent advances on audio SP, since an interactive learning game has to
guarantee a real time and reliable response. These properties can be satisfied
only after extensive reasoning and experimentation. Let us consider the problem
of pitch detection. There is a large amount of literature facing this aspect and a
lot of solutions have been proposed in the years. Non parametric methods, e.g.
based on auto-correlation, cross-correlation, average magnitude difference function, suffer from the possibility of a non-unique solution, [17], while parametric
methods, e.g. in the frequency domain as [18] and [19] are more complex and
may require a time of execution to be taken into account while using the latter
methods for real time applications. Rhythmic cues extraction is another fundamental requirement for the proper functioning of the proposed project. There is
a relevant amount of literature concerning Unpitched Percussion Transcription
as reviewed by authors in [20]. We only made a comparison between the registered rhythmic pattern and the one proposed by the game, fixing a threshold
for the maximum error. Basing on the above considerations, it was decided to
use Processing, [21], a Java programming environment which already provides
audio libraries for SP such as Ess, Sonia, Beads, Minim, [22] with a fair number
of features (i.e. AudioSources, ForwardFFT,...), as well as libraries for signal
synthesis and composition such as SoundCipher, and Tactus5, [22].

5

The Prototype

The game prototype, as mentioned before, was mainly implemented using Processing software. Processing is an open source platform, a powerful software
sketchbook and professional production tool used in many fields of audio and
image SP, science/technology and arts. Processing code can be easily exported
as Java applet, while it can be also ported to mobile platforms through the Processing environment itself. In particular the library Minim, has been chosen for
SP purposes. Minim library includes a beat detection algorithm that is based
on a very simple procedure: a comparison between the instant energy of a short
number of samples with a local energy average evaluated for a number of samples which is four times the one of samples under analysis. For the very first
prototype this procedure appears to be the best solution since it guarantees real
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time response and easiness of understanding for future improvements. Moreover
for sound synthesis we exploited the use of SoundCipher. A screen shot of the
developed prototype is presented in figure 2.

Fig. 2. Screen shot of the Crazy Square prototype.

6

Results

The concepts of Crazy Square are already in use by one of the authors with 30
students of a medium school in Rieti, Italy. Basing on both the previous experience of the author and on feedback from students, the results are very promising
although they are far to be consistent due to the novelty of the experimentation.
Pupils have confirmed to be very engaged and most of them show good improvements in a very short period. The digital version of Crazy Square has also been
shortly used (due to summer holidays) but first experiences have shown an even
grater engagement of students due to their natural facility of interfacing with
digital devices. It is worth noting that the testing is highly preliminary at this
stage.

7

Conclusions

In this paper we presented and discussed the digital version of the Crazy Square,
which is a learning procedure for young students approaching to music for the
first time. The playful dimension offered by the project has been discussed both
in terms of pedagogical aspects and its relation with a conceptual framework for
serious games. Moreover, technological requirements have been discussed and
a first digital prototype has been presented. Future works include additional
features to the digital game in order to implement even more increasing difficulty levels and functionalities concerning more melodic and harmonic exercises.
Moreover further testing on the validity of the proposed methodology are going
to be carried on.
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Abstract. Constellation is an online environment for music score making designed to intuitively explore and asynchronously co-create a music
piece by drawing “constellations” of lines that change the arrangement of
musical materials composed by Tod Machover for A Toronto Symphony.
This web environment, comprised of hundreds of colorful graphical dots
that represent fragments of a single piece of recorded music, explores a
number of challenges in designing musical participatory experience. The
design empowers participants to be musically expressive by encouraging
them to communicate, co-create, and co-explore. The interface also addresses a unique challenge in making the scoring process intuitive by the
use of real-time explorative concatenative synthesis so that the participants do not need to learn about or be skilled at music-scoring. The
musical scores created by the website visitors were eventually used by
Tod Machover to compose the final version of A Toronto Symphony.
Keywords: Music, Composition, Compositional dialog, Collaboration,
Symphony, HTML5, Co-creation, Concatenative Synthesis

1

Constellation in the context of A Toronto Symphony

A Toronto Symphony is a symphonic work commissioned by the Toronto Symphony Orchestra that premiered in March 2013. The work explored a new “musical ecology” to create a true creative and collaborative environment between
experts and amateurs in the making of the final piece of music. Furthermore,
we invited the entire city of Toronto to create a new symphony. The final piece
of music was composed through a series of infrastructures built for people in
Toronto to participate in, including a variety of web-based music composition
applications, a social media framework, and on-site community-building activities (e.g. workshops, school activities, and city explorations) to bring together
an unprecedented number of people from diverse backgrounds. This process established a new model for creating complex collaborations between experts and
non-experts in composing a piece of music. A Toronto Symphony envisioned that
a much more fluent communications between people listening to music and people making music could happen in this way. Constellation, along with other web
applications, was created as a part of A Toronto Symphony to invite anybody
who wanted to collaborate and participate in creating a piece of music from
scratch.
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Constellation aimed to creatively engage audience members to become part
of the compositional process. This web environment then helped incorporate
their creative activities into the final live concert performance for A Toronto
Symphony. Website visitors, who did not need to have specialized musical training, used a visual interface that consisted of hundreds of colorful graphical dots
that represent fragments of a single piece of recorded music to choose which musical materials to work with and to arrange and modify the musical materials by
clicking and dragging on top of the interactive visual score (see Fig. 1 top). The
visitors were asked to create “constellations” of lines connecting sounds which in
turn became their musical score (see Fig. 1 bottom left). Musical scores created
by the visitors could be shared among other people through a score gallery so
that visitors could listen to their composition and to remix each others work.

Fig. 1. Top: The interface of Constellation that visitors see first when they access the
website. Bottom left: The same interface with “constellations” of lines. Bottom right:
The same interface with a different dot orientation.

2

Goals and Challenges

In designing Constellation, we explored how an online music score-making environment can facilitate dialog between an audience and a composer to the point
that they could both contribute to creating a final piece of music. For this musical dialog to happen, we envisioned that the score-making environment ought
to encourage participants to be expressive and encourage them to communicate, co-create, and co-explore. Similar visions can be observed in many of the
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prior works similar to Constellation. These include interactive musical systems
where website visitors composed music through open-form music scoring systems
which then were used for performances (Piano Etudes and Graph Theory) [4];
where participants made sounds that were then mixed and processed in real-time
over broadcasting system [11][6]; and where links between online environments
and live concert performances in real time remotely influenced the performance
(Brain Opera and Cathedral) [8][2]. These music systems attempted to enhance
the musical experience of participants and gave new perspectives to the prospect
of dialog between an audience and a composer or between amateurs and experts.
To enable anyone to score a piece of music, the interface for the scoring
process must be intuitive enough so that the participants do not need to learn
about or be skilled at music-scoring. One way of addressing this challenge is
to use a sketching or drawing metaphor to make the composition interface and
process simpler for novices. For example, the Hyperscore graphical computerassisted composition system enables novices, particularly children, to intuitively
compose western traditional music through freehand drawing [3]. In this scoring system the act of sketching literally becomes novices’ musical piece. Other
graphical composition software systems that promoted similar drawing method
as a way to score a piece of music include UPIC [20], Different Strokes [21],
and CyberBand [19]. Constellation also uses the act of drawing as the metaphor
of composing. Participants draw constellations of lines on top of the graphical
environment to compose a piece of music in which the synthesis method is based
on a real-time explorative concatenative synthesis.
An explorative concatenative synthesis was used as the base synthesis engine
of Constellation for music making. In addition, from a technical perspective, Constellation also explored implementing a concatenative synthesis engine on web
browsers that support Web Audio API [18] proposed by W3C or Audio Data API
by Mozilla [10]. Concatenative synthesis is a technique for synthesizing sounds
using segments of audio data to assemble and construct the resulting sound [13].
Furthermore, explorative concatenative synthesis refers to a method of synthesis
based on specifying a target as a multidimensional curve in the descriptor space
[13]. Concatenative synthesis techniques for music have been explored since the
2000 in particular through the work of Schwarz and Pachet [15][22]. Different
approaches to concatenative synthesis have also been explored by many previous
works [9][7]. More recently, the creative, expressive, and explorative use of a concatenative synthesis engine for performance and composition has been explored
by projects such as the Sandboxes [16], AudioGraden [5], and Eargram [1]. All
of these projects demonstrate that applying a concatenative synthesis technique
to expressive composition and performance is possible and can result in unique
music. Like many of these projects, Constellation linked the compositional process with concatenative synthesis. To our knowledge, Constellation is the first
web browser-based application that used real-time concatenative synthesis as a
running synthesis engine for an asynchronous collaborative and creative music
composition.
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Design and Implementation

The interface of Constellation is designed in a way that engages users to explore
a soundscape with mouse gestures before they draw their musical scores. After
exploring the environment, users can draw constellations of lines to create their
own composition. This core flow of interaction in Constellation is illustrated in
Fig. 2. We can interpret this as a representation of the universal Model-ViewController (MVC) design pattern often used in computer science for building a
computer software program. The Model is the concatenative synthesis database
which consists of audio features associated with each segment of an audio file.
Both the synthesis engine and visual interface relies on the database to synthesize sound and draw graphical dots. We can consider them to be the View
of Constellation since these are what users see and hear. The control input is
mediated through the user’s mouse gesture on the graphical interface. From the
mouse gesture, we acquire the two dimensional mouse coordinates at all time
when the mouse is being pressed down. We use this information to calculate the
mouse acceleration to determine how many dots are to be selected at any given
time. The k-d tree map looks for the closest graphical dots to the current mouse
coordinates and passes their identities to the synthesis engine. The synthesis
engine then generates and sequences the correct sound fragments based on these
identities.

Fig. 2. The core interaction flow of Constellation.

3.1

Audio Analysis and Synthesis

Constellation relies heavily on the data collected from the analysis of a source
sound file to synthesize sound. We first blindly segment the sound file into subfiles at an arbitrary length, then extract audio features for each segment based on
standard audio signal processing methods and audio feature extraction methods
described in [12]. 14 features related to spectrum, pitch, and temporal information are extracted in this process in addition to the first thirteen coefficients of
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Mel-frequency cepstral coefficients (MFCCs) for each segmented sound. The extracted features are then normalized and stored in JavaScript Object Notation
file format (JSON) to asynchronously load the data on the web browser. The
web application uses the analysis data to draw graphical dots on the interface
and to also synthesize sound when the user interacts with the interface.
Constellation uses an explorative audio concatenative synthesis technique
to rearrange precomposed musical materials and create a digital music composition. It is important to note that our synthesis process does not involve a musical
target model unlike many concatenative synthesis techniques described in the
Section 2. Instead, the target sound to generate is determined by the mouse position and gesture of the user, and the sound fragments or grains are synthesized
using a similar technique to the asynchronous granular synthesis process. This
browsing approach is very similar to the Caterpillar system proposed by Schwarz
[15]. We implemented such a synthesis engine in Javascript using Audiolet [17],
a graph based audio routing API that encapsulates Web Audio API and Audio
Data API. Audiolet has prebuilt sound generators and effects, and a sample
accurate scheduler can be used to precisely control the timing of synthesis. Audiolet is also an easily extendable language, so we built custom sound generators
to realize concatenative synthesis in the web browser environment.
3.2

Mapping

The position, size, and color (red, green, and blue) of graphical dots are computed
by using the feature set extracted through the audio analysis process on a 2dplot interface similar to the interface of EarGram [1], [5], and [14]. Six features
are arbitrarily selected out of 27 features. Although users are not informed about
which feature combinations they are using, they have the choice how to arrange
the graphical dots by toggling pattern buttons shown in the left side of Fig. 3. The
unit selection algorithm for the synthesis engine is the k-d tree algorithm that
looks for the distance between a mouse coordinate and coordinates of graphical
dots. Units are selected from the database that best match the given target unit
descriptors according to the Euclidean distance. The acceleration of a mouse
gesture is used to determine how many dots at a given time is selected for
playback. Slower mouse movement results in selecting fewer dots so that the user
can focus on exploring individual sounds. The closest dots to a mouse pointer
visually becomes larger to indicate to the users which dots they have currently
selected for playback.

Fig. 3. Left: Five pattern buttons that reconfigure the orientation of graphical dots.
Right: Buttons needed for scoring and uploading a score.
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Composition Process

When the user is done exploring and decides to steer a path through the environment as a score, the coordinates of each point where a line segment anchors are
stored as JavaScript variables. The users can then edit individual line segments
or delete the entire line. All scoring modes are toggled using buttons located
at the top right corner of the interface (see Fig. 3, right). Once lines are in the
desired formation, the user can play back their composition using the playback
control panel located at the bottom of the interface. When the users are satisfied
with their composition, they can upload their score by using the upload button
also located at the top right corner (see Fig. 3, right). After the score is submitted, users can share their scores and opinions through social media platforms
such as Facebook, Twitter, and Disqus.

4

Discussion

The compositions made by participants served as a useful way to evaluate our
design and implementation decisions. Furthermore, we had several informal discussions with novices and experts who interacted with Constellation that led to
some interesting discoveries. Novices were more inclined to play and explore the
environment with their mouse gestures to understand the musical world provided
to them. They often mentioned that Constellation encouraged them to actively
discover new sound collage patterns, leading to motivating experiences throughout the session, but they were less oriented towards drawing lines to make their
composition. On the other hand, expert musicians often found themselves trying to understand the mechanism of the entire system. After taking their time
to explore the environment, they were eager to create their music score in the
way they specifically wanted. They were able to find sound textures that they
liked and to remembered the pathway that would produce the satisfying result
that they aimed for. Some experts complained that they wanted to have more
detailed control of the synthesis engine such as pitch shifting, grain duration,
and grain generation behavior. Other experts wanted to have more control over
the visual aspects such as the ability to zoom into a particular area of graphical
dots to listen to individual sounds more carefully.
The majority of both novices and experts who interacted with the interface
found that Constellation to be captivating and expressive, and they indicated
that navigating the interface was comfortable and intuitive. Most of them specifically mentioned that the use of simple and expressive mouse gestures to produce
rich and dynamic musical results was the key factor in making the interaction
motivating and enjoyable experience. They also mentioned that this feature is
what lead them to quickly grasp the interface and smoothly navigate through
the compositional environment. While the experience of manipulating sound in
the environment was good, some novices have expressed to us that they did not
submit their scores and share them with other people. Their reasons for not submitting their scores were because they felt that their composition did not meet
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the quality of what the composer was looking for or because they did not even
realize that they could submit their composition to share with other people.
For providing a communicative, co-creative, and co-explorative environment,
both novices and experts agree that Constellation achieves this to a certain degree. For instance, some novices mentioned that they could quickly learn how
to use Constellation through interacting with other people’s compositions submitted to the score gallery. Some even took this further and remixed existing
scores by adding and deleting lines before resubmission. This confirmed us that
Constellation can facilitate co-creation and co-exploration. However, making the
environment communicative and facilitating conversation among participants
appeared to be a harder problem. Some participants mentioned that they did
not want to use the social media platforms integrated with Constellation to share
their scores and preferred to keep the conversation within the environment and
the score gallery. Others mentioned that they would prefer to share their music
score if the communication platform was either in a blog or a chat client format.

5

Future Work

We acknowledge that Constellation requires formal user studies to quantitatively
evaluate how explorative, expressive, and intuitive the interface is. As we conduct
the user studies, we would also like to test whether providing more seamless,
flexible, and reconfigurable interface can help novices in sharing their creation
with others and making increasingly complex compositions. For example, we
think that making the uploading process more intuitive and uninterrupted (e.g.
saving the composition as users draw constellations) could potentially accelerate
a better sharing experience among novices. Furthermore, we think that providing
novices an ability to rearrange and tailor its interface, visual representation,
and sound synthesis engine could help novices in making much more serious
compositions. For instance, currently participants only have a choice to rearrange
musical materials provided by us; we would like to enable them to be able to
upload their own favorite music to better motivate them to use Constellation.
We also would like to give participants better access to the underlining database
to create opportunities to reconfigure graphical dots in whatever way they wish
to make their visual look and music score sound more unique. Finally, we would
like to give participants more access to the synthesis parameters through their
use of mouse gestures.

6
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Abstract. GenSession is a zoomable user interface in which short clips
of musical passages can be created and positioned on a 2-dimensional
workspace. Clips can be created by hand, or with automatic generation algorithms, and can be subsequently edited or sequenced together.
Links between clips visualize the history of how they were created. The
zoomable user interface is enhanced with an automatic re-framing mode,
and the generation algorithms used support dynamic parameters that
can be sketched as curves over time. GenSession allows melodies and
sequences of chords to be generated quickly without expert knowledge.
Initial user feedback is reported.
Keywords: zoomable user interface, ZUI, music generation, sketching

1

Introduction

Computer applications for music composition can be positioned on a spectrum
of ease-of-use. At one extreme are very easy-to-use tools, aimed at a large population of novice or casual users. These applications typically hide details of
their implementation and provide functionalities for producing musical output
in a specific musical style or genre. Examples include PG Music’s Band-in-a-Box
and SongSmith [14]. At the other extreme we find music programming environments and domain-specific-languages, which provide greater flexibility, however
in turn may require extensive training and expertise before using, for example
SuperCollider [11], athenaCL [3], or visual programming environments such as
Patchwork, OpenMusic [4] and PWGL [9]. Toward the middle of this spectrum
are tools focusing on a subset of possibilities, typically exposing specific compositional parameters through graphical user interfaces. These applications aim at
a balance of flexibility and ease-of-use and require little or moderate training.
We propose a novel interaction style that is appropriate for tools in the
middle of this ease-of-use spectrum, and we demonstrate this style in a software
prototype called GenSession, a zoomable user interface for melody generation.
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GenSession allows a user to generate short segments of melodies (or sequences
of chords), called clips. Clips may be freely positioned within a 2D workspace,
allowing the user to group or position them according to any criteria, similar to
positioning icons on a virtual desktop. Multiple clips with different generation
parameters may be created. Users may thus review multiple alternatives before
selecting among them. Users may also combine or mix the content of different
clips, or use generation algorithms to create new variants based on existing clips.
Furthermore, a network of relationships between the set of clips is displayed in
the form of graph edges, enabling the user to see how each clip was generated,
and allowing the user to visualize and retrace the history of their creative process
(Figure 1).

Fig. 1. The main window of the prototype. The 2D workspace displays a network of
interrelated settings objects and clips.

GenSession also leverages concepts from Zoomable User Interfaces (ZUIs)
[5], allowing the user to zoom into a single clip (to see a piano-roll type view of
the clip) or zoom out to an overview of all clips. The user may quickly toggle
between these two views with a single keystroke, during which the zooming
is animated with a quick and smooth visual transition, making it easier for
the user to understand the relationship between the two levels of abstraction.
Furthermore, when the user is zoomed out and is dragging clips to reposition
them on the 2D workspace, our prototype supports “automatic re-framing”, with
the main window automatically panning and zooming to maintain the visibility
of all clips at any time.
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GenSession allows a variety of parameters to be chosen by the user and fed
into music generation algorithms. Parameters may be boolean, integer, floating
point, or even quantities that vary over time, which we call dynamic parameters. Such dynamic parameters may be drawn as curves with the user’s mouse
(Figure 2), allowing the user to informally sketch out how different generation
parameters (such as note duration) should vary over the course of a clip.

Fig. 2. The user has zoomed in on a settings object, to see and edit its properties.
This settings object generates clips with 4 bars, with target chords E-, B-, F♯dim,
E-, respectively. Dynamic parameters appear as curves that can be sketched with the
mouse. The red curve is the percentage of generated notes that should fall on notes
of the target chords, and the green curve corresponds to rhythmic density. The semitransparent envelope around the green curve corresponds to the allowed variance in
rhythmic density.

The result is an interactive music generation tool which allows musicians
without a computer music background to quickly generate new melodies and
variants of melodies. These melodies can be reviewed, modified, and recombined
with an easy-to-use graphical user interface that helps the user keep track of
and visualize their history and relationships between clips. Our contributions
are (1) the use of a zoomable user interface, with optional automatic re-framing,
for navigating a graph of relationships between clips, (2) the ability to sketch
out curves to define dynamic parameters for generation, (3) initial user feedback
from music students and researchers that partially confirm the value of our
prototype’s features.
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GenSession Prototype

GenSession is a Java application that uses the javax.sound API.
2.1

General Overview

GenSession allows the user to generate short passages of music, called clips, using
different generation settings, and then listen to them, reposition them on a 2D
workspace, copy them, modify them, and delete those that are no longer desired.
In the main window (Figure 1), a panel of options appears on the left, and most
of the main window is taken up by the scene (workspace), which contains two
kinds of nodes: clips, and settings objects (used to generate clips). Nodes are
connected by arrows to indicate which nodes were used to generate other nodes.
These arrows help the user recall the history of operations that were performed.
With the mouse, the user may freely pan and zoom within the 2D scene, or
activate an automatic re-framing mode whereby moving a clip causes the scene
to automatically pan and/or zoom to maintain the set of all clips centered and
visible. The user may also select a single node and modify it through the panel
of options on the left, or zoom in on the node to see and modify details of its
settings or content. Hitting a key on the keyboard allows the user to rapidly
zoom in or out of the selected node, allowing the user to switch between a global
overview and a focused view of a single node. These keyboard-driven transitions
between “zoomed out” and “zoomed in” are smoothly animated over a period
of 0.5 seconds, which is slow enough to avoid disorienting the user, while also
fast enough to avoid slowing down the user’s workflow.
2.2

Settings Objects

When the GenSession application is first launched, the scene is empty, with no
nodes. The user could begin by creating an empty clip and manually entering
notes in it, but a more typical usage scenario is to first create a settings object.
Once created, the user can zoom in on the settings object (Figure 2) to modify
its parameters.
Settings objects are used to generate clips, and contain parameters describing
the kind of clips to generate. When the user is zoomed in on a settings object,
the panel of options on the left side of the main window allows the user to modify
the scale and number of bars in the generated clips, as well as other parameters.
The example in Figure 2 shows options for generating clips with 4 bars, in E
minor, using the chord progression “E- B- F♯dim E-”. The chord progression
defines one target chord for each bar, and can be entered manually, or can be
inferred by the software if the user enters a cadence string like “I V II I”.
Note that when generating a clip, the target chords in the chord progression
are not simply copied into the clip. Instead, the target chords provide guidance
for the generation algorithm, which we discuss later.
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Other parameters in the settings object include: the percentage of generated
notes that should fall on notes of the target chords (we call this p in a later section); the rhythmic density; the fraction of generated notes that should be rests
(silences); and the number of notes K to generate together at each generated
position in time (for example, setting K = 3 will cause the generated music to
be a sequence of 3-note chords, that are not necessarily the same as the target
chords).
Rhythmic density varies between 0 and 6, and determines the duration of
generated notes (we chose the following ad hoc mapping: a density of 0 corresponds to a whole note, 1 for half note, 2 for dotted quarter note, 3 for quarter
note, 4 for dotted eighth note, 5 for eighth note, and 6 for sixteenth note). In addition to setting a value for rhythmic density, the user may also set a “variance”
parameter. For example, if the rhythmic density is set to 3, with a variance of 1,
the resulting rhythmic density would be randomly chosen in the range 3±1 for
each note.
We distinguish between global parameters, that are constant for the entire
clip, and dynamic parameters, that vary throughout the clip. For example, both
the “percentage of notes on chords” and “rhythmic density” can be set to a
single value using a slider in the settings panel on the left, in which case they
behave as a global parameter. On the other hand, the user may instead draw a
curve for each of these parameters with a value that varies over time, defining
a dynamic parameter. For example, in Figure 2, the “percentage of notes on
chords” starts off high, and then decreases to a lower value in the later bars.
2.3

Clips

Clips are the second kind of node in the scene. When the user is zoomed in on a
clip, they see a piano-roll style view, within which they may manually edit notes.
Figure 3 shows the rows corresponding to the target chords highlighted in grey.
This highlighting can be optionally turned off. An additional option highlights
all notes in the scale in a lighter shade of grey. Both kinds of highlighting can
make it easier for users to position notes in the piano roll.
Every clip has 2 voices, or subsets of notes, that are similar to the concept of
tracks. The voices are identified by color (red or blue), and the notes of a voice
are displayed with this corresponding color.
2.4

Algorithms for Generating Clips

To generate new clips, the user must be “zoomed out” (i.e., not zoomed in on any
node), in which case the panel of options (Figure 1) contains widgets to select
and execute a generation algorithm, based on the currently selected settings
object and/or currently selected parent clip.
The generation algorithms we designed were inspired in part by Povel [13].
The basic algorithm we implemented generates notes sequentially, at temporal
positions denoted by t = 1, 2, 3, . . .. The timing of these temporal positions
depend on the rhythmic density, which may be fixed or dynamic, and which
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Fig. 3. When the user zooms in on a clip, a piano-roll style view is displayed, and
individual notes can be edited.

may have some “variance” allowing for random choice in note duration (i.e.,
distance between consecutive temporal positions). When the variance of the
rythmic density allows it, the algorithm will more often choose notes of the same
duration as the previous note, and will also more often choose note durations so
that notes fall on the beat.
Let K be the number of notes to generate together at each generated position
in time, as specified by the user in the settings object. For example, K = 1 means
a monophonic melody is generated, and K = 3 means that 3-note chords are generated (not necessarily the same as the target chords). We denote the sequence
of generated notes as (n1,1 , . . . , n1,K ), (n2,1 , . . . , n2,K ), . . ., where (nt,1 , . . . , nt,K )
is the set of simultaneous notes at temporal position t.
Furthermore, let p be the percentage (as specified by the user in the settings
object) of notes that should fall on notes of the target chords.
The first note, n1,1 , is given a random pitch, with probability p of falling on
a note of the first bar’s target chord, and probability p − 1 of falling somewhere
else on the clip’s scale. From each note nt,1 , we generate nt,2 , which is used to
generate nt,3 , etc., until nt,K is generated, at which point nt,1 is used to generate
nt+1,1 , which is used to generate nt+1,2 , etc.
Each time the first note nt,1 at a new temporal position t is generated, a 50%
coin toss decides whether the other notes nt,2 , . . . , nt,K will have progressively
increasing or decreasing pitches. Assume that increasing pitches have been chosen, for the sake of illustration. The algorithm then searches upward from nt,1
for the next pitch that is either on the bar’s target chord or on some other note
of the scale (depending on the outcome of a p-weighted coin toss), and assigns
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this pitch to nt,2 . This is repeated, searching upward from each nt,i to find the
next pitch to assign to nt,i+1 , repeating the p-weighted coin toss each time.
Once nt,K has been generated, the algorithm then generates nt+1,1 from nt,1 ,
the same way it generated nt,2 from nt,1 : a 50% coin toss to choose whether to
move upward or downward in pitch, and a p-weighted coin toss to determine
whether nt+1,1 will fall on the bar’s target chord or on some other note of the
scale. (Note that, from temporal position t to t + 1, we may have moved into a
new bar with a new target chord, or we may still be in the same bar.)
The above algorithm can be executed to create a new clip from a settings
object. There are also 3 variants of the above basic algorithm:
Variant 1: “Keep existing rhythm, generate new pitches”: this reuses the
rhythm of an existing selected clip, and generates new pitches in the newly
generated child clip. The child clip is then shown linked with arrows to both its
parent settings object and parent original clip.
Variant 2: “Keep existing pitches, generate new rhythm”: similar to the first
variant, this results in a child clip with two parents: a settings object, and the
original clip. In this case, the total duration of the modified notes may no longer
match the total number of bars, so the algorithm will compensate by either
truncated the end of the child’s notes if they extend past the last bar, or fill in
the end with generated pitches if the modified notes don’t reach the end of the
last bar.
Variant 3: for each note in a parent clip, this variant randomly chooses to
either change the note’s pitch, or the note’s duration, or change both, or change
neither. The probabilities for each outcome are currently fixed in the source
code, but could easily be exposed with sliders similar to the other generation
parameters.
Finally, with each of the 4 generation algorithms above (the basic algorithm,
and the 3 variants), the user has the choice of having each voice (red or blue)
in the generated child clip be copied from the parent clip or generated with the
algorithm.
2.5

Timeline

In Figure 1, along the top of the 2D scene, there is a timeline widget that can
be used to play a sequence of consecutive clips. The user can drag clips into the
timeline in any order, and hit “Play” to listen to the resulting piece.
2.6

Additional Features

The user may select two existing clips, and combine them into a single child clip,
made with the blue voice of one parent and the red voice of the other parent
(Figure 4).
Each clip also has a “regeneration” option that, when turned on, causes the
content of the clip to be regenerated on-the-fly when the clip is played. Such
clips can be dragged into the timeline between other clips with fixed content, in
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Fig. 4. The user has defined two settings objects, one with an increasing rhythmic
density, the other with a decreasing rhythmic density, and generated one clip with
each of them. Next, the user combines the two clips into a child clip, made with the
blue voice of one parent, and the red voice of the other.

which case they behave somewhat like an improvised clip that sounds different
each time the piece is played (but always with the same target chord sequence).
Once a clip has been generated, the user can experiment with changes to the
scale or changes to the (target) chord progression, causing individual notes to
update. This is done using the panel of widgets on the left of Figure 3, after
zooming in on the clip. For example, if the scale is initially C major, and the
first bar’s target chord is C major, the user can change the first bar’s target
chord to C minor, in which case all the E notes in that bar are changed to E♭.
Alternatively, the user may change the scale from C major to C (natural) minor,
in which case all E notes in the bar become E♭, and all B notes in the bar become
B♭.
Finally, GenSession can save MIDI files, as well as output a live MIDI signal
to a MIDI port, with each voice on a different channel. This allows the use of
GenSession in conjunction with other tools such as Ableton Live.
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Source Code and Video Demonstration

The source code for our prototype, as well as a video demonstrating its features,
can be found at
http://hifiv.ca/~francoiscabrol/GenSession/

3

Initial User Feedback

To evaluate our interface, one of us (Cabrol) conducted individual meetings with
7 users having some professional relationship with music: 3 master’s students in
music and technology, 1 master’s student in acoustics, 2 Ph.D. students doing
research related to music and technology, and 1 artist who has performed experimental music at concerts. 2 of these users are experienced musicians, 3 of them
are less experienced intermediary musicians, and 2 of them have very limited
knowledge of music theory. None of them had seen our prototype before the
meetings.
We started the meetings by demonstrating the main features of the prototype
for approximately 15 minutes. This demonstration was the same for each user,
and involved generating clips with a melody on the blue voice, then generating
clips with rhythm chords on the red voice, and then combining clips to merge
together the melodies and chord accompaniment into a single clip.
Next, the participant was invited to freely interact with the prototype. In
most cases, the meeting lasted a total of 1 hour, but most users were interested
in using the prototype longer, or using it again at a subsequent meeting, or in
obtaining a copy of the code. Two users spent a total of 2 hours each using the
prototype.
When using the prototype, users started with an empty scene. They were
invited to create anything they like, to explore and do as they wished, with
help being provided by Cabrol whenever the user needed it. Most users roughly
recreated the steps that had been shown to them in the demonstration: creating
settings objects, then generating clips, then combining different voices of clips.
However, each user chose different scales and chord progressions, and different
users also played with the rhythmic density in different ways. A critical step for
the user to generate clips is to first choose a scale and (target) chord progression
in the settings object. Novice and intermediate users found this step challenging,
and all users suggested having an easier way to do this, for example, an interface
that would suggest chord progressions, or one that would allow the user to hear
previews of chords and then drag them into a progression.
Users liked the zoomable user interface (ZUI) a lot, and they liked seeing
thumbnail representations of the clips when zoomed out, enabling them to distinguish clips more easily. The automatic re-framing mode was also very wellliked. One user stated that they would very much like to have a similar feature
in another music editing program that they use regularly.
All users found the prototype “easy to use”, but also found that it took some
time to learn the various features of the user interface. After 30-45 minutes of
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use, most had learned the main features, and were interested in using it given
more time and opportunity. As one user summed up, “Good interface, easy to
use, but requires a training time like every music production tool to understand
all the functions.” Generally speaking, the users with beginner and intermediate
experience in music found that the prototype allowed for easy creation of interesting sounding pieces, whereas the more experienced musicians thought the tool
would be appropriate for experimental use and for teaching musical concepts to
others. 4 of the 7 users stated they would like to have a similar application for
themselves to compose or just to experiment.

4

Future Directions

As indicated by the user feedback we obtained, it would be useful to have a
mechanism to make it easier to hear previews of chords and progressions, and
possibly even automatically suggest chord progressions. Automatic suggestions
might be generated in a partially stochastic fashion, possibly based on parameters describing the desired “tension”.
Future work could allow the user to connect the GenSession user interface
to other generation modules, possibly defined in external software, or possibly
through a plugin architecture. Rule-based algorithms [8] and genetic algorithms
[6, 15] would both be useful sources of material. As Papadopoulos and Wiggins
[12] state, “Systems based on only one method do not seem to be very effective. We could conclude that it will become more and more common to ‘blend’
different methods and take advantage of the strengths of each one.”
To help users manage large collections of clips, features could be added for
performing automatic layout on demand, based on graph drawing algorithms
[7]. Users might also be allowed to select groups of clips and collapse them into
a “meta node”. Additionally, techniques from virtual desktop interfaces that
enable users to collect icons together into “piles” [10, 1] could be adapted for
working with sets of clips. This leads to a related question of how to provide the
user with a meaningful “musical thumbnail” of the contents of a pile of clips:
perhaps when the user hovers their cursor over a pile or collection of clips, a
randomly chosen clip, or intelligently-chosen subset, could be played.
Finally, features to help users understand the differences between two clips
could be beneficial, perhaps by highlighting the different notes between a pair
of chosen clips, similar to how different versions of a text file can be compared
by visual “diff” tools. Highlighting differences in individual notes could help the
user immediately see where the clips differ without having to listen to a playback
of both clips. In addition, highlighting differences in chord progressions or keys
between two clips could help the user check if two clips are “compatible” before
merging them into a single clip. Difference highlighting could be done in response
to cursor rollover: the clip under the curser, and all its neigboring clips, could
have the differences in their notes highlighted. Differences could also be visualized
at the level of entire collections of clips: users may benefit from a visualization
showing how a scene has evolved over time, i.e., showing which clips have been
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deleted or created. Techniques for this could be adapted from previous work on
the visualization of dynamic graphs [2, 16].
Acknowledgments. We thank the researchers and musicians who gave us their
time and feedback. This research was funded by NSERC.
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Abstract. Although there have been many studies investigating the nature of bimanual roles in percussion and music in general [6] [7] [16] [12],
little research has been specifically devoted to the influence handedness
exerts when concerning percussion performance gestures. Nevertheless,
this e↵ect on performative tasks could play an important role in producing realistic gesture models, and in acquiring accurate gesture based data
from performers. This paper presents three instances where the e↵ects
of handedness in snare drum and timpani performance can be observed.
These examples show that the handedness of a player can have a distinct influence over the symmetry of movement between the left and
right hands.
Keywords: Handedness, Percussion, Gesture, Motion Capture

1

Introduction

On the surface, understanding the nature of percussion performance seems quite
simple. A percussionist strikes an instrument with their hands or with a stick,
and the object sounds accordingly. With a single stroke, any object can become a percussion instrument; perhaps this is why percussion instruments have
been traced as one of the earliest musical instrument families in human history [11]. Despite the low entry fee [18] that percussion instruments o↵er their
performers, the actions that execute the performative gestures involve complicated dynamic relationships between the performer’s body and instrument(s) [5].
Godøy describes in [8] that, what may be seen as a single performative action,
can contain many co-articulative elements within it. The notion of coarticulation
demonstrates that intensive e↵orts are needed to fully understand the nature of
musically influenced gesture.
Because of the complicated nature of percussion performance and due to the
vast instrumental scope of the percussion family, studies of percussive gesture
?

Thanks to Alexander Bouënard for providing the timpani motion capture data and
to my colleagues at CIRMMT and IDMIL.
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have generally been limited in focus to a particular instrument. Once more, few
studies have examined the e↵ects of handedness in percussion performance. Understanding the physical relationships between performer and instrument are
crucial for the advancement of technology in gestural recognition, data acquisition, gestural modeling, and instrument design [1] [17] [14].

2

Technical Approaches to Handedness and Symmetry

The notion of symmetry in percussion is an inherent yet rarely addressed issue
in learning, teaching, and performing. Previous research [6] [7] has shown that
musical experience and practice reduces the asymmetry between maximum tapping frequencies between the left and right hands. Non-experienced performers
tend to display a wider variance between maximum tappings, as well as phasewandering (inconsistent phase-transitions). Experienced drummers often display
no phase-wandering. In addition, previous findings suggest that while hand preference can remain the same, asymmetry between sides can be reduced over time
with practice.
2.1

A Percussionist’s Perspective of Symmetry

Asymmetry is an integral part of the interactions that take place between percussionists and their instruments, and can be observed in a variety of ways. This
can be highlighted in four-mallet performance on the marimba, where the left
hand is often required to work with a physically larger range due to the increased
size of the bars in the lower register. The right hand is made to work with physically smaller intervals, requiring very di↵erent movements and fine-motor skills.
These e↵ects are exaggerated when it comes to multi-percussion performance,
where collections of instruments have the potential to demand awkward leaps
and close-quartered movement from the percussionist.
Symmetry can be easily seen in the circular playing surface of most membarne
instruments. Although the sound and feel is dependent on the tuning of the lugs,
in ideal conditions, a tom-tom can be approached from any side with the same
technique by the performer when using matched grip (where the sticks are held
similarly in each hand).
Until recently, asymmetrical techniques were also used on symmetrically
shaped instruments like the snare drum. The traditional grip, as it is commonly
called today, was born of military traditions and practices, and required completely di↵erent grips in the left and right hands. Following an investigation by
[4], it was found that traditional grip requires a significantly greater number of
muscles to properly execute.
2.2

Evenness in Percussive Pedagogy

Whether a performer is a novice or a professional, the snare drum is a staple
instrument of percussion pedagogical practices, and an area of intense focus
when developing technique.
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In the beginning phase of learning percussion, many teachers instruct students to begin with simple, single strokes on the snare drum at a comfortable
pace to gain an understanding of the physics of the drum. Beginning objectives
often include learning how the stick rebounds from the drumhead, how the fingers and wrist respond to the bounce in order to gain control, and how the arms
must react so that a new stroke can be initiated. All of these actions happen
without much conscious thought, yet are crucial to developing a healthy, proper
technique. When considering the concept of symmetry in the beginning phases
of learning, many method books and teachers describe the desire for a player to
produce even strokes with an even tone with little further description [4] [9].
Evenness is often used as a catch-all word, meant to address both the sound
and performative technique of a player. While symmetry is not always directly
addressed in method books and private lessons, players are taught to look for
discrepancies between the left and right side. A lack of evenness between the
two halves can result in a disproportionate use of the arms, as well as acts
of compensation to balance the sound. This can result in pronged tension and
injury, which is why evenness is crucial for developing a sustainable technique.

3

Handedness in Snare Drum Performance

This first example, which discusses the possible e↵ects of handedness in percussion performance, stems from observations made by the author of his own snare
drum playing. Observations from this trial spurred interest in the handedness
phenomenon, which lead to the review of motion capture data presented in section 4. The motion capture session was conducted as a preliminary experimental
trial, seeking to observe the possible e↵ects of phase-transition [10] , in a simple
snare drum exercise. Phase-transition in this sense refers to an abrupt shift in
gait similar in nature to a walking-running transition. The study was modeled
after research conducted by [17], in which a violinist and violist were asked to
perform an accelerando and deccelerando while having their movements recorded
by a motion capture system. In their report, the notion of gestural continuity
was presented, which can be used to explain the subtle variations of performative
gestures that occur when moving from one technique to the next (e.g. detaché
and martelé).
The preliminary study performed by the first author further investigates the
concepts of gesture continuity and phase-transition, with a slightly di↵erent task.
Instead of performing an accelerando and deccelerando freely in time, the participant (the first author) performed a crescendo and decrescendo using a fixed
tempo. In percussion, stroke speed is integral to the performance of both dynamics and tempo. To perform a crescendo and decrescendo, the percussionist must
increase and decrease stick speed accordingly. The addition of a fixed meter forces
the performer to exert more control over the stick, so that the desired change in
dynamic levels fall within the specified time signature. When performing just an
accelerando and decelerando, the rebound feeds more naturally into the percussionists movement since there is no need to evenly space each stroke. Therefore,
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the performance of a smooth and aesthetically desirable change in dynamics in
a fixed tempo requires a comfortable phase-transition from the performer. This
study is focused on the percussionist’s posture pre- and post- phase-transition,
and displays how handedness can potentially alter the performance technique.
3.1

Methodology

This experimental trial consisted of a simple 5 measure exercise of straight sixteenth notes performed by a single participant, with a crescendo from pianissimo
to fortissimo and back. The tempo for the exercise was held at 120 BPM, with a
total length of 10 seconds. To record the movement of the performer, the exercise
was conducted in the Performance and Recording Lab at CIRMMT using the
Qualisys Motion Capture System. The movement was recorded with a sample
rate of 210Hz using 11 Qualisys Oqus 400 cameras. A total of 26 markers were
placed on the performer, with the markers on the arms and wrist corresponding
to the Vicon Plug-in-Gait diagram [15].
3.2

Analysis

Upon reviewing the data from the exercise, di↵erences between the left and right
sides of the body were observed, even before any phase-transition took place.
In Figure 1, di↵erences in the height of the left and right wrists can be seen
immediately. Furthermore, the e↵ects of phase-transitions had separate e↵ects
on each hand. Before the arrival at fortissimo, the left wrist began to push
down and then rise at a steeper rate than the right hand. It is also apparent
that, despite the lack of an indication of stick ordering in exercise, the right
hand always struck first. Given that the performer is right-handed, it could be
hypothesized that the right hand began each exercise because of the preference
given to the dominant hand when performing temporal tasks [16].
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Fig. 1. Wrist height for the duration of the entire exercise and a comparison between
pianissimo segments for each hand pre and post phase-transition. The dashed line
represents the second pass of the pianissimo passage after two phase-transitions.
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Percussionists are often trained to observe their technique in a mirror, to
ensure that each limb produces a similar stroke. A lack of focus on the left-hand
side could possibly be explained by preference in attention given to the dominant
right-hand side, resulting in a less disciplined and technically unrefined left side
gesture profile. In general, the right-hand side of the body performed a more
controlled and technically efficient execution of the performative exercise. It can
also be noted that the phase-transition had a similar e↵ect on each half of the
body when comparing the first and last measures of the exercise, which can be
seen in the right side of Figure 1. Upon exiting the last phase-transition, each
hand was performing the same pianissimo dynamic marking at a greater height
compared to the beginning of the exercise.

4

Handedness in Timpani Performance

The next two examples borrow data from [2], which proposed novel analysis,
modeling, and synthesis strategies for percussion performance. These examples
display the movement of a right-handed professional timpanist and a left-handed
undergraduate percussion student. In each exercise, the performer was asked to
play legato timpani strokes, with a steady tempo of approximately 67 bpm and
a mezzoforte dynamic level. This study is useful because it displays the motion
of a simple stroke without any required change in tempo or dynamics, which can
exaggerate di↵erences in the left and right hands. Therefore, an accurate sense
of the natural and relaxed striking gesture can be observed.
4.1

Methodology

The motion data was captured using the Vicon Plug-in-Gait protocol and a Vicon
infrared motion tracking system in the Input Devices and Musical Interaction
Laboratory at McGill University. The complete details on the motion capture
protocol used to collect this data can be found in [2].
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Fig. 2. The mallet trajectory for the duration of the entire exercise.
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Analysis

In Figure 2, the tracing of each stroke with regards to distance and height (i.e.
the y and z dimensions, where z is the height and y is the sagittal distance
in front of the performer) can be observed. This graphical representation displays the gestural profile of the performer, where di↵erences between the left
and right hands can be clearly seen. Long and expressive movements characterize the trajectory of the professional’s gesture as each stroke is executed with a
high level of precision. Major di↵erences between the left and right hands can
be observed in upper half of each stroke. This area corresponds to an ancillary
gesture which demonstrates qualities of expression. After each stroke, the righthanded professional timpanist lightly preps the mallet as if conducting with a
baton. This motion is greatly exaggerated in the left hand as the mid-stroke
loop is much larger. In comparison, the right hand experiences a much smaller
range of movement. One such consequence of the larger movement found in the
left hand can be observed in Figure 3, which was calculated using the mirpeaks
function from the MIR ToolBox [13]. This graphic displays the peaks in recorded
audio from the exercise. Given that each performer began with their dominant
hand (undergraduate is left-handed and the professional is right-handed), a dissimilarity in dynamics between each hand can be found. Here, the left hand of
the professional consistently plays a quieter strike.
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0
0

5

10

15

Time (s)

Fig. 3. Peak values for the professional and undergraduate timpanists.

While there are slight, yet obvious di↵erences between the left and right hand
sides in the professionals gestural profile, asymmetry is certainly magnified in the
student example. Here, a left-handed undergraduate student performs the same
performative task as the professional. By observing the results in Figure 4, the
e↵ects of handedness and lack of experience is apparent. While the left hand displays larger and more elliptical strokes similar to that found in the professional,
the right hand moves in an inconsistent manner. Each stroke is approached from
a di↵erent angle and mid-stroke movement is often erratic and unpredictable.
This can be explained by excess rigidity in the non-dominant hand, resulting in
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a lack of control when attempting to influence the rebound trajectory. An analysis of the peak data from the audio in this example also demonstrates a lack
of comfortable control in dynamics as well. Through a simple visual analysis,
handedness exerts an influence in determining the mallet trajectory and overall
gestural profile of each timpanist, regardless of experience.
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Fig. 4. Mallet trajectory for the duration of the entire exercise.

5

Conclusion

As discussed in this paper, the notion of symmetry and handedness in percussion
performance is a complicated issue. The physiological tendencies of a performer’s
technique can di↵er greatly from player to player. Compromises are necessary
and a natural part of learning how to play. For this reason, [4] states that percussion pedagogy should be awareness-oriented ; goal-oriented learning is not as
constructive. An individual performer’s technique will always display aspects of
asymmetry, resulting in a unique gestural profile.
With this in mind, technological e↵orts in gestural modeling, synthesis, and
data acquisition would find it useful to further investigate this issue. In the
study by [3], which introduced novel methods for producing a physical model of
a timpanist, it was decided that the representation of the virtual percussionist’s
movements were exaggerated and unnatural. This can partially be explained because of the lack of attention given to the di↵erences between the left and right
sides of the virtual performer. Moreover, any e↵ort to reproduce the gestural
style of a given technique or player will have to take the natural di↵erences
caused by handedness into account. Studies seeking to acquire gestural information from a percussionist would also benefit from a deeper understanding of
the possible di↵erences caused by and influenced by handedness. Assuming that
the di↵erences between each hand are negligible is incorrect. Therefore, more research is needed to provide reliable theories in this area, especially with regards
to comparing the di↵erences in gestural profiles of left- and right-handed players
and di↵erences in mallet grip.
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Abstract. In this paper, the approach and implementation towards a
cross-platform and cross-browser interactive music player, inspired by
the MPEG-A: Interactive Music Application Format (IM AF) standard,
are discussed. The approach included requirements gathering as well as
a pros and cons analysis of alternative technologies considered. This is
followed by the description of the IM AF player implementation using
HTML5 and the related APIs used, as well as a discussion on its features
and conformance to standard.
Keywords: MPEG, IM AF, Interactive Music, standards, online player.

1

Introduction

The music industry is nowadays going through a transformation. With the advent of new paradigms of recording, producing and sharing music over the Internet, an advanced audio file format, that enables users to interactively enjoy
music as it best suits them, is needed.
The MPEG-A: Interactive Music Application Format (IM AF) [1] provides
the users a way to mix, tweak and rearrange the different musical instruments
tracks of which a song is composed, allowing them for example to only listen
to the vocals (a cappella), or mute them (karaoke) [2]. Such interactivity is of
outmost significance especially in relation to nowadays sharing services and social networks, where users are able to upload their own content, which instantly
becomes available for other users to download, stream, and even propose their
own mix and re-upload the songs, creating this way a powerful user community.
In this scenario, a cross-platform and cross-browser player able to decode and
play online IM AF files becomes a necessity. Therefore, in this paper the different approaches and technologies available for building such a cross-platform
and cross-browser IM AF player are discussed alongside its prototype HTML5
implementation.
?
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In particular, Section 2 presents the steps considered in the design and implementation of the HTML5 IM AF player, while Section 3 discusses the results
obtained and in Section 4 some conclusions are drawn.
1.1

The IM AF Standard

The IM AF standard structures the contents of a song with multiple unmixed
tracks/instruments into an ISO-Base Media File Format container [3] (stored
with a .ima file extension), along with synchronised lyrics, album artwork and a
set of rules that limit the users’ mixing options to a range allowed by the creator.
This container is therefore comprised of different media data formats, such
as MP3, PCM or AAC for audio data, JPEG for still images and 3GPP Timed
Text for synchronised lyrics [2].
The standard, besides the use of preset modes, which are predefined mixes
established by the content creators, such as the a cappella and karaoke versions
mentioned above, allows the grouping of different musical instruments, thereby
rules could be easily applied to groups of instruments rather than individual
ones, i.e., changing volume of all string instruments rather than to guitar and
bass, separately.

2

Design and Implementation

2.1

Requirements

An online IM AF player, apart from the requirements for compliance to the IM
AF standard, needs to also satisfy additional requirements with respect to its
online implementation. These requirements are summarised in the following:
• Reading .ima files. The player shall be able to read .ima files and perform the basic functionalities of the format, such as change the volume of
each musical instrument, display the associated pictures and show the lyrics
synchronously.
• Cross-platform. The player should be cross-platform and cross-browser, of
course within possible limits, in order to simplify the further development of
the service.
• Sustainability. The application shall be sustainable, which means that every service and technology used, as well as the target platforms for the
application, should be available in the near future.
• Adaptability. The player shall be able to support any device independently
of their processing power capabilities, screen resolution or size. Allowing if
necessary only a limited set of operations, e.g., streaming a limited number
of tracks or simply a preset track.
• Server connectivity. The player shall be able to contact a specific server
from which to pull the contents at the client’s request, the contents being
either the .ima file itself or audio tracks, pictures, lyrics and metadata individually.
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3

Considered Options

This section discusses the alternative approaches considered for the IM AF player
implementation, detailing their advantages and disadvantages, and specifying the
reasons as to why they were not eventually adopted. Table 1 summarises these
approaches with respect to the requirements mentioned in the previous section.
1. Plug-in. The first approach considered was the development of a browser
plug-in, either starting from scratch or making use of the standalone reference software IM AF player [1] as a starting point. However, this approach
would only be feasible for desktop browsers, that allow the user to download
a third-party plug-in. For mobile devices this approach would be either quite
complex (Android) or simply not possible (iOS) [4]. In such case, a separate
standalone application for each platform would be needed.
2. Adobe Flash. The next alternative approach considered was the implementation of the IM AF player as a Flash application. This approach would
have partially solved the problem of requiring the user to install external
plug-ins, since most users have already Adobe Flash in their browsers.
Adobe Flash provides a powerful framework for audio processing and most
of the online tools regarding audio used to be implemented in Flash ActionScript. However, Adobe Flash is being lately substituted by more interoperable approaches, and nowadays an increasingly number of platforms are
adopting JavaScript and HTML5 instead of Adobe Flash, iOS being one of
them. Thus, Adobe Flash does not satisfy neither the sustainability requirement, nor the cross-platform requirement, since as with the previous plug-in
approach, a standalone application for iOS would have had still be needed
to be implemented.

Plug-in
Adobe Flash
HTML5

.ima files Cross-platform Sustainability Adaptability Server connectivity
X
×
X
X
X
X
×
×
X
X
X
X
X
X
X

Table 1: Requirements fulfillment versus alternative technologies considered towards the IM AF prototype implementation.

2.3

HTML5 Approach

With respect to the requirements mentioned in Section 2.1 and the aforementioned discussion on the alternative options considered for a cross-platform and
cross-browser IM AF player implementation, eventually the HTML5 approach
was adopted. This approach with its pros and cons is discussed in the following.
HTML5 (and its complementing CSS3 [5] and JavaScript) is a relatively
recently standardised set of technologies that has seen an enormous increase
in popularity in the last years and, although some services are still reluctant to
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adopt it, more and more platforms are switching to HTML5 support rather than
Flash.
The disadvantages of the HTML5 technology are:
(a) The availability of Application Programming Interfaces (APIs) for each platform, depending on the browser manufacturer’s good will.
(b) The processing power available to applications depends on the browser rendering engine.
The advantages of the HTML5 technology are:
(a) As opposed to the other approaches considered earlier, HTML5 is a newly
created technology, which is an indication that is highly likely to be continued
to be supported by browsers for some time in the near future. As a result,
it satisfies the sustainability requirement.
(b) Possibility to be used for both front-end and back-end development, with
the help of other technologies such as AJAX, JSON, etc. The connectivity
with servers is extremely straight-forward.
(c) Availability of several very powerful standard APIs focused on audio processing and file management, such as Web Audio API [6] and File API [7],
respectively. Web Audio API is in fact the framework on which this IM AF
prototype player mostly relies. This is because the Web Audio API includes
the audio engine necessary to mix, extract data, apply effects, etc. to the
basic audio file formats (MP3, PCM, AAC, etc.).
Table 2 summarises the availability of these APIs used for the HTML5 IM AF
prototype player implementation on the most commonly used browsers. Consequentially, it can be noted that the HTML 5 IM AF player is currently supported
on Chrome and Safari on OSX, Chrome for Windows and Safari on iOS. Support
of the player on Chrome on Android and Firefox is also expected in the near
future.
These HTML5 cross-browser capabilities allow for an extremely easy adaptation of the player to different platforms, with only a small number of tweaks
in the CSS3 style files.

Chrome
Safari
Firefox
Safari iOS
IE
Android Browser
Chrome Android

HTML5
Supported
Supported
Supported
Supported
Supported
Supported
Supported

Web Audio API
File API
Supported
Supported
Supported
Supported
Near Future
Supported
Supported
Supported
Not Supported
Supported
Not Supported Partial Support
Not Supported
Supported

Table 2: Availability of the technologies (Web Audio API and File API) used
for the HTML5 IM AF prototype player implementation on the most commonly
used nowadays browsers.
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Fig. 1: Graphical User Interface of the HTML5 IM AF online player prototype.
Figure 1 shows the graphical user interface of the online HTML5 IM AF
player. The waveforms of each musical instrument track are plotted alongside
their volume sliders enabling easy tracks’ mixing by the user. At the top right
corner a thumbnail picture related the album’s artwork is shown; the synchronised lyrics and chords are also shown at the bottom.
2.4

Client- or Server-side Decoding

Regarding the decoding of the IM AF container, two possibilities have been
considered, each one with its advantages and disadvantages: a) processing and
parsing the file directly in the users’ browser (client-side approach) or b) parsing
the file on a server and sending to the client the individual audio, text, and
metadata files (server-side approach).
In the client-side approach some of the available processing resources at the
client is consumed in parsing and decoding the IM AF file. This is a drawback
for the mobile devices case since may limit the number of musical instrument
tracks able to be decoded at the same time. This approach is shown in Figure
2a.
Performing the IM AF file decoding on the server side, as is shown in Figure
2b, solves the possible limited processing power problem, i.e., on mobile devices.
That is, whenever the application requests a song, the server parses the IM AF
file and sends the resulting audio, text and metadata files to the client.
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(a)

(b)

Fig. 2: (a) Client-side and (b) server-side IM AF decoding diagrams with their
respective technologies used.
2.5

APIs

• Web Audio API. This technology is used in the prototype IM AF implementation presented in this paper for handling all audio events. This is
a high-level JavaScript API [6], which aims to enhance web browsers with
some of the capabilities that can be found in modern recording and producing desktop applications, as well as in modern game audio engines. Up until
recently, audio on the web has been fairly overlooked, relying primarily on
external plug-ins as Flash or QuickTime. Even though the audio element
was recently introduced in HTML5, it is not powerful enough when it comes
to heavy signal processing and mixing.
The Web Audio API is based on a routing graph model, where audio nodes
(AudioNode interface) are connected together in a modular fashion, mimicking traditional analog ways of handling music processing, with the intention
of simplifying its use for music-oriented application developers [6].
The Web Audio API allows, therefore, to handle several audio formats, depending on the browser [8], such as MP3, OGG and PCM, and perform to
a great extent operations such as: extracting sample raw data, buffering,
mixing signals, filtering, compression, delays, etc.
As can be seen in Figure 3, the primary interface of this API is the AudioContext
interface, which contains all conections between AudioNodes. Such nodes can
be input nodes, that pull the files upon a server request (see XMLHttpRequest [9]), as well as processing nodes and output nodes, that render the
processed sound.
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Fig. 3: Example diagram of the Web Audio API routing system.

• File API. The File API [7] is the framework used to handle all binary data.
It represents a uniform way to access local and online data in HTML5. It
consists of a series of interfaces that perform various tasks. Amongst the more
important are: FileList, which represents an array of the individual files
selected, and Blob, which represents the raw binary data that can be read
through the FileReader interface allowing access to a range of bytes. The
File API is designed to be also used in conjuction with XMLHttpRequest to
pull file requests from servers.

3

Results and Discussion

The resulting HTML5 IM AF player implementation consists therefore of the
following basic functionalities: a) requesting the tracks from a server (serverside approach), b) plotting their waveforms alongside the volume sliders for easy
mixing by the user, c) displaying the synchronised lyrics when available and d)
the picture thumbnail related to the album’s cover. A working demonstration
can be found at www.giacomoherrero.com/clientside and the code is available
at https://code.soundsoftware.ac.uk/projects/imafplayer
A number of tests have been performed to find out the number of tracks that
the application is able to decode and play at the same time. As can be seen in
Table 3, both desktop browsers supported (Chrome and Safari) allow up to 16
simultaneously decoded tracks. Under Safari for iOS, the maximum number of
tracks is limited to 8 (only in the server-side mode).
It comes as no surprise that these results are in fully agreement to the maximum number of simultaneously decoded tracks specified in the IM AF standard
[2], where for applications on mobile devices (brands im01 to im04) is up to 8
tracks, and for desktop (im11) and high-end processing devices (im21) 16 and
32 tracks, respectively .
For the desktop version, a client-side decoding system has been implemented,
being able to simultaneosly decode up to 14 tracks (brand im11), although the
speed is considerably reduced.
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With regards of future work, we intend to further develop the IM AF player,
refining its capabilities and implementing an improved version of the client-side
approach for mobile devices.
It is also our goal that the player, eventually, would be integrated into an
online file sharing service, allowing the users to stream, download and share IM
AF files creating a powerful user community.

Chrome
Safari
Safari iOS

2 tracks 4 tracks 6 tracks 8 tracks 16 tracks 32 tracks
X
X
X
X
X
×
X
X
X
X
X
×
X
X
X
X
×
×

Table 3: Number of simultaneously decoded audio tracks supported by each
browser. Tests performed on MacBook 2.4 GHz Intel Core 2 Duo with 2 GB
RAM and OS X 10.8.4.

4

Conclusions

In this paper it is proposed and described a cross-platform and cross-browser
prototype implementation of an online HTML5 IM AF player. Alternative approaches such as: a) the implementation of a downloadable browser plug-in and,
b) an Adobe Flash plug-in have been considered before the HTML5 approach
adopted.
By doing so, we have introduced the basic concepts of the MPEG-A: Interactive Music Application Format standard, highlighting some of its features.
The working HTML5 IM AF prototype player performs seamlessly in some
of the most used operating systems and browsers, including Safari 6.0 for both
iOS and OSX, and Chrome for both OSX and Windows.
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Abstract. We propose a multi-modal approach to the music emotion
recognition (MER) problem, combining information from distinct sources,
namely audio, MIDI and lyrics. We introduce a methodology for the automatic
creation of a multi-modal music emotion dataset resorting to the AllMusic
database, based on the emotion tags used in the MIREX Mood Classification
Task. Then, MIDI files and lyrics corresponding to a sub-set of the obtained
audio samples were gathered. The dataset was organized into the same 5
emotion clusters defined in MIREX. From the audio data, 177 standard features
and 98 melodic features were extracted. As for MIDI, 320 features were
collected. Finally, 26 lyrical features were extracted. We experimented with
several supervised learning and feature selection strategies to evaluate the
proposed multi-modal approach. Employing only standard audio features, the
best attained performance was 44.3% (F-measure). With the multi-modal
approach, results improved to 61.1%, using only 19 multi-modal features.
Melodic audio features were particularly important to this improvement.
Keywords: music emotion recognition, machine learning, multi-modal
analysis.

1 Introduction
Current music repositories lack advanced and flexible search mechanisms,
personalized to the needs of individual users. Previous research confirms the fact that
“music’s preeminent functions are social and psychological”, and so “the most useful
retrieval indexes are those that facilitate searching in conformity with such social and
psychological functions. Typically, such indexes will focus on stylistic, mood, and
similarity information” [8]. This is supported by studies on music information
behavior that have identified emotions as an important criterion for music retrieval
and organization [4].
Music Emotion Recognition (MER) research has received increased attention in
recent years. Nevertheless, the field still faces many limitations and open problems,
particularly on emotion detection in audio music signals. In fact, the present accuracy
of current audio MER systems shows there is plenty of room for improvement. For
example, in the Music Information Retrieval (MIR) Evaluation eXchange (MIREX),
the highest attained classification accuracy in the Mood Classification Task was
67.8%.
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Some of the major difficulties in MER are related to the fact that the perception of
emotions evoked by a song is inherently subjective: different people often perceive
different emotions when listening to the same song. Besides, even when listeners
agree in the perceived emotion, there is still much ambiguity regarding its description
(e.g., the adjectives employed). Additionally, it is not yet well-understood how and
why music elements create specific emotional responses in listeners [30].
Another issue is the lack of standard, good quality audio emotion datasets. For this
reason, most studies use distinct datasets created by each author, making it impossible
to compare results. Some efforts have been developed to address this problem,
namely the MIREX mood classification dataset. However, this dataset is not publicly
available and exclusively used in the MIREX evaluations.
Our main goal in this work is to evaluate to what extent a multi-modal approach to
MER could be effective to help break the so-called glass ceiling effect. In fact, most
current approaches, based solely on standard audio features (as the one followed in
the past by our team [22]), seem to have attained a glass-ceiling, which also happened
in genre classification. Our working hypothesis is that employing features from
different sources, namely MIDI and lyrics, as well as melodic features directly
extracted from audio, might help improve current results.
Our hypothesis is motivated by recent overviews (e.g., [4], [19]) where several
emotionally-relevant features are described, namely, timing, dynamics, articulation,
timbre, pitch, interval, melody, harmony, tonality, rhythm, mode or musical form.
Many of these features are score-oriented in nature and have been studied in the MIDI
domain. However, it is often difficult to extract them accurately from audio signals,
although this is the subject of active research (e.g., pitch detection [25]). Hence, we
believe that combining the generally employed standard audio features with melodic
audio and MIDI features can help us break the glass ceiling. Moreover, song lyrics
bear significant emotional information as well [29] and, therefore, are also exploited.
To this end, we propose a new multi-modal dataset, supporting audio signals,
MIDI and lyrical information for the same musical pieces, and study the importance
of each in MER, as well as their combined effect. The created dataset follows the
same organization as the one used in the MIREX mood classification task, i.e., 5
emotion clusters.
We evaluate our approach with several supervised learning and feature selection
strategies. Among these, best results were attained with an SVM classifier: 64% Fmeasure in the set of 903 audio clips (using only standard and melodic audio features)
and 61.1% in the multi-modal subset (193 audio clips, lyrics and midi files).
We believe this paper offers a number of relevant original contributions to the
MIR/MER research community:
•
a MIREX-like audio dataset (903 samples)
•
a new multi-modal dataset for MER (193 audio, lyrics and midi samples);
•
a methodology for automatic emotion data acquisition, resorting to the
AllMusic platform;
•
a multi-modal methodology for MER, combining audio, MIDI and lyrics,
capable of significantly improving the results attained with standard audio
features only;
•
the first work employing melodic audio features in categorical MER
problems.
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This paper is organized as follows. In section 2, related work is described. Section
3 introduces the followed methodology. In section 4, experimental results are
presented and discussed. Finally, conclusions from this study as well as future work
are drawn in section 5.

2 Related Work
Emotions have long been a major subject of study in psychology, with several
theoretical models proposed over the years. Such models are usually divided into two
major groups: categorical and dimensional models. Categorical models consist of
several categories or states of emotion, such as anger, fear, happiness or joy.
An example of the categorical paradigm is the emotion model that can be derived
from the four basic emotions - anger, fear, happiness and sadness - identified by
Ekman [1]. These four emotions are considered the basis from which all the other
emotions are built on. From a biological perspective, this idea is manifested in the
belief that there might be neurophysiological and anatomical substrates corresponding
to the basic emotions. From a psychological perspective, basic emotions are often
held to be the primitive building blocks of other, non-basic emotions.
Another widely known categorical model is Hevner’s adjective circle [6]. Kate
Hevner, best known for her research in music psychology, concluded that music and
emotions are intimately connected, with music always carrying emotional meaning in
it. As a result, the author proposed a grouped list of adjectives (emotions), instead of
using single words. Hevner’s list is composed by 67 different adjectives, organized in
eight different groups in a circular way. These groups, or clusters, contain adjectives
with similar meaning, used to describe the same emotional state.
In addition to these, the categorical paradigm is also employed in the MIREX
Mood Classification Task, an annual comparison of state of the art MER approaches
held in conjunction with the ISMIR conference. This model classifies emotions into
five distinct groups or clusters, each comprising five to seven related emotions
(adjectives). However, as will be discussed, the MIREX taxonomy, is not supported
by psychological models.
Dimensional models, on the other hand, use several axes to map emotions into a
plan. The most frequent approach uses two axes (e.g., arousal-valence (AV) or
energy-stress), with some cases of a third dimension (dominance) [30]. In this paper,
we follow the categorical paradigm, according to the five emotion clusters defined in
MIREX.
Researchers have been studying the relations between music and emotions since at
least the 19th century [5]. The problem was more actively addressed in the 20th
century, when several researchers investigated the relationship between emotions and
particular musical attributes such as mode, harmony, tempo, rhythm and dynamics
[4].
To the best of our knowledge, the first MER paper was published in 1988 by
Katayose et al. [9] There, a system for sentiment analysis based on audio features
from polyphonic recordings of piano music was proposed. Music primitives such as
melody, chords, key, rhythm features were used to estimate the emotion with
heuristic rules.
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One of the first works on MER using audio signals was conducted by Feng in 2003
[3]. Using 4 categories of emotion and only two musical attributes: tempo and
articulation, Feng achieved an average precision of 67%. Some of the major
limitations of this work were the very small test corpus with only 23 songs, the
limited number of audio features (2) and categories (4).
From the various research works addressing emotion recognition in audio music
(e.g. [12], [14], [27] and [28]), one of the first and most comprehensive using a
categorical view of emotion was proposed by Lu et al. [14]. The study used the four
quadrants of the Thayer’s model to represent categorical emotions and intensity,
timbre and rhythm features were extracted. Emotion was then detected with Gaussian
Mixture Models and feature de-correlation via the Karhunen-Loeve Transform,
testing hierarchical and non-hierarchical solutions. Although the algorithm reached
86.3% average precision, this value should be regarded with caution, since the system
was only evaluated on a corpus of classical music.
More recently, Wang et al. [27] proposed an audio classification system using a
semantic transformation of the feature vectors based on music tags and a classifier
ensemble, obtaining interesting results in the MIREX 2010 mood classification task.
Some recent studies have also proposed multi-model approaches, combining
different strategies for emotion detection. McVicar et al [17] proposed a bi-modal
approach, combining the study of the audio and the lyrics of songs to identify
common characteristics between them. This strategy is founded on the authors’
assumption that “the intended mood of a song will inspire the songwriter to use
certain timbres, harmony, and rhythmic features, in turn affecting the choice of lyrics
as well”. Using this method, the Pearson’s correlation coefficient between each of the
audio features and lyrics AV values were computed, finding many of the correlations
to be extremely statistically significant, but below 0.2 in absolute value.
Other bi-modal work also using both audio and lyrics was presented Yang et al
[29]. The authors explore the usage of lyrics, rich in semantic information, to
overcome a possible emotion classification limit from using audio features only. This
limit is attributed to the “semantic gap between the object feature level and human
cognitive level of emotion perception” [29]. Using only four classes, the accuracy of
the system went from 46.6% to 57.1%. The authors also highlight the importance of
lyrics to enhance of classification accuracy of valence.
An additional study by Hu et al [7] demonstrated that, for some emotion
categories, lyrics outperform audio features. In these cases, a strong and obvious
semantic association between lyrical terms and categories was found.
Although few multi-model strategies have been proposed, none of the approaches
we are aware of employ MIDI as well.
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3 Methods

3.1 Dataset Acquisition
To create our multi-modal dataset we built on the AllMusic knowledge base,
organizing it in a similar way to the MIREX Mood Classification task test bed. It
contains five clusters with several emotional categories each: cluster 1: passionate,
rousing, confident, boisterous, rowdy; cluster 2: rollicking, cheerful, fun, sweet,
amiable/good natured; cluster 3: literate, poignant, wistful, bittersweet, autumnal,
brooding; cluster 4: humorous, silly, campy, quirky, whimsical, witty, wry; cluster 5:
aggressive, fiery, tense/anxious, intense, volatile, visceral.
The MIREX taxonomy, although not supported by psychological models, is
employed since this is the only base of comparison generally accepted by the music
emotion recognition community. Moreover, we chose the AllMusic database because,
unlike other popular databases like Last.FM, annotations are performed by
professionals instead of a large community of music listeners (as happens in
Last.FM). Therefore, those annotations are likely more reliable. However, the
annotation process is not made public and, hence, we cannot critically analyze it.
The first step consisted in accessing automatically the AllMusic API to obtain a list
of songs with the MIREX mood tags and other meta-information, such as song
identifier, artists and title. To this end, a script was created to fetch existing audio
samples from the same site, mostly being 30-second mp3 files.
The next step was to create the emotion annotations. To do so, the songs containing
the same mood tags present in the MIREX clusters were selected. Since each song
may have more than one tag, the tags of each song were grouped by cluster and the
resulting song annotation was based in the most significant cluster, i.e., the one with
more tags (for instance, a song with one tag from cluster 1 and three tags from cluster
5 is marked as cluster 5). A total of 903 MIREX-like audio clips, nearly balanced
across clusters, were acquired: 18.8% cluster 1, 18.2% cluster 2, 23.8% cluster 3,
21.2% cluster 4 and 18.1% cluster 5.
Next, we developed tools to automatically search for lyrics and MIDI files of the
same songs using the Google API. In this process, three sites were used for lyrical
information (lyrics.com, ChartLyrics and MaxiLyrics), while MIDI versions were
obtained from four different sites (freemidi.org, free-midi.org, midiworld.com and
cool-midi.com). After removal of some deficient files, the interception of the 903
original audio clips with the lyrics and MIDIs resulted in a total of 764 lyrics and 193
MIDIs. In fact, MIDI files proved harder to acquire automatically.
As a result, we formed 3 datasets: an audio-only (AO) dataset with 903 clips, an
audio-lyrics (AL) dataset with 764 audio clips and lyrics (not evaluated here) and a
combined multi-modal (MM) dataset with 193 audio clips and their corresponding
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lyrics and MIDIs. All datasets were nearly balanced across clusters (maximum and
minimum representativity of 25 and 13%, respectively).
Even though the final MM dataset is smaller than we intended it to be (an issue we
will address in the future), this approach has the benefit of exploiting the specialized
human labor of the AllMusic annotations to automatically acquire a music emotion
dataset. Moreover, the proposed method is sufficiently generic to be employed in the
creation of different emotion datasets, with different emotion adjectives than the ones
used in this article.
The created dataset can be downloaded from http://mir.dei.uc.pt/resources/
MIREX-like_mood.zip.
3.2 Feature Extraction
Several authors have studied the most relevant musical attributes for emotion
analysis. Namely, it was found that major modes are frequently related to emotional
states such as happiness or solemnity, whereas minor modes are associated with
sadness or anger [19]. Simple, consonant, harmonies are usually happy, pleasant or
relaxed. On the contrary, complex, dissonant, harmonies relate to emotions such as
excitement, tension or sadness, as they create instability in a musical piece [19]. In a
recent overview, Friberg [4] describes the following features: timing, dynamics,
articulation, timbre, pitch, interval, melody, harmony, tonality and rhythm. Other
common features not included in that list are, for example, mode, loudness or musical
form [19].
As mentioned previously, many of these features have been developed in the MIDI
domain and it is often difficult to extract them accurately from audio signals. Thus,
we propose the combination of standard audio features with melodic audio and MIDI
features, as this has the potential to improve the results. Moreover, song lyrics carry
important emotional information as well and are exploited.
Standard Audio (SA) Features.
Due to the complexity to extract meaningful musical attributes, it is common to
extract standard features available in common audio frameworks. Some of those
features, the so called low level features descriptors (LLD), are generally computed
from the short-time spectra of the audio waveform, e.g., spectral shape features such
as centroid, spread, skewness, kurtosis, slope, decrease, rolloff, flux, contrast or
MFCCs. Other higher-level attributes such as tempo, tonality or key are also
extracted.
Several audio frameworks can be used to extract such audio features. In this work,
audio features from Marsyas, MIR Toolbox and PsySound were used.
PsySound 3 is a MATLAB toolbox for the analysis of sound recordings using
physical and psychoacoustical algorithms. It does precise analysis using standard
acoustical measurements, as well as implementations of psychoacoustical and musical
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models such as loudness, sharpness, roughness, fluctuation strength, pitch, rhythm
and running IACC.
The MIR toolbox is an integrated set of functions written in MATLAB, that are
specific to the extraction of musical features such as pitch, timbre, tonality and others
[11]. A high number of both low and high-level audio features are available.
Marsyas (Music Analysis, Retrieval and Synthesis for Audio Signals) is a software
framework developed for audio processing with specific emphasis on MIR
applications. It permits the extraction of features such as tempo, MFCCs and spectral
features. It is written in highly optimized C++ code, but, on the less bright side, it
lacks some features considered relevant to MER.
In Marsyas, the analysis window for frame-level features was set to 512 samples.
MIR toolbox was used with the default window size of 0.05 seconds. These framelevel features are integrated to song-level features by calculating their mean and
variance, kurtosis and skewness. This model implicitly assumes that consecutive
samples of short-time features are independent and Gaussian distributed and,
furthermore, that each feature dimension is independent [18]. However it is well
known, that the assumption that each feature is independent is not correct.
Nevertheless, this is a commonly used feature integration method that has the
advantage of compactness, a key issue to deal with the curse of dimensionality [18].
In total, 253 features were extracted using the three frameworks.
Melodic Audio (MA) Features. The extraction of melodic features from audio
resorts to a previous melody transcription step. To obtain a representation of the
melody from polyphonic music excerpts, we employ the automatic melody extraction
system proposed by Salamon et al. [25]. Then, for each estimated predominant
melodic pitch contour, a set of 98 features is computed as in [25]. These features
represent melodic characteristics such as pitch range and height, vibrato rate and
extent, or melodic contour shape.
Applying these features to emotion recognition presents a few challenges. First,
melody extraction is not perfect, especially when not all songs have clear melody, as
is the case of this dataset. Second, these features were designed with a very different
purpose in mind: to classify genre. Emotion is highly subjective and it is susceptible
to variations within a song. Still, we believe melodic characteristics may influence the
way we perceive emotion. In any case, melodic features extracted from the
corresponding MIDI files were extracted as described below.
MIDI Features. We used toolboxes that obtain features known to be relevant
according to empirical results obtained both from literature ([5] and [13]) and from
our experiments [21]. We focused only on global features (local features were not
considered).
Three frameworks were employed to extract MIDI features: jSymbolic [16], MIDI
Toolbox [2] and jMusic [26]. The jSymbolic framework extracts 278 features (e.g.,
average note duration and note density), the MIDI Toolbox extracts 26 features (e.g.,
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melodic complexity and key mode) and jMusic extracts 16 features (e.g., climax
position and climax strength).
In total, 320 MIDI features, belonging to six musical categories matching Friberg’s
list (instrumentation, dynamics, rhythm, melody, texture and harmony) were
extracted.
Lyrical Features. Lyrical features were extracted resorting to common lyric analysis
frameworks. One of the employed frameworks, JLyrics, is implemented in Java and
belongs to an open-source project from the jMIR suite [15]. This framework extracts
19 features, predominantly structural (e.g., Number of Words, Lines per Segment
Average), but including also a few more semantic features (e.g., Word Profile Match
Modern Blues, Word Profile Match Rap).
We also used the Synesketch framework [10], a Java API for textual emotion
recognition. It uses natural language processing techniques based on WordNet [20] to
extract emotions according to Paul Ekman’s model [1]. The extracted features are
happiness, sadness, anger, fear, disgust and surprise weight.
A total of 27 lyrical features were extracted using the two frameworks.
3.3. Classification and Feature Selection
Various tests were run in our study with the following supervised learning algorithms:
Support Vector Machines (SVM), K-Nearest Neighbors, C4.5 and Naïve Bayes. To
this end, both Weka (a data mining and machine learning platform) and Matlab with
libSVM were used.
In addition to classification, feature selection and ranking were also performed in
order to reduce the number of features and improve the results. The Relief algorithm
[24] was employed to this end, resorting to the Weka workbench. The algorithm
outputs a weight for each feature, based on which the ranking is determined. After
feature ranking, the optimal number of features was determined experimentally by
evaluating results after adding one feature at a time, according to the obtained
ranking.
For both feature selection and classification, results were validated with repeated
stratified 10-fold cross validation (20 repetitions), reporting the average obtained
accuracy. Moreover parameter optimization was performed, e.g., grid parameter
search in the case of SVM.

4 Experimental Results
Several experiments were executed to assess the importance of the various features’
sources and the effect of their combination in emotion classification.
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We start with experiments using standard audio (SA) features and melodic audio
(MA) features, in the audio-only (AO) dataset (see Table 1). In the last column,
results (F-measure) obtained from their combination are shown. The F-measure
attained with the set of all features as well as after feature selection (*) is presented
(see Table 4 for details of the best features used).
Table 1. Results for standard and melodic audio features (F-measure) in the audio-only (AO)
dataset.
Classifier
NaïveBayes
NaïveBayes*
C4.5
C4.5*
KNN
KNN*
SVM
SVM*

SA
37.0%
38.0%
30.1%
30.0%
38.9%
40.8%
44.9%
46.3%

MA
31.4%
34.4%
53.5%
56.1%
38.6%
54.6%
52.3%
59.1%

SA+MA
38.3%
44.8%
55.9%
57.3%
41.5%
46.7%
52.8%
64.0%

As can be seen, best results were achieved with SVM classifiers and feature
selection. The commonly used standard audio features lag clearly behind the melodic
features (46.3% against 59.1% F-measure). However, melodic features alone are not
enough. In fact, combining SA and MA features, results improve even more to 64%.
Also important is that this performance was attained resorting to only 11 features (9
MA and 2 SA) from the original set of 351 SA + MA features. These results strongly
support our initial hypotheses that the combination of both standard and melodic
audio features is crucial in music emotion recognition problems.
Table 2. Results for separate and combined multi-modal feature sets (F-measure).
Classifier
SVM
SVM*

SA
35.6%
44.3%

MA
35.0%
55.0%

MIDI
34.3%
42.3%

Lyrics
30.3%
33.7%

SA+MA
39.1
58.3

Combined
40.2%
61.2%

Table 2 summarizes the results for the MM dataset using each feature set
separately (SA, MA, MIDI and lyrics), using SVM only. Again, in the last column,
results obtained from their combination are shown.
In the MM dataset, the combination of SA and MA features clearly improved the
results, as before (from 44.3% using only SA to 58.3%). Again, melodic features are
greatly responsible for the obtained improvement.
Comparing SA and MIDI features, we observe that their performance was similar
(44.2 against 42.7%). In fact, based on a previous study by our team following the
dimensional emotion paradigm [23], SA features are best for arousal prediction but
lack valence estimation capability. On the other hand, MIDI features seem to improve
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valence prediction but are not as good as SA for arousal estimation. Therefore, a
compensation effect exploited by their combination seems to occur.
As for the combined multi-modal feature set, results improved, as we have initially
hypothesized: from 58.3% using only SA and MA to 61.2%. This was attained with
only 19 multi-modal features out of the 698 extracted.
In Table 3, we present the confusion matrix for the best attained results in the MM
dataset. There, cluster 4 had a performance significantly under average (51.5%), with
all the others attaining similar performance. This suggests cluster 4 may be more
ambiguous in our dataset.
Table 3. Confusion matrix for multi-modal datasets.

C1
C2
C3
C4
C5

C1
63.6%
20.9%
4.2%
12.1%
12.0%

C2
15.9%
60.5%
18.8%
18.2%
3.0%

C3
4.5%
11.6%
64.6%
9.1%
12.0%

C4
4.5%
7.0%
8.3%
51.5%
8.0%

C5
11.4%
0.0%
4.2%
9.1%
64.0%

As mentioned before, best results were obtained with 19 features (5 SA, 10 MA, 4
MIDI and no lyrical features – see Table 4). The observed diversity in the selected
features suggests that the proposed multi-modal approach benefits music emotion
classification, with particular relevance to melodic audio features, as we have
hypothesized. The only exception is that no lyrical features were selected. This is
confirmed by the low performance attained with the employed features (33.7%), and
is certainly explained by the lack of relevant semantic features in the used lyrical
frameworks. This will be addressed in the future.
Table 4 lists the 5 most important features for each source (10 for MA). As for SA,
the selected features mostly pertain to harmony and tonality. Only one spectral feature
was selected. Regarding MA, the 10 top features were all computed using only the top
third lengthier contours. Most are related with vibrato and are similar to the ones
considered important to predict genre in a previous study [25]. As for MIDI, the
features on the importance of middle and bass registers were most relevant, after
which came the presence of electric instruments, particularly guitar. Unlike we
initially expected, articulation features (such as staccato incidence) were not selected.
The reason for this is that in our dataset, these performing styles had low presence.
Finally, the two most important lyrical features pertain to fear and anger weight,
extracted from Synesketch, but none of them was selected.
Finally, in the MIREX 2012 Mood Classification Task we achieved 67.8% (top
result) with a similar classification approach, but resorting only to standard audio
features. The difference between the results attained with the MIREX dataset and the
dataset proposed in this article using only SAF features (46.3%) suggests our dataset
might be more challenging, although it is hard to directly compare them.
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Table 4. Top 5-10 features from each feature set. Avg, std, skw and kurt stand for average,
standard deviation, skewness and kurtosis, respectively.
Feature Set
SA

Feature Name
1) Harmonic Change Detection Function (avg), 2) Tonal Centroid 4 (std), 3)
Key, 4) Spectral Entropy (avg), 5) Tonal Centroid 3 (std)

MA

1) Vibrato coverage (VC) (skw), 2) VC (kurt), 3) VC (avg), 4) Vibrato
Extent (VE) (avg),5) VE (kurt), 6) VC (kurt), 7) Vibrato Rate (VR) (std), 8)
VE (std), 9) VR (avg), 10) VE (skw)

MIDI

1) Importance of Middle Register, 2) Importance of Bass Register, 3)
Electric Instrument Fraction, 4) Electric Guitar Fraction, 5) Note Prevalence
of Pitched Instruments

Lyrics

1) Fear weight, 2) Anger weight, 3) Word Profile Match Modern Blues, 4)
Valence, 5) Word Profile Match Rap

5 Conclusions and Future Work
We proposed a multi-modal approach to MER, based on standard audio, melodic
audio, MIDI and lyrical features.
A new dataset (composed of 3 sub-sets: audio-only, audio and lyrics and audio,
midi and lyrics) and an automatic acquisition strategy resorting to the AllMusic
framework are proposed.
The results obtained so far suggest that the proposed multi-modal approach helps
surpassing the current glass ceiling in emotion classification when only standard
audio features are used.
Comparing to models created from standard audio, melodic and midi features, the
performance attained by the employed lyrical features is significantly worse. This is
probably a consequence of using features predominantly structural, which do not
accurately capture the emotions present in song lyrics. In the future, we plan to use
semantic features with stronger emotional correlation.
Finally, we plan to increase the size of our multi-modal dataset in the near future.
As mentioned, MIDI files are harder to acquire automatically. Therefore, we will
acquire a larger audio set from AllMusic, from which we hope to obtain a higher
number of corresponding MIDI archives.
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Abstract. We propose an approach to the dimensional music emotion
recognition (MER) problem, combining both standard and melodic audio
features. The dataset proposed by Yang is used, which consists of 189 audio
clips. From the audio data, 458 standard features and 98 melodic features were
extracted. We experimented with several supervised learning and feature
selection strategies to evaluate the proposed approach. Employing only standard
audio features, the best attained performance was 63.2% and 35.2% for arousal
and valence prediction, respectively (R2 statistics). Combining standard audio
with melodic features, results improved to 67.4 and 40.6%, for arousal and
valence, respectively. To the best of our knowledge, these are the best results
attained so far with this dataset.
Keywords: music emotion recognition, machine learning, regression, standard
audio features, melodic features.

1 Introduction
Current music repositories lack advanced and flexible search mechanisms,
personalized to the needs of individual users. Previous research confirms the fact that
“music’s preeminent functions are social and psychological”, and so “the most useful
retrieval indexes are those that facilitate searching in conformity with such social and
psychological functions. Typically, such indexes will focus on stylistic, mood, and
similarity information” [1]. This is supported by studies on music information
behavior that have identified emotions as an important criterion for music retrieval
and organization [2].
Music Emotion Recognition (MER) research has received increased attention in
recent years. Nevertheless, the field still faces many limitations and open problems,
particularly on emotion detection in audio music signals. In fact, the present accuracy
of current audio MER systems shows there is plenty of room for improvement. For
example, in the Music Information Retrieval (MIR) Evaluation eXchange (MIREX),
the highest attained classification accuracy in the Mood Classification Task was
67.8%.
Several aspects make music MER a challenging subject. First, perception of
emotions evoked by a song is inherently subjective: different people often perceive
different, sometimes opposite, emotions. Besides, even when listeners agree in the
kind of emotion, there’s still ambiguity regarding its description (e.g., the employed
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terms). Additionally, it is not yet well-understood how and why music elements create
specific emotional responses in listeners [3]. Another issue is the lack of standard,
good quality audio emotion datasets available to compare research results. A few
initiatives were created to mitigate this problem, namely MIREX annual comparisons.
Still, these datasets are private, exclusively used in the contest evaluations and most
studies use distinct datasets created by each author.
Our main objective in this work is to study the importance of different types of
audio features in dimensional MER, namely standard audio (SA) and melodic audio
(MA) features. Most previous works on MER are devoted to categorical
classification, employing adjectives to represent emotions, which creates some
ambiguity. From the ones devoted to continuous classification, most seem to use only
standard audio features (e.g., [3], [4]). However, other audio features, such as melodic
characteristics directly extracted from the audio signal have already been used
successfully in other tasks such as genre identification [5].
In this work, we combine both types of audio features (standard and melodic) with
machine learning techniques to classify music emotion in the dimensional plane. This
strategy is motivated by recent overviews (e.g., [2], [6]) where several emotionallyrelevant features are described, namely, dynamics, articulation, pitch, melody,
harmony or musical form. This kind of information is often difficult to extract
accurately from audio signals. Nevertheless, our working hypothesis is that melodic
audio features offer an important contribution towards the extraction of emotionallyrelevant features directly from audio. .
This strategy was evaluated with several machine learning techniques and the
dataset of 189 audio clips created by Yang et al. [3]. The best attained results in terms
of the R2 metric were 67.4% for arousal and 40.6% for valence, using a combination
of SA and MA features. These results are a clear improvement when compared to
previous studies that used SA features alone [3], [4]. This shows that MA features
offer a significant contribution to emotion detection.
To the best of our knowledge, this paper offers the following original
contributions, which we believe are relevant to the MIR/MER community:
 the first study combining standard and melodic audio features in
dimensional MER problems;
 the best results attained so far with the employed dataset.
This paper is organized as follows. In section 2, related work is described. Section
3 introduces the used dataset and the followed methodology for feature extraction and
emotion classification. Next, experimental results are presented and discussed in
section 4. Finally, conclusions from this study as well as future work are drawn in
section 5.

2 Related Work
For long, emotions have been a major subject of study in psychology, with
researchers aiming to create the best model to represent them. However, given the
complexity of such task and the subjectivity inherent to emotion analysis, several
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proposals have come up over the years. Different people have different perceptions of
the same stimulus and often use different words to describe similar experiences.
The existing theoretical models can be divided into two different approaches:
categorical and dimensional models. In categorical models, emotions are organized in
different categories such as anger, fear, happiness or joy. As a result, there is no
distinction between songs grouped in the same category, even if there are obvious
differences in terms of how strong the evoked emotions are. On the other side,
dimensional models map emotions to a plane, using several axes, with the most
common approach being a two dimensional model using arousal and valence values.
While the ambiguity of such models is reduced, it is still present, since for each
quadrant there are several emotions. As an example, emotions such as happiness and
excitation are both represented by high arousal and positive valence. To solve for this,
dimensional models have been further divided into discrete – described above, and
continuous. Continuous models eliminate the existing ambiguity since each point on
the emotion plan denotes a different emotional state [3].
One of the most known dimensional models was proposed by Russell in 1980 [7].
It consists in a two dimensional model based on arousal and valence, splitting the
plane into four distinct quadrants: Contentment, representing calm and happy music;
Depression, referring to calm and anxious music; Exuberance, referring to happy and
energetic; and Anxiety, representing frantic and energetic music (Figure 1). In this
model, emotions are placed far from the origin, since it is where arousal and valence
values are higher and therefore emotions are clearer. This model can be considered
discrete, with the four quadrants used as classes, or continuous, as used in our work.

Fig. 1. Russell’s model of emotion (picture adapted from [9]).

Another commonly used, two dimensional, model of emotion is Thayer’s model
[8]. In contrast to Russell, Thayer’s theory suggests that “emotions are represented by
components of two biological arousal systems, one which people find energizing, and
the other which people describe as producing tension” (energetic arousal versus tense
arousal).
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Research on the relations between music and emotion has a long history, with
initial empirical studies starting in the 19th century [10]. This problem was studied
more actively in the 20th century, when several researchers investigated the
relationship between emotions and particular musical attributes such as mode,
harmony, tempo, rhythm and dynamics [2].
One of the first works approaching MER in audio signals was carried out by Feng
et al. [11] in 2003. Two musical attributes – tempo and articulation – were extracted
from 200 audio clips and used to classify music in 4 categories (happiness, sadness,
anger and fear) recurring to neural networks. Feng et al. attained a precision and recall
of 67% and 66% respectively, but some limitations exist in this first work. Namely,
only 23 pieces were used during the test phase, as well as the low number of features
and categories making it hard to provide evidence of generality. Most of the described
limitations were still present in following research works (e.g., [12], [13], [14]).
Contrasting to most approaches based on categorical models, Yang et al. [3]
proposed one of the first works using a continuous model. In his work, each music
clip is mapped to a point in the Russell’s arousal-valence (AV) plane. Several
machine learning and feature selection techniques were then employed. The authors
evaluated their system with recourse to R2 statistics, having achieved 58.3% for
arousal and 28.1% for valence.
Another interesting study tackling MER as a continuous problem was proposed by
Korhonen et al. [15]. Employing the Russell’s AV plane, the authors propose a
methodology to model the emotional content of music as a function of time and
musical features. To this end, system-identification techniques are used to create the
models and predict AV values. Although the average R2 is 21.9% for valence and
78.4% for arousal, it is important to note that only 6 pieces of classical music were
used.
Finally, in a past work by our team [4], we used Yang’s dataset and extracted
features from the MIR toolbox, Marsyas and PsySound frameworks. We achieved
63% and 35.6% arousal and valence prediction accuracy, respectively. These were the
best results attained so far in Yang’s dataset. As will be seen, in the present study we
achieved a significant improvement by employing melodic audio features.

3 Methodology

3.1 Yang Dataset
In our work we employ the dataset and AV annotations provided by Yang et al. in his
work [3]. Originally the dataset used by Yang et al. contained 194 excerpts. However,
five of the clips and AV annotations provided to us did not match the values available
at the author’s site1 and were ignored. Thus, only 189 clips were used in our study.
Each clip consists in 25 seconds of audio that better represent the emotion of the
original song. These clips were selected by experts and belong to various genres,
1

http://mpac.ee.ntu.edu.tw/~yihsuan/MER/taslp08/

CMMR2013 - 586

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Dimensional Music Emotion Recognition

5

mainly Pop/Rock from both western and eastern artists. The clips were selected by
specialists, representing the 25 seconds that best represented the emotion content of
each song, besides containing one single emotion. Each clip was later annotated with
arousal and valence values ranging between -1.0 and 1.0, by at least 10 volunteers
each. All clips were converted to WAV PCM format, with 22050 Hz sampling rate,
16 bits quantization and mono.
In a previous study, we have already identified some issues in this dataset [4].
Namely, the number of songs between the four quadrants of the model is not
balanced, with a clear deficit in quadrant two. In addition, many clips are placed near
the origin of Russell’s plane. This could have been caused by a significant difference
in annotations for the same songs, which could be a consequence of the high
subjectivity in the emotions conveyed by those songs. According to [3], the standard
deviation of the annotations was calculated to evaluate the consistency of the dataset.
Almost all music samples had a standard deviation between 0.3 and 0.4 for arousal
and valence, which in a scale of [-1, 1] reflects the subjectivity problems mentioned
before. Although these values are not very high, they may explain the positioning of
music samples in the origin, since samples with symmetric annotations (e.g.,
positioned in clusters 1 and 3) will result in an average AV close to zero.
3.2 Audio Feature Extraction
Several researchers have studied the hidden relations between musical attributes and
emotions over the years. In a recent overview, Friberg [2] lists the following features
as relevant for music and emotion: timing, dynamics, articulation, timbre, pitch,
interval, melody, harmony, tonality and rhythm. Other musical characteristics
commonly associated with emotion not included in that list are, for example, mode,
loudness or musical form [6]. In the same study, it was found that major modes are
frequently related to emotional states such as happiness or solemnity, whereas minor
modes are associated with sadness or anger. In addition, simple, consonant, harmonies
are usually happy, pleasant or relaxed. On the contrary, complex, dissonant,
harmonies relate to emotions such as excitement, tension or sadness, as they create
instability in a musical piece.
However, many of these musical attributes are usually hard to extract from audio
signals or still require further study from a psychological perspective. As a result,
many of the features normally used for MER were originally developed or applied in
other contexts such as speech recognition and genre classification. These features
usually describe audio attributes such as pitch, harmony, loudness and tempo, mostly
calculated recurring to the short time spectra of the audio waveform.
Standard Audio Features.
Due to the complexity to extract meaningful musical attributes, it is common to
extract standard features available in common audio frameworks. Some of those
features, the so called low level features descriptors (LLD), are generally computed
from the short-time spectra of the audio waveform, e.g., spectral shape features such
as centroid, spread, skewness, kurtosis, slope, decrease, rolloff, flux, contrast or
MFCCs. Other higher-level attributes such as tempo, tonality or key are also
extracted.
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In this work, three audio frameworks were used to extract features from the audio
clips – PsySound, MIR Toolbox and Marsyas.
PsySound3 is a MATLAB toolbox for the analysis of sound recordings using
physical and psychoacoustical algorithms. It does precise analysis using standard
acoustical measurements, as well as implementations of psychoacoustical and musical
models such as loudness, sharpness, roughness, fluctuation strength, pitch, rhythm
and running interaural cross correlation coefficient (IACC). Since PsySound2, the
framework was rewritten in a different language and the current version is unstable
and lacks some important features. Due to this and since the original study by Yang
used PsySound2 [3], we decided to use the same feature set containing 44 features. A
set of 15 of these features are said to be particularly relevant to emotion analysis [3].
The MIR Toolbox framework is an integrated set of functions written in
MATLAB, that are specific to the extraction and retrieval of musical information such
as pitch, timbre, tonality and others [16]. This framework is widely used and well
documented, providing extractors for a high number of both low and high-level audio
features.
Marsyas (Music Analysis, Retrieval and Synthesis for Audio Signals) is a
framework developed for audio processing with specific emphasis on MIR
applications. Written in highly optimized C++ code, it stands out from the others due
to its performance, one of the main reasons for its adoption in a variety of projects in
both academia and industry. Some of its pitfalls are the complexity and the lack of
some features considered relevant to MER.
A total of 458 standard audio features were extracted, 44 using PsySound, 177 with
MIR Toolbox and 237 using Marsyas. Regarding the analysis window size used for
frame-level features and hop size, all default options were used (512 samples for
Marsyas and 0.05 seconds for MIR Toolbox). These features are then transformed in
song-level features by calculating mean, variance, kurtosis and skewness. This model
implicitly assumes that consecutive samples of short-time features are independent
and Gaussian distributed and, furthermore, that each feature dimension is independent
[17]. However it is well known, that the assumption that each feature is independent
is not correct. Nevertheless, this is a commonly used feature integration method that
has the advantage of compactness, a key issue to deal with the curse of dimensionality
[17].
A small summary of the extracted features and their respective framework is given
in Table 1.
Table 1. List of audio frameworks used for feature extraction and respective features.
Framework Feature
Marsyas
Spectral centroid, rolloff, flux, zero cross rate, linear spectral pair, linear
(237)
prediction cepstral coefficients (LPCCs), spectral flatness measure (SFM),
spectral crest factor (SCF), stereo panning spectrum features, MFCCs, chroma,
beat histograms and tempo.
MIR
Among others: root mean square (RMS) energy, rhythmic fluctuation, tempo,
Toolbox attack time and slope, zero crossing rate, rolloff, flux, high frequency energy, Mel
(177)
frequency cepstral coefficients (MFCCs), roughness, spectral peaks variability
(irregularity), inharmonicity, pitch, mode, harmonic change and key.
PsySound2 Loudness, sharpness, volume, spectral centroid, timbral width, pitch multiplicity,
(44)
dissonance, tonality and chord, based on psycho acoustic models.
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Melodic Audio Features. The extraction of melodic features from audio resorts to a
previous melody transcription step. To obtain a representation of the melody from
polyphonic music excerpts, we employ the automatic melody extraction system
proposed by Salamon et al. [18]. Figure 2 shows a visual representation of the
contours output by the system for one excerpt.

Fig. 2. Melody contours extracted from an excerpt. Red indicates the presence of vibrato.

Then, for each estimated predominant melodic pitch contour, a set of melodic
features is computed. These features, explained in [19] and [5], can be divided into
three categories. Then in Global features we show how the contour features are used
to compute global per-excerpt features for use in the mood estimation.
Pitch and duration features
Three pitch features are computed: mean pitch height, pitch deviation, pitch range,
and interval (the absolute difference in cents between the mean pitch height of one
contour and the previous one). The duration (in seconds) is also calculated.
Vibrato features
Vibrato is a voice source characteristic of the trained singing voice. It corresponds
to an almost sinusoidal modulation of the fundamental frequency [20]. When vibrato
is detected in a contour, three features are extracted: vibrato rate (frequency of the
variation, typical values 5-8 Hz); vibrato extent (depth of the variation, typical values
10-300 cents [21]; vibrato coverage (ratio of samples with vibrato to total number of
samples in the contour).
Contour typology
Adams [22] proposed a new approach to study melodic contours based on "the
product of distinctive relationships among their minimal boundaries". By categorizing
the possible relationship between a segment’s initial (I), final (F), highest (H) and
lowest (L) pitch, 15 “contour types” are defined. We adopt Adams' melodic contour
typology and compute the type of each contour.
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Global features
The contour features are used to compute global excerpt features, which are used
for the classification. For the pitch, duration and vibrato features we compute the
mean, standard deviation, skewness and kurtosis of each feature over all contours.
The contour typology is used to compute a type distribution describing the proportion
of each contour type out of all the pitch contours forming the melody. In addition to
these features, we also compute: the melody's highest and lowest pitches; the range
between them; the ratio of contours with vibrato to all contours in the melody.
This gives us a total of 51 features. Initial experiments revealed that some features
resulted in better classification if they were computed using only the longer contours
in the melody. For this reason we computed for each feature (except for the interval
features) a second value computed using only the top third of the melody contours
when ordered by duration. This gives us a total of 98 features.
Applying these features to emotion recognition presents a few challenges. First,
melody extraction is not perfect, especially when not all songs have clear melody, as
is the case of this dataset. Second, these features were designed with a very different
purpose in mind: to classify genre. As mentioned, emotion is highly subjective. Still,
we believe melodic characteristics may give an important contribute to music emotion
recognition.
3.3 Emotion Regression and Feature Selection
A wide range of supervised learning methods are available and have been used in
regression problems before. The idea behind regression is to predict a real value,
based on a previous set of training examples. Since the Russell’s model is a
continuous representation of emotion, a regression algorithm is used to train two
distinct models – one for arousal and another for valence. Three different supervised
machine techniques were tested: Simple Linear Regression (SLR), K-Nearest
Neighbours (KNN), and Support Vector Regression (SVR). These algorithms were
run using both Weka and the libSVM library using MATLAB.
In order to assess each feature’s importance and improve results, while reducing
the feature set size at the same time, feature selection and ranking was also
performed. To this end, the RReliefF algorithm [23] and Forward Feature Selection
(FFS) [24] were used. In RReliefF, the resulting feature ranking was then tested to
determine the number of features providing the best results. This was done by adding
one feature at a time to the set and evaluating the corresponding results. The best topranked features were then selected.
All experiments were validated using 10-fold cross validation with 20 repetitions,
reporting the average obtained results. Moreover parameter optimization was
performed, e.g., grid parameter search in the case of SVR.
In order to measure performance of the regression models, R2 statistics were used.
This metric represents the coefficient of determination, “which is the standard way for
measuring the goodness of fit for regression models” [3].
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4 Experimental Results
We conducted various experiments to evaluate the importance of standard audio and
melodic audio features, as well as their combination in dimensional MER.
A summary of the results is presented in Table 2. The experiments were run first
for SA and MA features separately, and later with the combination of both feature
groups. For each column, two numbers are displayed, referring to arousal and valence
prediction in terms of R2. In addition to the results obtained with all features, results
from feature selection are also presented (marked with *).
Table 2. Regression results for standard and melodic features (arousal / valence).
Classifier
SLR
SLR*
KNN
KNN*
SVR
SVR*

SA
42.17 / -1.30
54.62 / 3.31
59.23 / 1.00
62.03 / 11.97
58.19 / 14.79
63.17 / 35.84

MA
37.45 / -7.84
37.45 / -4.12
33.79 / -6.79
49.99 / 0.01
45.20 / 2.72
49.96 / 2.61

SA+MA
42.17 / -1.29
54.62 / 3.31
56.81 / 1.50
61.07/ 11.97
58.03 / 16.27
67.39 / 40.56

As expected, the best results were obtained with Support Vector Regression and a
subset of features from both groups. These results, 67.4% for arousal and 40.6%
valence are a clear improvement over the previous results obtained with SA features
only: 58.3/28.1 % in [3] and 63/35.6% in a previous study by our team [4]. The
standard audio features achieve better results than the melodic ones when isolated,
especially for valence. Here, melodic features alone show poor performance. In fact,
these features rely on melody extraction, which is not perfect, especially when not all
songs have clear melody, as is the case of this dataset. However, the combination of
SA and MA features improves results by around 5%. The best results were obtained
with 67 SA features and 5 MA features for arousal, and 90 SA features plus 12 MA
features for valence.
These results support our idea that combining both standard and melodic audio
features is important for MER.
Table 3. List of the top 5 features for each feature set (rank obtained with ReliefF). Avg, std,
skw and kurt stand for average, standard deviation, skewness and kurtosis, respectively.
Feature Set
SA (arousal)
SA (valence)
MA (arousal)
MA (valence)

2

Feature Name
1) Linear Spectral Pair 7 (std), 2) MFCCs 2 (kurt), 3) Key, 4)
Loudness A-weighted (min), 5) Key Minor Strength (max)
1) Tonality, 2) Spectral Dissonance, 3) Key Major Strength (max), 4)
MFCCs 6 (skw), 5) Chord
1) Pitch Range (std), 2) Vibrato Rate (std), 3) Pitch Standard
Deviation (std), 4) Higher Pitch, 5) Vibrato Rate (kurt)2
1) Vibrato Extent (std)1, 2) Shape Class 61, 3) Vibrato Extent (avg)1 ,
4) Lower Pitch, 5) Lower Pitch1

computed using only the top third lengthier contours
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A list of the 5 most relevant features for each feature set is presented in Table 3. As
for standard audio features, key, mode (major/minor), tonality and dissonance seem to
be important. While in melodic features, some of the most relevant are related with
pitch and vibrato, similarly to the results obtained in a previous study related to genre
prediction [5].

5 Conclusions and Future Work
We studied the combination of standard and melodic audio features in dimensional
MER. The influence of each feature to the problem was also assessed.
Regarding AV accuracy, we were able to outperform the results previously
obtained by both Yang and us using only standard audio features. Additionally, we
were also able to improve results by combining both sets, resulting in a new
maximum of 67.4% for arousal and 40.6% for valence. Although MA features
perform considerable worse than SA features, especially for valence, they were found
to be relevant when working in combination.
Despite the observed improvements in results, there is still much room for
improvement, especially regarding valence. To this end, we will continue researching
novel audio features that best capture valence.
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Abstract. Only few audience-performer interactive systems have been
proposed so far for live music-making situations. Mood Conductor (MC)
is a system that allows audience members to guide improvised music performances using emotion cues. The MC system consists of a smartphonefriendly web application, a server component clustering emotion cues,
and a visualisation client providing feedback. This study presents the
design and results of an online survey following two interactive performances involving the MC system with different ensembles (vocal quartet
and jazz/rock trio). 35 participants took part in the survey (29 audience
members and 6 performers). Qualitative data analyses of users’ feedback
revealed several issues in the initial web application and visualisation
client. Future versions of the system will aim at representing the audience’s average choice over time rather than individual intentions whose
diversity and rapid changes have shown to make impractical the interpretation of the data by performers and audience members.
Keywords: emotion, mood, arousal, valence, self-completion questionnaire, online survey, qualitative data analysis, user-centred design

1

Introduction

Mood Conductor is a system that allows audience members to actively take
part in a performance by communicating emotional directions to the performers
using mobile technology [8]. The system which has been used in several public
performances with different ensembles in UK and France1 had not yet been
subjected to a formal evaluation, which is the focus of the present study.
?

1

The authors acknowledge the vocal quartet VoXP for their kind contributions, as
well as Matthias Georgi from SoundCloud Ltd. for the implementation of the mobile
client interface. This work was partly funded by the EPSRC Grant EP/K009559/1.
CMMR 2012 ‘New Resonances’ Festival at Wilton’s Music Hall, London, UK [13];
Electroacoustic Music festival ‘exhibitronic#2’ at the Cathedral of Strasbourg,
France; ‘New Musical Interfaces’ Concert at Queen Mary University of London.
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(a)

(b)

Fig. 1: (1a) Graphical user interface (GUI) of the Mood Conductor application
for audience’s suggestions. (1b) Visualisation of the audience’s emotional directions with coloured spherical blobs. The higher the number of users indicating
an emotion cue, the larger the blobs.

The various components of Mood Conductor are thoroughly described in a
companion paper [9] and are only briefly summarised here. Figure 2 gives an
overview of the system which is composed of three parts: (i) a web application, (ii) a server component, and (iii) a visualisation client. The Mood Conductor web application2 is accessible from any mobile devices (e.g. smartphones,
tablets, laptops) with an Internet connection. It allows audience members to
select emotions cues on a graphical user interface (GUI) representing the twodimensional arousal-valence (AV) space [14]. In order to help users selecting
emotion cues in the AV space, areas of the space are mapped to a discrete set
of 16 mood tags (‘fun’, ‘positive’, ‘energy’, ‘power’, ‘bright’, ‘rock’, ‘calm’, ‘serious’, ‘relaxed’, ‘sad’, ‘dirty’, ‘dark’, ‘confused’, ‘brutal’, ‘aggressive’, scary’).
These mood tags are displayed on the GUI once a point in the space is selected
(see Figure 1a). A gradient colour mapping is used to associate areas of the
AV space to colours using the crowed-source mood to colour associations available from the wefeelfine.org website3 . The emotion cues selected by audience
members are sent to the server component which clusters them dynamically using a time-constrained real-time algorithm. The visualisation client associates
each emotion-related cluster with a coloured spherical blob in the AV space.
The dimensions of these coloured spherical blobs reflect the number of people
2
3

http://bit.ly/moodxp
http://www.wefeelfine.org/data/files/feelings.txt
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whose choice correspond to a same cluster in the AV space. The graphical outputs are visually fed back to the audience (on a large screen located at the back
of the stage; see Figure 1b) and to the performers (on a smaller screen located
in front of them). Some photos and short videos illustrating the functioning of
the system over the course of rehearsals and public performances are available
at the links provided below4 .

Emotional
Intention

Real-time
Clustering

Audience

Video
Screen

Clustered
Emotional
Intention

Visualisation
Client

Performers

Server
Projector
Visual
Feedback

Fig. 2: Overview of the Mood Conductor System.

Two main types of users are involved in the Mood Conductor system, audience members who use the web application to choose emotional directions,
and performers who decode the visual information provided by the system and
interpret them in the musical improvisation process. A thorough assessment of
the system hence needs to take into account the perspectives of both audience
and performers. As highlighted in [19], the evaluation of live human-computer
music-making systems presents some challenges as several classic human computer interaction (HCI) evaluation metrics such as task completion rates can’t
be applied to improvised and interactive performance situations. Indeed the creative and affective nature of musical interactions during performances make their
description as tasks impractical, which prevent the use of task-specific methods
like the “cognitive walkthrough” approach [23], focusing on identifying usability
issues based on a set of pre-conceived guidelines. In the “think-aloud” or “talkaloud” protocol [7], another classic HCI evaluation method, users are invited to
describe their actions, thoughts and feelings verbally. However in the context
of a musical performance, verbalisations may interfere with the music creation
4

Photos: http://bit.ly/moodcphotos; Videos: http://bit.ly/moodxpdemo (VoXP
vocal quartet, Cathedral of Strasbourg, France); http://bit.ly/moodnmidemo (New
Musical Interfaces concert, jazz/rock trio, Queen Mary University of London).
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and listening processes from a cognitive standpoint, in addition to be a source
of noise for audience and performers. Ethnographical observations (see e.g. [2])
of performers’ and audience’s reactions using field notes are also impractical in
typical concert settings with a dimmed lightning. To tackle the issues mentioned
above, we assessed the Mood Conductor system by collecting feedback from users
after their interaction with the system in real performance situations. We designed self-completion questionnaires [4] for audience members and performers
that took part in Mood Conductor performances at the Cathedral of Strasbourg
(France, September 2012) and Queen Mary University of London (UK, April
2013). The questionnaires comprised nine sets of questions covering several aspects related to the web application, the visual feedback, the audience-performer
interaction, and the directed improvisation process. In total, 29 audience members and 6 performers completed the questionnaires in an online survey over a
period of three weeks. Qualitative data analysis techniques [4] were applied to
uncover recurrent or underlying patterns in the participants’ answers. The analyses provided an assessment of the current system and several insights on how
to improve it.
The remainder of the paper is organised as follows. Section 2 presents a
literature review of related works. Section 3 describes aspects related to the
design of the user survey and the methodology to analyse the collected data.
Analyses and discussion of the results are provided in Section 4. In Section 5,
some conclusions are drawn from this work and future directions are outlined.

2

Related works

The process of musical communication proposed in [11] in the context of written
traditional Western art music starts with an intended musical message recoded
from ideation to notation by the composer (C), then recoded from notation to
acoustical signal by a performer (P), and finally recoded from acoustical signal to
perceptual and emotional responses by the listener (L). Most of the psychological
research on music and emotions has sought to understand listeners’ emotional
responses to music either in terms of perceived (or suggested) emotions or felt (or
induced) emotions (see e.g. [18] for a review). A smaller number of works have investigated how composers can convey emotional qualities through music [20] (see
e.g. [10] for a review of musicological studies). Thorough analyses of performers’
emotions in the construction of expressive musical performance have only been
undertaken recently [21], highlighting the existence of both practice-related emotions (linked with the technical difficulties of a piece) and music-related emotions
(linked with the communication of expression). The chain of musical communication used in the Mood Conductor performances under study differs from a
classic C → P → L chain as the music is improvised and not written in advance.
Furthermore, the performers-improvisers respond to directions emanating from
the audience (A), and reciprocally, the audience reacts to the acoustical signals
produced by the performers, interaction which can be symbolised as P ↔ A.
Improvised music has been the subject of several studies, e.g. to understand the
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creative processes employed by Jazz musicians [5]. However we are not aware of
other works that focus on musical improvisations driven by the audience over
the course of a performance by making use of new technologies, as is the case in
the present study.
Musical emotions can be represented according to two main conceptions (see
e.g. [3] for a review), a categorical model where emotions are characterised by a
discrete set of categories (e.g. ‘happy’, ‘relaxed’, ‘sad’, ‘angry’) and a dimensional
model, where emotions are characterised by numerical values along specific scales
(e.g. arousal, valence, dominance, tension). The two-dimensional arousal-valence
(AV) model [14], on which Mood Conductor is grounded, has been shown to provide reliable means for collecting continuous emotional responses to music [15].
The GUI of the Mood Conductor web application present similarities with that
of ‘MoodSwings’ [12], a collaborative game for music mood label collection, even
though in Mood Conductor, mood tags rather than emotion faces [16] are used
to ease the understanding of the AV space.
Research on audience-performer interactions facilitated by new technology
during live music performances is still very scarce. In order to enhance audienceperformer interaction and engage the audience actively in performances, the authors from [1] deployed a ‘cheering-meter’ system accounting for crowd approval
at concerts. The field of computer games may provide interesting insights in the
design of audience-performer interaction systems as games and new musical interfaces both involve the learning of control parameters, multimodal interactions,
and affective responses. The music and emotion-driven game engine (MEDGE)
proposed in [24] allows players to control events in the virtual world of the
game using expressive intentions and moods conveyed to the computer through
music played on a real musical instrument. The web-based multimedia interactive system presented in [17] offers multiple users the possibility to participate
in a performance either as players (e.g. of musical instruments) or spectators,
and exchange messages describing players’ actions or audience’s reactions. Such
framework has hence the potential to let players adjust their performance in
order to keep the engagement of the audience high, an important aspect which
was also sought for in the Mood Conductor system.
Regarding the evaluation of new musical interfaces, [22] proposed a taskbased approach with completion ratings made using Likert scales (e.g. to measure
how well glissandi can be produced). To avoid reducing the musical interaction
to simple tasks, [19] proposed a qualitative approach using discourse analysis to
interpret transcribed interviews conducted with performers after sessions during which participants were invited to explore the instrument under study (a
voice-based interface to control musical systems). The present evaluation follows
a similar methodology, even though online self-completion questionnaires have
been employed rather than face-to-face interviews as online questionnaires could
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be completed outside the laboratory by a large number of audience members
and performers after public performances with the Mood Conductor system.

3
3.1

Methods and Survey Design
Research Questions and Self-completion Questionnaires

In order to evaluate the current system and get insights on how to improve it,
we designed a survey to gather feedback from users who participated in Mood
Conductor interactive music performances. As described in the Introduction,
the system involves both audience members and performers. Therefore, it is
important to get feedback from both classes of users. The evaluation protocol
was designed to answer the following research questions:
– Does the system allow audience and performers to interact during a performance and if so, is the interaction easy and relevant from a musical standpoint?
– Is the system engaging for the audience? Is the system engaging for performers?
– How does the system affect the creative process?
– How can the system be improved?
Two self-completion questionnaires were developed, one for audience members, and one for performers. The audience questionnaire was composed of nine
sets of questions addressing the following aspects: (i) Demographical information (optional) and musical background, (ii) Mood Conductor web application,
(iii) Visual feedback, (iv) Performance experience (see Table 1). The performers’ questionnaire also contained nine sets of questions covering the same topics
except that referring to the Mood Conductor web application which was only
used by audience members (see Table 2). The various questions were formulated
in closed- or open-ended forms. Closed-ended questions (fixed choice) aimed at
qualifying specific aspects of the system’s components (e.g. is the component
easy to use, is it clear or confusing?) while open-ended questions (e.g. question
6 in Table 1) allowed unexpected insights to be derived. In the case of closedended questions, participants were also invited to explain the reasons for their
answers (see e.g. Question 3 in Table 1). The questionnaires were administered
to participants using the online survey system surveymonkey.com over a period
of three weeks. The participants had the possibility to skip questions related to
the web application if they had not used it during the performance.
3.2

Selection of Participants

The survey participants were recruited amongst the audience members and performers that took part in Mood Conductor performances during the electroacoustic music festival ‘exhibitronic#2’, held at the Cathedral of Strasbourg (France)
in September 2012, and during the ‘New Musical Interfaces’ (NMI) concert, held
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at Queen Mary University of London (UK) in April 2013. The concert at the
Cathedral of Strasbourg (COS) was performed by the improvised music vocal
quartet ‘VoXP’ composed of four professional singers that graduated in Jazz and
Classical Music from the Conservatoire National de Strasbourg. The ensemble
which performed at the New Musical Interfaces concert was a jazz/rock trio
(guitar, bass, drums) composed of amateur and semi-professional musicians. As
the registration of the NMI concert was done online (eventbrite.co.uk) and
was curated by members of Queen Mary, it was possible to contact the 60 attendees of the concert, mainly composed of QMUL staff and students, by email. It
was not possible to contact audience members that took part in the Strasbourg
concert as the option to give contact details was not part of the registration
process. In total, the call for survey was sent out to 60 audience members from
the NMI concert, and to 7 performers (4 singers from the COS concert, and
3 musicians from the NMI concert). The survey was completed or partly completed by 29 audience members (48.3% of the NMI concert attendees) and 6
performers (35 participants in total). Amongst the 29 audience participants, 23
provided information about their age which ranged from 23 to 62 (the age range
23-26 accounts for 80% of the participants), and 20 provided information about
their gender (10 females, 10 males). 14 audience participants had received a formal musical instrument training (they will be referred to as ‘musicians’ in the
following).

Table 1: Audience questionnaire
1
2

3

4
5
6
7

8
9

Demographical information and musical background
Please provide the following information below (optional): name, email address, age and gender.
What is your musical background? Do you normally listen to or perform music
featuring new technologies?
Mood Conductor web application
Was the Mood Conductor app (http://bit.ly/moodxp) easy to use? For instance, were the colors helpful? Were the mood words appearing when you
click helpful? Please explain why.
How could we improve the interface of the Mood Conductor app?
Visual feedback
Was the visualization of the emotional directions shown on stage clear or
confusing? Please explain why.
Do you think that the performers followed the emotional intentions from the
audience? Please explain why.
How could we improve the visualization of the emotional directions shown on
stage?
Performance experience
Was the overall system engaging? Did it distract you from listening to the
music? Please explain why.
What did you enjoy most about the Mood Conductor performance? And what
did you enjoy least about the Mood Conductor performance?
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Table 2: Performer questionnaire
1
2

3
4
5

6
7
8
9

3.3

Demographical information and musical background
Please provide the following information below (optional): name, email address, age and gender.
What is your musical background? Do you normally listen to or perform music featuring new technologies? Which instrument did you play during the
performance?
Visual feedback
Was the visualisation of the emotional directions shown on stage clear or
confusing? Please explain why.
Was it easy to follow the emotional intentions from the audience? Please explain why.
How could we improve the visualization of the emotional directions shown on
stage?
Performance experience
Were the audience’s emotional intentions helpful in the creative improvisation
process? Please explain why.
Did the visualisation distract you from listening to or paying attention to the
other performers? Please explain why.
What did you enjoy most about the Mood Conductor performance? And what
did you enjoy least about the Mood Conductor performance?
Are you willing to use Mood Conductor in further performances?

Qualitative data analysis

Inferential statistics were derived from the answers to closed-end questions to account for the proportion of participants selecting a given choice (e.g. useful/not
useful). The written answers to open-ended questions were subjected to qualitative data analysis [4] using an approach drawing from the grounded theory and
which was devised to analyse ethnographic fieldnotes [6]. The methodology consists in coding the written data to identify specific analytic categories, and then
the coded data is grouped by themes to uncover recurrent or underlying patterns
of activity. In the following, reference to participants’ answers are anonymised
using the notation ‘Px’, where x is a discriminative numerical index.

4

Analysis of the Survey Data

The analysis of audience and performer feedback are presented separately and
are then discussed to highlight commonalities.
4.1

Audience feedback

The following themes emerged from the analysis of the audience survey data:
web application interface, use of mood tags, colours, visual feedback, engage-
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ment/interest in the system, audience-performer interaction, novelty of the performance, performance procedure, musician skills and instrumentation. For space
reasons, we concentrate on the most important themes in the following.

Mood Conductor Application 26 out of 29 participants (89.7%) used the
Mood Conductor application to send emotional directions to the performers
during the perfomances. No significant differences of opinions occurred between
musicians and non-musicians. Figure 3a shows ratings of whether the application was easy to use, and whether the words (mood tags) and colours in the
GUI were helpful to select emotional directions. As can be seen in this figure,
the wide majority of users found that the application was easy to use (73%), and
the mood tags helpful (80%). Judgements on the AV space colour mapping were
however more divided, as 38% of the participants found that the colours were not
helpful; colours were found to be “too subjective” (P1), “cheesy” (P2), “sometimes confusing” (P5), or that they “need to be made more distinctive (from
dark to bright) to give a clearer sense to the user” (P16). One of the participants indicated a red/green colour blindness, an aspect which we did not expect.
Amongst the 62% of participants who found the colours helpful, some positive
highlights were given: colours “make the app more attractive” (P3), “match the
feelings roughly” (P4), “make me happy” (P13), “are clearly related to human
mood” (P10). Some participants also pointed out that colours contributed to
the simplicity of use of the application: “it was easy to use the coloured plane”
(P10). In total, 7 participants (27%) considered that the interface of the current application was good enough and didn’t require any improvements, while
19 other users (73%) thought it could be improved.
Several suggestions for improvements were made by the participants. 6 participants indicated that the interface did not fit well the screen of their mobile
devices or laptops, and 3 participants mentioned that there were some latency
after clicking on or tapping the screen. It is worth noting that a delay was introduced intentionally to throttle the bandwidth, and also to prevent a single
user from overwhelming the system. Only one participant mentioned that it was
difficult to use the AV space to select emotion cues (“hard to find the relationship between the location in the space and the desired emotion”, P19). Some
participants didn’t know whether they had to tap a point continuously or only
once on their touch screen for the data to be sent. Some participants suggested
to add an “introduction” (P19) or “clear instructions” (P25) in the application
to guide users. A participant wished to be able to see the mood tags before
selecting an emotion point in the space. Refining the discretisation of the AV
space to cover more mood categories was another suggested improvement (P26).
Different ways to convey audience’s emotional intentions using automatic mood
prediction based on e.g. people’s movement and voice were also envisaged by one
participant (P10). Finally, two participants found that the application should be
made more attractive to users with an up to date look: “Look felt a bit 90ies”
(P28), “old style interface, canvas should be more exciting, interesting and in-

CMMR2013 - 602

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

10

Ting Lou, Mathieu Barthet, György Fazekas, and Mark Sandler

(a)

(b)

Fig. 3: Audience’s assessment - (3a): Mood Conductor application, and (3b):
visual feedback and its musical interpretation.

teractive, app is boring [. . . ] what I mean is just the app, not the whole system.”
(P12).
Visual Feedback and Audience-Performer Interaction As shown in Figure 3b, 13 participants (48%) believed that the visual feedback provided on
stage was clear enough: “incredible action with a perfect application of the classic two-dimensional coordinates which can be easily understood by users” (P3),
“the visualisation was clear because it was labelled by words (positive, negative,).” (P10). In contrast, 14 participants (52%) thought that visualisation was
not clear, confusing, or messy (2 participants didn’t provide comments on the
visual feedback). The majority of the participants reached the consensus that
too many coloured blobs were displayed and that the fact that some of them
were overlapping was also confusing. These factors made unclear which of the
blobs represented the leading emotion directions the performers were meant to
follow: e.g. “I can’t recognise what is the exact emotion shown on stage” (P11),
“They always overlapped and it was not quite clear for both the audience and the
performers” (P9), “some [. . . ] areas are overlapping. And I don’t know if the musicians perform what I want. And I can’t see the emotion words on the screen on
stage.” (P13). For three participants, it was hard to relate the size of the blobs to
the number of votes. However, one of these three participants intuitively understood the relationship between the size and the number of votes: “The size of the
circles constantly increased, so I didn’t understand what their size represented
(cumulative clicks on that area perhaps?)” (P27). 18 participants (78%) were
not sure whether the performers followed the emotional directions well or at all:
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“Sometimes the emotions from the audience were divergent. I guess it is hard for
performers to decide which to follow.” (P4), “I do not think my operation could
affect the final results” (P21). In addition to the too large number of coloured
blobs, this was also attributed to the too rapid changes of emotional directions:
“The frequency at which the audience taps the screen is too high so that the
icons on the screen always change. It’s too difficult for the performers to follow the conduction.” (P9). 5 participants thought that the emotional directions
were well transcribed by the performers, “The performance was really excellent.”
(P8), and several of them highlighted the fact that some specific emotions, such
as ‘anger’ were better interpreted than others: “Some obvious emotions are followed well, such as the red balls.” (P18). Two participants mentioned that there
were too many people interacting in the audience and that the emotional directions were constantly contradictory. One participant reported that he/she didn’t
know which emotions to select.
In order to improve the visual feedback, 5 participants suggested to replace
the point-cloud based visualisation with a single point, moving gradually over
time and averaging the audience’s votes: “I suggest it is better to combine different balls into one big ball to improve the visualization.” (P3), “there are so
many balls, I think one ball is better. The ball can move gradually according
to the preferences of the audience.” (P13), “Should aim to having one central
(most popular) emotional direction at a time.” (P17). 4 participants indicated
that the display of mood tags along with the emotional blobs would improve
the visualisation: “maybe words descriptions like that in the mobile app could
be shown on stage” (P11), ‘I can’t see the emotion words on the screen on
stage.” (P13), “give verbal cues as well - e.g. integrate a kind of word cloud into
the visualisation” (P28). Several participants suggested to create visualisations
which also interact with the music played by the performers, reflecting rhythmical aspects, for instance: “make it more dynamic, e.g. move or shake with
the music rhythm” (P10), “maybe you could flash the point to represent the
tempo, make it attractive. More interactive with the performers, not just to the
listeners.” (P19). A few participants suggested to incorporate a third dimension
to the emotion space, to display the data in a more personal way to differentiate
the number of users from the intensity of a person’s choice, to use a different
medium such as stage lights to account for audience emotional directions, to
make the change of colours more gradual, and to devise ways to improve the coherence/agreement within the audience using social factors (connecting people
together in the audience).

Engagement with the System 17 participants found the system engaging.
13 out of 19 participants found that interacting with the system distracted them
from paying attention to the music. A change of procedure tackling this issue was
suggested: the emotional cues would be selected by audience members before the
start of the performance, so that the music can be enjoyed without distraction
during the performance (P14).
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Performance Procedure One participant was surprised to see that visual information was already displayed on the screen before users started to send data
(this was due a testing stage before the start of the performance). Several participants considered that the performance, which lasted more than 20 minutes,
was too long and that the end was boring.
Musician Skills and Instrumentation The improvising skills of the musicians were deemed to be important for the audience-performer interaction to
work well (P17). The fact that the music didn’t contain enough variations to
follow the intentions was criticised by one participant. This aspect was related
to the choice of music genre: “Too close to conventional pop/rock overall sound
to convey strong emotional moods and especially changes of them” (P28).
Novelty of the Experience and Interactivity Interestingly, 9 participants
found that the best part of the performance experience is linked with the novelty
of the system: “The feature I enjoy most is the original conception, which associates new technology with music appropriately. There is no doubt that it will
attract many young people who will fancy it and be addicted to it.” (P3), “It’s
a pretty new way of listening to a concert or performance.” (P14), “New approach in terms of audience interaction. Good!” (P28). 8 participants indicated
that what they liked the most was the possibility to interact with the performers: “enjoy the interactions between performers and listeners” (P5), “A good
interaction between performer and audience is the thing I enjoy most.” (P16),
“The performance change their performance based on the conductor. We are
also engaged in the performance.” (P19), “The audience-performer interaction
is the best part. Audiences are able to take part in the performance and affect
the outcome.” (P26).
4.2

Performers’ Feedback

Two different ensembles have used Mood Conductor (vocal quartet and rock
trio) and six out of the seven performers in total completed the survey. As can
be seen from Figure 4, two performers thought that the visualisation shown on
stage was clear, while the four others held opposite views. Five performers felt
that they were distracted from the improvisation by the visualisation. Although
all the performers found difficult to follow the emotional directions during the
performance, all of them indicated that they would be willing to perform again
with the Mood Conductor system.
The suggestions of the performers reached a consensus on several points: (i)
when split votes occurred in the audience, it was very hard to figure out which
emotional direction to follow, (ii) even in the case of a single emotional direction,
time was required to be able to satisfactorily interpret the associated emotion,
(iii) the changes of emotional directions were too fast to follow. As pointed out
by audience members, they all agreed that a visual feedback displaying a single,
gradually-shifting emotional cue in the AV space, would be easier to interpret
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Fig. 4: Performers’ assessment of the Mood Conductor system.

than a point-cloud based visualisation. One of the performers indicated that
the position of the screen providing visual feedback on stage was not ideal as
it prevented him to make eye contact with the other performers during the
improvisation.
4.3

Discussion

Mood Conductor App From the analysis of the Mood Conductor application,
we can conclude that most participants considered that the mood tags and the
colors shown on the interface were helpful. There are three main issues with the
interface. First, the size of the interface does not fit all types of screens (smartphones, laptops, etc.) which makes the application less aesthetic and engaging.
Second, in some cases, desired emotions are hard to locate on the space leading
users to send undesired emotional intentions. Third, the application can be misused due to a lack of instructions and due to the fact that continuous selection
of emotions in the space can induce infinite growths of size of the corresponding
blobs in the visual feedback. In order to tackle these issues, several solutions are
envisaged:
– Adapt the size of the interface to make it suitable on different types of
devices. However, this may not be straightforward for all types of platforms
as some devices adapt the size automatically whereas others don’t;
– Add an introduction and/or help screen to the web application to let users
know its functioning and the principles of interaction;
– Possibly add a button to send the data to the server once a choice has been
made by users. This would let users the possibility to explore the emotion
AV space without “spamming” irrelevant data.
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Visual Feedback Both audience members and performers found the current
visual feedback confusing and suggested to replace the point-cloud based visualisation by a single moving point, related to the average vote. Furthermore, the
too rapid changes of emotional directions did not let performers enough time to
convey the associated moods musically, nor they let audience/listeners the time
to perceive their intentions. The performers did not find easy to follow the directions given to them on stage, and the audience members were not sure about
whether performers followed their intentions well. Based on the considerations
mentioned above and in the previous section, the following changes may provide
means to improve the system (the potential benefits of such changes should be
validated by other assessment experiments aiming at comparing the initial and
modified systems):
– Using a single emotional cue at a given time: the visual feedback would be
provided by a single emotion blob representing e.g. the average emotional
direction, or the emotional direction selected by the majority. This should
simplify the visualisation and make it more intuitive both for audience members and performers;
– Reducing the frequency of data: adding ways to limit the frequency of the
audience data to a certain threshold would make the changes of emotional
directions more gradual and would give enough time to the performers to
interpret the emotions. However, such modification risks taking away a lot
of the affinity (fun/enjoyment/immediate reward) provided by the fact that
there is an (almost) immediate response to each individual indicated emotion;
– Including mood tags in the visual feedback: using mood tags characterising
the displayed blobs in the AV space may help performers to determine which
emotions to perform, as well as audience members to assess whether the performance reflects the performed emotions. Furthermore, this may facilitate
the understanding of the system for colour blind users. An experiment comparing systems including or excluding mood tags from the visual feedback
should be undertaken to test whether such changes improve the system.
4.4

Performance Procedure Improvements

Some participants pointed out that the performance was too long and this issue
made the audience lose its interest in the performance. As a rule of thumb,
improvised music performance with the Mood Conductor system should not last
longer than 10 to 15 mins to maintain a high engagement of the audience. A way
to gradually stop incoming data to be displayed should be devised if audience
members don’t naturally stop sending data.

5

Conclusions

This paper presented an evaluation of the Mood Conductor (MC) interactive
performance system by 35 audience members and performers following two public performances conducted by different improvised music ensembles (a vocal
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quartet and a jazz/rock trio). The proposed evaluation methodology relying on
self-completion questionnaires and qualitative data analysis may be useful for
the evaluation of other types of live music-making systems. Although the MC
system was found highly engaging and novel by users, issues with the initial
visual feedback were pinpointed both by audience members and performers interpreting emotional intentions musically. The main drawback of the system is
related to the empirical observation that audiences composed of a large number
of participants rarely agree on a leading emotional direction. The initial visualisation client of Mood Conductor allows split votes to be displayed on feedback
screens with potential rapid variations of emotional directions which makes the
interpretation of the data intricate both for the musicians and the audience.
The qualitative data analyses conducted on participants’ answers to open-ended
questions have uncovered several routes to tackle these issues. One of the future
paths to improve the audience-performer interaction and the creative possibilities of the system from the musical standpoint will be to represent the data in a
“democratic” way, by gradually following the intentions of the majority, rather
than by showing all individual emotion cues concurrently. Other improvements
are related to the performance procedure and the technical set-up, e.g. to maintain the performances relatively short to keep the engagement high, and to place
the performer feedback screen in a better position to give performers the possibilities to communicate between each other visually and look at the screen.
We hope that such modifications will improve future performances involving the
Mood Conductor system.
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Abstract. This paper expands upon our previous research in the field of BrainComputer Music Interfacing and reports on tools for performance and
composition controlled via brainwave activity in development at ICCMR,
University of Plymouth. Our approach measures electroencephalogram (EEG)
data elicited via generating Steady State Visual Evoked Potentials (SSVEP) to
allow for real-time control of musical parameters. This paper presents Flex, a
solo performance piece designed for a portable BCMI (Brain-Computer Music
Interface) system. Flex serves as a demonstration of the mapping complexities
and control on offer through interfacing brainwaves with a musical system.
Keywords: Brain-Computer Music Interfacing, interactive performance,
neurofeedback, brainwave control.

1 Introduction
Our research aims to unravel the creative possibilities of harnessing brainwave
information for musical control to inform those wishing to utilise this approach within
composition and system design. The technologies we are developing have shown
potential in the fields of music therapy [1], real-time notation [2], and in electronic
music performance [3]. This paper presents new research with regards to the latter.
Using the brain as a means of extracting control is a well-established research area
in the field of brain-computer interfacing (BCI). Traditionally BCI systems have been
associated with medical research due to the high costs involved and the therapeutic
benefits offered to individuals with motor disabilities. Fast forward into the present,
and the field of BCI is currently receiving considerable attention in large part due to
the recent surge in affordable and portable interfaces marketed to gaming audiences,
music listeners and developers through platforms such as Muse, NeuroSky and
Emotiv.
One of the key elements of BCMI (Brain-Computer Music Interface) systems for
creating and performing music is the way in which the brain affects the relationship
between music the user, and an audience. Performing with BCMIs requires a
performer to have electrodes placed on their scalp, connected to a computer system.
For accurate brain wave measurement the performer must remain still to avoid
electrode movement, which can introduce noise to the signal. Because of this
engaging an audience with a static performer can be difficult, especially when the
performer is positioned in front of a computer screen, as is often the case. On the
whole, BCI (and our previous BCMI) systems are designed for explicit control,
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providing a user subjective choice over the functions available. Other uses of BCI
adopt a passive interaction where control is implicit; the system merely monitors the
electroencephalogram (EEG) of a user and applies this to control parameters [4]. The
system presented here, through the piece Flex, draws on elements from both of these
approaches and is therefore somewhat unconventional. A user seeks explicit control
but it is hidden and has to be found. The design of the piece is embedded with
dramatic elements (seeking, finding and losing control) that are communicated to an
audience. Additionally implicit interactions are embedded into secondary mappings,
where the system responds to the implicit behaviour of a users EEG. In practice our
system would be considered unfit for either standard BCI applications. However, it
demonstrates a novel and creative approach to using brainwaves in an artistic setting.

2 Elements of a BCMI system
2.1 General Elements
BCMI systems vary depending on their intended use. Their musical applications of
can be categorised into the sonification of EEG, whereby EEG data is translated into
sound; musification of EEG, where EEG signals are mapped to musical parameters
and musical control; whereby a user elicits cognitive control over brain activity and
consequently music. Sonification and [5] musification [6] BCMI systems are
essentially passive; a user has no control of their brain activity.
On the whole modern BCMI systems consist of the following elements:
• Stimuli (Generally, only used in active BCMIs). In our BCMI four icons
on a computer screen provide the stimuli for generating SSVEP.
• EEG Input. Electrodes are positioned on the scalp in order to measure the
brain activity.
• Signal Processing. Electrical signal is amplified and processed for extracting
meaningful data.
• Transformation Algorithm. Data is converted into control values for
mapping to musical parameters. Data is governed by the rules within the
mapping strategy.
• Musical Engine. Where the composition receives the data from the
transformation algorithm and in response plays back and affects the music.
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Fig. 1. The components that make up a typical BCMI system.
2.2 EEG Signal Analysis
There have been a number of methods of eliciting meaningful EEG data for active
BCMI control in the years since alpha bursts were first harnessed for music. These
include internal mental processing techniques such as auditory focusing [7] and motor
imagery [8], and much broader EEG analysis using different methods of data
classification [9] [10]. Methods that use external stimuli to elicit certain expected
brainwave responses have become increasingly common in BCI technologies due to
the accuracy they provide and the limited training needed for a subject to accomplish
the technique. Event Related Potentials (ERPs) are spikes of brainwave activity
induced by external stimuli. For example the P300 technique, which elicits a positive
deflection 300ms post visual stimuli, is commonly associated with spelling devices
but has also been used for musical composition [11]. A major benefit of external
visual stimuli is the ability to inject meaning within the stimuli that does not interfere
with the audio neurofeedback process.
Steady State Visual Evoked Potentials (SSVEP), another form of ERPs, occur
when a subject focuses their vision on an icon flashing at a predetermined frequency.
Instead of a momentary excitation of the brainwave, which can be difficult to detect,
it remains in a steady state of excitation due to the repeating flashes of the icon. Icons
flashing at rates of between 3.5 - 70Hz elicit an SSVEP response, in the visual cortex
of the brain, as an increase in amplitude. Amplitude can be increased, to a limit,
through sustained gazing and concentration. In practice, icons are presented on a
computer screen. A user selects a function mapped to each icon simply by looking at
the icon. The length the user focuses their gaze results in an increase in amplitude (to
a maximum point). Therefore control is realised in the form of icon selection and
amplitude variance both locked to the time of selection. This technique of eliciting
brainwave control occurs in real-time as, unlike P300, accuracy of interpreting
SSVEP is reliable and does not require multiple trials to gauge whether brainwaves
are in fact responding to the stimuli. An SSVEP BCMI will require calibration to be
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attuned to a user’s thresholds but this takes approximately 5 minutes and does not
affect performance.
A recent study undertaken by g.tec medical engineering reported that SSVEP
provides the most accurate and responsive method when trialled alongside the motor
imagery and P300 techniques [12], making it a suitable choice for BCMIs with less
accurate hardware systems for EEG measurement.

4 BCMI Systems for Musical Performance
4.1 Passive BCMIs

Passive BCI systems imply brainwaves are uncontrollable where certain changes
may be a response to the environment and/or mental state of a user. This implicit
control, often referred to as neurofeedback, was predominant in early uses of EEG
and music before explicit control was possible, and still features in contemporary
systems.
Brainwaves have been exploited in musical performance for almost 50 years, with
the possibility of a brain-computer interface for direct communication and control
first seriously investigated in the early 1970s. After Joe Kamiya’s discovery of
voluntary alpha wave control in the 1960s [13] [14] composers were quick to
integrate brainwaves with performance. Famously, Alvin Lucier amplified his alpha
waves (8 – 13Hz) via EEG during Music for Solo Performer, first performed in 1965.
With such frequencies below the threshold of human hearing, loudspeakers were
coupled with percussive instruments. Here a simple neurofeedfack loop is created; the
increase in alpha wave amplitude results in a direct increase in the intensity of the
instruments’ resonance, and yet this is remarkably effective for performing such a
literal mapping of brainwaves to an audience. The concept of Lucier’s brainwave
intensity affecting sound is communicated with ease and requires little understanding
of the techniques used. Interestingly, in a report on the piece, Lucier remarked on his
desire for more complexity within his system. In particular, he sought greater control
over a wider range of musical parameters [15]. This need for control has been a
prominent theme in BCMI research ever since and has been intrinsic in the design of
BCMI systems.
In contrast to Lucier’s desire to communicate the natural frequencies of brain
activity through acoustic and tangible sound sources Richard Teitelbaum,
incorporated bio-signals into his performances using modular synthesisers in the
1970s. In his piece In Tune (expanded version), Teitelbaum maps a performer’s EEG
alpha activity to synthesis modules to which he then interacts with in response to the
EEG. This introduction of a second person widens the neurofeedback to incorporate a
collaborative approach to music making. Teitelbaum is also able to exact further
control over the alpha signals and, in playing the role of conductor, can direct the
performance as a whole involving other members and different bio-signals.
Designing performance systems with EEG has previously been heavily reliant on
the roles of collaboration with instrumentalists, other users of bio-signal interfaces or
a combination of the two. The BioMuse project, led by Knapp et al, has integrated
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EEG and other bio-signals in systems since the early 1990s, initially interfacing with
MIDI instruments [16]. More recently, the BioMuse Trio has integrated acoustic
instrumentation and real-time bio-signal processing, including EEG, in their
performances.
Another successful approach to performing music controlled by brainwaves has
been achieved by composing conceptual pieces that reflect an idea that is simple to
communicate to an audience and fascinating to watch. Music for Sleeping and Waking
Minds, first performed in 2011, is an eight-hour long composition intended for nighttime listening. Four performers wearing EEG sensors effect the properties of tones
using simple direct mappings, in order to project basic changes in their brainwave
activity to an audience [17].

4.2 Active BCMIs
In recent years BCMI systems with active control have demonstrated different
approaches to music making through applying cognitive thought processes and
subjective choice. A number of which have utilised ERPs to derive the control.
Researchers at the EAVI (Embodied AudioVisual Interaction Research Group) at
Goldsmiths, University of London, reported on their application of a BCMI using
P300 control to select musical notes from a range of three octaves as a simple method
of composition [11].
In 2011, researchers from Universitat Pompeu Fabra performed using their
Multimodal Brain Orchestra (MBO) that featured both the SSVEP and P300 BCI
techniques. Brainwaves were used to effect changes in articulation and dynamics
within a generative musical system. To add to the performance, the brainwave data
was used to manipulate real-time visuals alongside the music [18]. Performers used
stimuli icons from either a small box or a computer screen. Here, the visual element
of a BCMI performance was enhanced through the projected visualisation of
brainwaves. Although the musical mappings were relatively straightforward, it was,
and can be be difficult for an audience to feel incorporated into the performance when
BCMI subjects are required to simply sit and gaze at screens and devices.
Much of the common aesthetics inherent in traditional musical performance is lost
when performing with brainwaves, and indeed with much electronic based music.
Physical gestures engage with audiences as they present the humanisation of musical
expression and communicate the intentions of either the composer or the performer.
BCMI systems pose difficulties in retaining these qualities therefore it is down to
composers to communicate dramaturgy and narrative through the narrow means
available.
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5 Flex
5.1 Design Considerations
It is our aim to develop BCMI systems that are suitable for performance
environments. Consumer level headsets offer cheaper alternatives to medical systems
but they are considerably less accurate in interpreting brainwave signals, and are more
susceptible to interference. Both platforms require the development of bespoke
software to compose performance pieces and both need to be calibrated to respond
optimally to the brainwave thresholds of a user in different environments. In the
system presented here we use the Emotiv headset with our own signal processing
software coupled with the open source audio platforms Pure Data and Integra Live.
To generate SSVEP responses a stable visual interface is required. Each icon must
update at its precise frequency without frame drops or deviations in speed. This can
be a struggle for many laptop computers although a good quality graphics card can,
by today’s standard, provide the processing required. We have used the OpenGL API
for designing an interface that responds to data from our brain signal processing
software to provide visual feedback to a user. We have adopted the style of pattern
reversal icons with a checkerboard pattern, as this method requires 50% fewer display
updates than single graphics stimuli, a method whereby two colours alternate [19].
This reduction diminishes the graphics processing required, providing a more stable
and accessible technique. Fig 2 below shows the interface and the visual feedback
mechanism designed to show a user when SSVEP has been detected for an icon. This
is a useful feature for musical engines where control is time locked to a beat and can
have a non-instantaneous effect on the music.

Fig. 2. Four icons are presented on a computer screen use pattern reversal alternating
at frequencies of 6Hz, 7.5Hz 8.5Hz and 10Hz. Note the icon on the left hand side is
illuminated indicating that it has ben selected by a user. The black background is
useful for gazing at when no icons are to be selected although the use of Greek letters
and the colour blue are for aesthetic purposes only.
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5.2 Live Performance
Flex is a quadraphonic piece performed live with a solo BCMI. Flex builds on the
system designed for a previous composition, The Warren [19], but takes a different
approach with regards to the mapping strategy for controlling the musical engine. It
also is comprised of consumer level equipment using the aforementioned Emotiv
EEG hardware, one laptop computer for providing the interface and signal processing,
and a second laptop hosting the musical engine.
The piece is designed to be between approximately 10 to 15 minutes long
depending on the how the controls are found and used. The composition combines
sound sources recorded in surround sound, ranging from fairground ambience to bell
chimes, with synthesised and heavily processed sounds. A key aim of the
performance is to convey the narrative of the composition whilst attempting to engage
an audience with the control tasks being undertaken by the performer.
Flex uses the idea of control as a key theme. Instead of merely providing control,
Flex hides control and moves it around forcing the performer to adapt to the system
and learn control before it is taken away again. In effect, the controls corresponding to
the icons are randomised; different elements of the composition are presented without
any way of the performer knowing in advance. Built in rules allow for the presence of
mappings corresponding to the current sounds being played, but the choice of
parameters is selected at random from an array of predetermined functions. Flex is
designed to present the mind as muscle, using thought, memory and controlled
randomisation to replace the physical embodiment of performance. Control is explicit
to the musical engine but only becomes explicitly known to the performer after they
have consciously derived it from its effects. As a result of this, mappings are key to
providing the feel, direction and nature of accuracy within the piece, from the micro
to macro musical parameters, replacing traditional, physical controllers to manipulate,
arrange, synthesise and diffuse combinations of recorded and computer generated
sound.
Indeed, there are more mappings available that can be used in any one
performance, which helps make every performance different. Control in Flex can be
difficult to establish, and this brings elements of the unexpected and even the
undesired into a performance. Hidden secondary mappings are also built-in to add
elements of surprise, in effect further flexing the rigidity of control throughout the
piece. Overall, the mapping system is designed for control to be manageable and,
where control becomes lost, it is relatively easy to recover. As such, certain safety
features are implemented in order to prevent complete chaos.
5.3 System Design
Two laptop computers are used in order to spread the processing required to perform
Flex. The first laptop hosted the interface, the brain signal processing and subsequent
data management. Control data is passed via MIDI to a second laptop running Integra
Live, which provides the musical engine for the piece.
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Fig. 3. The system components for Flex comprising two laptops with the resultant music
connected to a quadraphonic speaker system.

Signal analysis software measures the incoming EEG signal and watches for any
SSVEP activity. SSVEP was chosen for Flex for the quick response time on offer.
Setup and calibration time is short and only three electrodes are required. In a system
where controls have to be discovered a fast response and feedback time allows for a
feel of connection between the control and the performer; the control may be initially
unknown, but they are heard in real-time. The potential for implementing a wide
range of mapping rules across the four icons/frequencies makes SSVEP a good choice
for a piece with a large number of parameters. When SSVEP is detected, a control
signal is passed to the interface to provide the visual feedback. A duplication of this
signal is passed to the Pure Data transformation algorithms to be mapped to the audio
engine.
The transformation algorithms used to provide the control range depend on the
intended musical effect at a given time. At irregular points in time the meaning of
each icon is open to change and different selection rules are applied. Fig 4 shows a
patch that maps icon selections to pan position controls. In this mapping, a secondary
level of control is being used to affect the volume of a track. Here, the system
observes the behaviour of the performer and adds extra controls to the most
commonly used icon (in this case a channel’s volume), in part adapting to the
performer and providing further control. These secondary mappings can be thought of
as implicit interactions [20] as they are derived from the side effects of the performer
attempting to discover the primary mappings.
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Fig. 4. A Pure Data patch handles the mappings that are sent to the audio engine.

5.4 Performing Flex
Flex was first performed at Sight, Sound Space and Play, at De Montfort University
in June 2013. The performer sat on stage in front of the laptop containing the stimuli,
facing an audience in a darkened room. Therefore the only lighting came from the
laptop screen illuminating only the performer’s face to the audience. This element of
stage design was crucial in communicating the performance and how control was
being dealt by the facial expressions and intense concentration of the performer. The
piece was introduced to the audience as a game where the aim for the performer was
to find control and guide the piece in as close to its intended format as possible.
During times when the performer failed to follow the correct arrangement, frustration
and disappointment was clearly conveyed through their facial expressions, and times
when control was found and used to perform certain specific nuances elation and joy
could be seen. Interestingly, this was not staged or exaggerated but by making the
face of the performer the focus of the performance itself the subtlest of expressions
were able to translate well providing additional context to the audience and
complimenting the musical narrative. In a musical sense, loss of control or extreme
control choices resulted in dissonance and sonic chaos that again communicated the
playing of the system.

6 Discussion
Our research into brainwave control of music has led us to design a portable system
for performing music with real-time control. Flex is a successful demonstration of the
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creative BCMI tools that can be built with consumer level hardware and open source
software. It requires minimal calibration, apparatus and setup time.
Flex is a musical piece for BCMI designed to respond to different levels of user
control and adapt to a user’s behaviour in a game-like setting. Flex blurs the line
between passive and active BCIs, taking elements of each approach to fit the criteria
of the design. We hope to see more BCMIs that are led by compositional and
performance considerations as opposed to straightforward adaptations of BCI
techniques.
With Flex the success rate of BCI control was not the primary aim, although our
system was designed to provide robust SSVEP, and we aim to expand upon this in
further studies. The quality of EEG measurement via the Emotiv hardware is low,
which provided limitations in designing complex control and mapping strategies.
The rise of consumer level neuro-technology is rapidly widening access to
brainwave interfacing. Although the quality of EEG measurements in these systems is
still comparatively weak, we hope that future improvements will allow for greater
control of musical engines and more creative adaptions of BCMI systems.
Currently, BCMI design requires a range of appropriate skills and tools focused
around a number of interoperable platforms. There is no one-size-fits-all BCMI
system available offering a complete solution for musical control. Interfaces, signal
processing, mapping and musical engines all require customisation tailored to the
aims of either a composition or a musical idea.
There is a need for further quantitative studies of SSVEP control and Flex, and
research into the experiences of using (or performing) Flex from a wider body of
subjects. We also hope to further explore the creative applications of BCMIs and are
currently developing systems of control for real-time notation [2], the use of multiple
BCMIs in performance environments, integrating BCMI systems with live coding,
and integrating emotional arousal within EEG as a mapping tool.
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Abstract. We present new algorithms for time-scaled and time-warped
search from symbolic polyphonic music database. Our algorithm for timescaled search works in O(n2 m) time and O(m) space, where n denotes
the number of notes in the database and m denotes the number of notes
in the pattern. Our algorithm for time-warped search works in O(n(m +
log n)) time and O(n) space. If the set of possible pitch values is constant,
the time complexity of the latter algorithm is only O(nm). The new
algorithms are more efficient than the earlier algorithms, both in theory
and practice. Moreover, the new algorithms are conceptually simple.
Keywords: symbolic music retrieval, time-scaling, time-warping

1

Introduction

In this paper, we consider algorithms for finding occurrences of a given pattern
in a polyphonic music database. Both the database and the pattern are given in
symbolic form as a sequence of notes. Applications for polyphonic music search
include music analysis [1] and query by humming [2].
Let D1 , . . . , Dn denote the database notes and P1 , . . . , Pm denote the pattern
notes. Each note is a pair (t, p) that consists of two real numbers: onset time t
in seconds and pitch value p in semitones. We use the notation Sk,a to refer to
the ath member in a pair Sk ; for example, D3,2 refers to the pitch of the third
note in the database. We assume that the pairs in D and P are in lexicographic
order and that every note in P has a distinct onset time.
The goal is to find all of the note indices in database D from which an
occurrence of pattern P begins. An occurrence is a sequence Dk1 , . . . , Dkm for
which 1 ≤ k1 < k2 < . . . < km ≤ n and there is a constant s such that
Dki ,2 = Pi,2 +s for every i = 1, . . . , m. In other words, s denotes the transposition
of the pattern in the occurrence. Let αi denote the scaling factor between pattern
notes i and i + 1 i.e. αi = (Dki+1 ,1 − Dki ,1 )/(Pi+1,1 − Pi,1 ). In exact search [6]
αi = 1 for every i = 1, . . . , m, in time-scaled search [4] αi = α where α is a
constant, and in time-warped search [5] αi ≥ 0.
?
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Fig. 1. (a) A theme from Bach’s fugue (BWV 871) in Das Wohltemperierte Klavier.
(b) An exact occurrence of the theme in another key. (c) A time-scaled occurrence of
the theme. (d) A time-warped occurrence of the theme.

For example, consider the opening theme from Bach’s fugue (BWV 871)
in Das Wohltemperierte Klavier in Figure 1(a). The theme appears more than
twenty times throughout the fugue in exact, time-scaled and time-warped form
[1]. Figure 1(b) shows an exact occurrence where the theme is transposed to a
different key. Figure 1(c) shows a time-scaled occurrence where every note has
twice the length. Finally, Figure 1(d) shows a time-warped occurrence where the
rhythm of the theme is a little bit different.

Search
Algorithm Time
Exact
[6]
O(nm)
Time-scaled [4]
O(n2 m log n)
this paper O(n2 m log n)
this paper O(n2 m)
Time-warped [5]
O(n2 m log n)
[3]
O(n2 m)
this paper O(n2 )
this paper O(nm log n)
this paper O(n(m + log n))

Space
O(m)
O(n2 )∗
O(1)
O(m)
O(n2 )∗
O(n)∗
O(1)
O(n)
O(n)

Table 1. Summary of the algorithms for exact, time-scaled and time-warped search.
Space complexities marked with ∗ are lower than those in the original publications,
and they can be obtained through a careful implementation of the algorithm.

Several algorithms have been proposed for polyphonic music search. Exact
search is the most straight-forward type of search: it can be solved in O(nm) time
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with a simple algorithm [6]. Both time-scaled and time-warped search can be performed in O(n2 m log n) time using database preprocessing and priority queues
[4, 5]. Another approach to time-warped search has been dynamic programming
[3] which leads to an algorithm that works in O(n2 m) time. Sometimes a window
w is used to limit the number of database notes between consecutive notes in the
occurrence. When a window is used, the time complexities for time-scaled and
time-warped algorithms are O(nmw log n) and O(nmw), and the algorithms can
be applied to searches from large databases.
In this paper we present new algorithms for time-scaled and time-warped
search. We focus on complete search without a window. For time-scaled search,
we present an algorithm that can be implemented in O(n2 m log n) or O(n2 m)
time. Our algorithms for time-warped search work in O(n2 ), O(nm log n) and
O(n(m + log n)) time. Moreover, if the set of possible pitches is constant, we can
perform time-warped search in O(nm) time. The new algorithms have a simple
structure and small constant factors, and they are also efficient in practice. Table
1 presents a summary of both previous and new algorithms.
The organisation of the rest of the paper is as follows. In Sections 2 and 3
we present our new algorithms for time-scaled and time-warped search. Then, in
Section 4 we compare the practical performance of previous search algorithms
to the new algorithms. Finally, in Section 5 we present our conclusions.

2

Time-Scaled Search

In this section, we present a new algorithm for time-scaled search. To start with,
the algorithm fixes the first and last database note of a potential occurrence
and then checks to see if an occurrence actually exists between these notes. The
efficiency of the algorithm depends on how the existence of an occurrence is
checked for. We use two methods for this: the first works in O(n2 m log n) time
and O(1) space, and the second works in O(n2 m) time and O(m) space.
The previous time-scaled search algorithm [4] differs considerably from our
approach. For each pattern note pair (k, k + 1), the previous algorithm first
precomputes a sorted list of all database note pairs that have the same interval
as pattern notes k and k + 1. After this, the algorithm uses priority queues to
track pattern occurrences that have a constant scaling factor. The algorithm
works in O(n2 m log n) time and O(n2 ) space.
Listing 1 shows the structure of our algorithm. Variables i and j point to the
first and last database note of a potential occurrence. After fixing these variables,
the algorithm calculates the scaling factor α. Then the algorithm goes through
all pattern notes and checks to see if each note actually appears in the database.
Variables β and p contain the onset time and pitch of the required pattern note,
and they can be directly calculated when the first note and scaling factor of
the occurrence are known. Variable c maintains the number of matched pattern
notes, and if all notes are matched, the algorithm reports an occurrence.
The time complexity of the algorithm depends on how the check at line
8 is implemented. One solution is to search for (β, p) directly from D using
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1: for i ← 1, . . . , n do
2:
for j ← i + 1, . . . , n do
3:
α ← (Dj,1 − Di,1 )/(Pm,1 − P1,1 )
4:
c←0
5:
for k ← 1, . . . , m do
6:
β ← Di,1 + α(Pk,1 − P1,1 )
7:
p ← Di,2 + Pk,2 − P1,2
8:
if D contains (β, p) then
9:
c←c+1
10:
end if
11:
end for
12:
if c = m then
13:
Report an occurrence at i.
14:
end if
15:
end for
16: end for
Listing 1. Time-scaled search

binary search in O(log n) time. This is possible because the notes in D are
lexicographically sorted. The use of binary search leads to an algorithm that
works in O(n2 m log n) time and O(1) space. However, we achieve a lower time
complexity O(n2 m) by using the fact that j and α only increase for a fixed i.
To make the algorithm more efficient, we use a technique similar to the exact
search algorithm in [6]. For each pattern note k, we maintain a pointer Qk to the
database. After fixing i, we set Qk = i for each k. Then, when j increases, we
always increase each Qk until we reach the last database note that is not larger
than (β, p). The pair (β, p) is calculated separately for each k, as in Listing 1.
Using this technique, the amortized time complexity of the algorithm is O(n2 m).
This is true because each pointer Qk is increased at most n times for a fixed i.
The space complexity is O(m), because there are m pointers.

3

Time-Warped Search

In this section, we present new algorithms for time-warped search. The first
method resembles our time-scaled algorithm: the algorithm initially fixes the
first database note of the occurrence and then checks to see if all subsequent
pattern notes exist in the database. A simple implementation works in O(n2 )
time and O(1) space. However, we can use an auxiliary array and binary search
to create an algorithm that works in O(nm log n) time and O(n) space. Finally
we present another more sophisticated algorithm that works in O(n(m + log n))
time and O(n) space. Its time complexity is further reduced to O(nm) if the set
of pitches is constant.
Two earlier algorithms have been proposed for time-warped search: The algorithm presented in [5] is a modification of the time-scaled search algorithm [4]
that uses database preprocessing and priority queues. As with its predecessor,
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the algorithm works in O(n2 m log n) time and O(n2 ) space. Another approach
[3] uses dynamic programming to calculate partial occurrences of the pattern.
This algorithm is easy to implement and works in O(n2 m) time and O(n) space.

1: for i ← 1, . . . , n do
2:
j ← i, c ← 0
3:
for k ← 1, . . . , m do
4:
p ← Di,2 + Pk,2 − P1,2
5:
if next(j, p) < ∞ then
6:
c←c+1
7:
end if
8:
j ← next(j, p) + 1
9:
end for
10:
if c = m then
11:
Report an occurrence at i.
12:
end if
13: end for
Listing 2. Time-warped search, first approach

Listing 2 shows the structure of our first algorithm. The variable i fixes the
first database note of the occurrence. After this, the algorithm checks to see
if all pattern notes can be found in the remaining part of the database in the
correct order. The variable j maintains the current database note, the variable
c counts the number of matched pattern notes, and the function next is defined
as follows:
next(j, p) = min{a : a ≥ j, Da,2 = p} ∪ {∞}
The most simple way to calculate next(j, p) is to increase j until a database
note with pitch p is found, or when all of the remaining notes have been checked.
This yields an algorithm that works in O(n2 ) time and O(1) space. However,
once again, a more efficient implementation is possible using binary search. We
build an array E that allows us to efficiently search for database notes with a
given pitch. The array E contains a pair (Di,2 , i) for each i = 1, . . . , n and is
sorted lexicographically. After this, we can find next(j, p) in O(log n) time using
binary search in E. The time complexity for constructing E is O(n log n) and
O(nm log n) for the rest of the algorithm, so the algorithm works in O(nm log n)
time. The space complexity is O(n) because of E.
In fact, we can use E to construct an even more efficient algorithm, shown in
Listing 3. The idea is to track the pattern occurrences simultaneously. First, all
database notes are potential beginning notes for an occurrence. Then, we extend
each occurrence one note at a time as long as it is possible. If an occurrence
cannot be extended, it is removed from the set of possible occurrences. It turns
out that we can implement the extension of all occurrences efficiently when the
database notes are sorted by their pitches.
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Set Ei ← (Di,2 , i) for each i = 1, 2, . . . , n.
Sort E lexicographically.
Set Fi ← (Ei,2 , Ei,2 ) for each i = 1, 2, . . . , n.
u←n
for k ← 2, . . . , m do
j←a←1
for i ← 1, . . . , u do
p ← DFi,1 ,2 + Pk,2 − P1,2
Increase a while Ea ≤ (p, Fi,2 ).
if Ea,1 = p and Ea,2 > Fi,2 then
if k = m then
Report an occurrence at Fi,1 .
end if
Fj ← (Fi,1 , Ea,2 )
j ←j+1
end if
end for
u←j
end for
Listing 3. Time-warped search, second approach

The algorithm in Listing 3 uses two arrays: E is initialized like in the previous
algorithm, and initially Fi = (Ei,2 , Ei,2 ) for each i = 1, . . . , n. The algorithm
maintains information about partial pattern occurrences in F . Each pair in F
consists of two indices for D: the first and the current note in an occurrence. For
each pattern note k we use a merge-like technique to extend the occurrences in
F . This is possible because the pairs in F are sorted according to the pitch of
the first note in the occurrence. The variable u contains the number of active
occurrences, and the variable j is used to determine new indices for occurrences
that can be extended. Note that the indices of pairs inside F change during the
algorithm and the last n − u indices are not used anymore.
For example, consider a situation where D = {(1, 3), (2, 2), (3, 7), (4, 6)}
and P = {(1, 1), (2, 5), (3, 4)}. At the beginning of the algorithm, all the
database notes are potential beginning notes for an occurrence. Therefore, F =
{(2, 2), (1, 1), (4, 4), (3, 3)}. When k = 2, the algorithm tries to extend each
occurrence by the second note. The pairs (2, 2) and (1, 1) can be extended and
they become (2, 4) and (1, 3). After this, F = {(2, 4), (1, 3), −, −} where −
denotes indices that are not used anymore. Finally, when k = 3, the algorithm
tries to extend each occurrence by the third note. Now (1, 3) becomes (1, 4) and
F = {(1, 4), −, −, −}. This corresponds to the only time-warped occurrence of
the pattern that consists of database notes D1 , D3 and D4 .
The time complexity of the algorithm consists of two phases. First, the arrays
E and F are constructed in O(n log n) time. After this, the search is performed
in O(nm) time. This results in a time complexity of O(n(m + log n)). However, if
the set of possible pitches is constant, we can use a linear-time sorting algorithm
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such as counting sort to construct E, which leads to an overall time complexity
of O(nm). The space complexity of the algorithm is O(n).

4

Experiment

In this section, we present some results concerning the practical performance of
the algorithms. We compared our new algorithms with the previous ones by using
random note databases of different sizes. The performance of our algorithms
seems to be superior to the previous algorithms, which is as expected because
our algorithms have lower complexities and constant factors.
We implemented all the algorithms using C++ and STL. We call the timescaled search algorithms S1 –S3 and the time-warped search algorithms W1 –W5 .
The algorithms for time-scaled search were:
– S1 : the algorithm described in [4]
– S2 : our O(n2 m log n) time algorithm
– S3 : our O(n2 m) time algorithm
The algorithms for time-warped search were:
–
–
–
–
–

W1 :
W2 :
W3 :
W4 :
W5 :

the algorithm described in [5]
the algorithm described in [3]
our O(n2 ) time algorithm
our O(nm log n) time algorithm
our O(n(m + log n)) time algorithm

We implemented algorithms S1 , W1 and W2 as described in the original
publications, yet we made the following modifications. We implemented S1 and
W1 in O(n2 ) space instead of O(n2 m) by using the fact that we can calculate
the K tables for each pattern note k separately. Furthermore, we only stored the
information needed for retrieving the first notes of the occurrences. Finally, we
implemented the dynamic programming in W2 iteratively in O(n) space, while
the original implementation uses a recursive function and memoization, i.e. the
calculated values of the function are stored in a look-up array.
For experiment material, we used three collections (C1 , C2 and C3 ), each
consisting of twenty databases and patterns. We constructed all databases and
patterns randomly. All onset times and pitches were integers. We chose onset
times for the database and pattern notes randomly from the ranges [1, n/10] and
[1, 10m], respectively. Finally, we chose pitch values randomly from the range
[1, 50]. We required that all notes in each database and all onset times in each
pattern were distinct. Thus, the databases are highly polyphonic, and this kind
of material could originate from modern orchestral music.
The parameters for the collections were:
– C1 : n = 5000, 10000, . . . , 50000; m = 5
– C2 : n = 5000, 10000, . . . , 50000; m = 10
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– C3 : n = 200000, 400000, . . . , 2000000; m = 100
We used C1 in time-scaled search and C2 and C3 in time-warped search. In
time-scaled search, we only used small databases because all the algorithms are
quadratic with respect to n. In time-warped search, we used both small and
large databases; algorithms W4 and W5 were efficient enough to process large
databases. We used shorter patterns in time-scaled search because time-scaled
occurrences are rare in random material.
10

S1
S2
S3

8

time (s)

6

4

2

0

5000 10000 15000 20000 25000 30000 35000 40000 45000 50000
n

Fig. 2. Running times of time-scaled search in C1 .

Figure 2 shows the running times of time-scaled search using C1 . Interestingly, while algorithms S1 and S2 have the same time complexity O(n2 m log n),
S2 seems to be much faster in practice. The probable reason for this is that
the structure of S2 is simple and thus it has lower constant factors. When n
was small, the performance of S2 and S3 was about equal, but for the largest
databases, S3 used about the half the time compared to S2 .
10
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W4
W5

8

time (s)

6

4

2
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5000 10000 15000 20000 25000 30000 35000 40000 45000 50000
n

Fig. 3. Running times of time-warped search in C2 .
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Figure 3 shows the running times of time-warped search using C2 . In an earlier experiment [3], W1 performed better than W2 , but this time our results were
the opposite. A possible reason for this is that we implemented W2 iteratively
which is more efficient than using memoization. W3 was relatively efficient despite the quadratic time complexity. This is because of its simple structure and
the fact that usually not all database note pairs need to be examined. W4 and
W5 were superior to the other algorithms and we further compared them using
larger databases.

10

W4
W5

8

time (s)

6

4

2

0

400000

1100000
n

1800000

Fig. 4. Running times of time-warped search in C3 .

Figure 4 shows the running times of time-warped search using C3 . We only
compared algorithms W4 and W5 because they were efficient enough to process
databases of this size. The algorithms were usable even when there were millions
of notes in the database. For the largest databases, the running time of W5 was
about the half compared to that of W4 .

5

Conclusions

We presented new algorithms for time-scaled and time-warped search from symbolic polyphonic music. Our algorithms are efficient both in theory and practice: in comparison with earlier algorithms, they have lower complexities and
constant factors. Our best algorithm for time-scaled search works in O(n2 m)
time and O(m) space, and our best algorithm for time-warped search works in
O(n(m + log n)) time and O(n) space. If the set of pitches is constant, which is
usually the case, the latter algorithm works in O(nm) time.
In this paper we concentrated on the general situation where the onset time
difference between two consecutive database notes in an occurrence is unlimited.
However, in practice, there should be a limit: for example, if the onset time
difference of two database notes is 30 seconds, they cannot be two consecutive
notes in a real-world melody occurrence. On the other hand, it is difficult to
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determine how long the windows should be. Furthermore, algorithms that are
efficient in the general situation are also efficient in a more restricted situation.
Using the algorithms presented in this paper, we can perform efficient timewarped search even if the database consists of millions of notes. However, timescaled search seems to be a more difficult type of search because partial pattern
occurrences with different scaling factors cannot be combined. The current algorithms for time-scaled search cannot be used if the database is large. Another
problem arises when both the database and the pattern are long. In this case,
even an algorithm with a time complexity of O(nm) may be inefficient. However,
even with exact search, no algorithm that works in o(nm) time is known. Thus,
there are still several interesting unsolved problems with polyphonic symbolic
music search.
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Abstract. The present work describes a Web interface aiming at the
advanced fruition of music content. This browser application, already
available on the Internet, adopts the international standard known as
IEEE 1599 to encode music information in XML format. The paper explores a specific goal of the framework, namely the representation of music and dance simultaneously. The key issues are two: offering the user an
experience of dance performances based on a great variety of materials,
and providing the dance student with an educational tool. The paper
will provide a basic overview of the IEEE 1599 standard and will present
a clarifying example from a ballet.
Keywords: XML, Dance Notation, IEEE 1599, Labanotation

1

Introduction

Cultural Heritage (CH) can widely benefit from Information and Communication Technologies (ICT) in archiving, presenting, analyzing CH content and
enhancing user experience. Such benefits, as well as obstacles and proposed solutions, are discussed in many EU funded projects and ongoing support actions,
e.g., eCultValue.3 Intangible heritage,however, e.g., performing arts and some
forms of music, and other crafts, can only be preserved and experienced digitally through the different manifestations of their descriptions and prescriptions.
The goal of enjoying, and furthermore describing music in a comprehensive
way, namely taking into account the multifarious aspects it consists of, is a
challenging one. Many research has been done and is currently in progress to
achieve such results in the digital field, by using computer-based techniques and
formalisms.
3

http://ecultvalue.wordpress.com/
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In this paradigm we explain how an already existing platform for the advanced visualization of music scores can integrate other forms of media, and we
indicate the correlation between a music and the corresponding performed dance
piece. The interface can integrate different forms of material about the dance,
e.g., metadata description about the play, info about choreographer, composer,
dancers, music scores, dance notation scores and videos from different productions, demonstrating differences in style and traditions within the production
and performance of the same play. In this manner, the tool can designate the
music pieces that were written to accompany or are directly connected to dance
plays such as suits, ballets, and some traditional dances.
Taking into account the fact that human understanding and learning is connected to receiving and processing different signals e.g., audio, video, haptics
putting together different media can help the user deepen the experience of enjoying music in its various representations. In this case, the user can hear the
audio and watch the music score, thus is given the chance to correlate the symbolic and logical aspect with the audio rendering (an activity known as score
following); but the novelty introduced in this paper is the fact that the user can
experience music through watching dance, which in many cases can be viewed
as a visual interpretation or metaphor of the music.
Music visualization, long before referring to abstract digital visualizations on
screen, is a locution used to describe dance where the movement has equivalents to the timbres, dynamics, and structural shapes of music in addition to its
rhythmic base. In the beginning of the 20th century, the contemporary dance
pioneering artistic duet Ted Shawn and Ruth St. Denis, introduced the concept
of Music visualization as follows: “In its purest form is the scientific translation
into bodily action of the rhythmic, melodic, and harmonic structure of a musical composition, without intention to interpret or reveal any hidden meaning
apprehended by the dancer” [11].
Although music and dance are highly related in many people’s mind, in Performative Dance this relation is not to be taken for granted, as it can vary from
high correspondence to simple coexistence or complete independence. Lopukhov
makes the distinction between the principles of “dance to accompany music”,
“dance set to music”, and “the integration of dance and music” in choreographing a classic ballet, by discussing the leading, following or equal role one can
play to the other respectively [10].
By combining music, dance scores and video of the performances in various
representations, in a unique environment, the platform we will introduce in the
following sections can be a useful tool to demonstrate examples of dance-music
relationships. In addition, it could take advantage of dance notation scores.
In particular, Labanotation [9] is a notation system for recording and analyzing human movement, originating from the work of Rudolf Laban and having
been developed and extended by many practitioners, notably Ann Hutchinson
Guest. This formalism uses abstract symbols to define the direction and level
of the movement, the part of the body moving, the duration of the movement,
and the dynamic quality of the movement. An example is provided in Figure 1.
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Labanotation is currently supported by the American Dance Notation Bureau
(DNB), a non-profit organization whose mission is to advance the art of dance
through the use of that system of notation.
In this context, the rhythmic patterns underlying the movement description (beats, meters, phrases) are used to achieve a preliminary synchronization
with the video of the same performance, by synchronizing the music meters and
phrases. We will discuss this case later on, including the challenges and ideas
for future enhancement. But before describing the integrated framework for experiencing music (Section 3) and the case study (see Section 4), it is worth
introducing the underlying XML format that keeps music information organized
and synchronized, namely the IEEE 1599 standard.

2

A Short Overview of the IEEE 1599 Format

IEEE 1599 is a standard recognized internationally by the IEEE, sponsored by
the Computer Society Standards Activity Board and designed by the Technical
Committee on Computer Generated Music (IEEE CS TC on CGM). IEEE 1599
adopts XML (eXtensible Markup Language) in order to describe a music piece
in all its aspects [1].
The innovative contribution of the format is providing a comprehensive description of music and music-related material within a unique framework. The
symbolic score - intended here as a sequence of music symbols - is only one of the
many descriptions that can be provided for a piece. For instance, all the graphical and audio instances (scores and performances) available for a given music
composition are further descriptions, as well as text elements (e.g., catalogue
metadata, lyrics, etc.), still images (e.g., photos, playbills, etc.), and moving
images (e.g., video clips, movies with a soundtrack, etc.).
Comprehensiveness in music description is realized in IEEE 1599 through a
multi-layered environment. The XML format provides a set of rules to create
strongly structured documents. IEEE 1599 implements this characteristic by
arranging music and music-related contents within six layers:
–
–
–
–
–

General - music-related metadata, i.e. catalogue information about the piece;
Logic - the logical description of score in terms of symbols;
Structural - identification of music objects and their mutual relationships;
Notational - graphical representations of the score;
Performance - computer-based descriptions and executions of music according to performance languages, such as MIDI or MPEG4;
– Audio - digital or digitized recordings of the piece.

Music events are univocally identified in the encoding, so that they can be
described in different layers (e.g., the graphical aspect of a chord and its audio
performance), and multiple times within a single layer (e.g., many different music
performances of the same event). Consequently, in the multi-layer environment
provided by IEEE 1599, one recognizes two categories:
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Fig. 1. An example of a choreography encoded according to Labanotation. Title of
dance: ”Variation Falling Crumbs” from The Sleeping Beauty, choreographer: Marius
Petipa, notator: Ann Hutchinson Guest. Courtesy of the Dance Notation Bureau.
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1. Inter-layer synchronization, which takes place among contents described in
different layers. Different layers store - by definition - heterogeneous information, to allow the enjoyment of heterogeneous music contents simultaneously,
in a synchronized way. Applications involving multi-media and multi-modal
fruition, such as score following, karaoke, didactic products, and multimedia
presentations, can be realized thanks to this kind of synchronization;
2. Intra-layer synchronization, which takes place among the contents of a single
layer. Each layer contains - by definition - homogeneous information. Thanks
to this feature, one can jump from an instance to another instance of the
same type in real time, without losing synchronization.
Coupling the aforementioned kinds of synchronization, it is possible to design
and implement advanced frameworks for music. For further details about the
format, please refer either to the official IEEE documentation [12] or to a recent
book covering many specific aspects [2].

3

The EMIPIU Web Portal

EMIPIU is an acronym standing for Enhanced Music Interactive Platform for
Internet User. This project aims at applying computer-based technologies to
music cultural heritage, in order to provide innovative and advanced ways to
enjoy music contents.4
The technological core is the IEEE 1599 format (see Section 2), which is
described and documented in one of the parts the portal is composed of. However,
the most relevant area of the portal is the Music Box, where many examples of
music pieces are provided. The purpose is to illustrate the multifarious ways to
use the format. As a consequence, music is very heterogeneous regarding the
genre, style, ensemble, historical period, language, etc. Examples range from
Gregorian chant to jazz, from Italian opera to South American tango, and so
on.
Moreover, the presence and type of multimedia materials is intentionally unequal. In the Audio layer some pieces present only audio contents, other pieces
are associated to videos referable to live performances, mainstream movies, cartoons, etc. Similarly, the Notational layer supports not only traditional scores,
but also unconventional graphical representations. This is particularly interesting
for a number of cases: contemporary notation [6], Braille scores for visually impaired people [13], etc. Section 4 will discuss another relevant case study, namely
the encoding of dance movements, which is made possible by the features of the
Notational layer.
Finally, the Web portal presents a multilingual interface which accompanies
all the stages of the project: design, development, dissemination. This framework has been designed by following the logic of Web 2.0 tools, thus exploiting
social software and social networks. Besides, the portal aims at establishing a
community to share information and to encourage the discussion on the many
issues of the project.
4

The address of the EMIPIU portal is http://emipiu.di.unimi.it.
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4

A Case Study from The Sleeping Beauty

The purpose of this section is illustrating the advantages offered by IEEE 1599 to
the encoding of music for ballets and dance performance. Considering a dance
piece from classical repertoire is like adding a “visual” representation of this
music, especially if the dance piece is one that its movement rhythm is very
close or even identical with the musical. By this manner, the tool of EMIPIU
can designate the music pieces that were written to accompany or are directly
connected to dance plays (suits, ballets, some traditional dances).
The music piece expressly inserted into the EMIPIU digital archive is “Pas
de six: Variation III” (also known as “Falling crumbs”) from The Sleeping Beauty
by Pyotr Ilyich Tchaikovsky. The complete example is available in the Music Box
section of the EMIPIU portal.
Tchaikovsky was the first composer to write music specially for ballet (The
Sleeping Beauty), where, with choreographer Marius Petipa, he created an example of “dance set to music” principle, although not in a very successful manner,
according to Lopukhov, as the symphonic music is more complex, and deep that
the choreography itself. Despite this fact, in The Sleeping Beauty, Tchaikovsky
invariably gave a distinctive musical feature, a musical physiognomy to each
of the characters through his musical leitmotifs [10]. The Fairy Variations is a
characteristic example, as each fairy dances, she bestows a gift on the Princess,
and these gifts are physical assets or qualities expressed by the character of each
dance [8]. A tool collecting different representations of the material allows the
user to see or even question such claims, as he/she can compare the symphonic
with the piano score, the choreography, observe the qualities of the performance
and so on, all synchronized in a unique environment.
Fig. 2 shows a screenshot of the Web page containing the variation. It is worth
to note that multiple score versions are available, as well as multiple audio/video
performances. In accordance with the concepts introduced in Section 2, these
different representations can be enjoyed in a fully synchronized environment.
Besides, it is possible to switch homogeneous materials in real time, without
making the user perceive a gap.
From a technical point of view, the key issue is broadcasting multiple digital
media streams together, so that the browser can minimize the loading time
when another material is selected. The problem is not trivial, since the number
of media can be high, as well as their quality. However, a strategy to manage
them is described in [3], and this technique is the one employed in the EMIPIU
portal.
In the present context, it is particularly relevant to show heterogeneous kinds
of score notation, including not only the “traditional” ones - i.e. those conforming
to Common Western Notation - but also standard notation for movement. In this
case the interface shows three alternative documents: the orchestra full score, a
piano reduction and the related Labanotation extracted from [8].
As regards audio/video material forms, once more multiple digital objects
could be encoded and synchronized. The user could refer to the same performance, showing dance movements from different angles - a useful didactic tool
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not only for students but also for directors, choreographers, etc.; or he/she could
compare different performance events as well as different productions. For the
sake of simplicity, the latter case is the one shown in the current example: the
user can select either the Bolshoi production or the Royal Ballet one. The Labanotation score shown in the interface is based on the Royal Swedish Ballet
version, which is closer choreographically to the Royal Ballet one, but again
not identical. As mentioned above, the synchronization with Labanotation was
based on the analysis of the musical aspect of the dance score (meters, beats and
phrases), thus the synchronization with the movement is not always perfect.

5

Conclusions and Future Work

This paper has coupled the comprehensive description of music and music-related
aspects offered by the IEEE 1599 format with an example of standard formalism
to encode dance movements, namely Labanotation scores. Many aspects strictly
connected to music representation, ranging from interfaces for an advanced enjoyment to educational frameworks, have been explored in other papers and scientific publications (for example, see [4] and [5] respectively). Here the authors
have addressed the specific field of dance.
From the dance point of view, the resulting tool can represent rhythmical aspects (meters, beats, phrases), audio (music which the dance is performed on),
performance (video recordings of the performed dance), and notation (Labanotation score). General metadata (i.e. information about composer, choreographer,
etc.) can be easily added, too.
Now the challenging aspect is the structural and logical description of dance.
The IEEE 1599 format already supports these elements for music compositions.
As regards the dance field, an ontology-based approach to the problem has been
proposed in [7]. The future work will be the integration of music and dance
descriptions - both structural and logic - within a unique XML document. The
current achievements are shown in Table 1.

General
Logic
Structural
Notational
Performance
Audio
Visual

Music
Available
Available
Available
Available
Available
Available
Available (related to audio)

Dance
Easy to add
Challenging
Challenging
Available
Available
Available
Preliminary

Table 1. A comparison between available music and dance descriptions, organized in
layers.
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Fig. 2. A screenshot from the EMIPIU portal, illustrating the graphical interface to
select and enjoy different materials related to the same music piece.
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Abstract.The top 40 chart is a popular resource used by listeners to select and
purchase music. Previous work on automatic hit song prediction focused on
Western pop music. However, pop songs from different parts of the world
exhibit significant differences. We performed experiments on hit song
prediction using 40 weeks of data from Chinese and UK pop music charts. We
used a set of ten common audio features with a time-weighted linear regression
model and a support vector machine model to predict whether a new song will
be a top hit or a non-hit. Then we report on the features that performed best for
predicting hit songs for both the Chinese and UK pop charts. Our results
indicate that Chinese hit song prediction is more accurate than the UK version
of the experiment. We conclude that the audio feature characteristics of Chinese
hit songs are significantly different from those of UK hit songs. The results of
our work can be used to inform how music information retrieval systems are
designed for pop music from different musical cultures.
Keywords: Hit song prediction, Chinese, UK

1

Introduction

Pop music in different parts of the world exhibits significantly different musical traits
owing to deep-seated cultural preferences. Therefore, MIR systems designed for UK
pop music may require different features than those designed for Chinese music. We
present a cross cultural case study testing the predictive power of 10 common audio
features for music from these two cultures.
A significant problem with cross-cultural comparison is defining tasks that have
common meaning. For example, genre or mood classification tasks require labels that
would not self-evidently translate to equivalent concepts between cultures [7]. We use
hit song prediction in pop music charts. The ranks of songs are measured by the
number of sales and radio listeners’ short messages vote. Using this task we
investigate what makes a hit song in China versus a hit song in the UK. To our
knowledge there is no previous work on comparing hit song prediction between
cultures.
Hit song prediction has been a recurring, and sometimes contentious [2], topic
within music information retrieval [1-4]. The underlying assumption is that “cultural
items … have specific, technical features that make them preferred by a majority of
people” [2, p. 355]. In [3] it was shown that hit song features vary substantially over
time-scales of months and years but remain stable enough over a few weeks to
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produce better-than-chance predictions. Most of the above studies used a variety of
non-linear machine learning methods and, as such; do not easily lend themselves to
interpretation of model weights. The current study is concerned with interpretation
and feature selection in hit song prediction to compare cultures. Hence, we used linear
regression model and we compared these results with using support vector machine
model. We address the time evolution of features using time-weighted linear
regression classifiers. Our data consisted of official weekly top 40 songs in the year
2012 in the Chinese and UK markets.
The remainder of the paper is organized as follows: Section 2 gives the background
to hit song prediction; Section 3 gives details of the dataset used; Section 4 describes
the audio features; Section 5 presents methods and results of binary classification;
Section 6 gives a comparative cross-cultural analysis of audio features; and we
conclude with a summary and discussion in Section 7.

2

Background

A number of systems have been proposed for hit song prediction, which is a binary
classification task to predict whether or not a new song will be a hit. Dhanaraj, R [1]
used both lyric features and audio features from a corpus of 1700 songs. They used a
support vector machine (SVM) with boosting. The reported results were better than
random and the results using lyrics features were better than for using audio features
alone. Pachet’s [2] goal was to classify songs as low, medium or high popularity
using a SVM trained on a corpus of 32,000 songs. His results cannot prove their
classifiers worked. Ni et al. [3] used the shifting perceptron algorithm, which employs
a time-weighted version of the perceptron learning rule, in a corpus of 5947 of the UK
top 40 singles over the last 50 years. The goal was to distinguish the top 5 hits from
the top 30-40 hits. The accuracy was between 56% and 62%.
In our work, we want to see how hit song prediction varies from different cultures,
and we set up our experiments to specifically address that question using 10 common
audio features and linear binary classification.

3

Dataset

Top 40 chart data for the year 2012 was collected from the Official Chart
Company1 for UK hit songs and ZhongGuoGeQuPaiHangBang2for Chinese hit songs.
We labeled the top 20 songs hits and the bottom 20 not hits. Within these data we also
evaluated prediction performance for the highest 5 (1-5) and lowest 5 (36-40) ranked
songs. We needed to download Chinese songs one by one to perform audio analysis
so we managed to collect 40 weeks of data. Because there is always some gap of
weekly data in the Chinese chart, in the 40 weeks of data we have, there are 3 weeks
with no data. So we have 37 weeks data on Chinese songs and 40 weeks data from the
1http://www.theofficialcharts.com/
2http://www.inkui.com
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UK chart. Since the chart is Top 40 chart, songs never enter this chart is considered as
a new song. There are 347 new Chinese songs in total and 405 new English songs in
total.

4

Audio Features

We extracted the following audio features using the EchoNest3service to analyze each
song: danceability, duration, energy, key, liveness, loudness, mode, speechiness,
tempo and time signature. These features most resemble those used in [1] and they are
features that globally represent a song. From the EchoNest website, we find the
official description of following audio features.
“The danceability feature is a number ranges from 0 to 1, representing how danceable
the Echo Nest thinks this song is [1].”“The duration feature is the length of the song
in seconds [1].” “Energy feature is a number ranges from 0 to 1 representing how
energetic the Echo Nest thinks this song is.” “Key feature is the signature that The
Echo Nest believes the song is in. Key signatures start at C and ascend the chromatic
scale. In this case, a key: 1 represents a song in D-flat [1]. ” “Loudness feature’s
description is that: overall loudness of a track in decibels (dB) [1].” “Mode feature is
the number representing whether the song is major (0) or minor (1) key [1].” “Time
Signature is Time signature of the key; how many beats per measure. [1].” These
features are all global features no mature what genre the song belongs to, these
features are all meaningful for the song.
In Section 6 we inspect which features were the given weights with higher
magnitudes and did the hit song prediction using different subsets of features based on
selecting the higher-weighted feature terms. We obtained different feature weightings
for Chinese hit songs prediction and UK hit songs prediction, as discussed below.

5

Machine Learning

To predict whether a song will be ranked higher or lower, and to analyze the feature
weights of predicting UK songs and Chinese songs, we used a time weighted linear
regression and compared results with a support vector machine model. We used timeweighted linear regression (TWLR) and support vector machine (SVM) to predict
whether songs newly entering the char in the coming two weeks will be hit songs.
5.1

Time Weighted Linear Regression (TWLR)

To account for feature variation in time we give more weight to the training data that
is closer in time to the test data so that the model prediction results are more affected
3http://the.echonest.com/
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by more recent data and less by data in the more distant past. Locally (time) weighted
linear regression [5] is defined as the following: For a given training set,
{(
and for a given test example,

, we fit

)

(

)}

(1)

by minimizing:
∑

(

where is the linear regression weight matrix and
up on the temporal distance between x and
. Then:

)

(2)

is a time weight dependent
(3)

with
the time of the training data (
is 1 for the first week’s data ) and
the time of the test data. To avoid numerical problems we scaled the weights

to

add to 1 for each x. If
is small then the error terms (
) are
negligible. If
is large the algorithm adjusts the weights to reduce the error. We
can compute
using:
(4)
with W a diagonal matrix of the temporal weights.
We used a shifting four-week window on the data to perform training and prediction,
with the first three weeks of data in each window used for training and new songs in
last week used for testing. The window was advanced by one week and the process
repeated. We also used a shifting five-week window on the data while the first three
weeks of data is used for training and the last week is used for testing.
We defined hit songs as those with rank 1-20 and non-hit songs as those with rank
21-40, thereby yielding an equal chance of randomly assigning the correct label. For
each window, we count the number of songs that were accurately predicted among
new songs (Songs haven’t entered Top40). Each week there are 7 new songs on
average. In addition, we count the number of top 5 songs among new songs (ranks 1-5)
that are predicted as hit songs and the number of bottom 5 songs among new songs
(ranks 36-40) predicted as non-hit songs.
Table 1 shows the results of predicting new UK and Chinese hit songs for the TWLR
and SVM model. The results of TWLR indicate that performance of predicting
Chinese songs was significantly above the baseline (50%). (Err = 41.58%; p-value =
0.03). But TWLR doesn’t work very well for predicting new UK hit songs. (Err =
52.10%; p-value = 0.29)
As for SVM, we chose RBF kernel and gamma is equal 100. SVM model works great
for predicting both new Chinese songs (err = 39.25%; p-value = 0.011) and UK hit
songs (err = 42.30%; p-value = 0.04). However, the result of predicting UK new
songs which are from top1-5 and top 36-40 is not very significant (err = 44.32%; pvalue = 0.263). The overall result of predicting 2nd week’s data is less accurate than
those of predicting 1st week’s data
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Table 1.Error Rate for New Songs Prediction
Time
Week1

Method
TWLR
SVM

Week2

TWLR
SVM

Data
UK
Chinese
UK
Chinese
UK
Chinese
UK
Chinese

5.2

Error rate (40 songs)
52.10%
41.58%
42.30%
39.25%
46.92%
56.84%
41.22%
44.50%

P Value
0.290
0.030
0.004
0.001
0.882
0.330
0.005
0.147

Error Rate (1-5vs. 36-40)
46.39%
22.22%
44.32%
29.62%
43.29%
44.44%
43.29%
29.62%

P value(1-5vs.36-40)
0.287
0.004
0.263
0.038
0.133
0.806
0.152
0.021

Result Analysis

There is no overlapping between training and testing sets. By comparing the results of
using TWLR and SVM, we can see that SVM performed better with yielding
significant results relative to the baseline. Thus, whilst a linear hyper-plane in the
feature space cannot powerfully separate the categories there are linear categorical
tendencies in the feature space. The SVM is able to project the features into a kernel
space to perform the separation so it is difficult to interpret which features contribute
most to the classification. However, TWLR gives us detailed information about the
weights of features so that we explore the differences of feature between UK hit song
prediction and Chinese hit song prediction.
Table 1 shows that model prediction is better for top 5 and bottom 5 songs, except
for UK Hit Songs while using SVM. We propose that this is because the top and bottom
ranked songs are more likely to exhibit the feature traits learned by the classifier. Also,
for these two groups, there are fewer changes in position week-to-week relative to
other songs. Therefore the time-weighted model could more easily predict songs
based on the earlier week’s data.
In addition, Chinese song prediction was significantly better when we only
considered new songs from top and bottom 5 songs than considering from all Top 40.
We analyze the social background and the results of the test. We can know that
whether the song is rap and whether it is recorded in concert or in studio will affect
the rank of the song in Chinese chart greatly. Again, we interpret this to mean that
those song positions are most likely to exhibit the traits of the hit/non-hit categories
making them stand out from the songs at middle ranks with less certain labels.
5.3

Time to Become a Top10 Hit

To check whether it is better to predict the next week’s data and the second next
week’s data, we counted the number of weeks hit songs take before becoming a top10
hit. Figure 1 and Figure2show the distributions of number of weeks of UK and
Chinese hit songs.
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Fig. 1.Number of Weeks before Becoming Top10 Hits (UK Charts)

Fig. 2.Number of Weeks before Becoming Top10 Hits (Chinese Charts)
The distribution in above charts shows that over 2/3 of top10 hits are brand new
songs in UK chart. While for Chinese chart, over 2/3 of top10 hits take zero week or
one week to get in to top10.
Figure 3and Figure 4 show the distributions of number of weeks of songs stay in
top 10.
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Fig. 3.Number of Weeks Staying in Top10 Hits (UK Charts)

Fig. 4.Number of Weeks Staying in Top10 Hits (Chinese Charts)

6

Analyses of Features

We inspected the linear regression weight in both the Chinese hit songs predicting
model and UK hit songs predicting model to discover which features are more
important. In addition, we did both UK hit song prediction and Chinese hit song
prediction using increasing number of features.
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6.1
6.1.1

Effects on Results Using Different Features
Feature Weights

The
vector gives us information about the weight of each feature. Figure 5 and
Figure 6 display the result of models for UK hit songs and Chinese hit songs. The x
axis represents features. Table 2 shows the corresponding features.
Table 2.Feature Index and Corresponding Feature Name
Feature Index
1
2
3
4
5
6
7
8
9
10

Feature
danceability
duration
energy
key
liveness
loudness
mode
speechiness
tempo
time signature

Abbreviation
dan
dur
eng
key
liv
lou
mde
sch
tep
tsig

Fig. 5.Average Weight of Each Feature in UK Hit Song Predicting Model
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Fig. 6.Average Weight of Each Feature in Chinese Hit Song Predicting Model
Figure 5 and Figure 6 show that danceability, energy, liveness, mode, speechiness,
and time signature are more important when predicting UK hit songs; danceability,
energy, liveness and speechiness are more important when predicting Chinese hit
songs.
6.1.2

Increasing Features in UK Hit Songs Prediction Weight

The value of elements in
shows that the features are ranked as follows (listed
from highest weight to lowest weight): liveness, speechiness, mode, time signature,
energy, danceability, key, loudness, tempo, and duration. We started with using the
three most important features to do prediction and then we increased the number of
features by adding the next important one until all of them were used.
Figure 7 shows the results. The x axis in Figure 7 represents the number of features.
When it’s3, it means we used the three most weighted features to do the prediction
which are liveness, speechiness, mode. When it’s 4, it means we used the four most
weighted features to do the prediction which are liveness, speechiness, mode, time
signature.
The error bar shows the error rates of distinguishing 1-5 vs. 36-40.
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Fig. 7.Result of Using Increasing Number of Features in UK Hit Song Prediction
(order in weight, see 6.1.2.text)
From Figure 7, we can see that the error rate generally decreases with the increase
of number of features.
6.1.3

Increasing Features in Chinese Hit Songs Prediction Weight

As for Chinese hit songs prediction, features with higher weight to lower weight
are ranked as following: speechiness, danceability, liveness, energy, time signature,
mode, key, duration, tempo, and loudness. We did the same experiments as in 6.1.2.

Fig. 8.Results of Using Increasing Number of Features in Chinese Hit Song
Prediction (order in weight, see 6.1.3. text)
The x axis in Figure 8 represents the number of features. When it’s 3, it means we
used the three most weighted features to do the prediction which are speechiness,
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danceability, liveness. When it’s 4, it means we used the four most weighted features
to do the prediction which are speechiness, danceability, liveness, energy. From
Figure 8, we can see that the error rate generally decreases gradually with the increase
of number of features.
6.2

Features Comparisons between Chinese Hit Songs and UK Hit Songs

We compared features of UK hit songs with those in Chinese hit songs. The
Danceability, Energy, Speechiness and Tempo features vary greatly. In the following
figures, the red line indicates the UK top 5 songs and the blue line indicates the
Chinese top 5 songs.

Fig. 9.Danceabilityof UK and Chinese Top 5Hit Songs

Fig. 10.Energy of UK and Chinese Top 5Hit Songs
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Fig. 11.Speechiness of UK and Chinese Top 5Hit Songs Tempo

Fig. 12.Tempo of UK and Chinese Top 5Hit Songs
From Figure 9, Figure 10, Figure 11 and Figure 12, it is obvious to see that values
of danceability, energy, tempo and speechiness of the UK top 5 songs are higher than
those of the Chinese top 5 songs. We can generalize that Chinese hit songs are more
melodic and less energetic and much less songs are suitable for dance parties.

7

Conclusion and Future Works

We conducted Chinese and UK hit song prediction and compared between them. We
used a time- weighted model which has same concept used in Yizhao Ni and Matt
Mcvicar’s model [3]. The test we conducted differed from [1] [2] [3].Our results show
that the prediction result is promising. It proves that the hit songs prediction is doable.
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It is interesting that a simple model as linear regression works on the problem without
considering the hyper plane. Though the results of TWLR are not as good as SVM
model, TWLR is an easier to analyze the differences between characteristics of
Chinese hit songs and UK hit songs. We pointed out the features that are more
significant for each prediction. The error rates are generally getting lower when using
increasing number of features. Our test indicates that it is possible to predict trending
tracks well during local time periods under different cultural backgrounds. In addition,
the feature comparison shows the obvious differences between Chinese hit songs and
UK hit songs, indicating that Chinese hit songs are more melodic, slower, and less
energetic. Chinese pop music has the reflection of Chinese’s traditional music which
is much more calm and melodic. The rock and roll music was developed in Western
countries much earlier than in China which also affect the characteristic of Chinese
and UK hit songs. We believe that more experimentation should be done using
different features, using different models of prediction and also conducting more
comparisons.
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Abstract. The JAZZOMAT project investigates the creative processes underlying
jazz solo improvisations with the help of statistical and computational methods.
To this end, a comprehensive and representative database of jazz solo transcription is being built up, and an open-source Python Library is developed for analysis
purposes. Besides the general outline of the project and a description of our core
feature module, we present three typical analysis tasks along with some preliminary and exemplary results.
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1

Introduction

The main focus of the JAZZOMAT project lies on the statistical analysis of monophonic
jazz solos with the overarching goal to explore the cognitive and cultural foundations of
jazz solo improvisation. The project has a strong interdisciplinary approach combining
jazz research, cognitive music psychology, computational (ethno-)musicology, as well
as music information retrieval (MIR) [1].
Computational and statistical analysis of (folk) songs have a long-standing tradition
in ethnomusicology (see [2] for a historical overview), but during the last years it also
gained momentum in music psychology (e. g. [3,4,5]), because statistical regularities
are thought to play a important part in music cognition and might also provide insights
into the underlying creative processes. For instance, one theory of jazz improvisation
postulates the existence of a set of personal licks and formulas for improvisers. Testing
this theory is a pattern mining task, a standard problem in MIR. However, the definition
of cognitively adequate or instrument-specific patterns is still an open question. Previous appoaches (e.g., [6,7,8]) use a variety of definitions, but no general consensus has
been achieved.
On the other hand, several more theories for jazz improvisation exist, but evidence
is mostly based on single case studies (e. g., [9]), and they remain largely unverified on
a representative data corpus (cf. [10]). One notable exception is the work of Thomas
Owens [11], who was able to catalog 193 recurring melodic patterns (formulas) in a
comprehensive set of 250 Charlie Parker solo transcriptions. As a follow-up, PierreYves Rolland [12] devised a pattern mining algorithm which allegedly reproduced most
of Owens’s formulas but also found previously undiscovered ones, although no detailed
results were published.
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To address these and other questions, we see the need for a comprehensive (digital)
database of jazz solo transcriptions as a solid foundation for theory testing, as well as
for flexible and powerful tools to carry out the necessary analyses and computations.

2

Project Components

2.1

Database of Jazz Solo Transcriptions

A central goal of the JAZZOMAT project is the construction of a novel database of highquality jazz solo transcriptions, which will be made public in the near future. State-ofthe-art MIR tools are used such as Songs2See1 , which is used to automatically extract
and transcribe solos directly from recordings, and SmartScore2 , which is used to scan
and digitalize existing sheet music taken from the literature or other public sources.
Both the automatic and the existing transcriptions are often erroneous or incomplete.
Therefore, they are cross-checked and corrected by jazz and musicology students at the
Liszt School of Music with the help of SonicVisualiser3 . Additionally, various metadata
of a given solo part are annotated:
–
–
–
–
–

phrases (grouping of melody notes),
beats (manually tapped),
chords (taken from the sheet music),
musical form (e.g. AABA, 12-bar blues),
articulation.

The focus of the transcription lies on the syntactic and not on the expressive and
semantic level. Improvisations are encoded as metrical and harmonically annotated note
sequences with the parameters pitch, onset, and duration. Loudness and timbre (e.g.
playing techniques) information are currently not considered but might be included in
the future.
2.2

MeloSpy - a Modular Analysis Framework in Python

Within the JAZZOMAT project, a novel Python-based analysis framework called MeloSpy
is currently under development. This modular framework allows to analyze arbitrary
monophonic symbolic music using different features. These features can be defined by
the user by means of the melfeature component (aka the “feature machine”).
melfeature. In the field of MIR, transcription-based (high-level) features often
consist of very basic statistical measures of note-event parameters such as pitch, onset, inter-onset-interval, or duration (cf., [13]). Following and extending this concept,
melfeature was designed to combine multiple analysis modules (such as histogram
computation or statistical measures like mean or variance) to module chains. Modules
1
2
3

http://www.songs2see.com/
http://www.klemm-music.de/musitek/smartscore/
http://www.sonicvisualiser.org
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Fig. 1. Example feature configuration with 8 modules and 8 module connectors. The processing
order is shown in red font.

can be grouped arbitrarily in a serial or parallel fashion as shown in Figure 1. The processing order of all modules is determined automatically by resolving the dependencies
between the modules. A processing chain of modules will be hereafter called feature. A
feature’s output is not restricted to single numbers, but can be also vectors of complex
data structures.

Feature definition with configuration files. Features are defined using configuration
files in the YAML language, which are easy readable and writable. Example 1 illustrates
a simple feature—the pitch range (ambitus) in semi-tones of a given note sequence.

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

Example 1
label: pitch_range
description: Pitch range in semitones
feature:
source:
PITCH:
param: pitch
process:
STAT:
type: stat
measure: range
inputVec: PITCH.outputVec
sink:
PITCH_RANGE_FEATURE:
input: STAT.outputVec
label: pitch_range
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Within the configuration files, a number of source modules allow to access different note event parameters such as pitch, interval, fuzzy interval4 , duration in beats,
inter-onset interval, or Parson code5 from a given melody.
In the process section, the feature’s core functionality is implemented by grouping different modules using input-output-connectors. melfeature provides the user
with a large number of basic module types such as modules for descriptive statistics and
histograms, logical and arithmetic operations, selectors, or n-grams of arbitrary vectors.
Each module has a specific set of mandatory and optional input and output parameters.
Finally, in the sink section, different process chain sinks are defined that receive
the output of a processing module and save it as a feature for further analysis. This way,
an arbitrary amount of features can be computed for a list of files.
Amongst others, the current list of features includes histograms, interval distributions, n-gram computation, event density, tempo, intra-phrase similarity, chromaticism,
and a contour segmentation.
Temporal aggregation within features. melfeature allows to compute feature values over individual structural elements of a melody such as phrases, form parts, or choruses. These features values can then be aggregated using different statistical measures
to obtain a final feature value.
Batch processing. melfeature will include a large set of pre-defined features tailored towards the note event representations used in the JAZZOMAT project. Batch processing of multiple SonicVisualizer files using multiple feature configuration files is
supported. Additionally, batch processing can be performed separately on structural elements of a melody such as phrases, form parts, or choruses for each solo (without
aggregation).

3

Analysis Tasks & Preliminary Results

In the following section, three different analysis tasks will be briefly discussed and some
preliminary results presented to illustrate how MIR methods can support musicological
research in our project.
3.1

Retrieval of repeating patterns

Automated pattern retrieval in the symbolic domain is a popular research field in MIR
(e.g, [14] for an overview). Most methods aim to detect exact repetitions (possibly with
respect to an abstract and/or reduced representation) in monophonic or polyphonic music. However, in jazz solos, patterns are often repeated with slight variations [12], which
adds extra challenges to the already highly combinatorial problem. This problem will
be addressed in the future, at the current stage of the project, we retrieve only exact
4

5

The fuzzy interval representation groups related intervals such as minor and major thirds in
the same class.
The Parson code (or contour) encodes the interval direction.
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Fig. 2. Pairs of exact pitch patterns in Clifford Brown’s solo on “Joy Spring”. Notes are indicated
as piano roll (blue rectangles), pattern appearances as colored rectangles connected by dotted
lines.

pattern repetitions on note dimensions pitch and interval from diagonal paths in the
self-similarity matrix. Figure 2 illustrates occurrences of exact pitch patterns (with a
minimum pattern length of 6) in Clifford Brown’s solo on “Joy Spring”6 . The distance
between pattern occurrences indicates if a pattern is part of a motivic sequence (e.g., the
olive pattern at about 86–88s in the solo) or a more generic patttern from the formula
repertoire of the soloist (e.g. the brown pattern at 8s and 56s).
As a next step, we aim to group similar patterns using clustering methods and to
determine pattern prototypes for clusters in order to reconstruct underlying cognitive
templates. Furthermore, we will search for patterns that occur in different solos of the
same artist to get a deeper insight into the artist’s personal repertoire, and for patterns
that occur across players and thus might be transmitted by imitation.
3.2

Phrase similarity

Phrases are the basic building blocks of melodies. They are groupings of notes which
are perceived (and produced) as a single musical unit. It is therefore crucial for our
analysis purposes that our solo transcriptions contain phrase annotations.
A fairly general construction principle in melodic invention is the concept of varied
repetition [15], i.e., a sequence of repeated but instantly varied melodic units. In order
to automatically detect phrase groups that follow this construction principle, we compute the similarity matrix over all phrases using similarity measure that is based on the
edit distance of pitch. The similarity matrix over all phrases of John Coltrane’s solo on
“So What”7 is shown in Figure 3. The upper-side diagonal can be analyzed for high
6
7

Rec. 1945, Nippon Phonogram Co., Ldt0 838 308-2
Rec. 1959, CBS 460603 2
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Self−similarity matrix of phrases based on pitch edit distance
1
0.9
5
0.8
0.7

10

0.6
15

0.5
0.4

20
0.3
0.2

25

0.1
30
5

10

15

20

25

30

0

Fig. 3. Edit distance based similarity between different phrases of John Coltrane’s solo on “So
What”. Local phrase groups with motivic improvisation are indicated as white rectangles, longterm correlations are indicated by a white ellipse.

similarity values between adjacent phrases. For instance, phrase 12, 13, and 14 (indicated by a white rectangle) form a triple AA’A” of varied repetition. As can be seen in
Figure 4, these phrases start with the same (sub-)motif but have different endings. Notably, Coltrane employs this creative device quite frequently in his modal solos. There
are four motific triples, from which two sets (indicated by a white ellipse in Figure 4
are furthermore related to each other. Long-range correlations like this is one possible
way to provide coherence and internal “logic” to an improvisation.
3.3

Histogram distributions

Examining the distributions of parameters such as pitch, interval, inter-onset interval,
duration etc. allows direct comparison of solos, players and corpora, and provides hints
to meaningful statistical features for classification. For example, in Figure 5, histograms
of diatonic chordal pitch classes (classification of pitches according to their relation to
the root of the sounding chord) are shown for different solos in our database. It can be
observed, for instance, that Louis Armstrong frequently uses thirds in his solo on “West
End Blues”8 , which occurs less often with the other players. Presumably, the use of
thirds might serve as a feature to discriminate older styles (Swing, New Orleans) from
later styles (Bebop, Hardbop, Postbop).

4

Conclusions

The JAZZOMAT project is only at it beginnings right now, but already shows the possibilities of a high-quality database in combination with modern, state-of-art computa8

Rec. 1928, Giants of Jazz CD53001
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Fig. 4. Sequence of (similar) phrases 12–14 (compare Figure 3) in John Coltrane’s solo on “So
What”.

tional tools. Therefore, we hope to gain new, interesting and statistically well-founded
insights in the internal mechanisms of the jazz improviser’s mind.

5

Acknowledgments

The JAZZOMAT project is supported by a grant DFG-PF 669/7-1 (“Melodisch-rhythmische Gestaltung von Jazzimprovisationen. Rechnerbasierte Musikanalyse einstimmiger Jazzsoli”) by the Deutsche Forschungsgemeinschaft. The authors would like to
thank all jazz and musicology students participating in the transcription and annotation
process.

References
1. Martin Pfleiderer and Klaus Frieler, “The jazzomat project. Issues and methods for the automatic analysis of jazz improvisations,” in Concepts, Experiments, and Fieldwork: Studies in
Systematic Musicology and Ethnomusicology, Rolf Bader, Christiane Neuhaus, and Ulrich
Morgenstern, Eds., pp. 279–295. Peter Lang, Frankfurt/M., Bern, 2010.
2. George Tzanetakis, Ajay Kapur, W. Andrew Schloss, and Matthew Wright, “Computational
ethnomusicology,” Journal of Interdisciplinary Music Studies, vol. 1, no. 2, pp. 1–24, 2007.
3. David Huron, Sweet Anticipation. Music and the Psychology of Expectation, MIT Press,
Cambridge, 2006.
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Abstract. Extended techniques and signal processing devices are increasingly common in contemporary music composition and performance.
At present, few machine listening methods deal reliably with extended
techniques. Moreover, existing instrumental corpora have not traditionally included sources of variation that arise naturally in every-day performance environments. In the current study, timbral descriptors are
extracted for a range of instrumental techniques, and their dispersion is
quantified in order to examine the variation stemming from recording
strategy choice and performer repetition.
Keywords: Extended techniques, performance variability, instrumental
dataset, timbral analysis, machine listening.

1

Introduction

As ‘extended techniques’ have become mainstream in contemporary music composition and performance, work is underway to develop machine listening methods that allow a more fruitful integration of acoustic instrument with signal processing technologies (see e.g., [1–5]). The current paper describes ongoing work
developing a database of extended string techniques recorded under naturalistic performance conditions, and examines computational hearing methods that
attempt to summarise sonically interesting aspects of sound. To motivate this
work, Section 1 describes existing datasets and reveals the gap between these and
modern musicians’ requirements. Section 2 outlines our corpus creation methods, describing the selection of extended techniques, recording conditions, data
preparation, annotation and assessment processes. Illustrative examples are presented in Section 3, and the paper concludes with a discussion in Section 4.
Extended techniques have been adopted by composers since at least the seventeenth century, and their use has become firmly established in the twentieth
century as composers have sought to find new sounds on acoustic instruments.
In an early example, Biber used col legno (the wood of the bow) and insertion of
paper between the strings [6]. Krzysztof Penderecki and George Crumb worked
extensively with extended string techniques in the 1960s and ‘70s respectively,
formalising techniques far-removed from the equally-tempered chromatic scale,
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concerned more with timbal variation than with pitch. Extended techniques include ways of preparing and playing an instrument that fall outside traditional
standard practice [7], [8] and can involve timbral changes (e.g., sul ponticello),
unconventional musical material (e.g., seagull glissando), and methods to deliver sound that the instrument was not originally designed to produce (e.g.,
subharmonics [9]).
Extended techniques can be problematic for a composer to notate, and hard
for a performer to achieve consistently. Moreover, the variability in reproduction of such techniques can be a serious concern for performers who use live
signal processing in their work. Our auditory systems afford a degree of contextsensitivity to human hearing (e.g., constancy for spectral envelope ‘colour’ [10],
or for the temporal envelope in reverberation [11]), but these effects have not
yet been adequately replicated for machine listeners. Thus while people tend to
hear the (context-dependent) ‘interesting’ variation in a signal, machines often
end up overly reliant on cues that vary unintentionally.
Datasets containing sound material to address the variability inherent in
instrumental performance (intentional or otherwise) are not common at present.
Instrument corpora first documented standard performance techniques, often
based around a collection of semitone-spaced pitches, in a normal working range,
at a range of loudness levels [12–14]. Usefully, [12] is being updated to include
second recordings of instruments, and to augment the corpus with extended
techniques. A number of commercial ventures have also recognised the increasing
desire for extended performance techniques [15–17], but such datasets suffer
from proprietary interfaces and a lack of information regarding the audio signal
processing undertaken [18]. Moreover, while such sound libraries may allow a
composer to work with sound in a convenient manner, they are of no immediate
use to an instrumentalist. Sample banks intended for use by performers are
typically work-specific and designed to return material in real-time, for example
using parameters derived from an input audio signal [1], [5].
The current study is a step towards a robust machine listener for live instrumental performance. Such a device would identify aspects of variation in sound
signals that were intended, relating directly to the performance underway. Additionally, it would ‘compensate’ for undesired aspects of variation, resulting
from uncontrollable factors such as the microphone or room effect. Towards this
aim, we examine factors governing variability from a performer’s point of view,
and are specifically concerned with (i) performance environment and (ii) repetition. Knowledge of the expected variation in (i) would allow the performer
to travel with a degree of confidence to perform in a new venue. Knowledge
of the expected variation in (ii) would ensure that the performer can play the
same technique several times and predict how their sound will be registered by
the machine (which may allow the performer to auralise subsequent signal effect
chains). Though it is outside the scope of the present paper, we note for future
work that variation due to the performer and instrument themselves should be
examined in order that a composer can give a performance system to different
performers and achieve predictable results.
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3

Methods

In the pilot study described below, a prototype corpus was used to examine
the variation naturally arising in normal and extended performance techniques
due to (i) the recording conditions and (ii) iteration of the technique by the
performer. This section describes four main operations undertaken to gather
data appropriate to the task: selection of performance techniques; selection of
microphones and their placement; sample extraction and storage; automatic annotation with timbral descriptors.
2.1

Selection of Techniques

The current study draws its sound material from an ongoing project documenting
the sound world of the viola da gamba. An instrument-specific list of techniques
(normal and extended) has been compiled, informed by the performing background of one of the present authors (MS) with cross-reference to other surveys
of extended techniques on string instruments [7], [8], [17]. A list of 90 individual
techniques serves as the basis for the corpus.
A small number of these techniques have been picked for illustrative analyses
in Section 3. Firstly, we fix the pitch, loudness and duration (as in typical timbre
studies), and examine bowing this pitch normally on six different strings. Secondly, we use a single string to examine the effect of different bowing techniques.
2.2

Selection of Microphones and their Placement

Recordings were made in an acoustically isolated room in the University of
Sheffield Sound Studios (volume 34.7 m3 ). Two walls were covered with heavy
felt curtains, and there was an upright piano on another wall. The player sat in
one corner pointing diagonally towards a ‘far’ room microphone at a distance
of 3.6 meters. Three further ‘close’ microphones were placed on or near the
instrument as described in Table 1.
The signal arriving at each microphone was recorded via an RME Fireface
800 audio interface connected to a MacBook in an adjoining control studio,
running Audacity software [19]. Two DPA microphones were directly attached to
the instrument itself, and represent the highest signal-to-noise ratio practicably
Table 1. Description of microphones selected, their directional characteristics and
placement in regard to the instrument and room.
Microphone

Direction

Proximity Placement

DPA 4060
DPA 4060
Neumann KM184
Neumann KM184

omni
omni
cardioid
cardioid

close
close
close
far

below bridge, under highest (1st) string
below bridge, under middle (4th) string
0.1 m in front of instrument’s bridge
3.6 m distant to front, raised 1.8 m

CMMR2013 - 664

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

4

A. V. Beeston and M. A. C. Summers

achievable. The close Neumann microphone recording represents the best data
capture available for a player who is unwilling to attach ‘gadgets’ directly to
their instrument. On the other hand, the far Neumann microphone registers the
signal after transformation by a small room with a moderate level of reflections,
and is more representative of the sound typically transferred to the audience.
2.3

Sample Extraction and Storage

Groups of samples were recorded simultaneously with four microphones into independent channels of a long sound file. A click track of 120 beats per minute
was provided over headphones to the performer (MS) to facilitate the session
timing. Four seconds elapsed between the start of each sound event (2-seconds
of bowing, 2-seconds of rest), and multiple iterations of every technique were
recorded (six repetitions at minimum). For some techniques, the natural resonance of the instrument persisted beyond the 2-second rest period assigned, but
we did not extend the recording period in such instances since it would be rare in
performance to wait for the resonance to decay fully. Moreover, any overlapping
resonance was naturally masked by the next sound event.
Individual samples were extracted from the long audio recordings, separating
24 audio files for each technique (6 iterations × 4 microphones). Segmentation
was achieved in a two-stage process. Firstly, time points of the player’s excitation onset and offset (e.g., bow movement start and stop) were marked by hand
in a Praat textgrid [20], guided by audition and by viewing the waveform and
spectrogram of a DPA 4060 microphone recording. Secondly, the Praat textgrid
was read in Matlab [21], where time boundaries were moved to the nearest
zero-crossing (independently for each microphone channel) to reduce artefacts
in subsequent signal analyses. The samples were then excised individually, normalised to achieve a consistent root-mean-square level across the entire group,
and rescaled en masse to be saved as 44.1 kHz, 16-bit WAV files without clipping.
2.4

Annotation with Timbral Descriptors

Automatic annotation was undertaken in Matlab using the Timbre Toolbox [22].
Every audio file was individually analysed to obtain an array of numerical values,
each one a ‘timbral descriptor’ that characterises an aspect of the signal.
Instinctively, we aim to represent aspects of the audio in such a way that the
performer can repeat a technique and have it interpreted in the ‘same’ way by the
machine each time. To best match human audition, we reason that the unimportant variation across a single technique due to either recording conditions
or performer iteration should be characterised by a small variance in an ideal
parameter. Furthermore, that parameter should register a large change due to
the important variation in sound when the instrumentalist selects a contrasting
technique to perform.
An exhaustive parameter search is beyond the scope of the current pilot
study. However, Peeters et al. [22] report the importance of the central tendency
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and temporal variability of spectro-temporal properties, the temporal energy envelope and the periodicity of the signal. We inspect variation inherent in recording condition and performer iteration according to the first and last of these,
using spectral centroid and spectral flatness measures.
2.5

Measure of Variability

The variability of human repetition was measured by means of the quartile
coefficient of dispersion (QCD), a relative and dimensionless measure of variation
[23]. First, the inter-quartile range (iqr = Q3 - Q1) and median parameter values
were derived for individual audio samples by time-varying, frame-based analysis
methods in the Timbre Toolbox [22]. Secondly, QCD quantified the quartile
deviation (= iqr/2) as a percentage of the median,
QCD =

100
iqr
×
,
2
median

(1)

such that a stable parameter results in a low QCD value (close to zero). Conversely, a large QCD value implies a high degree of variability.

3

Illustrative Examples

Variation arising from alterations in recording strategy (§ 3.1) and from performance iteration (§ 3.2) are illustrated in this section with perceptually-correlated
parameters addressing spectro-temporal variation and periodicity.
3.1

Recording Strategy

Figure 1 displays the spectral centroid median of the Short-Term Fourier Transform (STFT) power spectrum (squared amplitude) for a single pitch, A3 , played
with standard bowing technique at six different positions on the instrument.
The mean and standard error of the median parameter are displayed across six
performance iterations at each of the four microphone positions. A closely related value, the spectral centroid mean has been previously correlated with the
‘brightness’ of a given sound [24]. The open string (string 2) could thus be said to
have had a ‘brighter’ timbre than the stopped strings (strings 3–7), independent
of the microphone used. A paired-samples t-test, with Bonferroni corrections for
two comparisons, revealed an effect of microphone placement for the Neumann
microphone pair, with t(35) = 16.64 and p < 0.001. However, the DPA microphones produced statistically indistinguishable spectral centroid median values
irrespective of the string under which they were positioned (p = 0.16). It appears from figure 1 that the ‘close’ Neumann microphone resulted in centroid
measures approximating those recorded by the DPAs for the higher numbered
strings. The ‘far’ microphone, however, resulted in higher centroid values, exhibiting colouration of the sound attributable to the room position.
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Fig. 1. Mean and standard error of six performance iterations for standard bowing of
the pitch A3 played on strings 2 to 7, as captured by the spectral centroid median of
the Short-Term Fourier Transform power spectrum. The open string (2) showed a high
centre of gravity, especially when recorded by the DPAs. For the stopped strings (3–7)
the three ‘close’ microphones recorded lower values than the ‘far’ Neumann microphone.

3.2

Performance Iteration

The following analysis incorporates data from the three ‘close’ recording strategies, using the on- and off-instrument microphone positions that are frequently
encountered in performance (cf. § 2.2). Figure 2 presents a range of performance
techniques for the pitch A3 , ranked according to their variability, QCD, derived
from the spectral flatness of the STFT power spectrum. The spectral flatness
measure approaches 1 for ‘noisy’ timbres (with characteristically flat spectra)
and 0 for ‘peaky’ spectra comprising sinusoidal (tonal) components [22]. Here,
it is not the flatness parameter value that is of primary interest, but rather its
consistency through time (in a series of consecutive frames). When the balance
of noisy and tonal components alters throughout the duration of the audio file
(and a larger iqr results for a given median value), the QCD increases. Figure 2
clearly shows that the four extended techniques (ranking 1–4) were measured
as being inherently unstable in comparison to the standard bowing techniques
(ranking 5–10). Though extended techniques are often reported to be difficult
for a player to reproduce consistently, the variability recorded in this data was
in fact similar to that of standard bowing on the open string (the error bars are
of comparable size).

4

Discussion

To better understand the reproducibility of timbral variation on an instrument,
two perceptually-correlated parameters were selected from the Timbre Toolbox
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Spectral flatness QCD

01 = str 2, colegtratnot
02 = str 2, alf
03 = str 2, sulpont
04 = str 2, sultast
05 = str 5, bow
06 = str 2, bow
07 = str 3, bow
08 = str 4, bow
09 = str 6, bow
10 = str 7, bow

30
20
10
0

7

01 02 03 04 05 06 07 08 09 10
Technique

Fig. 2. Ten techniques ranked according to their quartile coefficient of dispersion
(QCD) derived from the spectral flatness of the Short-Term Fourier Transform power
spectrum. Extended techniques (shaded) were unstable and resulted in high QCD
scores (col legno tratto – with the wood of the bow (notched from previous use); anomalous low frequencies – frequencies below the fundamental of the string (subharmonics);
sul ponticello – bowing at the bridge; sul tasto – bowing over the fingerboard). The standard bowing techniques (unshaded) were more stable in their spectral flatness measure
throughout the full duration of the sound, and achieved lower QCD scores.

[22] and used to quantify variation attributable to the microphone setup and
to human reproducibility for a range of normal and extended performance techniques. For standard bowing techniques, close microphone positions produced
similar numerical values for the spectral centroid (median), irrespective of the
microphone type or location (§ 3.1). However, this measure did not describe the
stability of this centroid over time. When the spectral flatness parameter variation was additionally tracked throughout the duration of the sound (using iqr)
and incorporated in a dispersion measurement to assess iterative consistency,
extended bowing techniques were found to contain more inherent variation than
normal bowing (§ 3.2).
Much work has been done in recent years to extract control parameters from
audio signals in live performance. Simple parameters with small computational
loads were typically favoured (e.g., pitch, duration and mean amplitude [1]; pitch,
amplitude, and ‘roughness’ [4]). At times, richer feature sets and more sophisticated approaches have been implemented (e.g., a dynamic performance state
vector approach using instrument-appropriate features [2]; hidden Markov models with spectral, pitch strength and textural features [3]). However, it appears in
all these works that signal variability arising from a change of room, microphone
or performance iteration was considered either negligible or irrelevant.
Our current work involves recording the complete technique set with one
performer, and will widen to include additional performers, violas da gamba, and
acoustic spaces. The resulting dataset will allow study of the variation inherent
in extended techniques, and may eventually inform improvements in machine
listening algorithms to increase their reliability on stage.
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Abstract. Music evolves over time. New artists, genres, instruments and
recording and post-processing equipment arrive regularly and changes the
music in more or less subtle ways. In this study, it is shown how the content of
bass changes over time in popular music. By calculating the relative strength of
low frequencies of a large database of popular music, it is shown how and when
the low frequency content is changed. This change is modeled, and different
possible explanations for this change is given.
Keywords: Music, bass strength, signal processing, evolution

1 Introduction
Music is changing with the times. One example of this is the compression of
popular music that has increased in the last twenty years [2]. This increases the
loudness of the music while perhaps muddling the sound slightly. The evolution of
the music over time is subject to the preferences of the music writers, performers,
producers, the audience, etc., but also to the technological advances. The music is at
the same time also influenced by changes in genres and other non-technical
influences, such as changes in the sound environment. Such a change in the sound
environment is likely to also produce a change in the music. For instance, if the sound
environment were rich in low frequencies, the music would need to have more bass,
so that it is perceivable. This study is related to entho-musicology in that it relates the
quality of the music with the social and material dimensions of the society. It is, of
course, also related to the observation that loudness increases over time; the loudness
war [2,3].
Genres based on electronic instruments1, such as pop (starting in the mid-1950s),
rock music that emerged in the mid-sixties, disco, introduced in the mid-1970s, rap
that emerged in the mid-1980s, and techno that appeared in the mid-1990s all added
new instruments, uses of instruments and changed the energy relationships between
the instruments. With the introduction of electronic and digital instruments, musicians
had access to new sounds. In particular, synthesizers and drum machines enables
more energy in the very low frequencies that are not present in acoustic instruments.

1

The dates for the introduction of the genres has been found using Google books n-gram
viewer.
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The sound environment has changed in the 20th century with the introduction of
motors. This introduced more noise; according to the Google books n-gram viewer2
[5], the mention of relevant terms increases to around 1975 after which it is fairly
constant. The number of cars and trucks also increased steadily albeit with
fluctuations until around the mid-2000 [6]. Other noise sources that may have
influenced the content of the music include air-conditions, washing machines,
vacuum cleaners, dish washers, etc.
While the sound and content of music may have changed in many ways, the detail
of this is beyond the scope of this paper, in which the relative increase in bass energy
is the only feature studied. The paper presents an overview of the technological
improvements with relevance to the music in Section 2. Section 3 presents the
calculations of the low frequency strength, and in section 4 the experiment that show
how the relative strength of the low frequency energy changes in popular music from
around 1940 to 2012 is detailed.

2 Technical improvements
The improvements, modifications, changes and innovations that potentially
influence the sound of popular music include the playback equipment (storage and
rendering) and the studio equipment (instruments, recording, effects, storage). The
section is based on common and personal knowledge, and the information given here
can generally be found easily in music magazines from the relevant times and
accounts of the musical and technological developments made by participants and
observers.
2.1 Sound Rendering
Most of the production and listening chain is electronic since the 1950s. Being
electronic, it often involves the use of capacitors to avoid constant voltage (DC), but
this also filters the low frequencies. There are a number of such high-pass circuits in
the production and listening chain, and this removes the possibility of rendering low
frequencies. The improvement of such circuits (eliminating the need for the capacitor
in the chain) and the introduction of all-digital chains remove this filtering and
restitutes the possibility of low frequencies.
Other sound rendering improvements include the transistor amplifier introduced in
the second half of the 20th century, the sealed loudspeaker enclosure at around the
same time, the bass-reflex enclosure in the 70s, the headphone as popularized with the
cassette Walkman in the 80s, and the digital Walkman equivalents introduced in the
start of the 21th century.
2.2 Instruments
The development of amplifiers also enabled better rendering of the electronic
instruments, in particular the electric guitar (first introduced in the 1930s), and the
2

Look for “low frequency noise, machine noise, car noise, motorcycle noise”
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electric bass, that was introduced at around the same time. The electric guitar and bass
became widespread with the introduction of pop music (rock’n’roll) in the 1960s that
also made common use of the drum kit. The electronic synthesizer arrived a few years
later, but perhaps more rarely used than the electric guitar and bass. Digital
synthesizers arrived in the end of the 1970s, and software-only music was made
possible at the same time with the introduction of the Digital Audio Workstation
(DAW). Software only DAW was introduced in the start of the 1990s. While this may
have made the music production accessible to more, it is not necessarily a large
influence in the sound of the music, because of the widespread use of sampling, i.e.
the use of recorded sounds as the basis of the digital instruments.
2.3 Radio and media storage
An important development has occurred for the media storage, but not for the radio
technology. For instance the FM radio introduced in the late 1930s and first exceeding
AM popularity in the late 1970s, is still widely used. FM has higher signal-to-noise
ratio, and extend higher and lower in the frequency, as compared to the AM radio.
For home and portable media storage, the vinyl-based LP and EP replaced the
shellac-based 78-RPM record around 1950 giving significantly less background noise.
The tape-based storage, in particular the compact cassette was introduced around
1965, and the 8-track at the same time. These systems (LP/EP, cassette and 8-track)
were largely replaced by the CD introduced in the early 1980s that was eventually
replaced with other digital systems starting around the year 2000, still retaining the
quality of the digital audio, while also introducing the lossy compression (mp3) that
alters the quality of the audio in subtle ways if the bit rate is too low.
2.4 The studio
In the recording studio, the components that affect the quality are the microphones,
mixing and sound effect equipment, the studio and the media support. The recordings
were made on tape that replaced the direct-to-disc around 1950, and with gradually
more tracks, starting from mono to stereo to 4-track (mid-1960s) and the 2-inch 16
tracks introduced in 1968. The tape-based recordings were gradually replaced with
digital-based recordings around 2000, enabling an all-digital approach, that are able to
retain the energy of all frequencies better. With regards to the microphone, the
evolution was perhaps more driven by durability and size. The introduction of
electromagnetic microphones and condenser microphones were further improved with
the introduction of the transistor that enables smaller and more solid microphones.
Before the advent of multi-track recording equipment, the recording studio was
usually large and reverberant, and it was only in the late sixties that the use of isolated
booths for recording one instrument at the time became most common.
Perhaps the main sound modification devices (effects) in the studio are the
equalizer, dynamic limiter and echo. The equalizer was consisting of simple bass and
treble controls mainly, until the development of the graphical equalizer in the start of
the 1960s. The parametric equalizer was introduced some ten years later. These
equalizers enable more subtle control of the spectrum of the sound. The dynamic
limiter was used mainly as protection and limiting for media storage and loudspeakers
until the 1960. At the end of the 1960s new audio compressor were used more for
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changing the sound. Compression decreases the signal-to-noise level of about one dB
for each dB of compression [1]. This is probably the reason why compression could
increase sharply [2] with the introduction of the all-digital chain. Echo and reverb was
often done in the reverberant chamber, although tape delays existed since the 1920s.
Other delay methodologies include spring-based, or plate-based devices, or the
digital-based reverbs and echos that appeared already in the 1970s.
While the evolution of the production and listening chain of music appears to have
been driven by the introduction of new technologies, this is not necessarily reflected
in the quality of the chain. Gradual improvement in all parts of the chain arrived
regularly, going from standards to increase the signal-to-noise ratio of cassette decks
to improvement in the loudspeakers to enable better low-frequency restitution. All of
these changes and improvements potentially have an effect on the quality and sonic
content of the music.

3 Calculation of the bass relative strength
This work involves the relative strength of the low frequency of popular music.
For the estimation of the evolution over time of changes in the audio content, a
database, and algorithms to calculate the relevant values of the audio are necessary.
The database used in this work is the Billboard top-100 [4] between 1940 and 2012.
This consist of the 100 most listened to songs at the end of each calendar year. The
actual top-100 statistics is calculated from record sales, radio and online listening etc.
For the early years (before 1956), only 30 songs are available for each year.
Any song with an undocumented origin is likely to have been modified. In
particular, the analog to digital (ADC) process introduces compression and perhaps
also other modifications. Later groupings of songs into the top100 may also have
introduced further changes to the music. Choices of single or LP versions influence
the quality of the songs. All these changes influence the results of feature estimation
of the audio. The elaboration of a robust database demands limiting the number of
formats to as few as possible (e.g. CD and vinyl), and documenting and limiting the
number of steps in the ADC and retaining the audio in non-compressed (i.e. not mp3)
formats. Failing this, it is necessary to observe closely the results in order to detect
any modifications that have been made subsequently to any of the songs in the
experiment. This is the methodology chosen here.
The content of interest is the bass, i.e. the low-frequency part of the spectrum. This
is defined as being between 0-200 Hz, corresponding to the notes up to G3,
approximately. In order to obtain a measure of the relative strength of the bass, this is
first divided up in 10Hz steps, i.e. from 0-10 Hz, 0-20 Hz, …, 0-200Hz. The strength
of the bass region is obtained from the absolute of the FFT of each sound,

sp =| fft(snd) | ,

(1)

where || denotes the absolute of the fft, and snd is the full audio from one song. If
the song is in stereo, the snd is the mean of the left and right channel. As an example,
the spectrum of the audio of the top hit of 1945 and 1995 are shown in figure 1. Both
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axes are logarithmic, and the spectrums below 50 Hz are plotted in red. It is clear that
the 1946 song3 has less energy below 50 Hz, when compared to the 1996 song4.
This difference is now parameterized by calculating the relative ratio of the lowfrequency region to the full spectrum, for the 0-50Hz examples this becomes (replace
50 with the relevant low-frequency limit for other cases),
50

Br50 = ∑ sp( f )

∑ sp .

(2)

f =0

As examples the Br50 for 1946 and 1996 top one songs are 2.35e-03 and 1.15e-02,
respective. There is thus approximately twenty times more Br50 for the 1996 than for
the 1946 song. The relative strength is used here, instead of the absolute strength, as
the relative strength is not sensitive to variations of the loudness.

Figure 1. Spectrum of the top hits of 1946 and 1996. The x and y axes are
logarithmic. The spectrum below 50 Hz is plotted in red.

4. Evolution of the bass relative strength
The relative bass strengths are now calculated for all songs, and for each frequency
region between 0-10 and 0-200 Hz. As an example of this, the 0-50Hz relative values
for all songs are shown in figure 2. In the boxplot, the median is the middle ring, and
the bar extends to the 25th and 75th percentiles, and the line extends to all data points
not considered outliers. Those are marked as unfilled rings.

3
4

Perry Como - Prisoner Of Love
Los Del Rio - Macarena (Bayside Boys Mix)
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Figure 2. Boxplot of 0-50 Hz relative strength for all Billboard top hits
between 1940 and 2012.
It is clear that there is an evolution over time, and that the relative strength of the 050 Hz region increases with time. The values seem to change in a homogenous
manner, and they are henceforth considered correct, and not containing noise due to
processing other than what was done at the time of the original recording.

Figure 3. The 0-50 Hz relative strength together with linear model fit.
The relative bass strength is now calculated as the mean for each year. The mean
relative strength of the spectral region under study is now considered to evolve
according to a linear law in two steps, the first step is constant, and the second step is
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rising. The curve is continuous, meaning that the last point of the first part is close to
the first point of the second part. This curve has been fitted, because of the underlying
hypothesis that the relative bass strength is constant until some point in time where it
starts to rise. The parameters of this linear curve are found using a LevenbergMarquardt curve-fitting algorithm. The result of this curve fitting for the 0-50 Hz
region and all Billboard songs are shown in figure 3. While the linear curve has a
good general fit, the data shows additional fluctuations that are not modeled further.
The parameters of the fit (start value, split point, and slope) are now extracted for
each frequency region. The results are shown in figure 4. On the top is shown the year
where the relative strength starts to increase, in the middle is shown the starting
relative strength, and in the bottom is shown the slope. The slope is in relative
strength per year, where 1940 is the first year. The starting relative strength is of
course larger for large frequency regions, and it is not discussed further. What can be
observed from the top plot is that the relative bass strength starts to increase at the
start of the database, around 1940 for all frequency regions down to around 90 Hz. At
this point there seems to be gradually later increase start year until around 40 Hz that
starts to increase in the 1980s, as does all the frequency regions below.

Figure 4. Curve fit parameters for all frequency regions.
There is thus an increase in the relative bass strength that starts at different years.
The increase starts at in the early 1940s for the high low frequency regions, and
continues still today. For the low frequency regions, the increase starts later, and for
the very low frequency regions (0-20 Hz and below) the increase is rather weak.

Conclusions
Music is changing according to technical and social forces. Some of reasons for
technical influence are shown to be in the studio, in the media support (vinyl, cassette,
CD etc.) or in the rendering device (loudspeaker or headphones). All aspects of this
chain are continually and stepwise evolving according to technical or other reasons.
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Some of the main contributions are the transistor, the vinyl, and the digital
technologies. The study presented here is associated with ethno-musicology in that it
investigates the music and several dimensions of the society, including the social and
material dimensions.
Bass is an important part of modern rhythm-based music, in particular music for
dancing. As such, the bass content is a necessary part in order to dance to the music.
This study has investigated the evolution of the relative strength of bass. The main
result is that the bass is continually increasing for all frequencies today. In addition,
low frequency regions (0-60 Hz) only started increasing in the mid-1980s, while
higher regions started increasing in the early 1940s or before.
As social reasons for this later increase of the low frequency regions, the
introduction of more dance music, such as disco is one. The emphasis of the bass in
disco and the subsequent related dance music genres is one of the principal reasons
for the increase in low-frequency regions. Other reasons relate to the technical
development, in particular the introduction of the transistor and the sealed and bassreflex loudspeakers. Another technical explanation for the increase in bass is the
introduction of digital media, such as the CD in the early 1980s. It may appear that
the low frequency relative strength has increased through a variety of technical and
non-technical reasons, while the all-digital DAW has enabled the increase of the very
low frequency (0-60Hz).
Finally, while this study concerns the relative strength, there is no doubt that the
bass has increased continually. This is clear in a comparative listening study using
good bass restituting equipment.
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Abstract. Researchers, developers and manufacturers put a lot of effort into improving the audio quality of their products but little is known
about the overall resulting effect on the individual customer. An experiment with 34 participants was conducted with the purpose to investigate
the relationship between audio quality and overall listening experience
in more detail. When rating the overall listening experience, participants
are allowed to take every aspect into account which is important to them,
including their taste in music. The participants rated the overall listening experience of short music excerpts in different levels of bandwidth
degradation. The result analysis revealed that listening to a song which
is liked was slightly more important than the provided audio quality
when participants rated the music excerpts. Nevertheless, audio quality
was an important factor for less-liked songs to get higher ratings than
more-liked songs with low or medium audio quality.
Keywords: Overall Listening Experience, Quality of Experience, Audio
Quality

1

Introduction

The purpose of the experiment presented in this paper is to find out how important audio quality is for enjoying music. The term “overall listening experience”
is used for describing the listener’s enjoyment when listening to a music excerpt.
When the overall listening experience is rated, listeners can take every aspect
into account which seems important to them. Which aspects are important might
differ from listener to listener but possible aspects could be mood, preferences in
music genre, performing artist, expectations, lyrics and audio quality. The term
overall listening experience is related to Quality of Experience (QoE). One can
find slightly different definitions for Quality of Experience. Nevertheless, various
authors share the opinion that it is an experience from the user’s point of view.
In Le Callet et al. [1] Quality of Experience is described as:
“Quality of Experience (QoE) is the degree of delight or annoyance of
the user of an application or service. It results from the fulfillment of his
or her expectations with respect to the utility and/or enjoyment of the
application or service in the light of the users personality and current
state.”
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E. g. developers of audio products have an interest in answering the question how
overall listening experience (or Quality of Experience) is related to audio quality.
Although a lot of effort is put into improving the audio quality of products,
but little is known about the effect on the individual customer. Therefore, the
influence of audio quality on overall listening experience is investigated in this
paper. There exist many possibilities to degrade audio quality, e. g. distortion
in time or frequency domain, channel downmixing or bandwidth limitation. In
this work the limitation of bandwidth is used for representing a degradation in
audio quality.
In methodologies for subjective evaluations of audio quality, like MUSHRA [2]
or BS.1116-1 [3], listeners rate test items according to a given reference. In audio quality evaluation such a reference is the item having the optimal quality. In
context of overall listening experience the definition of the optimal experience
is listener-dependent. Every listener has a different understanding of the best
overall listening experience and it is dependent on the listener’s personal expectations, experiences etc. Such user-dependent variables are included in various
Quality of Experience models [4] [5] [6]. When evaluating Quality of Experience
by an experimental approach, it must be carefully dealt with the listeners’s personal reference of optimal overall listening experience. In psychological research
humans auditory memory is distinct in different types of storages depending on
the decay times. Cowan separated them into short auditory storage and long
auditory storage [7]. The short auditory storage refers to a literal storage that
decays within a fraction of a second following a stimulus. On the other hand, the
long auditory storage lasts for several seconds. While attending an experiment
and listening to several stimuli in sequence, especially the short-term-related
storages are probably altering by listening to each stimulus. Assuming the listener’s definition of overall listening experience is somehow dependent on his or
her auditory memories, the stimuli sequence might have an effect on the outcome of the experiment. Since the influence of auditory memories on rating the
overall listening experience is not fully known, the experiment was designed to
affect listeners’ expectations and experiences (which are stored in the auditory
memory) as little as possible.

2

Related Work

Especially in telecommunications, Quality of Experience is becoming a popular
topic. An introduction into Quality of Experience and an overview of the current
state of the art of Quality of Experience research is given by Schatz et al. [8].
An overview of telecommunications-related QoE models including a proposed
model was published by Laghari et al. [6]. Möller et al. developed a taxonomy
of the most relevant Quality of Service and Quality of Experience aspects which
result from multimodal human-machine interactions [9]. In context of Auditory
Virtual Environments, Silzle developed a taxonomy based on point of views of
end-users and service providers [10].
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From a more acoustical point of view, Blauert and Jekosch proposed a fourlayer model for the field of sound quality evaluation [11]. The most abstract
layer of their proposed model is the Aural-communication Quality including
the so-called product-sound quality which is the quality from an user’s point
of view. Schoeffler and Herre conducted an experiment to investigate the influence of audio quality on the overall listening experience [12]. The results of their
experiment showed that overall listening experience is strongly influenced by
bandwidth when the listeners is presented a reference of the music in maximum
available bandwidth. However, the experiment took not into account the theory
of auditory storages. Quality of Experience was rated in one session which familiarized the participants with audio quality and might have led to a bias towards
increased audio-quality awareness.
In evaluation of audio quality, listeners are often divided into expert listeners and naı̈ve listeners. Differences between these two types of listeners were
investigated in recent publications [13] [14] [15] [16] [17].

3
3.1

Method
Stimuli

Selection Nine music excerpts were selected from a music database and were
used as basic items. The decision for selecting these nine basic items was mainly
based on their spectral centroids and their levels of awareness.
The spectral centroid indicates where the “center of mass” of the spectrum
is located and is defined as:
PN −1
f (n) X(n)
,
(1)
spectral centroid = n=0
PN −1
n=0 X(n)
where X(n) is the magnitude of bin number n, f (n) is the center frequency of
bin number n and N is the total number of bins.
Since the basic items were limited in their signal bandwidth in a subsequent processing step, the spectral centroid was used as a feature for roughly representing
the perceived effect of limiting the signal bandwidth. E. g. when comparing a
music excerpt with a very high spectral centroid and a music excerpt with a
very low spectral centroid, limiting the bandwidth would more affect the music excerpt with the higher spectral centroid. The reason for this is that this
music excerpt has more signal energy in the higher frequencies. Limiting the
bandwidth would reduce the signal energy in the higher frequencies. This becomes true, especially when the cut-off frequency for limiting the bandwidth
is below the spectral centroid of the music excerpt with more signal energy in
the higher frequencies. If the cut-off frequency is much higher than the spectral
centroid of the music excerpt with less signal energy in the higher frequencies,
the music excerpt might even not be affected. To overcome such situations a
cluster of 20 music excerpts was computed from the music database. The cluster
contained only music excerpts which have similar spectral centroids. The music
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database consisted mainly of songs which were ranked in known record charts.
Being ranked in a record chart was expected to represent the level of awareness.
The music excerpts covered a recognizable part of the song (e. g. refrain) and
had a duration of ten seconds.
In a second step it was investigated which of these 20 music excerpts would
lead to well distributed ratings according to listeners’ music preference. Therefore, an informal pilot test with four participants was conducted. The participants rated the excerpts by a five-star scale according to how much they like each
music excerpts. Based on the results of this informal pilot test, a group of three
audio professionals decided the final selection of nine basic items. The selected
nine basic items including their spectral centroids are depicted in Table 1.

Song

Interpret

American Pie
Madonna
Hold On
Korn
Hold on me
Marlon Roudette
Hotel California
Eagles
Love Today
Mika
No Light, No Light Florence and the Machine
Nobody Knows
Pink
Respect Yourself
Joe Cocker
The Real Slim Shady
Eminem

Centroid[Hz]
3620
3421
3636
3514
3887
3863
3822
3595
3819

Table 1: Selected music excerpts and their spectral centroid.

The selected music excerpts were converted to to a sample rate of 48 kHz
and downmixed to mono.
Bandwidth Limitation For having a degradation in audio quality, the nine
selected basic items were limited in their bandwidth by a 5th-order Butterworth
low-pass filter [18]. Six cut-off frequencies were selected for the filter: 1080 Hz,
2320 Hz, 4400 Hz, 7700 Hz, 12000 Hz and 15500 Hz. These cut-off frequencies
correspond to the cut-off frequencies of the 9th, 14th, 18th, 21st and 24th critical
band of the Bark scale [19]. More frequencies from the upper critical bands were
selected since they were found to be more important when listening to music.
In total 54 items (9 basic items ∗ 6 cut-off frequencies) were generated in the
bandwidth limitation processing step.
Loudness Normalization When limiting the bandwidth, the overall signal
energy of the signal was reduced. A reduction of the signal energy is perceived
as a decreased loudness by humans. Without normalizing the loudness, strongly
bandwidth-limited signals would sound less loud than weakly bandwidth-limited
signals. One possibility to normalize the loudness is to use a standard for loudness normalization like EBU R128 [20] [21]. One goal of EBU R128 is to provide
a standard which is easy to implement but also models the human perception
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of loudness as closely as possible. For measuring the loudness according to EBU
R128, the so-called K-Weighting curve (specified in ITU-R BS. 1770 [22]) is applied to all channels. The K-Weighting curve is a second-order high-pass filter
which forms (according to the ITU) the basis for matching an inherently subjective impression with an objective measurement. After applying the K-Weighting
curve, the total mean square level is calculated and the result is displayed as
LKFS (Loudness, K-Weighting, referenced to digital Full Scale) or LUFS (Loudness Units, referenced to digital Full Scale). Loudness Units (LU) are used for
relative measurements where 1 LU corresponds to 1 dB. Regarding bandwidthlimited signals, the K-Weighting curve has one major disadvantage. Especially in
the lower frequencies it does not correlate well with other established weightingcurves which model thresholds of human hearing more accurately. In EBU R128
100 Hz and 1000 Hz have almost the same weighting. ISO 226:2003 [23] specifies
combinations of sound pressure levels and frequencies of pure continuous tones
which are perceived as equally loud by human listeners. In this established specification the difference of the Sound Pressure Level between 100 Hz and 1000 Hz
is about 20 dB. Figure 1 depicts the differences between ISO 226:2003 and EBU
R128. ISO 226:2003 is known for modeling the human threshold very well. The
high deviations in lower frequencies between actual thresholds and EBU R128
result in the circumstance that the loudness of bandwidth-limited signals is calculated too high by EBU R128. When comparing a bandwidth-limited signal and
the same signal with full bandwidth, both normalized according to EBU R128,
the full bandwidth signal might be perceived significantly louder. In previously
conducted pilot tests the items were normalized by using only EBU R128 and
many listener reported that especially the highly bandwidth-limited items were
not perceived loud enough compared to the other items.
To overcome this problem, a combination of EBU R128 and the Zwicker’s
loudness model [24] was applied for normalizing the loudness of all items. For
describing the algorithm, we define the basic items as basic itemi , where i is the
index of the excerpt. The items are defined as itemi,b , where i is the index of the
song and b is the cut-off frequency of the bandwidth limitation. The function for
normalizing the loudness according to EBU R128 is defined as:
normR128 (in), in ∈ {basic itemi , itemi,b }.

(2)

A normalized signal according to EBU R128 is normalized to -23 dB referenced
to full scale. The function for calculating the loudness by Zwicker’s loudness
model is defined as:
N = loudnessZwicker (in), in ∈ {basic itemi , itemi,b }.

(3)

A reference loudness of a normalized basic item was calculated as follows:
NiReference = loudnessZwicker (normR128 (basic itemi )).

(4)

By an iterative algorithm the variable gain was calculated so that
|NiReference − loudnessZwicker (itemi,b ∗ gain)| < .
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Fig. 1: Frequency weighting of ISO 226:2003 and ITU-R BS. 1770 (EBU R128)
relative to 1000 Hz.

The maximum allowed difference between the loudness of an item and its corresponding basic item () was set to 0.01 Sone. The algorithm for solving Equation
5 mainly consisted of a binary search for the variable gain. The index limits (that
23
progressively narrow the search range) were initially set to 0 and 10 20 (which is
an increase of 23 dB). The upper limit is a heuristic value which should avoid
clipping. Since the basic item was normalized to -23 dB and has a full band23
width, a bandwidth-limited item multiplied by 10 20 should not clip. The step
size of gain was set to 0.0001. When a solution was found by the binary search
algorithm, each item was multiplied by its determined gain. This resulted in
that all items had almost the same perceived loudness. The functionality of this
loudness normalizing algorithm was validated by an informal listening test with
two participants. Besides Zwicker’s loudness model, other popular loudness models exist, e. g. Glasberg and Moore [25]. The Zwicker’s loudness model was used
since it was found to deliver sufficient results and a fast implementation [26] was
available.
Summarizing, the loudness normalization was the final part of the stimuli
generation. The set of stimuli consists of nine basic items and 54 (bandwidthlimited) items. The basic items were loudness-normalized according to EBU
R128. The items were loudness-normalized by a combination of EBU R128 and
Zwicker’s loudness model.
3.2

Participants

The experiment was attended by 34 participants including students and researchers from the International Audio Laboratories Erlangen. Participants were
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asked whether they are professionals in audio and to which age group they belong. Table 2 depicts detailed information about the participants.

Total Age group Professional
34

25 [20-29] 16
9
5 [30-39] 2
3
4 [40-59] 3
1

[no]
[yes]
[no]
[yes]
[no]
[yes]

Table 2: Information about the participants.

3.3

Materials and Apparatus

The user interface of the experiment was written in HTML5 and JavaScript. The
website was tested on all major web browsers and optimized for mobile devices
and desktop computers. The default file format for the stimuli was MP3. All
MP3 files were encoded with 256 kbit/s CBR (constant bit rate). As alternative
file format WAV was used for browsers which did not support MP3.
3.4

Procedure

The experiment was conducted as a web-based experiment. Each participant
attended by using his own computer or mobile device. Since all participants
were known by the experimenters, them were trusted to use an appropriate
audio setup and to take care of a quiet environment when doing the listening
test. The experiment was divided into one registration session and 12 listening
sessions.
In the registration session the participants registered to the experiment by
their personal email address. Furthermore, the participants were asked by a
questionnaire whether they are professionals in audio and to which age group
they belong. After filling out the questionnaire, participants had to test their
audio setup and adjust their volume. Afterwards, the participants rated all nine
basic items according to how much they like each music item (“How much do you
like this item?”). It was emphasized on the instructions that participants should
take everything into account what they would do in a real world scenario (e. g.
including their taste in music). Participants were allowed to play back a basic
item as often as they wanted. The participants rated the basic items by using a
five-star Likert scale. The stars were labeled with “Very Bad”, “Bad”, “Average”,
“Good” and “Very Good”. Figure 2 shows a screenshot of the user interface for
the basic item rating. When the rating of the basic items was finished, an email
was sent to the participant with a website link to his or her first listening session.
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Fig. 2: Screenshot of the Basic Item Rating.

The items – participants would listen to in the listening sessions – were individually selected depending on the responses of the participant in the registration
session. Four groups of basic items were defined: all basic items with a rating of
two stars, three stars, four stars and five stars. All basic items were assigned to
a group according to the rating of the participant. Basic items which were rated
with one star were not assigned to a group since it was expected that a one-star
basic item would not be rated higher in average when its bandwidth is degraded.
Two basic items were randomly selected from each of the four groups. If a group
contained less than two basic items, the remaining number of basic items were
selected. If a group contained more than two basic items, only two basic items
were randomly selected. A maximum of eight basic items was selected for the
listening sessions which was the case when every group contained at least two
items.
The purpose of the listening session was to rate the corresponding items
of the selected basic items. Since six bandwidth-limited items were generated
from each selected basic item, listeners would have to rate a maximum of 48
(8 basic items ∗ 6 items) items. Since two responses were taken for each item,
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the maximum number of ratings a participants had to give increases to 96. In
a listening test we conducted previously, participants reported that listening to
the same song again and again annoyed them and influenced their rating [12].
In addition, we assume that humans store references of what the songs sound
in different quality levels in the auditory memory. Since our intention was that
participants should not rely on their auditory memory, the next part of the
experiment was divided into multiple listening sessions. By dividing the listening
test into multiple sessions, time is passing between these sessions which results
in an auditory memory decay. In each listening session the participants would
listen to a song only once. As two responses were taken from each of the six
items that belong to one basic item, in total 12 listening sessions are needed to
fulfill the requirement that each song appears in a session only once. In each of
these 12 listening sessions participants listened to a maximum of eight songs.
The listening sessions were similar to the registration session and started
with testing the audio setup and adjusting the volume. As in the registration
session, the listeners were instructed to rate each item according to how they
like it and they should take everything into account what they would do in real
world scenario. The stimuli were rated separately from each other by using the
user interface depicted in Figure 3.

Fig. 3: User interface of the listening sessions.

Between rating the stimuli, participants had to listen to a so-called pause
sound. The pause sound was four seconds of white noise which was low-passfiltered with a time-decreasing cut-off frequency. The spectrogram of the pause
sound is depicted in Figure 4. The reason for listening to the pause sound was
to increase the interstimulus interval. It was expected that interstimulus interval
exceeded the decay time of the (long-term) auditory storage. We assume that
increasing the interstimulus interval decreases the influence of the previous stimulus on the response of current stimulus. Especially when the previous stimulus
is an item with a very high cut-off frequency and the current stimulus is an item
with a very low cut-off frequency, the high drop of bandwidth might influence
the participant’s response more in comparison to a very low drop of bandwidth.
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Fig. 4: Spectrogram of the pause sound (1024 samples Hann windows size and
512 samples overlap size).

After listening to all selected items, listeners had to fill out a questionnaire
in each session. It was asked how important audio quality, song and their mood
were for their ratings. The answers were given by a Likert scale with the values
“Strongly Agree”, “Agree”,“Neutral”, “Disagree” and “Strongly Disagree”. Additionally, participants indicated whether they were using headphones or loudspeakers for the session and could fill out a text field for feedback.
When a session was finished the participant had to wait at least five hours
before the next session could be started. Participants automatically received an
email when the 5-hour-break expired and the next session was ready to begin.
Since the experiment started on 10th May 2013 and lasted until 14th June 2013,
participants had the opportunity to let more time pass between two sessions.
In total each participant took part in one registration session where a maximum of nine basic items were rated. In the 12 listening sessions participants
rated each of the maximal 48 selected items two times (maximal 96 responses).

4

Results

For the statistical analysis the basic items ratings of the registration session are
used as independent variables for the item ratings. Table 3 shows the ratings of
the participants for all items.
Figure 5 depicts the mean of item ratings for all cut-off frequencies and
grouped by the corresponding basic item ratings of the items. For all groups
of basic item ratings, a log-linear relationship between cut-off frequencies and
the item ratings can be seen. The mean of item ratings for their corresponding
basic item ratings and grouped by the cut-off frequencies is shown in Figure 6.
A combination of Figure 5 and Figure 6 as color map is depicted in Figure 7.
The relationship between the two independent variables (basic item rating
and cut-off frequency) and the item rating is confirmed by the Kendall rank
correlation coefficient (0 = no correlation, 1 = perfect positive correlation).
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Basic Item
Rating

11

Cut-off Frequency
P
1080

2320

4400

7700

12000

15500

2 Stars

1 Star = 82
2 Stars = 18
3 Stars = 5
4 Stars = 1
5 Stars = 0

1 Star = 41
2 Stars = 57
3 Stars = 8
4 Stars = 0
5 Stars = 0

1 Star = 20
2 Stars = 58
3 Stars = 21
4 Stars = 6
5 Stars = 1

1 Star = 2
2 Stars = 56
3 Stars = 35
4 Stars = 10
5 Stars = 3

1 Star = 4
2 Stars = 50
3 Stars = 35
4 Stars = 14
5 Stars = 3

1 Star = 4
2 Stars = 44
3 Stars = 34 636
4 Stars = 21
5 Stars = 3

3 Stars

1 Star = 69
2 Stars = 40
3 Stars = 9
4 Stars = 0
5 Stars = 0

1 Star = 24
2 Stars = 59
3 Stars = 26
4 Stars = 8
5 Stars = 1

1 Star = 11
2 Stars = 35
3 Stars = 55
4 Stars = 15
5 Stars = 2

1 Star = 2
2 Stars = 16
3 Stars = 59
4 Stars = 35
5 Stars = 6

1 Star = 2
2 Stars = 14
3 Stars = 55
4 Stars = 42
5 Stars = 5

1 Star = 3
2 Stars = 12
3 Stars = 63 708
4 Stars = 34
5 Stars = 6

4 Stars

1 Star = 60
2 Stars = 34
3 Stars = 18
4 Stars = 8
5 Stars = 0

1 Star = 21
2 Stars = 44
3 Stars = 35
4 Stars = 19
5 Stars = 1

1 Star = 3
2 Stars = 28
3 Stars = 43
4 Stars = 43
5 Stars = 3

1 Star = 0
2 Stars = 9
3 Stars = 32
4 Stars = 70
5 Stars = 9

1 Star = 0
2 Stars = 2
3 Stars = 24
4 Stars = 74
5 Stars = 20

1 Star = 0
2 Stars = 5
3 Stars = 29 720
4 Stars = 68
5 Stars = 18

5 Stars

1 Star = 11
2 Stars = 9
3 Stars = 19
4 Stars = 5
5 Stars = 2

1 Star = 0
2 Stars = 13
3 Stars = 14
4 Stars = 14
5 Stars = 5

1 Star = 0
2 Stars = 0
3 Stars = 16
4 Stars = 13
5 Stars = 17

1 Star = 0
2 Stars = 0
3 Stars = 6
4 Stars = 18
5 Stars = 22

1 Star = 0
2 Stars = 0
3 Stars = 1
4 Stars = 12
5 Stars = 33

1 Star = 0
2 Stars = 0
3 Stars = 0 276
4 Stars = 11
5 Stars = 35

2340 responses ( 34 participants)

Table 3: The number of different item ratings given by the participants for all
basic item ratings and cut-off frequencies.

Kendall’s τ between basic item rating and item rating is 0.378 (z-value: 22.03,
p-value: 0). Kendall’s τ calculated from the correlation between cut-off frequency
and item rating is 0.4484 (z-value: 27.25, p-value: 0).
For investigating the relationships between the independent variables and
item rating in more detail, a cumulative link model was applied with the following
expression:
item rating ∼ basic item rating + cut-off frequency + professional.

(6)

For the model the item ratings and basic item rating are used as ordered factors.
The model is parameterized with orthogonal contrasts for cut-off frequency and
basic item rating. The variable prof essional indicates whether the participant
is a professional in audio. The results are described in Table 4.
All predictor variables of the cumulative linear model are significant. As the
model coefficients indicate, the basic item rating and the cut-off frequency have
a strong influence on the item rating. Being an audio professional has a rather
low effect on the item ratings.
For investigating the different ratings of the participants in more detail,
Kendall rank correlation coefficients were calculated for each participant. Figure 8 depicts the correlation coefficients between the dependent variable item
rating and the independent variables basic item rating and cut-off frequency.
The mean of the inter-individual correlation between item rating and basic item
rating was 0.349 and the standard deviation was 0.242. The inter-individual cor-
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5
Mean Item Rating
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4
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3
4
Basic Item Rating

Cut-off Frequency:
1080 Hz
4400 Hz
12000 Hz

3 Stars
5 Stars

Fig. 5: Mean of the item ratings for
all cut-off frequencies grouped by basic item ratings.

2

5

2320 Hz
7700 Hz
15500 Hz

Fig. 6: Mean of the item ratings for
all basic item ratings grouped by cutoff frequencies.

relation between item rating and cut-off frequency had a mean of 0.505 and a
standard deviation of 0.212.

5

Discussion

The analysis of the result indicates that the item rating was strongly influenced
by cut-off frequency and the basic item rating. A strong correlation between
cut-off frequencies and ratings was reported from a similar experiment we conducted before [12]. As mentioned before, the previous experiment did not take
the theory of auditory memory storages into account. As a result we were told
by participants that they got annoyed from listening to the same songs again
and again. This was also reflected by the results which showed only a weak relationship between reference ratings (can be compared to ratings of basic item)
and item ratings. In the experiment presented in this paper, the basic item rating has almost the same correlation as the cut-off frequency. This time, none of
the participants reported that he or she got annoyed by listening to same songs
more than once. Even if both experiments can hardly be compared, the high
correlation coefficient of basic item ratings indicates that a session-based experiment that takes auditory storages into account is well suited for investigating
the overall listening experience.
When comparing the means of the item ratings (Figure 5 and Figure 6), it
becomes apparent how important the song is. For example a song rated with 5
stars in the registration session and bandwidth-limited by a cut-off frequency of
4400 Hz has an average rating of 4.02. A song rated with 4 stars in the registration
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Fig. 7: Color map of the average item ratings grouped by basic item ratings and
cut-off frequencies.

session and played back in highest quality has a lower average rating (3.83). This
is especially interesting since such a low bandwidth is normally considered as bad
audio quality. In addition, the average item ratings are “saturated” when the
cut-off frequency is 12000 Hz or higher. This is also confirmed by the cumulative
link model, cut-off frequencies of 12000 Hz and 15500 Hz have almost the same
effect size (Table 4). Such a saturation effect can not be seen for the relationship
between the basic item ratings and the items ratings, e. g. the effect size of a
4-star basic item rating and a 5-star basic item rating is very different.
According to many publications, expert listeners were considered as more
reliable listeners when audio quality has to be evaluated(e. g. see [13]). The
experiment was participated in by 13 audio professionals who are familiar with
audio quality degradations. The requirements for being an expert listener differ
from experiment to experiment. Nevertheless, audio professionals can be seen
as a good estimation of how expert listeners in bandwidth degradation would
rate the overall listening experience. As the results of the cumulative link model
(Table 4) show, the ratings of audio professionals differed only slightly from the
other participants. This has also been confirmed by discussion with participants.
Even if many audio professionals were very aware of the bandwidth degradation,
they did not take it that much into account when rating their individual overall
listening experience.
An analysis of the individual correlation coefficients among the participants
revealed that participants had very unique preferences for rating the overall
listening experience. The item ratings of some participants had a very high
correlation with the cut-off frequencies and only a very weak correlation with
the basic item ratings. On the other hand, the song was very important for some
other participants and their ratings had almost no correlation with the cut-off
frequency. Also the high standard deviation of the individual correlations with
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Coefficient

Estimate Std. Error z-value p-value

basic item rating = 3
1.2271
basic item rating = 4
2.2151
basic item rating = 5
4.2169
cut-off frequency = 2320 1.7289
cut-off frequency = 4400 3.0269
cut-off frequency = 7700 4.0605
cut-off frequency = 12000 4.4314
cut-off frequency = 15500 4.4133
professional = true
-0.2583

0.1074
0.1135
0.1641
0.1508
0.1579
0.1640
0.1672
0.1672
0.0821

11.426
19.518
25.704
11.466
19.173
24.753
26.506
26.392
-3.146

< 2e-16
< 2e-16
< 2e-16
< 2e-16
< 2e-16
< 2e-16
< 2e-16
< 2e-16
0.00166

Threshold coefficients:
1
2
3
4

Star |2
Stars|3
Stars|4
Stars|5

Stars
Stars
Stars
Stars

Estimate Std. Error
1.5816
0.1378
3.8809
0.1607
5.7642
0.1813
8.1292
0.2111

z-value
11.48
24.16
31.79
38.50

AIC: 5410.13
Maximum likelihood pseudo R2 : 0.5388
Cragg and Uhler’s pseudo R2 : 0.5650
McFadden’s pseudo R2 : 0.2517

Table 4: Logit cumulative link model of the basic item ratings.

item rating (SD basic item rating: 0.242, SD cut-off frequency: 0.212) indicates
that developing a model for predicting the overall listening experience without
taking into account the preferences of an individual listener seems to be very
nearly impossible. This confirms also preliminary results of an experiment we
conducted before where we showed that listeners preferences in song or audio
quality varies a lot [12].

6

Conclusion

In the presented experiment, participants had to rate bandwidth-degraded music
excerpts according to their individual overall listening experience. The analysis
of the results confirmed a previous conducted experiment that bandwidth is
strongly correlated to the overall listening experience. Furthermore, the average
ratings of overall listening experience came into a saturation effect when bandwidth was limited by filtering with a cut-off frequency of 12000 Hz or more.
How much a song is liked by participants was measured by a rating of the music
excerpt in best quality. These ratings were also strongly correlated to the overall
listening experience of the bandwidth-degraded music excerpts. By interpreting
the results, the choice of the song that is played back can be seen as a very important aspect for the overall listening experience. Especially for achieving high
ratings, the song seems to be more important than the provided audio quality.
An analysis of the differences between the participants revealed that each one
had very individual criterion for rating the overall listening experience.
Further research will look into investigating the effect of auditory storages on the
results. In addition, other kinds of audio-quality degradations will be examined.
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Abstract. In this paper
, an installation developed in the context of
Artistic Human-Robot Interaction design (AHRI design) is introduced. AHRI
design is a methodological approach to realize cognitive science’s research
paradigm of situated or embodied cognition within cognitive musicology to
investigate social interaction in artistic contexts. ‘playing_robot’ was the first
attempt to carry out AHRI design ideas using structured observation. Using
New Media Art installations as ‘social environments’ or ‘scientific
laboratories’ to study cognition and social interaction not only challenges
traditional scientific research methods and engineering design methods but also
artistic creativity. Here we focus on design aspects and the course of
development of
in order to keep the balance between the scientific,
artistic and technological components. This provides some ideas for
methodological refinement of AHRI design.
Keywords: physical computing, artistic human-robot interaction design,
structured observation, new media art, situated cognition, cognitive science

1 Introduction

1.1 Situating
AHRI design

: Cognitive Musicology, Cognitive Science of Music, and

was developed in the context of cognitive musicology and
The installation
cognitive science of music at the Institute of Musicology, Cologne University. While
cognitive musicology is dedicated to the investigation of (cognitive) processes
constituting music-related behavior and experience in an attempt to provide a formal
description of human musical abilities / the music faculty, cognitive science of music
puts a stronger focus on computational modeling and the use of artifacts
implementing such descriptions with the goal to produce / exhibit appropriate
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behavior in music-related contexts. From both perspectives, the need to take into
account the interaction of agents (e.g. humans, artifacts such as robots) with
processes and entities (e.g. things, other behaving agents) in their environment as
integral part of their cognitive processes has been recognized for a long time [28],
[21], [34]. Bringing into special focus corporeal properties of behaving and
interacting agents approaches such as embodied cognition [42], [35], [23] or
embodied cognitive science [34] [38].
Traditionally, empirical studies within these approaches investigate phenomena in
established, albeit diverse cultural contexts; modeling efforts accordingly strive to
synthesize behavior within these same contexts (cf. as examples the robotic
applications described in Solis /Ng [43]).
As a consequence, human musical capabilities / the music faculty can only be
investigated by analysis of practices manifest in those cultures taken into
consideration (a main focus still being on western tonal / common practice music).
Combining these investigations with the analysis and comparison of possibly related
or analogous traits in animals [44], [13], [33] still leaves open the specific conditions
under which humans’ capabilities and their inclination to actively structure sonic
events are recruited in such configurations as to yield distinct observable musical
cultures.
Artistic Human-Robot Interaction design (AHRI design) [40], [41], [39], [10], [16] as
advocated here may open up a complementary perspective on the questions just
posed: The use of new media technology including robotic systems gives the
opportunity to design environments which of course will not be completely devoid of
cultural context, but sufficiently remote to elicit behavioral responses not observed
under familiar circumstances. Moreover, such an artificial environment allows for the
systematic (partial) control of environmental parameters (see below for examples)
possibly giving rise to variation in the behavioral outcome. Thus, AHRI design faces
a twofold double challenge: Regarding the design of an environment, on the one hand
principles and theories formalizing interactive behavior need to be taken into account
and will be put to a test. On the other hand, the environment should come up with
, these
novel, yet encouraging possibilities to interact. In the case of
requirements concern the association of sound and observed behavioral patterns as
well as the attribution of changes in these patterns to an agent’s own interventions. It
is in the design process that scientific and artistic expertise come to terms, taking
artistic intuition as a detection heuristic that itself may be subjected to further
explication at a later stage (cf. the discussion of visually mediated aspects of an
interactant’s appearance by Bar-Cohen / Hanson [4], which here would have to be
extended into sonic design [29]). As described below, Physical Computing and
tinkering can play a decisive role in the realization of an environment and partake in
the design process by suggesting specific mechanisms and processes.
Methods in human-computer interaction / human-robot interaction tend to be taskoriented [30] and may be applicable in the investigation of music- / sound-related
interaction within established cultural settings yielding criteria for task achievement.
The focus on novel behavioral settings, however, poses a challenge to AHRI design
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in that on the one hand openness for previously unknown behaviors needs to be
maintained, on the other hand a certain degree of formal rigor is a prerequisite for
comparisons over different settings. As argued elsewhere [11] structured observation
may offer a feasible approach to the scientific / empirical evaluation and comparison
of behavior in novel interactive environments.
In summary, we consider AHRI design as presented here as a combination of
computational modeling, empirical research, artistic and technological design in an
attempt to open up an alternative perspective on human musical capabilities making
use of New Media Art.

1.2 ‘playing_robot’: Developing formal description and structured observation
‘playing_robot’, an outcome of a workshop at the International Summer School in
Cognitive and Systematic Musicology 2009, was the first attempt in cognitive
musicology to explore the idea of AHRI design [10], [22], [16]. In the installation
‘playing_robot’ [10] two different types of robot - Khepera III and a Lego
Mindstorms NXT robot - are integrated. They are equipped with sensory and motor
devices and connected wirelessly to a set of three computers. The artistic idea behind
‘playing_robot’ provided by the Pieter Coussement referred to a familiar interactional
context - playing children - by two robots moving around and a children’s song
playing in the background. It was intended that this scenario would encourage
visitors to take an action in order to interact with the robots [10].
In developing ‘playing_robot’ focus was on theoretical, methodological, and
conceptual aspects, especially the implementation of a finite automaton to organize
the robot’s behavior, and on first steps in developing categories for structured
observation. Structured observation as a well-established method for data acquisition
in psychology, sociology and ethology was chosen as a research method because
methodologically it allows to investigate and to develop functional units of analysis
for interaction by developing observational categories for further research. As an
observational method it offers a more open and flexible way to investigate complex
situations such as social interaction than measurements based on interval and ratio
scales and yet allows using statistical methods for data analysis.
One special concern with the installation was to avoid stereotypical responses [22].
Therefore, the design of ‘playing_robot’ proceeded from the notion of a finite
automaton with output, rendering the changes of robots’ behaviors dependent not
merely on visitors’ actions but also on the installation’s ‘internal’ state. Subsequent
analysis [10], however, indicated that the notion of statechart [19] might be more
appropriate to capture the formal structure of the installation.
In the two observational studies carried out based on ‘playing_robot’ [22] it was
assumed that the less obvious behavioral pattern of robots would encourage visitors
to take an explorative attitude and thus lead to the tendency to spend more time on
interaction. One of the observational studies mentioned previously indicates that this
might actually be the case.
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Fig. 1. The robotic installation ‘playing_robot’ at the conference on Mediality of Music
Cognition and Aisthesis (MeMCA 2010)

1.3

: Sonic concept and tinkering

Compared with ‘playing_robot’
has a more explicit artistic approach and in
its development introduces notions from Physical Computing. The artistic idea and
the sonic conception as well as the iterative, continuously approximating realization
, which conforms to the notion of tinkering as known in the
process of
context of Physical Computing, mutually inspired each other.

2 DESIGN ASPECTS OF

2.1 From ‘playing_robot’ to
, an installation for robot, light and sound, is developed by Andreas
Gernemann-Paulsen, Claudia Robles Angel and Lüder Schmidt. The design of
started from the idea to provide another New Media Art environment for
human-robot interaction taking ‘playing_robot’ as a starting point. Initially the main
idea was to reduce the technical effort required to make ‘playing_robot’ work
reliably and render the technical setup less visible. It also aimed at solving some
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problems, which were identified as potential factors to influence the interaction in
‘playing_robot’ negatively, such as the robots’ size and limited ability of movement.

2.2 The realization of

2.2.1 Technical aspects: Nibo-2 robot and Arduino board
In ‘playing_robot’ many susceptible networked systems are involved. To improve
operational reliability
uses only one laptop running Max/MSP. All other
components of the installation, such as the robot used and the control of lighting,
function nearly autonomously. Furthermore a Nibo-2 robot (Nicai) replaced the
Khepera III robot that had caused unsatisfactory behavior in ‘playing_robot’ due to
the unreliability of its reaction to sensor data. The behavior of the Nibo-2, and the
reading of its sensors are solely controlled by the robot’s ATmega 128 and 88
microcontrollers. The complete system’s behavior is contingent on the values of the
infrared proximity sensors, which are analyzed and processed by a suitable program
written in C [27], [1]. For better performance the hardware [25], [26] related to the IR
sensors was modified: the sensors are placed on a separate board, one of them is now
located on the rear side. The visitors’ wearing white gloves enhances the response
from the infrared sensors.
A further positive effect results in the behavior of the Nibo-2 robot when the
odometry regulation of the gear is not enabled. The slip of the wheels will not be
corrected for and causes partially random movements such as skidding or slight bow
rides that endow the robot with an additional certain liveliness.
To alleviate constraints that were possibly caused by its tiny size, the robot now
moves on a small ‘stage’ consisting of a circular table made by Tekno. This table is
surrounded by a custom-made border containing about 150 RGB-LEDs, which in
turn is connected by a custom-made driver shield with three separate mosfets to
manage the high current to an Arduino Uno board running an ATmega 328P main
microcontroller. Following the idea of distributed control a suitable sketch (program)
for this board calculates the color mixing based on IR sensor values modified within
a central Max/MSP patch and thus determines the lighting of the table.
The necessary data exchange between all devices is only carried out by two serial
interfaces, one from the Robot via the ATmega USART and a wireless Xbeeconection (Nicai NXB2), the other via the usb-connection to the Arduino’s
ATmega16U2.
The robot can exhibit four movement patterns labeled “rest”, “tremor”, “escape” and
“panic”, depending on certain threshold values signaled by the proximity sensors.
The visitors can activate these different states by approaching the robot with their
hands. Corresponding to the four movement patterns, the lighting changes
continuously and with a slight delay between blue (rest), purple (tremors) and red
(escape and panic) while the sound changes in accordance with the labels as
suggested by human physiological data.
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The sound, too, is programmed within the central Max/MSP patch. The sensor data
of the Nibo-2 serves to modify the rate, the pitch, the amplitude and the spatial
position in the 4.1 image of the sounds “heartbeat” and “breathing”, which are stored
in two external sound files. The sounds are diffused through the speakers in a circular
movement and the speed of the spatial movement increases when the robot is in the
states of “panic” or “escape”; if, on the contrary, the robot is in “rest” state, the
speed of the circular movement decreases. Hence, there is a faster or a slower
rotation movement added to the pitch and rate changes, all of which are closely
related to the robot's current state.

Fig. 2. The modified Nibo2 robot and the block diagram of

2.2.2 Artistic aspects: Sound, lighting, and installation space
development process focused mainly on artistic aspects rather than on
The
scientific questions. Moreover, because of adopting a Physical Computing approach
to the installation artistic ideas and solving technical problems mutually influenced
each other during the development process. Aesthetically lighting, sound and robot
. One
behavior were treated equally with respect to the artistic intention of
was a design that encourages visitors to get attracted by
special concern of
and involved with the installation, e.g. by the use of expressive body noise and
supportive lighting to create a particularly captivating installation space. In particular
the sonic design of this installation was thought to increase the body-awareness of
listeners/visitors by using two vital ‘body’ sounds “heartbeat” and “breathing” which
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in everyday life people tend not to listen to. Thus, the sonic conception of the work
invites listeners/visitors to perceive these generally ignored internal sounds in an
extremely audible and perceptible manner, related to situations and changes in
psychological and emotional affections due to external stimuli.
In the artistic conception these two vital sounds - “heartbeat” and “breathing” - are
connected to the robot, which reacts to an external human presence. Those sounds are
exteriorized in an immersive sound environment that invites the visitors/participants
to reflect about unconscious and rather imperceptible internal human reactions.
The idea to integrate these human sounds into an installation with a small robot was
.
the artistic starting point of the realization of

2.3 Physical Computing in New Media Art
A core aspect of Physical Computing is the use of specific hardware and software [3],
[15]. In the context of New Media Art the practical aspects of easy handling and a
tinkering approach are highly valued. Particularly the Arduino project - originating
from the artistic context and often used in interactive New Media Art - exemplifies
this with its artistic creative use of current low-cost chip technology, the close
relationship between software and hardware and its focus on human interaction [31].
More precisely, the use of dedicated hard- and software in Physical Computing
projects can be an approach to enable humans to express themselves physically,
establishing the need to investigate human behavioral patterns to be taken into
account in interactive processes, and to provide artists with tools to capture and
convey their ideas [32]. The realization of hardware and software in a simple,
tinkering way and the low-cost design in a continuously approximating approach
where sometimes a goal is not clearly defined support this point of view [3], [15].
Thus, the use of microcontrollers not only facilitates the realization (impossible
without this technology) of new artistic ideas, but this practical and iterative approach
also results in new creative impulses.

2.3.1 Physical Computing in
The importance of Physical Computing’s tinkering approach during the design of
can be observed in the realization and development of the aesthetic and
artistic ideas concerning lighting, sound, and robot behavior. The continuously
approximating realization and modification of the robot’s hardware, the development
of the robot’s behavior, the creation of the lighting - all in an iterative way - are
typical procedures from Physical Computing.
For example concerning the light effects this process started from the initial idea to
use a simple lamp and resulted in the extensive design and preparation of the border
lighting of the installation, whose states correspond to the behavior of the robot.
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Moreover, concerning the robot’s final behavior and environment one could observe
a mutual dependency mediated by tinkering during the development of the
installation of technical realization and artistic ideas. The robot’s environment - a
round table with light effects - and it’s simple and transparent behavior can be
viewed as artistic attempts to bypass the limited possibilities of movement by two
wheels and also the robot’s small size in order to facilitate the visitors’ interactions
with the robot by an attractive appearance creating a specific atmosphere to enhance
aesthetic expectations. Additionally, the white cotton gloves invite the visitors to
wear and to approach the robot with their prepared hands. The final realization of the
aesthetic core idea to let the visitors experience and reflect on vital sounds - inspired
by the two sound files - resulted from constant tinkering in connection with aesthetic
explorations.

Fig. 3. The designers and

during the media art fair Contemporary Art Ruhr 2013

in Essen / Germany
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AND STRUCTURED OBSERVATION: FIRST

3
STEPS

In the context of a course in the summer term 2013 at the Institute of Musicology,
Cologne University, video sequences of visitors of
were used to introduce
into the topic of mediated structured observation [17], [36]. For this purpose HD
video material was provided, which was collected during the three days of the media
art fair Contemporary Art Ruhr (C.A.R.) 2013 in Essen / Germany. In this case a
single fixed camera was used to capture the whole exhibition area of
.

3.1. Basic concepts
Due to time restrictions and a distinct focus on the practical implementation of
structured observation some priorities and constraints had to be taken into account.
So this first step cannot be considered an accurate empirical study. However, the
results indicate that structured observation is applicable and useful in the sense
mentioned above and provide the basis for further examination in the near future.
For the procedure 5 discontinuous sequences of approximately 17 minutes each,
chosen randomly from the video material, were evaluated. So, the results presented
here don’t have any defined validity. Emphasis, however, was placed on replicability
and explicitly on the reliability of the observer. The content of the course was divided
into the following topics:
•
•
•
•
•
•

exploratory observation to single out relevant behavioral aspects
development of hypotheses
development of categories and coding schemes
observer training
application by the observers
evaluation

In the exploratory phase which is typically in an unstructured form [17], [36], [2] the
video material was sorted by the seminar participants in an attempt to capture and
in general. From this unbiased
describe the behavior of visitors of
examination of the video material already certain questions arose, such as: Do
children and adults behave differently when interacting? How is the sound perceived
by visitors? Are more visitors inspired by other guests to interact, or do they start to
explore the installation by themselves? Especially the last issue seemed simple
enough to be further investigated within the time limits of the course, as the
impression emerged that non self-initiation occurs more frequently than selfinitiation. This question is interesting both from an artistic perspective (is the artistic
aim achieved?) as well as from a scientific issue (how does human-robot interaction
arise?). So an appropriate hypothesis was developed:
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The active interaction of the visitors with
occurred during the C.A.R.
more frequently non self-initiated than the self-initiated.
From this starting point two mutually exclusive categories "self-initiated" (sI) and
"non self-initiated" (NsI) as well as a residual category were developed with
corresponding coding schemes for encoding events. In this case it was necessary to
focus on further definitions, concerning what behavior to accept as interaction and
whom to regard as a visitor.
So interaction was considered to be initiated in the case of visitors who crossed the
is a person who
table border with at least one of their hands. A visitor of
interacts in that sense. All other attendants, who came into the angle of the camera,
passing, or watching, were not counted, and all persons were counted only once. The
residual category includes visitors for whom it could not be decided clearly whether
they had started to explore the installation by themselves or not, e.g. due to an
unfavorable camera angle. The attempt during the observer training to assign even
watching attendants to the residual category, introduced considerable problems for
the observers due to the high number of attendants resulting in significant coding
errors. So this idea was abandoned and led to the mentioned definitions.
Dividing participants into two groups it was easy to carry out observer training, one
group training the other and vice versa.

3.2. Results
For the subsequently presented analysis the results of one of the groups with three
observers are given here (Table 1).

Table 1. Event coding by three observers.

observer 1
observer 2
observer 3

sI

NsI

residual

||||
||||
||||

||||
||||
||||

|||
|||
||

Interestingly, it is not possible to confirm the hypothesis on the basis of these data, as
between sI and NsI an equipartition arises. However, it should be emphasized again
that the sample of video sequences can hardly be considered representative. It is
therefore worthwhile to extend and refine the analysis in further investigations.
To measure inter-observer agreement, the Kappa coefficient [17], [36], [2] for this
group was calculated. According to the coding in Table 1 it is easy to determine the
observer matrix (Table 2).
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Table 2. Observer matrices.

observer 1

observer 2
sI

NsI

residual

∑

sI

4

0

0

4

NsI

0

5

0

5

residual

0

0

3

3

∑

4

5

3

12

observer 1 & 2

observer 3
sI

NsI

residual

∑

sI

4

0

1

5

NsI

0

5

0

5

residual

0

0

2

2

∑

4

5

3

12

The Kappa value for observer 1 and 2 is simply 1.0 because of exact agreement.
Calculating the Kappa-coefficient for observers 1 and 3 as well as for observers 2 and
3 results in a value of 0.871 each. For a total value of Kappa it is adequate to
calculate the average [17], which results in a value of 0.914.
The inter-observer agreement is therefore to be regarded as excellent, indicating that
the categories and schemes were well chosen and the observer training was
successful. Therefore, it would be appropriate to analyze the complete video material
of the C.A.R. under the above hypothesis in the near future as well as other questions.
In particular in parallel with the process of incremental development and tinkering,
observational categories need to be refined, further research hypotheses developed,
and statistical procedures for categorical data analysis applied to data obtained by
structured observation.

4. Some Observations and Concluding Remarks
Our approach undertaken with
, it should be noted, can be considered as a
pure bottom-up and exploratory approach of embodied and situated cognition and
artistic human-robot interaction design in new media art environments. That means,
although motivated by the general research program and framework of embodied and
situated cognition, our empirical approach has not been theoretically guided by
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specific research questions or hypotheses. Thus, mainly technical and artistic
considerations guided
’s design process.
suggests that an incremental development process over
The experience with
several exhibitions of an installation is needed to achieve a balance between
scientific, technological, and artistic goals in AHRI design. Furthermore, in between
the exhibitions during the technical and artistic design process tinkering seems
promising to counterbalance the rigor of scientific methodological thinking. Such a
tinkering approach of Physical Computing to new media art allows for exploring
from a technical perspective aspects of the design of a situation which may be
subsumed under the aesthetical philosophical concept of atmosphere [6], [7], [8], and
which, as our observations indicate, need to be taken into account to achieve an
interesting installation serving scientific purposes as well. By designing atmosphere
tinkering may also contribute to creating scientific research questions and artistic
ideas. We conclude that incremental development and tinkering should be an
integrative part of AHRI design.
at Contemporary Art
Furthermore, experiences from the presentation of
Ruhr 2013 and at Intetain 2013 in Mons / Belgium were informative concerning
concepts for investigating interaction. The observations suggest that in investigating
interaction the installation’s complete environment needs to be taken into account.
This was indicated by some problems concerning the role of sound and interactive
: Judging from preliminary
behavior that arose during the presentation of
observations of the video material mentioned in Chap. 3, in general changes in the
sound were not to be identified by visitors as being related to their interaction with
the robot. Two causes come to mind:
First, the noisy environment in which the installation was embedded seemed to
obscure the relation between the installation’s own sounds and the robot’s behavior.
Second, the sound changes did not play the expected role in influencing the visitors’
interactions with the robot or in inducing a specific appeal, because the robot itself
was too noisy and, its behavioral changes were too fast in relation to the
slow changes in sound. At the moment, we are trying to amend some of these
problems by changes in sound level calibration and speaker position, integration of
robot sounds into the sonic design, and consideration of the possibility to insulate the
installation space from exterior noise.
Concerning the investigation of social interactions using New Media Art installations
as ‘scientific laboratories’ the problems mentioned above with the installation’s
environment suggest that one has to take the appearance of the whole installation into
account. Atmosphere might be useful to refer to the whole installation and its
environment. Furthermore, this concept seems a good starting point for
conceptualizing parameters concerning the physical environment to relate an agent’s
internal states to the environment. Atmosphere might serve as bridge between
technical aspects of an installation and visitors’ cognitive-perceptual as well as
aesthetic and other mental states.
On one side “atmosphere” refers to the disposition of the physical and technical set
up, i.e. design of the lighting, the height, and diameter of table. Also to mind come
such technical aspects as the openness of presentation space with respect to sound
insulation, positioning of loudspeakers and sound volume. Also of importance is
whether the space is populated and crowded or only a few people will have access to
the installation’s space.
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On the other side atmosphere seems to capture the subjective aspect of tuning-in, i.e.
a process of emotional or mental preparation for situational expectations and
interaction and possibly for engagement. Not much is know about engagement in
artistic human-robot interaction so it is necessary to explore the nature of engagement
[12].
Despite the problems mentioned above some engaged playful behavior relating to the
robot’s behavior was observed. Observations concerning these playful interactions
with the robot suggest it might be useful to differentiate behavior of children and
adults as mentioned in Chap. 3. In general, the observations of the visitors’ behavior
in interacting with the installation suggests that playful behavior and appreciation
need to be distinguished on the one hand and on the other they seem to be closely
related. So the question naturally arises to what extent play, engagement, atmosphere,
and appreciation in entertainment and art might be related. Of course, the close
relationship between art and play has been recognized for a long time, in particular in
the humanities e.g. by Friedrich Schiller [37] or Hans-Georg Gadamer [14] (but see
Richard Wallaschek’s 1893, p. 232 remarks on Friedrich Schiller’s idea of playimpulse (Spieltrieb) [45]).
The research program of embodied and situated cognition in connection with AHRI
design opens up a way for empirical investigations on the relation of art,
entertainment, and play. The relation of playful behavior, i.e. the role of play in
behavior, and appreciation or aesthetic cognition, which seem to be related to
engagement as well as influences of the environment, e.g. atmosphere, need to be
further conceptualized and investigated. The AHRI design approach can be fruitfully
linked to research in developmental psychology (ontogeny) and ethology
(phylogeny). In doing so it offers a biological perspective on social behavior,
environments, symbolization, cultural development, culture, and cognition. It is
opening up new ways for empirically testing and grounding philosophical
considerations and important insights from the humanities for a science of mind.
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Abstract. In recent decades, a taxonomy of vertebrate locomotion patterns
formulated by Dr. Temple Fay, a mid-20th century neurosurgeon, has gained
widespread international currency in the dance and movement therapy fields,
based principally on its elaboration in the work of occupational therapist and
somatic educator Bonnie Bainbridge Cohen and parallels in the legacy of
movement theorist Rudolf Laban. This paper proposes that elements of Fay’s
taxonomy, four modalities of vertebrate locomotion that appear in the
movements of musicians, can be identified as “encoded” content of musical
passages. These locomotion-encoded patterns function as biomechanical and
perceptual templates for both the creation and cognition of musical patterns.
Conspicuous in the behavior of these patterns are sequences and transitions that
display properties of self-organizing, emergent systems. Accordingly, a
preliminary set of correspondences are advanced by which locomotion-encoded
musical patterns are appraised in terms of the Coordination Dynamics model
developed by J.A.S. Kelso and others.
Keywords: locomotion-encoded, patterns, vertebrate, locomotion, music,
coordination, dynamics

1

Vertebrate Locomotion Patterns as Movement Components

In a series of papers, presentations and demonstrations beginning in the
1940s and continuing through the 1960s, Temple Fay, M.D., a Temple University
Medical School neurologist/neurosurgeon and co-founder of the American Academy
of Cerebral Palsy, articulated a novel view of the origins of human movement [1, 2].
His recapitulationist approach hypothesized low-brain, mid-brain and high-brain
substrates for movement patterns that parallel evolutionary stages of vertebrate
movement development (Figure 1). Fay formulated his ideas in order to access and
restore locomotive movement to patients with cerebral palsy and other brain-injuries.
After a period of keen interest from the medical community, his ideas were attacked
and discredited, principally because several of Fay’s students and former colleagues,
who based their work generally on his concepts, advanced overly broad claims
concerning the rehabilitation of brain injuries and the stimulation of accelerated
learning in infants and young children [3, 4].
However, Fay’s conception of a human developmental movement legacy that
recapitulates vertebrate locomotion strategies has blossomed. Between the 70s and the
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present, the model has taken hold among a widespread and diverse network of
practitioners in the U.S., Europe and beyond: occupational therapists, physical
therapists, movement educators, psychotherapists, bodyworkers, philosophers,
dancers, actors and artists/performers [5, 6, 7, 8, 9, 10]. Giving further support to the
idea, the movement theorist and teacher Rudolf Laban and his protégé and proponent
Irmgard Bartenieff developed, independently of Fay, taxonomies of locomotor
movement that almost precisely parallel Fay’s, but without inclusion of an
evolutionary dimension [11, 12].
The dancer, occupational therapist and movement theorist Bonnie Bainbridge
Cohen’s extensive gloss on Fay’s ideas [13] has gained worldwide currency in the
dance and movement therapy fields. Her work is taught in college/university dance
departments and movement studios throughout N. American and Europe and
increasingly in S. America and Asia [14] and is referenced by practitioners in a wide
array of fields [8]. Her Developmental Movement principles are a component of K-12
dance education recommended by the National Dance Education Organization, the
country’s largest dance education and advocacy group [15]. No empirical work
confirming or denying neural substrates of the Fay/Cohen/Bartenieff locomotion
patterns has been published. However, the ideas have spread by their effectiveness in
deepening movement awareness and clarifying movement qualities and components,
by serving as pivotal concepts for movement acquisition and rehabilitation, and by the
employment of their central images in an ever-growing array of corporeal and
psychological correspondences.
Cohen situates Fay’s ideas in a framework termed, at various times,
Developmental Movement, Basic Neurological Patterns [13], and most currently
Basic Neurocellular Patterns (both abbreviated BNP) [16]. Though the vertebrate
locomotion patterns articulated by Fay (Figure 1) comprise only about a quarter of
Cohen’s BNPs, they are central elements. Using Cohen’s terminology, they are:
Spinal movement. A progression of movement impulses in the order mouth-headneck-spine-tail, exemplified by snakes and fish.
Homologous movement. Involving simultaneous bilateral pushing, or reaching, by
flexion/extension of the upper limbs and/or lower limbs. The frog leaps with a
symmetrical push through the lowers and a reach through the uppers. During running,
the dog, horse, and tiger push with both lowers and reach into space through both
uppers.
Homolateral movement. Right and left sides of the body are clearly differentiated
through coordinated flexion and extension of the same-side upper and lower
extremities. A few animals (giraffes, camels, some lizards) use the homolateral as a
primary locomotion strategy that begins with a push from the lower extremity.
Contralateral movement. A reach of the upper limb on one side of the body draws
the lower limb of the opposite side into motion, catching the falling weight of the
body. Contralateral locomotion predominates in a great majority of reptiles and
mammals, including the runner in Figure 1.
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SPINAL PATTERNING
Mouth – Head – Neck – Spine – Tail

3

HOMOLOGOUS PATTERNING
Uppers/lowers push/reach together.

Spinal patterning supports movement.

HOMOLATERAL PATTERNING
Same-side upper and lower limbs
flex and extend together.

CONTRALATERAL PATTERNING
The reaching upper limb draws the
opposite lower limb forward.

Homolateral support: R arm, R leg.
Fig 1. The four vertebrate locomotion patterns in Cohen’s Basic Neurocellular Patterns

Though this paper focuses on these patterns primarily as movement, rather than as
emblems for associated affective or psychological experience, it is more than a side
note to observe that Cohen, along with every proponent of these concepts,
acknowledges a consistency in the phenomenological experience of each stage of
movement. The performance of each pattern imparts, to the mover and to witnesses, a
characteristic quality or set of qualities that Cohen calls the “mind” of the pattern [8,
12, 13, 17]. The Spinal pattern is alert and attentive; the Homologous forceful,
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elemental, focused; the Homolateral clarifies differentiation by providing a
foundation for “reaching out” in various forms, especially towards goals and
transitions; the Contralateral, because it underlies the integration of complex ideas, is
comprehensively expressive, coordinating vitality and poise.

2

The Locomotion Patterns in Music

The proposal here is that a musician, particularly a percussion player, in
striking the upper limbs and fingers against the surface of an instrument, performs a
version of one of the BNPs. Thus the player expresses, through sound and movement,
characteristics of the BNP’s distinctive organization and engages, through sound, in
an “encoded” network of locomotor modalities. Here, in brief, are some of the “rules”
for determining recruitment of the locomotion patterns in music. (Spinal movement
involves no limb movement, thus is discussed separately.)
Homologous Strike (abbreviated as Hg). Limbs on either side of the body strike the
instrument simultaneously.

Ex. 1. Beethoven, Op. 27 # 1, I

Ex. 2. Schubert Op. 122, I, mm. 23-26

For video of a percussionist and pianist improvising using only Homologous
Strikes, demonstrating the consistent effect of the Homologous coordination across
instruments, see https://vimeo.com/72864525, https://vimeo.com/72866843, and
https://vimeo.com/72868343.
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Homolateral Strike (abbreviated as Ht). Limb actions are clearly differentiated on
either side of midline. An example is strict alternation on either side of the midline, as
in the piano beginning at m. 3.

Ex. 3. Poulenc, Sonata for Flute and Piano, ii
A more common form of homolateral organization involves a regular pulse on one
side of the body and strikes on the other side, as at m 11:

Ex. 4. Poulenc, Sonata for Flute and Piano, ii

Note that within the “strict alternation” Ht pattern in mm. 8-10, a lower-level
Hg event (the chord at the beginning of m. 10) is subsumed within the Ht
coordination. The “lower” pattern is an available option and element in the higher
coordination, analogous to the way in which a camel, that walks homolaterally, may
employ the bounding homologous coordination in order to run.
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Note also that Ht passages with a regular pulse in one limb and strikes in the
other will usually feature on-beat phrase beginnings and endings against the pulse. As
in Ex. 4, it is imperative that any syncopation between the limbs stop short of that
necessary to trigger Contralateral Strike coordination.
For percussion/piano video of Homolateral Strike, both with "strict
alternation" and "pulse vs. non-syncopated strikes," see https://vimeo.com/72863688,
https://vimeo.com/72868342, and https://vimeo.com/72868344.
Contralateral Strike (abbreviated as C). Accent patterns cross the midline of the
body: one limb completes or continues an impulse begun on the other side of the
body, often in a conversational manner, as in mm. 5, beat 4 – m. 7.

Ex. 5. Shostakovich, 24 Preludes and Fugues, Fugue III

4th species counterpoint, featuring syncopation between the hands or offbeat
phrase beginnings and endings, produces contralateral effects. In Ex. 6, independent
syncopated hands, even with no continuity of idea or impulse across the midline of
the body, move perception constantly across the midline and back.

Ex. 6. Joplin and Hayden, Sunflower Slow Drag

In the Mozart, C patterns subtly flavor relations between the hands at the
beginning of mm. 2-6, despite an uninterrupted melodic flow in the soprano.

Ex. 7. Mozart, K. 333, I
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Here, Ht (and/or Hg) events may be subsumed within the C passage, much as
an elephant, that walks contralaterally, will switch to a homolateral coordination to
negotiate a tricky step down a muddy hillside.
For video of Contralateral Strike patterns, see https://vimeo.com/72863689
and https://vimeo.com/72868341.
2.1

Locomotion-Pattern Identification

Space does not permit discussion of many aspects of locomotion-pattern
identification. Nonetheless, these points are important to acknowledge:
The Spinal Pattern. The Spinal pattern is not represented in sound, but in stillness
and in the musician’s manner of attention (e.g. the conductor, before the first
downbeat; and the rest at beat 2 of m. 5 in Ex.1). Most critically, it is an underlying
component of the other locomotion patterns and a critical support for them.
Initation and Sweep Patterns. In locomotion, the patterns occur with multiple means
of initiation [8, 13, 17] and in more than one physical plane (the vertical, “strike”
plane). Analogously, at a keyboard or a drum set, movement in the horizontal
dimension where pitch or timbral change occurs can be accounted for with “sweep”
patterns [18, 19] that will not be discussed in any detail here. The locomotion patterns
can also be expressed on instruments other than percussion [20].
Motor Equivalence. Though there are physiological principles (motor equivalence)
[18, 19, 21, 22] by which movements of body parts may represent, functionally, the
movements of distant body parts, equivalence between the two-limbed “strike”
movements and the four-limbed BNPs is more a matter of partial representation than
substitution. In writing that a musician employs a two-limbed Ht pattern, it is not
implied that her/his lower limbs are part of the coordination at the instrument,1 but
that key characteristics of four-limbed homolateral coordination, such as
differentiation of action across the vertical midline of the body, are in play.
The Patterns in the Hand/Fingers. The representation of bi-lateral locomotion
patterns in the fingers of a single limb is predicated on both motor equivalence and
radial/ulnar division in the forearm and through the wrist, creating, functionally, a left
and right side of each hand. This aspect of pattern expression is only briefly
referenced here (see discussion Ex. 11) but is described more fully in [19].

1

Though that is not precluded, especially for drummers, or organists. See the pedal indication
in Example 3. Is it coincidence that the RH leads, so that the right foot on the pedal produces
a homolateral event on that side?
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3

The Central Importance of Pattern Transitions

A passage’s network of locomotion-encoded patterns constitutes a substructure
coordinated with other substructures (harmonic, melodic, rhythmic, etc.). Analytical
frameworks for substructures of harmony, melody or rhythm are many and various,
but by what principles do the locomotion-encoded pattern substructures take shape?
Once a locomotion-encoded pattern has been put into play, why does it last for the
length of time it does? Why does a particular second pattern succeed the first, with
particular dynamics of transition? What principles give functional integrity to the
synergies between locomotion-encoded substructures and substructures of pitch,
rhythm, timbre and dynamics?
One should set to the side for the moment the likelihood that each locomotionencoded pattern has inherent expressive and affective characteristics–the “mind of the
pattern”–that makes it an apt choice for a given aesthetic purpose Here, the question is
not whether the encoded-locomotion patterns connote anything or bring specific
images to mind, but whether there is any significance in their formal organization
alone. Are the patterns of coordination of limbs and fingers that define a locomotionencoded substructure a significant component of a musical structure? Can the
coordination of that substructure with other component substructures help determine
the nature of the composition?
The science of Coordination Dynamics “describes, explains and predicts how
patterns of coordination form, adapt, persist and change in natural systems . . . [using]
the language, methods, and tools of self-organizing dynamical systems” [23]. That
music is analogous to a natural system, or that patterns arise “self-organized” from
musical components may be elusive to demonstrate in light of the long human
evolution of musical styles and practices. However, statistical methods of musicgeneration that “predict” plausible stylistic evolution by applying algorithms, such as
nonlinear Hidden Markov Models, to pre-existing pieces [24] also argue a
probabilistic basis for where and why musical features emerge.
In nearly every musical context, nonlinear inputs and outputs abound: in the nature
of musical instruments [25], in the fractal fluctuations of vocal and rhythmic
performances and preferences [26, 27], in aleatoric or algorithm-driven compositional
processes. The proposal here is that the substructures represented by locomotionencoded movement-pattern networks, reflecting inputs such as the nonlinear
dynamics of human locomotion [28] and the nonlinear dynamics of the human brain
as it forms images and impulses [23, 29], presumably including motor images, are
also likely to exhibit nonlinear characteristics.2 Therefore, correspondences between
emergent behavior in natural systems and the behavior of locomotion-encoded
patterns seem worth examining.
In Dynamic Patterns, The Self-Organization of Brain and Behavior [30] Kelso
writes, “non-equilibrium phase transition . . . is the basic mechanism of selforganization in nature.” An uncanny parallel between phase transition in the
Coordination Dynamics model and in music featuring locomotion patterns can be
2

The nonlinear features described in gait studies are relatively subtle, concerning stride length,
rhythm, etc. These do not exactly parallel the shifts of locomotion-pattern described
elsewhere in the paper. What seems more likely is that fluctuations in a gait system create
perturbations that point towards a change of mode of locomotion.
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tested by anyone. It begins with a phenomenon first observed by Kelso and modeled
by Haken, Kelso and Bunz in the well-known HKB equation [31]. Index fingers of
opposite hands that are wagged back and forth in an anti-phase pattern–the figure of
one hand flexing, the finger of the other hand extending–will spontaneously and
reliably align in an in-phase, symmetrical pattern as frequency is increased. (This
occurs at different frequencies for different subjects).
Compare this phenomenon to the way in which the simplest two-limbed Ht
coordination pattern, originating in strict alternation
R L R L R L R L R L R L R L R L R L R L,
also generates fluctuations as frequency (tempo) increases. In both amateur and expert
performers, the pattern creates bodily tension that is instantaneously relieved by a
shift to practically any C coordination, for example:
>
>
>
>
>
>
R L R L R L R L R L R L R L R L R L.
The change occurs under an increase of tempo: here, as in Kelso’s model, a control
parameter that triggers instability in the system without specifically dictating the
coordinated behavior of the coupled components. A change in relative phase between
the fingers spontaneously triggers a shift to a more stable relationship. The Ht > C
occurrence suggests both the neurophysiological instability of the homolateral
movement pattern and its potential instability in locomotion-encoded passages. As
homolateral locomotion in human motor development is more of a transitional and
problem-solving strategy than a prime modality of locomotion [13], this is not
surprising. But accordingly, in the Recap of the first movement of Ex. 8, although the
Ht pattern at m. 135 does not run for so long or at such a tempo as to spontaneously
shift to C, the contralaterality of the figure at m. 139 contributes a subtle but
significant relief of tension, a new dimension in the arrival at a long-implied G in the
melody and the ii6 chord that begins a cadential progression to the tonic.

Ex. 8. Mozart K. 333, I
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The Ht > C transition is but one type that seems to amplify or expand upon the
“progressions” of other musical components. Any linear pattern “upshift”—any
segment of the progression Hg > Ht > C, as in the development from “neurologically
primitive” to “complex” movement according to Fay [13]—produces a distinctive
effect of expansion or development of an idea.
In Ex. 9, Hg > Ht produces two unique upshifts from Hg within a few measures:
the gracious outward reaches at mm. 19 and 26 and the headstrong departure at m 28.

Ex. 9. Schubert, Op. Post. 122, I

A more ubiquitous Common Practice phase transition is the upshift Hg > C, as in
one of Beethoven’s signature developmental strategies:

Ex. 10. Beethoven, Op 27, #1, I
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Pattern downshift (C > Ht > Hq) tends to produce an effect of consolidation,
condensation or contraction. In Ex. 11, the C sequences of m. 5 and 6 consolidate in
the Ht coordination of m. 7:

Ex. 11. Bach, WTK, Bk. II, Fugue II

In mm. 10 and 11, the same theme is in C play in the right hand alone,
counterpointed by scales in the left hand. At m. 13, however, when the entire texture
settles into the homolateral, the C > Ht phase transition is decisive.
And finally, the downshifting pattern trope to end all pattern tropes, Ht > Hg.

Ex. 12. Beethoven, Op 7, I
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Further Correspondences with the CD Model

The basic concepts of Coordination Dynamics were first articulated by Kelso and
colleagues and have been expanded in hundreds of articles in the past decades, as the
model has been applied to neural networks, multimodal cognition, social dynamics
and other “natural” phenomenon of non-equilibrium systems. According to CD, a
critical element of the organization of non-equilibrium systems is the
stability/instability of their spatial and temporal patterns. In CD’s foundational fingerwagging model [32], the system’s behavior stabilizes around the attractor pattern of
in-phase finger movement. The HKB equation
•

!

= !sin! ! 2ksin2!

describes the dynamics of finger-wagging in terms of an “order parameter” that the
equation’s inventors identify as the relative phase of the two fingers, measured as !
(value of 0 in-phase and ± " rad for the anti-phase pattern), where the parameter k
represents the oscillation frequency (actually, its inverse) [33]. This equation accounts
for all the observable (phase transition) behavior in the experiment.
Although locomotion-encoded patterns are part of a musical, rather than
physical, system, whose components bridge the physical and perceptual/cognitive
realms, it is difficult to imagine the stability/instability of their sequences as anything
but nonequilibrium behavior. The inputs to these patterns (physical movement) and
outputs (sound energy) both display nonlinear tendencies [25, 26, 27, 28]. In analogy
with nonlinear, dissipative physical structures, the locomotion-encoded pattern
structure of a piece of music exhibits, in exchanges with other components such as
harmony, rhythm, etc., anisotropric, symmetry-breaking behavior resulting in
complex and unpredictable arrays. Most significantly, locomotion-encoded movement
achieves a design only as enacted by brains, non-linear networks [23, 29, 34] par
excellence, where meaning is never fixed. At any given point of locomotion-encoded
pattern transition, “many independent trajectories of the system with different initial
conditions eventually approach each other in state space . . . [and] converge on a
certain limit set, the attractor” [35].
Are there coordination equations that would describe the dynamics of locomotionpattern stability in music? The impression that there may be is based on these
observations:
Homolateral Instability. The "pull" that C patterns exert on Ht patterns seems to be
based in a biophysical phenomenon closely reminiscent of finger wagging, suggesting
an emergent order governing Ht > C phase transitions.
Upshift/Downshift Phenomena in Pattern-Transitions. Upshift-downshift
dynamics and their consequent directionality create a locomotion-pattern coordinatespace in which dynamics can be measured.
Control Parameters. In CD, “ . . . parameters that lead the system through different
patterns, but that . . . are not typically dependent on the patterns themselves, are called
control parameters. . . . [In] no sense do they act as a code or prescription for the
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emerging patterns” [30], yet they may produce linear and nonlinear behavior in the
system. In finger wagging, the frequency (wagging the fingers faster) is a control
parameter. In a coordinate space, where encoded-locomotion pattern parameters can
be mapped onto parameter changes in other components of a musical system, the
encoded-locomotion patterns of a virtuosic or extended passages also may be
sensitive to values of tempo, or any other factor that challenges the neuromuscular
system of the musician. The duration of an encoded-locomotion-pattern passage may
be sensitive to norms of style or genre, such as harmonic expectation. For example,
the phase transition in a locomotion-pattern passage, on the way to a harmonic
cadence, may be delayed by an extension of harmonic movement. Locomotionpattern choice and phase-transition points both may be sensitive to programmatic or
vocal components, etc.
Nonlinearity. The order parameters/collective variables of encoded-locomotion
phase transitions will ostensibly involve factors such as pattern position (in time) and
directionality. The coordinates of these can be expected to reflect such human factors
as the creative responses of the music-maker to the developing composition, and the
emergent locomotion impulses of the music-maker (stimulated by the context of
making music). In both cases, nonlinear modeling may help account for features such
as pattern stability (preferred couplings of time and directionality), switching between
patterns [36], the phenomena of pattern multistability and metastability [37] as
discussed below, and the ambitious project of connecting the dynamics of behavior to
the dynamics of neural activity [37].
Multistability and Metastability. Writing on the “multimodal” coordination
dynamics of sound and touch, Lagarde and Kelso [34] frame metastability with the
observation that the relative-phase order parameter of the finger-wagging experiment,
when incorporating an auditory rhythmic stimulus, continues to feature transitions to
synchronous coordination. However, it also features “a different . . . transition . . .
namely from coherent patterns defined by stable phase relations to the loss of
frequency-locking and phase synchrony [italics added].” In this and many other
experiments, “in between stable phase-locking and total independence among the
components a more subtle “metastable” regime exists . . . in which individual
coordinated elements are neither fully independent of each other . . . nor fully linked
in a fixed mutual relationship.”
In the Bach of Ex. 11 and 13, as the contralaterality of mm. 5-6 works its way
towards the homolaterality of mm. 13-14, it passes through six measures of
transitional structures in which neither locomotion-pattern stabilizes. In mm. 7-8 the
two-beat long phrases that begin with offbeat sixteenths in the tenor on every other
beat are indeed Ht (the initial sixteenths are subsumed Hg Strikes), but in their
insistent contrast to the eighths, the sixteenths bring to mind the faster-moving
countersubject of the C measures before. Contralaterality is accentuated at the end of
m. 7 by the diminution of four-eighth-note phrases to three-eighth-note phrases to a
single two-eighth-note phrase. The brief contralateral exchange between the tenor and
the alto in beat 3 of m. 8 further unsettles this homolaterality. Beginning in m. 9,
consistently Ht between the two hands, the right hand alone begins to operate
contralaterally, with soprano and alto parts distributed in counterpoint between either
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side of the right hand. Only at m. 13 is the switch to the Ht accomplished, a shift to
what seems almost a new pattern, but is really only a completed (downshifting)
pattern transition.

Ex. 13. Bach, WTK, Bk. II, Fugue II

It is the balance between the tendency of components to synchronize and
their tendency to maintain autonomy [37] that suggests the metastable regime. The
order parameters of pattern “location” will not permit the system to settle on a single
attractor, nor produce smooth coherent switching between attractors, but instead
sustain the essential bistability of the system – the coexistence of multiple potential
order parameter values “by alternation in time and co-existence in space as in
dynamical chimera” [38].
The Schubert of Example 9 is a good example of coexistence in space with
alternation in time. The close proximity of Hg and Ht alternation (in time) accentuates
a common “spatial” inclination, the upshift/downshift highway between Hg and Ht.
Further, in the Hg figures of mm. 7-9 and 13-15 there is a presentiment of the Ht hand
differentiation of mm. 10-12 and 16-18; while conversely, in the Ht gestures of mm.
7-9 and 13-15 there are Hg strikes incorporated and subsumed.
None of these correspondences, of course, point directly to equations by which
locomotion-encoded musical patterns self-organize in a nonlinear fashion. However, a
seemingly alternative possibility–-that pattern structure measure-to-measure is simply
the appropriate and timely exploitation of pattern “minds,” a portrait of the enduring
affective dimensions of pattern expression—may actually be another way of saying
that locomotion-pattern organization is nonlinear. “Transient, metastable coordination
has been embraced . . . as a new principle of brain organization . . . hypothesized to
arise as a result of the changes in the dynamic balance between the coupling among
neural ensembles . . . and the expression of each [individual] neural ensemble’s
intrinsic properties” write Lagarde & Kelso [34]. Perhaps the play of locomotion

CMMR2013 - 723

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Lcomotion-Encoded Musical Patterns

15

pattern expression in music can hardly help but produce metastable textures, ribboned
with phase transitions. Nonetheless, order parameters for these transitions remain to
be identified.
Acknowledgments. Athlete images, as well as baby, reptile and amphibian
drawings by Janice Geller, published in [13]. Reprinted by permission of Contact
Quarterly and Contact Collaborations, Inc. and Bonnie Bainbridge Cohen.
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Abstract. The modern personal computer is capable of executing many
millions of instructions per second. Some of these instructions may cause
the computer to slow down, expose security vulnerabilities to the outside
world, or cause other undesirable behavior. It is impractical and unwieldy
to regularly probe the operating system’s kernel and analyze enormous
text files for detecting anomalous behavior. Yet the operating system is
a real-time agent that often exhibits identifiable activity patterns. Under the right conditions humans are good at detecting temporal-acoustic
patterns. We therefore suggest a framework for sonifying important aspects of the operating system. Our architecture is lightweight, generalizable to Unix-like systems, and open sourced. The system is built using
the ChucK sound synthesis engine and DTrace dynamic tracing library
yielding musical expressivity over operating system sonification.
Keywords: Sonification, operating systems, DTrace, ChucK, audio synthesis.

1

Introduction

A modern personal computer is capable of executing many millions of instructions per second. While a user is casually browsing the internet, listening to
music, or writing a paper on their PC, the operating system kernel is managing
a continuous stream of instructions. Some of these include manipulating files
(e.g. opening, closing, reading, writing to files); controlling processes (e.g. loading an application into memory); and device management (e.g. mounting a hard
drive). When a system is overwhelmed with instructions or when its memory
is over-utilized, a user may experience diminished responsiveness. Such situations may be frustrating, especially when the user is unaware of the causes for
unresponsiveness.
Whenever we are connected to a network, our PCs are constantly sending
and receiving messages from other computers. Sometimes we are explicitly aware
of this behavior. For instance when we browse the internet or check our email,
we are aware that our computer is connecting to the outside world. However
oftentimes our computers continue to send and receive data without our knowledge. Our computer may be downloading large files from the “mother ship” (e.g.
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when the Mac OS downloads a system update from Apple’s servers). Or we may
have unwittingly left open a file sharing port that others are exploiting.
These are just a few scenarios in which important events are occurring in
the background of our computing environment. Such events may negatively impact our interaction with the computer or worse, expose our personal data to
the world. It behooves us to have some awareness of the automatic processes
occurring regularly without our knowledge. Yet the instructions executed by the
operating system at any given time, most of which are benign, are unwieldy in
number.
There are many extant tools to analyze the operating system’s behavior. Most
of these require some degree of low-level knowledge about how the operating
system works. The usual mode of analysis for such systems is text. If one samples
the activity of a single process, they are likely to be inundated with several
thousands of nearly indecipherable lines of output. Figure 1 shows a snippet
of the textual output that is spewed by executing the command sample on a
running instance of the Google Chrome application from the terminal in a Mac
OS environment. There are over 1,200 lines of text associated with a 10-second
sample. Most of these lines are unintelligible to those without expert knowledge
of the Mac OS.

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

Analysis of sampling Google Chrome (pid 304) every 1 millisecond
Process:
Google Chrome [304]
Path:
/Applications/Google Chrome.app/Contents/MacOS/Google Chrome
Load Address:
0xc9000
Identifier:
com.google.Chrome
Version:
27.0.1453.110 (1453.110)
Code Type:
X86 (Native)
Parent Process: launchd [262]
Date/Time:
OS Version:
Report Version:

2013-06-08 15:05:58.996 -0400
Mac OS X 10.8.4 (12E55)
7

Call graph:
7663 Thread_1921
DispatchQueue_1: com.apple.main-thread (serial)
+ 7662 ??? (in Google Chrome) load address 0xc9000 + 0xf55 [0xc9f55]
+ ! 7662 main (in Google Chrome) + 24 [0xc9f78]
+ !
7662 ChromeMain (in Google Chrome Framework) + 41 [0xcf7f9]
+ !
7662 ??? (in Google Chrome Framework) load address 0xcd000 + 0x60d9d0
[0x6da9d0]
+ !
7662 ??? (in Google Chrome Framework) load address 0xcd000 +
0x60e69b [0x6db69b]
...

1256 0x99ee6000 - 0x99ef2ff7 com.apple.NetAuth (4.0 - 4.0)
<4983C4B8-9D95-3C4D-897E-07743326487E>
/System/Library/PrivateFrameworks/NetAuth.framework/Versions/A/NetAuth

Fig. 1. Example output from calling the command sample for a 10-second duration on
the Google Chrome application.
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Computing occurs in a real time stream of events. There is structural regularity supporting many of the tasks that are performed by a computer. Under
the correct conditions, humans are adept at perceiving acoustic pitch, time, and
timbre patterns [1]. Sonification is the use of non-speech audio to convey information [2]. We suggest that the sonification of the operating system is a natural
mapping, one which may allow us to easily perceive computational anomalies.
By exercising creative control over such a mapping, we may design an efficient
means for conveying normally unobservable but important information concerning our computing environments.
This paper presents SOS, a framework for allowing users to sonify aspects
of any computer running a Unix-like operating system. The architecture is simple. The source code is lightweight and utilizes only open-source packages. We
provide an implementation accompanied by a couple of demos online; readers
are encouraged to write synthesis and tracing scripts to meet their sonification
requirements. In the following section we provide background discussion about
the sonification of computer environments. We detail the architecture of SOS in
Section 3. Section 4 gives concluding remarks.

2

Background

Early computer scientists often used sound as a means for monitoring the operation of their machines. Many computers built in the 1940s and 50s such as SEAC
and SWAC had an amplifier and speaker attached to one or more registers of the
machine. If a computer did not come equipped with an audio transducer, it was
often added later—commonly on the lowest bit of the accumulator [3]. Fernando
Jose Corbatò reports that the audio amplifier on one register of the Whirlwind
computer allowed him to debug his programs by hearing a “signature racket” [4].
Once accustomed to the sound of the machine, the user could identify specific
components of the executing program and listen for bugs or loops.
Computer operators have used AM radio to sonify their machines. Many
computers, notably the IBM 1401, emitted radio frequency signal that could
be picked up by an AM radio receiver when it was placed near the console or
other high-speed circuits. Since computers would often take several hours to
finish a task, engineers could free themselves by placing an AM radio next to
an intercom. The computer operator would monitor their machine and track
program termination [5]. Others have found ways to compose music from the
leaking RF signal of an IBM 1401 [6].
These methods of troubleshooting computers, sometimes referred to as sonic
debugging [7], continued well into the 1980s. Some computer musicians were inspired by the folklore of listening to endless loops and optimization problems on
old mainframe computers. There is a tradition of musicians sonifying their computers for compositional purposes. For instance in 1986 computer musicians Phil
Burk, Larry Polansky, and Phil Stone used an Amiga’s stack memory to modulate the frequency and amplitude of simple waveforms in the piece mod.mania
I, II, and III [8].
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More sophisticated methods of computer sonification emerged in the 1990s
with integrated development environments and wider availability of personal
computers. Joan Francioni and Jay Alan Jackson describe a system for the auralization of parallel program behavior. Their work gave evidence that sound was
effective in depicting timing information and patterns related to the execution of
a program [9]. LogoMedia is a sound-enhanced programming environment which
allows users to associate non-speech audio with program events while code is being developed [10]. A similar tool named LISTEN is also intended for debugging
programs [11]. CAITLIN is designed for sonifying specific control sequences (i.e.
IF, THEN, WHILE, etc) as unique, customizable MIDI sequences [12].
The twenty-first century has seen increased interest in sonifying network
data. Peep (The Network Aurilizer) by Michael Gilfix and Alan Couch creates
a soundscape with events triggered by network state information [13]. Mark
Ballora et al. have introduced a system that sonifies web logs or web traffic
in real-time via Python and SuperCollider [14]. Michael Chinen has developed
FuckingWebBrowser, a simple open-source web browser that converts memory
state into audio [15]. For a more thorough background on the sonification of
computers, see [16].
The framework we suggest uses DTrace [17], an extensive dynamic tracing
library. DTrace inserts program code into the kernel and hence allows real-time,
direct access to the basic operations of the operating system. We are unaware of
an extant framework that links a tracing library like DTrace to acoustic events.
The next section gives detail about the system, which may be used for strict
data mapping or for more general compositional purposes.

Message Dispatcher

Sound Synthesis
Engine

Kernel
Probes

Fig. 2. General SOS architecture. Several DTrace probes are instrumented. The message dispatcher listens for probe firings and sends OSC messages to a predetermined
port as necessary. The sound synthesis engine listens for messages from the message
dispatcher and synthesizes acoustic events in real time.

3

Architecture

We describe the framework of our operating system sonifier, SOS. There are
three modules: the message dispatcher receives messages from the kernel probes
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and sends messages to the sound synthesis engine (see Figure 2). It is up to the
user to specify which operating system events to monitor and auditory events
to generate. The SOS framework provides easy mapping for sonification. We
provide detail on each module below. The source code and several demos are
provided at https://github.com/woodshop/dsonify.
3.1

Kernel Probes

We use DTrace to monitor arbitrary system calls executed by the kernel. DTrace
is a dynamic tracing framework originally developed by Sun Microsystems for
the Solaris operating system and that has been widely adopted by many Unixlike operating systems, including Mac OS. DTrace allows one to modify the
operating system kernel by attaching probes at various locations within the
kernel execution. The set of available probes is quite large and depends on the
OS.
DTrace probes are instantiated by writing a script in the D language, a
subset of the C programming language. An example script is shown in Figure
3. The program prints the message “open” to the standard output every time
the system call open is entered. The pragma statement on Line 2 indicates that
the probe should report back at a rate of ten thousand cycles per second. These
messages are passed to the message dispatcher.

1
2
3
4
5
6
7

#pragma D option quiet
#pragma D option switchrate=10000hz
syscall::open:entry
{
printf("open");
}

Fig. 3. A DTrace program. The program inserts a probe in the open kernel system
call. When the system call is entered the probe fires and prints “open” to the standard
output.

3.2

Message Dispatcher

The message dispatcher receives messages from the kernel probes and sends messages to the synthesis engine. The dispatcher is programmed using the Python
language. Message passing from DTrace is handled using the Python module
python-dtrace [18], a DTrace consumer for Python. The message dispatcher
instantiates DTrace in a separate thread and listens for printf messages that
are intercepted by python-dtrace.
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We use the Open Sound Control (OSC) [19] protocol to send messages to the
sound synthesis engine. Each time a probe message is received, an OSC message
is sent along with an optional value. The sound synthesis engine receives the
message and synthesizes the appropriate sound event. The python interface for
OSC is handled by the pyOSC module [20].

3.3

Sound Synthesis Engine

Sound synthesis is handled by ChucK [21], a “strongly timed” engine for sound
synthesis. It has been widely used for performances by laptop ensembles, live
coders and multimedia artists.

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26

OscRecv recv;
9000 => recv.port;
recv.listen();
recv.event( "open", "s" ) @=> OscEvent oe_open;
main();
fun void main() {
spork ~ inst_open();
1::day => now;
}
fun void inst_open()
{
Sitar s => Pan2 p => dac;
-0.75 => p.pan;
0.2 => s.gain;
while(true) {
oe_open => now;
while (oe_open.nextMsg() != 0) {
oe_open.getString();
440.0 => s.freq;
1.0 => s.noteOn;
}
}
}

Fig. 4. A ChucK program. The main function starts a thread that runs a real-time
audio synthesizer.

Upon executing the message dispatcher, a ChucK engine is instantiated and
the synthesis script provided by the user is loaded into memory. The synthesis
engine listens for OSC messages over an arbitrary port. Figure 4 shows a short
ChucK program. Line 2 instructs ChucK to listen for incoming OSC messages
on port 9000. The synthesizer designated in inst open is executed in a separate
thread (the ChucK terminology for initiating a new thread is spork). The message dispatcher sends the OSC message “open” accompanied by a string. The
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string may be employed as a control value for the synthesizer. (The example
shown in Figure 4 does not use the string.)
The ChucK programming language is simple yet allows one to mix any combination of synthesizer parameters with incoming OSC messages. Hence the user
may sonify their operating system in a manner that conveys important information about OS events. Alternatively, the user may use OS data as a rich resource
for music composition or performance. The interaction between OS sonification
and the additional computational resources demanded by audio synthesizers suggests an area of musical feedback worthy of exploration.

4

Conclusions

In this paper we presented a system for sonifying Unix-like operating systems.
The user must supply a DTrace and ChucK script to SOS specifying sonification
mappings. DTrace is used to monitor the actions of the operating system kernel.
For each action, a message is passed to a message dispatcher, which subsequently
sends an OSC formatted message to a ChucK synthesis engine. Given the large
quantity of system calls per second, sonification allows users to observe dense information in a mode more natural than text. By sonifying the operating system,
a user’s visual attention is freed to focus on other details.
The code along with two demos for SOS can be found on github at https:
//github.com/woodshop/dsonify. In the first demo integral file management
operations such as file opens and file writes are sonified. The demo gives the
user an idea of how much file access is occurring in the background. Our second
demo allows the user to monitor all outgoing Internet Protocol version 4 (IPv4)
connections, along with the port number. Such sonification allows a user to be
alerted when non-standard ports are being utilized. This information may be
helpful to discover when applications are contacting the outside world without
the user’s knowledge. See the online documentation for more information concerning the auditory events used in the demos. The online accompaniment to
[22] (from which we have based our demos), found at www.dtracebook.com, is
an excellent primer for DTrace programming.
There have been demonstrations in the literature and online for sonifying specific aspects of the computing environment. To the best of our knowledge, SOS
is a first attempt at providing a general framework that allows sound designers
to link unobserved computing events to their acoustic surroundings. Given the
high flexibility of ChucK and the enormous power of DTrace, we believe that
SOS provides ample opportunity for growth and exploration of OS sonification or
music composition using the OS as an agent. We encourage readers to download
the code and contribute additional demos to the community.

References
1. Bregman, A.S.: Auditory scene analysis: the perceptual organization of sound.
MIT Press, Cambridge, Mass. (1990)

CMMR2013 - 732

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

8

Sarroff et al.

2. Kramer, G.: Auditory display: sonification, audification, and auditory interfaces.
Proceedings volume 18, Santa Fe Institute studies in the sciences of complexity.
Addison-Wesley, Reading, Mass. (1994)
3. Thelen, E.: 1401 music, sounds, and movies. Online comment by Michael Mahon:
http://ibm-1401.info/Movies-n-Sounds.html
4. Frenkel, K.A.: An interview with fernando jose corbato. Commun. ACM 34(9)
(September 1991) 82–90 Interviewee-Corbató, Fernando Jose.
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Abstract. This paper discusses progression in our research toward developing SoundTrAD, a method for creating auditory displays that is
based on soundtrack composition. We begin by motivating the need
for such a method, before detailing the design of the first step of this
method. This involved creating a cue sheet that permits designers to
treat a human-computer interaction (HCI) scenario in ways similar to
how scripted scenes are treated when creating a soundtrack. This includes being able to identify places for sound by marking interaction
events such as action upon, and feedback from, the interface. We report
how this cue sheet was designed alongside other proposed tools to support our method and our current work toward developing software tools
to support the process.
Keywords: Musically inspired HCI, Music Composition, Sonification,
Mapping

1

Introduction

Sound is used in a soundtrack to communicate meaning, support both on and
off-screen action, develop narrative and enhance emotion [1]. An auditory display refers to the use of sound to communicate complex information at the
human-computer interface [2, 3]. It has been argued that the methods used for
creating auditory displays are ad-hoc and not accessible for novice interface and
interaction designers [4]. We argue that the practice and craft of soundtrack
composition has supporting methods and tools to enable seamless and creative
approaches to the composition process.
We observe that there are similarities between the functions of a soundtrack
and an auditory display which warrant reflection on what soundtrack composition can bring to auditory display creation. However, simultaneously there are
enough differences to enable an exploration into how soundtrack composition
could potentially lead to methods for developing auditory displays that encourage creativity, resulting in auditory displays that are aesthetically pleasing, something [5] has pointed out is lacking. Soundtrack composition has a long history
of practice compared with auditory display design, with established techniques
for constructing and exploring soundtracks both at the component level and as
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a whole, while the methods available for auditory display design are relatively
few and lack any widespread consensus in their use [6]

2

Background: our Approach

To date we have initiated an on-line survey of the working practices of soundtrack
composers 1 . As a result of the answers and of an extensive literature review we
have devised a model of our method [7] and elicited a set of design guidelines that
we think our method should support. These guidelines were used to inform the
design of a cue sheet [8]. With the idea that the cue sheet be intentionally similar
to ones used to map out the audio for a soundtrack; whereby narrative events
such as actions and themes are identified in order to decide upon suitable sounds
that may represent the action and enhance the scene. Supporting this, we argue
that the cue sheet represents a structured way to analyse an HCI scenario that
inherently supports the mapping of sound within the human-computer interface.
This paper accounts how we have further refined our method and cue sheet and
begun implementing it as a software-based tool using Max/MSP.

3

SoundTrAD: Guidelines for The Method

SoundTrAD is the name of our method for creating auditory displays based on
soundtrack composition. The method is supported by a set of design principles
that we gathered as a result of an investigation into the working practices of
composers. An on-line survey aimed to understand how composers start the
creative process; organise ideas once working and employ tools and methods (if
any) to help the process.
We analysed the survey by identifying patterns in the answers, common
themes and requirements. From this analysis we identified 3 main areas (listed
below) that composers identify in order to start and organise the process:
1. Rhythm, pace and tempo
2. Emotional content
3. Narrative elements such as character, locations, objects and actions
We ascertained that to develop the soundtrack composers often preferred to
‘sketch’ ideas and work iteratively on the composition. Specifically, the act of
sketching seemed to involve drawing and writing out ideas in order to develop
motifs and themes.
It was clear that composers relied on specific, specialist software in the creative process. For example, once motifs and themes were sketched out they were
recorded using software packages that incorporate tools for multi-tracking and
sequencing, to aid in the playback, sequencing and demoing of the ideas. In all
responses Apple’s Logic studio was referred to, which was followed by Avid’s
protools and Steinberg’s Cubase in popularity.
1

www.surveymonkey.com.
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From understanding more about soundtrack composition as a result of the
responses and from the literature, we devised a set of tasks that we feel our
method should support. These tasks are listed below.
1. To be able to review the footage or script before working with or hearing
sound
2. To have time and the means to be able to identify the following due to the
direct relation they bear to the audio choices
– Rhythm and pace of the scene
– Emotional ‘feel’ of the scene
– Events, Objects and Actions (elements) within the scene
3. To develop themes and ideas separately from the footage/script and to be
able to explore and sketch ideas freely and iteratively. To be supported in
visualizing; drawing; and auditioning ideas.
4. To organize sound materials once working into categories based around different ideas or cues (location of sound within the scene)
5. To review quality and impact of the footage/script as a whole composition
and to think about each sound in relation to other sounds presented within
the scene
6. Flexible ordering and way of working. To easily switch between tasks and
adopt a potential non-linear approach to working with narrative
3.1

Steps of The Method

We wanted to devise a structured method that supports all of these tasks. Therefore, we have designed a series of method steps that we feel will see the creative
process of developing an auditory display through from its conceptual design
stage to the finished display. We wanted to reflect those methods and adopt
those tools used for soundtrack composition to support the composer in sketching ideas, re-ordering the way of working and as a result constantly being able to
reflect (and in a sense evaluate) their work as an iterative process. Additionally
we wanted to design a method that supports treatment of the sounds so that
they may enable a seeming whole.
In addition to devising the steps of our method, we also, aimed to conceptualise the types of tool(s) that could support the designer in completing any
one particular step of the method. Table 1 details these proposed stages and
supporting tools.
Table 1. Methods and supporting tools
Method Step
(1) Data gathering: scenario analysis
(2) Mapping and auditioning sounds
(3/4) Evaluating and reflecting

Supporting Tool(s)
(1)The Cue Sheet
(2) The dramatic curve / (2.1) sound palette
(3/4) All (due to modular nature)
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Developing The Method and Toolkit
Step 1: Scenario Analysis & The Cue Sheet

We have started by developing the first step of the method and the supporting
tool. This has involved devising suitable steps that can enable a designer to
analyse the context and uses for the auditory display. With this objective we
developed a cue sheet that we felt could support a designer in analysing a given
HCI scenario involving a person interacting with an auditory display.
4.2

Experiment

We carried out a small study into the value of the cue sheet in supporting
an interface designer in creating an auditory display based on a scenario. This
involved a paper-based prototype of the cue sheet and a one-on-one session with
each of the 7 participants that took part in the study.
Participants were required to analyse 3 HCI scenarios for any objects and
actions and to decide upon the type of sound (if any) that could be associated
with the particular object or action. Participants then had to decide whether
the type of sounds could be categorised as being either Music, speech or sound
effects. The sounds were categorised as such in accordance to how sounds are
categorised for film post-production.
Participants were then required to fill out the cue sheet with their responses
from left to right and from top to bottom, in order to encourage a linear,
narrative-based approach to the analysis. This enabled us to observe to what
extent the cue sheet supported the method step of analysing an HCI scenario in
ways similar to analysing a scripted scene for sound cues.
Additionally, we were able to respond to and document feedback from participants in the study. Due to space limitations in this paper, we refer the interested
reader to our paper [8] which describes in detail the experimental design and further details of the study.
The results of the study were mixed, due to the early stage nature of the
design. The categories confused the participants especially those relating to the
‘type’ of sound that they associate with an object or action. Asking the participants to categorise their chosen sound as either music, speech or sound effect
caused several participants to ask what was meant by sound effects. This led us
to conclude that, whilst these categories may make sense for a soundtrack composer, they would not necessarily be beneficial to a designer without musical
experience.
4.3

Further Designs for The Cue Sheet

We concluded that the cue sheet needed to be simplified. Firstly this involved
encouraging designers to analyse and define actions and objects within the scenario, in terms of interaction events. This decision was based on existing HCI
methods designed to analyse and map interface interactions in terms of events,
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status and mode information [9, 10]. In both these methods, events were defined
as being action dependent, so we felt this provided a suitable classification to
gather information regarding both the inherent actions and objects that relate
to audio feedback. We also took inspiration from these methods when deciding
that these events should be classified according to whether they were triggered
by the user or the system. This in turn can then be used to define them as either
user actions or system actions.
Our final change to the cue sheet involved removing the categories designed
to ascertain whether a sound could be related to the actions and objects (events)
and what ‘type’ of sound this could be. We replaced these categories with one
single category entitled ‘feedback’, in order to solely gather whether the identified
event can be associated with audio and/or visual feedback.
4.4

Developing The Cue Sheet in Max/MSP

In order to create a more concrete realisation of the steps in our method, we implemented the changes of the cue sheet within the graphical-audio programming
environment Max/MSP. This involved developing the cue sheet as a software
interface in order that the entered text be mapped to sound. Figure 1 demonstrates the layout of the cue sheet and how cells can be selected and the text
inserted.

Fig. 1. The cue sheet within Max/MSP

4.5

Step 2: Mapping and Auditioning & The Dramatic Curve

In order to maintain the analogy with the soundtrack creation process, we chose
as our next step to adopt a technique inspired by Hollywood sound designer
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David Sonnenschein [11]. When discussing approaches to creative sound design
for film, Sonnenschein proposes that once a cue sheet has been devised, then a
feasible next step is to mark the cues along a time line. In addition to mapping
the sound cues on a horizontal timeline, he argues that the cues could also be
mapped vertically in accordance to the ‘type’ of sound they have been classified
as. This enables, what he refers to as, a Dramatic Curve to be representative of
the audio in the scene. In order to carry this idea across to the domain of auditory
display creation, we are developing a visual graph in a separate max patch that
can be manipulated directly by the user. Once the text has been entered into
the cue sheet it is (automatically) mapped onto the graph to display a timebased representation of the interface events that have been chosen for audio
representation. The user has the option to leave the suggested mappings or
alter them manually. A difference to the approach proposed by Sonnenschein for
soundtrack creation, is that instead of mapping the left-vertical side of the graph
with ‘types’ of sound, we have labelled it in accordance with the categories from
the cue sheet. The sound type now gets chosen automatically in accordance
to how the cue sheet is filled out. For example, when an event is marked on
the cue sheet it automatically gets mapped to a (suggested) type of sound,
depending on whether it was a user action, system action and whether the event
produced audio and/or visual feedback. We felt it appropriate to remove the
task of categorising the type of sound the feedback may produce from the first
step, involving the cue sheet, and simplify it altogether. Therefore, this provides
a more accessible approach for interface designers to understand how interaction
events could relate to different ‘types’ of sound. Figure 2 demonstrates the initial
design of the graph with a mapped out dramatic curve.

Fig. 2. The dramatic curve: event mapping and sonification

5
5.1

Future work
Step 2.1: Mapping and Auditioning & The Sound Palette

Once the mapping between interaction events and sound has taken place, the
dramatic curve can be ‘played’ in order to audition the sounds that have made
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up the task sonification. This step is in development, but the concept will be
explained: one individual dramatic curve forms the linear path of a musical
composition; a composition of feedback-producing events that make up a task.
It is possible that multiple tasks make up one scenario and so a polyphony of
melodies could be produced and played back when auditioning a scenario. In
light of this, it may also be the case that some sounds complement each other,
better than others. However, due to the fact that the designer can alter the
mappings manually, it will be possible to alter the path of the melody and, in
essence, re-compose the auditory display in accordance to how well the designer
considers the sounds to work together. We argue that this enables all of the
sounds to be treated and perceived as they would be when creating and hearing
a soundtrack; as a seeming whole. In turn this means that the resultant auditory
display be potentially more aesthetically pleasing.
5.2

Step 3/4: Evaluation

It is recommended that when designing interfaces, evaluation should form an
important part of the process [12]. As a result within our method for interface
designers to create auditory interfaces, we want to incorporate means for the
designer to evaluate both the display and the progressive design choices that
have gone into creating it. The very step-by-step and modular nature of our
proposed method means that evaluation is to an extent, inherent. For example
the designer can iteratively build, audition and assess the display as they proceed and have option to re-do, alter, move and delete any design choices. This is
arguably a musical composition technique that could benefit interface designers.
For example, it is likely that interaction involving an interface may well take
on an un-planned or non-linear route, that the interface designer did not devise
a scenario for in the early design stage. However, because our method makes
it possible to re-order events within a task and tasks within a scenario, it becomes possible for the interface designer to audition as many different event and
subsequent task combinations as they desire. As a fourth (and typically final)
step, an evaluation of the overall auditory display is also possible. Evaluation
tasks can be carried out such as playing the final display to the target user;
testing the display in the context of use in order to check for unwanted auditory
artefacts such as unintended dissonances, masking, beats, ambiguities, as well
as estimating task completion time and the overall process experienced by the
user.

6

Summary

This paper has presented SoundtrAD; our method for creating auditory displays
that is based on the craft and practice of soundtrack composition. We have
accounted the context to the design, current work on conceptualizing and developing the method and our plans for future work. We have aimed to present
the reader with insight into why we think there is need to create an accessible
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method that interface designers can employ when working. Specifically when
they have the task of working with a scenario where sound forms all or some of
the interface.
Acknowledgments. This work is supported by the Media Arts Technology
Programme, an RCUK Doctoral Training Centre in the Digital Economy.
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Abstract. This article aims at providing a new Parameter Mapping
Sonification approach in order to facilitate and generalize sonification
design for different applications. First a definition of the target as a concept that enables a general sonification strategy that is not limited to
specific data types is given. This concept intends to facilitate the separation between sound and information to display. Rather than directly
displaying data dimensions through the variation of a specific sound parameter, the approach aims at displaying the distance between a given
data value and the requested value. Then a taxonomy of sound strategies
based on sound that allow the construction of several strategy types is
presented. Finally, several sound strategies are evaluated with a user experiment and the taxonomy is discussed on the basis of user’s guidance
behavior during a guiding task.

1

Introduction

Thanks to the development of research in data processing and auditory display,
the use of sound in user interfaces has considerably grown over the past few
decades. Employed as a means of conveying information, auditory display exploits the superior ability of the human auditory system to recognize temporal
changes and patterns. It has the advantage of relieving the visual system when it
is overcrowded with information or busy with another task or allows to supply it
when it is not available (if the user is physically visually impaired or as a result
of environmental factors such as smoke). Furthermore, our ability to monitor
and process multiple auditory data stream at the same time and our ability for
rapid auditory detection place the auditory modality as a good candidate to
supply or augment the vision.
Using sound to communicate information has been called sonification. In [14],
Kramer defines sonification as “the use of non-speech audio to convey information or perceptual data”. Many studies have investigated methods of conversion
from data to sound depending of the type of information. From auditory icons
?

This work is supported by the MetaSon Project - CONTINT 2010: ANR-10-CORD010 - French National Research Agency (ANR).

CMMR2013 - 742

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

2

Parseihian et al.

and earcons that are brief sounds used to monitor events in user interfaces, to
parameter mapping sonification, different sonification techniques have been defined. The Sonification Handbook [11] provides a good introduction to various
methods depending on the application.
This article is based on the Parameter Mapping Sonification (PMS) approach.
This method consists in representing changes in data dimension through an auditory variation [13,20,10]. Since its first definition, a number of softwares have
been constructed to help the engineer to design PMS for different applications
[2,4,5,6,7,12,15,17]. These softwares mostly use the basic sound parameters (frequency, intensity and tempo) as the principal mapping parameters applied on
sound synthesis or MIDI instruments. Other parameters like right-left panning
[12,5,7], timbre (proposing the choice of a MIDI instrument [12,15,7], or allowing
to control the frequency shape or the brightness of the sound [2,16]), its rhythm
[15] or the time gap between sounds, the consonance and the register [12,17] are
also frequently encountered.
For instance, in [21], Walker and Kramer explored the influence of the sound
parameter choice and the effect of the mapping polarity on a task of generic process control in a widget factory. In this study, the authors monitored four data
types from the fictitious factory (temperature, pressure, size and rate) with different auditory dimensions (loudness, pitch, tempo and onset time) while changing mapping strategies and polarity for each experimental group. By measuring
response time and precision, they showed a strong influence of the mapping
strategies and the mapping polarity: some data types are best represented by
a particular display dimension with a specific polarity (loudness is, for example
the best dimension to represent temperature and tempo is not necessarily the
best choice to represent the rate).
Since its first conceptualization by [14], many works have studied PMS for
specific data dimensions (pressure, size, temperature, number of dollars, urgency,
danger, ...). Since they require awareness of the user’s expectations, the results
of these studies are quasi impossible to generalize for the design of other applications. In practice, the PMS softwares usually allow the designer to choose
different mapping strategies for the sonification of several multidimensional data
types, but none intend to help the designer on the choice of the sound strategies, the optimal polarity for these mappings and the scaling of the parameters.
In addition, the scaling function between display dimension and data change
also appears to be an important part of the design. However, it is difficult to
find information about it in sonification literature. Few studies aim at exploring
its influence on the mapping efficiency [18,19] and most of the works doesn’t
mention the range values of the studied display parameters. To face this problem, Grond and Berger [10] purpose to establish this function while taking into
account the perception of each sounds parameter, their Just Noticeable Difference (JND) and the masking threshold, and Ferguson et al. [9] suggest to use
psychoacoustic models for the sonification. They introduce the psychoacoustic
definition of the pitch, the loudness, the roughness and the brightness and propose a theoretical implementation of these parameters. If the perception of some
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of these parameters is well known (the JND of the pitch and the loudness have
been defined several years ago), it is difficult to find a consensus for the JND
perception of the roughness and the brightness.
The present article aims at generalizing PMS strategies for guiding tasks by
identifying perceptual cues that are optimally efficient for precise or rapid guidance. It first introduces the notion of “target” and define a normalized distance
between a given data value and the requested data value. This notion allow to
disconnect the sonification from the application and the type of data to display.
It proposes then a taxonomy based on fundamental sound attributes of sound
perception used for the PMS (pitch, loudness, tempo and “timbre”). Finally, it
presents the results of the perceptual experiment guidance task with respect to
these PMS strategies.
The obtained results would bring relevant information for the prediction of
the user’s behavior with a chosen sonification and constitute a first step toward
general guidelines for mapping data onto display dimensions.

2

The concept of “target”

In several applications, the sound is used as a dynamic status and progress
indicator in order to guide or inform the user on the evolution of a dynamic
system. In such tasks, instead of directly monitoring the state of the system’s
parameter, it is possible to define a distance between the current and a desired
state. The information that sonification needs to convey corresponds to one (or
several) particular system’s state(s) or to one point in an n-dimensional space in
which the user (or any process) is evolving. These states, that may change over
time, are defined as “targets”.
In a driving aid application, for example, the target can represent the optimal
speed for the road section on which the user is located. The system will then give
information on the speed difference to be applied to the car to reach the optimal
speed. The display information will be the distance between the current value
and the target (e.g. the distance between the current speed and the optimal
speed).
This concept of “target” allows to treat a number of specific application cases
with a general sonification design. It is then possible to avoid the commonly
encountered problem of the mapping of information to the display parameters
(such as: “frequency is better to represent temperature than loudness”) and
to characterize different types of sonification strategies affected by the sound
parameters (pitch, loudness, tempo, ...). This concept of “target” is, however,
specific to inform or guide the user about a particular state and is difficult to
apply to the simple monitoring of several state cases.
The aims of the sonification when guiding a user toward a target can be
multiple:
– to guide as precisely as possible,
– to guide as quickly a possible,
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– to guide without passing the target.
These guidance behaviors should be directly affected by the sound design choice
as some acoustic properties may mainly affect the speed, and others the precision.
To take into account these guidance behaviors, a taxonomy of sound strategies,
based on sound morphology, is proposed in the next section.

3

Sound strategies

As mentioned in the introduction, several sound parameter may be used to convey data information. The use of the “target” notion allows the use of any of
these parameters independently of a meaningful correlation of auditory dimensions and display dimensions. It is then possible to use any sound parameter to
represent any display dimension but, in addition to the aesthetic problem, all
parameters will not lead to the same level of information which may affect the
guidance task in both precision and time. In order to characterize the ability of
the sound parameters to convey information and guide the user, it is important
to classify them.
This section aims at defining a taxonomy of sound strategies for sonification.
It begins with the definition of this taxonomy then, after some considerations
about the general approach, presents the different sound strategies designed in
each category and tested in the experiment.
3.1

Towards a taxonomy of sound strategies

The proposed taxonomy is based on the definition of three morphological categories:
– Basic strategies: These strategies are based on the variation of basic perceptual sound attributes such as pitch, loudness, tempo or brightness. The
sound attribute is directly a function of the distance to the target. Two
polarities may be chosen (the attribute is maximum on the target or the
attribute is minimum on the target). Furthermore, these strategies are constrained by human perceptual limits and the maximum reachable precision
will be defined by the just noticeable difference of the attribute.
– Strategies with reference: The idea here is to include a sound reference corresponding to the target. Using this reference, the user should be able (by
comparing the varying parameter to the reference) to evaluate the distance
to the target without exploring the strategy. In the pitch case, adding a reference tone will produce modulation strength (if the frequencies are close)
near the target and a continuous sound on the target. The same concept
can be applied to the loudness using the concept of emergency of a masked
sound or to the tempo with desynchronized rhythms. It is also possible to
use an implicit perceptual reference such as the inharmonicity (the sound is
harmonic only on the target) or the roughness (there is no roughness on the
target).
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– Strategies with reference and “zoom effect”: In order to increase the precision around the target and to reduce the target’s identification time, it
is possible to augment the “strategies with reference” concept by adding a
“zoom effect”. This zoom consists in duplicating the strategy in different
frequency bands. For example, in the case of the pitch with reference, rather
than constructing the strategy with a pure tone, the use of a harmonic sound
with several frequencies will create different modulations within different frequencies.
Giving these different sound strategy categories, it is possible to create a number
of sonification strategies based on sound variations to evaluate the effect of the
sound morphology on the user’s response. Figure 1 shows the spectrograms of
three sound strategies. For each strategy, the figure highlights the spectral evolution of the sound as function of the normalized distance (a distance equal to one
corresponds to the maximum distance and a distance equal to zero corresponds
to the target position).
Basic Strategy: Pitch
20k

2k

20

Strategy with reference: Fluctuation Strength
Frequency

20k

2k

20

Strategy with reference and zoom effect: MBFM
20k

2k

20
1

0.9

0.8

0.7

0.6

0.5

0.4

0.3

0.2

0.1

0

Normalized distance

Fig. 1. Spectrograms of the sounds of three sonification strategies controlled by a varying normalized distance from 1 to 0 and back to 0.1. Pitch strategy on top, Fluctuation
Strength in the middle and Multi-Band Frequency Modulation at the bottom.

We assume that basic strategies will be effective to guide the user quickly
toward the target, but the user will need to pass the target in order to find
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the inflection point of the sound attribute (as the user is not familiar with the
sound corresponding to the target beforehand). Strategies with reference should
give higher precision than basic strategies but might take more time (the closer
the target, the longer the time to perceive sound differences). Strategies with
reference and zoom effect should give faster results and better precision than
strategies with reference since high frequency components induce more rapid
beats.
3.2

Designing of the sound strategies

In [18], Walker pointed out at least three design choices for the mapping sonification issue.
First, he highlighted the importance of the sound parameter choice to represent a given data dimension (e.g. pitch, loudness, tempo or timbre). Using the
“target” concept, the mapping parameter choice is no longer important as the
sound dimension is related to a normalized distance and not to a specific data
dimension.
Second, according to Walker, designers must choose an appropriate polarity for the data-to-display mappings. Previous studies highlighted preferences
for one or the other polarities for a particular application depending of the
users’ mental model. With the taxonomy introduced above this issue seems to
be important for basic parameter strategies (such as pitch, loudness, tempo or
brightness) but out of interest for strategies with references and strategies with
reference and zoom effect. Furthermore, with the concept of target (which is
not related to a specific data type), the notion of positive or negative polarity
is difficult to establish and both polarities can be chosen. Considering that this
problem is principally due to the user’s perceptual association between data and
sound dimension, we will not consider the potential influence of the mapping
polarity of basic parameter strategies in this article.
The third design choice corresponds to the effect of the data dimension on the
display dimension (how much change in sound parameter is needed to convey
a given change in the data dimension?). For this scaling, the designer must
choose a mapping function (linear, exponential, etc.) and a range of values. The
mapping functions for this article were chosen to have the same precision of the
sound parameter everywhere (perceptually linear). Defining a range of values for
each sound parameter is still problematic as there is no definition of the Just
Noticeable Difference for each sound parameter used in this study (apart from
basic strategies). Aware that this choice may affect the results, we tried for each
sound parameter to define the range of values that we believed was the most
efficient.
On the basis of the proposed taxonomy, nine sound strategies were created
while taking into account these design choices. These strategies are described
below and sound examples resulting from these strategies controlled by a varying
normalized distance from 1 to 0 and back to 0.5 are available online 1 .
1

http://www.lma.cnrs-mrs.fr/~kronland/SonificationStrategies/
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Basic strategies
Pitch This strategy is based on frequency perception of sounds. It is constructed
with a sinusoid with a varying frequency depending on the normalized distance
between the user and the target:
s(t) = cos (2πf (x)t)
with x ∈ [0, 1], the normalized distance between the user and the target.
Several scaling functions f (x) can be considered (linear, logarithm, exponential,
etc.). As human perception of frequency is logarithmic, we used the following
function (weighted by the isophonic curve from the ISO 226 norm [1] to vary
independently from the loudness) :
f (x) = fmin .2x.noct
× ln12 the number of octaves covered by the strategy and
with noct = ln ffmax
min
fmin and fmax the extreme values of the frequency.
The pitch polarity refers to the direction of pitch change as the user approaches the target:
– the frequency is minimal on the target ;
– the frequency is maximal on the target.
For this experiment, the polarity was chosen so that the frequency was minimal
on the target. While the frequency perception limit is often quoted at 20 –
20000 Hz for young healthy listeners, the range of the scaling function was set
to the frequencies corresponding to the traditional phone bandwidth (300 –
3400 Hz): fmin = 300Hz and fmax = 3394Hz, hence spanning over 3.5 octaves.
Loudness This strategy is based on loudness perception of sounds. It is constructed with a sinusoid with a varying amplitude A depending on the normalized distance x between the user and the target:
s(t) = A(x). cos (2πf0 t)
As human perception of loudness is exponential, A(x) is:
A(x) = 10[(log Amax −log Amin ).x+log Amin ]
For consumer applications (on mobile phone, for example), the maximal available level dynamic is around 40 dB. For the experiment, the polarity was chosen
so that the loudness awas minimal on the target: amin = −40dB and amax = 0dB
min
so that Amin = 10− 20 = 0.01 and Amax = 1.
Tempo This strategy is based on temporal perception of sounds. It is similar to
the famous Geiger counter, often used as a sonification metaphor. This metaphor
consists in repeating a stimulus and varying repetition rate. Thus the closer the
target, the faster the sound repetition.
The sound stimulus used is a pulse tone of f0 = 1000 Hz and T = 0.1 sec.
The repetition rate is 20 Hz (1200 bpm) on the target and 2 Hz (120 bpm) for
the maximum normalized distance x = 1.

CMMR2013 - 748

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

8

Parseihian et al.

Brightness This strategy is based on brightness perception of sounds. The brightness is considered to be one of the strongest perceptual attribute of the timbre of
a sound. It corresponds to an indication of the amount of high-frequencies content in a sound, and is defined by the spectral centroid [3]. Brightness variations
are obtained with a second order lowpass filtered white noise with a logarithmic
distance dependent cutoff frequency Fc :
Fc (x) = fmin .2x.noct
× ln12 the number of octaves covered by the strategy and
with noct = ln ffmax
min
fmin and fmax the extreme frequency values.
As for the pitch strategy, the range of the scaling function was set to frequencies corresponding to the traditional phone bandwidth (300 – 3400 Hz):
fmin = 300Hz and fmax = 3394Hz to cross 3.5 octave.

Strategies with reference
Fluctuation Strength This strategy is an extension of the pitch strategy. It uses
a fixed tone as a reference for the target and a varying tone to inform about the
normalized distance of the target. The first tone is a sinusoid with a frequency
of f0 = X Hz (which is the reference), the second is a sinusoid with a frequency
varying from f0 + 10 Hz to f0 :
s(t) = 0.5 ∗ cos(2πf0 t) + 0.5 ∗ cos(2π(f0 + 10x)t)
The result is an amplitude modulation with a frequency equal to the difference
between the two tones [8]. When the normalized distance x equal one, there are
10 modulations per second. When the target is reached, no more beats are heard.
Synchronicity This strategy is an extension of the tempo strategy. Two pulse
tones are repeated. The first is the reference, the second is shifted with a varying
time ∆t depending on the distance between the user and the target. When the
distance is maximum (x = 1), the second pulse is shifted by 1/4 of the pulsation
frequency. When the target is reached, the two pulses are synchronized.
Inharmonicity This strategy is based on inharmonicity perception of sounds. It
uses an implicit perceptual reference: the harmonic sound. It is constructed with
a sum of sinusoids whose fundamental frequency is f0 = 200 Hz and with higher
frequencies computed with the piano’ inharmonicity formula [22]:
s
N
+1
X
f2
s(t) = cos(2πf0 t) +
cos(2πfk 1 + b(x) k2 t)
f0
k=2

with fk = kf0 , and b(x) the inharmonicity factor: b(x) =
tween 0 and 0.01.

CMMR2013 - 749

x
100 ,

that varies be-

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Sonification strategies for guiding task

9

Strategies with reference and zoom effect
Multi-Band Frequency Modulation (MBFM) This strategy is based on the frequency modulation of a harmonic sound (a sum of sinusoids with frequencies
equal to integer multiples of a fundamental frequency). Instead of a conventional frequency modulation, each partial is here frequency modulated by a different modulating frequency : the higher the partial frequency, the higher the
frequency of the modulating signal. When the user is getting closer to the target,
the modulating frequencies decrease (there is no modulation when the target is
reached). The farther the target, the higher the modulating frequency and the
more complex the sound:
s(t) =

N
X

sin(2πfk t + Ik.sin(2πfm (x)t))

k=1

with fk the frequency of the k th harmonic, I the modulation index, and fm (x) =
10x, the modulation frequency.
The use of a harmonic sound allows to construct an “auditory zoom”. The
concept is simple: the frequency modulation affects all the harmonics with different temporalities. For a fixed distance, the higher the frequency, the faster
the modulation. Near the target, the modulation frequency of the first harmonic
is too small to rapidly grasp the target, but the modulation from the second
harmonic which is twice as fast and then from the third harmonic (three times
faster) allow to find the target faster and with more precision.
Multi Scale Beating (MSB) This strategy is based on the same concept as the
MBFM strategy. It uses a sound of N harmonics M times duplicated and transposed by a few hertz with a factor that depends on the target distance. On the
target the transposition factor is zero. The farther the target, the higher the
transposition factor and the more complex the sound:
s(t) =

N X
M
X

Ak cos(2πfk (1 + m(α(x) − 1))t)

k=1 m=0

with α(x) ∈ [0.94, 1.06] characterizing transposition factors. On the target (α(0) =
1) m(α − 1) is equal to zero and different when moving away from the target.
This creates a spectrum of M versions of N harmonics transposed by factors
m(α − 1). It results in an “auditory zoom” due to the use of the harmonic sound
and to the transposition factors that depend on the harmonic order.

4

Method

The first aim of the experiment was to evaluate the strategies’ capacity to dynamically guide a user toward a target in a one dimensional space with one
polarity. Then the aim was to quantitatively assess the potential behavioural
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differences in the grasping induced by the different strategy’ categories. The experiment was based on a within-subject design with a simple hand guidance task
on a pen tablet.
4.1

Subjects

A total of 28 subjects participated in the experiment (8 women and 20 men).
Mean age: 33 ± 12 years (min. 21; max. 58 years); 21 subjects were considered
as experts (musicians or people working in the audio field), 7 were non-experts.
All were naive regarding the purpose of the experiment. No audiogram was
performed, but none of the subjects reported hearing losses.
4.2

Stimuli and Apparatus

The subjects were equipped with a stereo closed-ear headphone (model Sennheiser
HD280). They were placed in a quiet room, in front of a pen tablet with a 24”
screen display (model Wacom Cintiq 24HD). The experimental session was run
using a Max/MSP interface running on an Apple computer. The stimuli were
synthesized in real-time with the nine strategies defined in section 3.2 as function
of the normalized distance between the pen and the target.
4.3

Procedure

The nine sonification strategies were evaluated with a guiding task on eight
distances (10, 12.5, 15, 17.5, 20, 22.5, 25, and 27.5 cm with a maximum distance
to the target of 30 cm, that gives normalized distances of: 0.33, 0.47, 0.5, 0.58,
0.67, 0.75, 0.83, and 0.92). The experiment was divided in nine blocs of nine
trials, each bloc containing the nine strategies in a random order. Participants
were told to find, for each trial, a hidden target randomly placed on a line.
They were not given any explanation about each sound strategy, and were just
instructed that the real-time sound transformations would inform them about
the distance between the pen and the hidden target. The first bloc was considered
as a training bloc and the subjects were free to explore the sound transformations
without instruction. After this training, they were instructed to find the target
as quickly, as accurately, and as directly as possible without removing the pen
from the tablet. In each trial, subjects first were to place the pen on a starting
position (on the left side of the screen). Then, they started the trial by pushing
the space bar of a keyboard and moving on a visual line to find the position of the
hidden target. Finally, when the target was identified, the subjects validated the
estimated position of the target with the space bar of the keyboard to proceed
to the next trial. The order of the trial presentation was calculated so that a
strategy never appeared twice in a row and a distance never appeared three
times in a row. The order and the starting position were randomized to avoid
any potential learning effect and to exclude any possible visual aid on the screen.
No accuracy feedback was provided after each trial.
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11

Results

Normalized distance

Figure 2 shows typical trajectories collected on several subjects during a trial.
The analysis of these trajectories highlights different subject’s behaviors to find
the target. First, the total duration of the task performance was spread between
a few seconds to 40 sec. The subjects were able to find the target directly in
some cases (figure 2 at top left) or with a lot of direction changes in other cases
(figure 2 at top right). Finally the error can vary from less than 1 cm to more
than 15 cm (figure 2 at bottom right).
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Fig. 2. Different examples of distance evolution to find the hidden target.

Although it would be interesting to analyse and classify these trajectory
types regarding the subjects and the sound strategies, this article analysed the
effect of each strategy on the guiding task only by comparing the final precision,
the total time, and the number of oscillations needed to find the target. The
analysis was performed by separating expert (musician or people working on
audio processing) and non-expert subjects.
5.1

Precision

The final precision corresponds to the distance between the pen and the target
when the subject validated the trial. The mean value of the final precision with
the 95 % confident interval is represented in figure 3 for non expert (top) and
expert subjects (bottom). There is a large difference between these two groups.
The mean value of final precision for the non-expert group is 4.58 ± 2.88 %
while it is 1.04 ± 0.75 % for the expert group. The final precision as function
of the strategy highlights a strong effect of the strategy. The bests strategies
for the non expert group are the Tempo and the Inharmonicity while the worst
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Fig. 3. Mean and 95 % confident interval of the final precision for non expert (top)
and expert (bottom) subjects as function of the sound strategy.

are the Loudness and the Synchronicity. For the expert group, the best results
are obtained with the reference and zoom effect strategies (the MBFM and
the MSB ) and the worst are obtained with the Loudness and the Brightness
strategies. For the expert group, the results for the three strategies with reference
are similar and the results for the two strategies with reference and loop are
equal. The results for simple parameter strategies show large differences between
Pitch and Tempo in one part and Loudness and Brightness in another part. This
can be explained by the perceptual resolution of these parameters that is high
for pitch and tempo perception and low for loudness and brightness perception.
5.2

Time

The mean of total time spent for all the experiment is 30 ± 10 min The mean of
total time spent in each trial with the 95 % confident interval is represented in
figure 4 for non expert (square) and expert subjects (circles). The mean response
time for one trial is 11.2 ± 3.2 sec for the non expert group and 12.9 ± 2.6 sec
for the expert group. If the expert subjects spend more time on each trial, the
smaller standard deviation shows more consistency across all the trials.
If the results tend to show the same tendencies for both groups, the mean
time spent on Tempo and MBFM strategies is significantly shorter for the non
expert group. Despite a strong effect of the strategy on the mean response time,
it is difficult to find an effect of the morphological category types. A shorter
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Fig. 4. Mean and 95 % confident interval of the total time for one trial for non expert
(top) and expert (bottom) subjects as function of the sound strategy.

response time was expected for simple parameter strategies, while it turns out
that this is only true for the Pitch strategy for the experts and for the Pitch
and Tempo strategies for the non experts. As expected, the two groups spent
most time on strategies with references (Fluctuation Strength and Synchronicity)
because of the sound morphology of these strategies.
5.3

Number of oscillations

The number of oscillations around the target corresponds to the number of
direction changes around the target. On the examples of figure 2, the number
of oscillations is 0 for the first example (top-left), 24 for the second (top-right),
4 for the third (bottom-left) and 5 for the fourth (bottom-right). Regarding
these examples, it seems clear that these oscillations don’t represent the same
pointing behavior for each trial. For the second trial, the oscillations are close to
the target and allow the subject to refine the perceived position. For the fourth
trial, the oscillations have large amplitudes and no convergence tendency, which
highlights a lack of strategy understanding.
The mean number of oscillations for each trial with the 95 % confident interval is represented in figure 5 for non expert (square) and expert subjects (circles).
Expert subjects made more oscillations around the target than non expert subjects (6.3 ± 2.0 vs. 3.6 ± 1.5). Except for the Tempo, the expert group made more
oscillations (between six and seven) for the basic parameter strategies than for
the other groups of strategies. The strategies with reference parameters led to the
same number of oscillations (e.g. five) and the two strategies with reference and
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Fig. 5. Mean and 95 % confident interval of the number of oscillations around the
target for one trial for non expert (top) and expert (bottom) subjects as function of
the sound strategy.

zoom led to different results (a mean of six oscillations for the MBFM strategy
and of 4.5 oscillations for the MSB strategy).
5.4

Discussion

The purpose of this study was to evaluate the capacity of various sound strategies
to guide a user toward a target and to explore the potential behavior differences
induced by the different morphological categories.
The results first show a great difference between expert and non-expert subjects with better results for expert. This difference especially appears on the
final precision and seems to be due to the listening expertise of the subjects.
On the other side expert subjects spend more time on each trial and make more
oscillations around the target than non-expert subjects.
Both subject groups succeeded in finding the target with less than 5 % of error within less than 15 seconds confirming the capacity of the proposed strategies
to properly guide the user toward the target. Result comparisons as function of
the sound strategies highlight an influence of the sound parameters on the user
behavior in the grasping movement. For example, expert subjects were more
precise using MBFM and MSB strategies than with Pitch strategy, but they
were also slower. In general, both groups showed difficulties with Loudness and
Brightness strategies, that seem to be the worst strategies in terms of precision.
Surprisingly, non-expert subjects have better performances with the inharmonicity strategy than with the pitch strategy, which validates the implicit perceptual
reference hypothesis on this factor.
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The search for similarities within each strategy category (basic, with reference
and with reference and zoom effect) has so far been unsuccessful with respect to
the final precision, the total time and the number of oscillations around the target. For example, in basic strategies, pitch and tempo led to significantly better
results than loudness and brightness strategies. It therefore seems necessary to
apply a more complex analysis than in the present paper to evaluate each sound
strategy.

6

Conclusions

In the current study, a new parameter mapping sonification design approach was
introduced. This approach is first based on the definition of a “target” concept
which aim is to facilitate the separation between the informative sound strategy
and the information to display. This separation allows to evaluate given sound
strategies independently from the application and to predict the sonification result for any type of guiding task. We expect that the use of a normalized distance
to the target allows to use different strategy types for the same data type. In
this article, a taxonomy of sound strategies based on sound morphology was
proposed. The aim of this taxonomy was to predict the user’s guidance behavior
with the use of several sound strategies. An experiment based on a guidance task
was realized in order to evaluate the user’s guidance behavior. The results highlighted great differences between expert and non expert users and showed the
influence of the sound strategies on the guidance behaviors. While some sound
strategies allow to quickly guide the user towards the targets other strategies
may allow a better precision or guide more directly to the target. Nevertheless,
a simple result analysis does not allow to link the guidance behaviors to the three
defined morphological categories. Therefore, it would be interesting to analyze
the guidance behaviors with a more complex analysis of the grasping movement
toward the targets.
This study only focused on the user evaluation of morphological categories.
Therefore it is not possible to conclude on the efficiency of the “target” concept
in parameter mapping sonification. It would be interesting to test this concept
with an experiment based on the sonification of different applications so as to
verify the stability of the guidance behavior toward different types of normalized
distances.
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Abstract. This paper presents an experiment aimed at assessing the
influence of auditory feedback on haptic estimation of size. Experimental
subjects were instructed to explore a virtual 3D object (a stair-step)
with a haptic device, and to return a verbal estimate of the step riser
height. Haptic exploration was accompanied with a real-time generated
sinusoid whose pitch varied as a function of the interaction point’s height
within two different ranges. Experimental results show that the haptic
estimation is robust and accurate regardless the frequency range of the
accompanying sound.
Keywords: Multimodal virtual environment, haptic virtual objects, height
estimation, auditory pitch

1

Introduction

The traditional approach to perception investigates one sense at time [5]. This
approach is useful to understand how single senses work, but it does not take
into account that perception is intimately a multimodal process: sensations come
all simultaneously, so that while touching an object we perceive its size with our
eyes and hands.
Research in multimodal perception provides the ground for the design of
multimodal interfaces and virtual environments. It has been long recognised that
properly designed and synchronized haptic and auditory displays can provide
greater immersion in a virtual environment than a high-fidelity visual display
alone [6, 13]. Audio-haptic interaction is particularly interesting for applications
involving interaction with virtual objects and environments [1], including music
performance and interaction with musical instruments [8]. Moreover, haptic and
auditory modalities can be exploited to design interfaces for non-sighted users,
e.g. to render spatial information in non-visual exploration of maps [2].
One of the main contributions of the multimodal approach to perception is
that flows of information carried by the senses interact and modulate each other.
The amount of this intermodulation depends on the type of information and on
the ability of each sense to estimate certain information [4]. As an example, vision estimates geometrical properties (e.g., size) better than audition. Therefore,
audition has only a limited possibility to modulate size-information carried by
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(a)

(b)

Fig. 1: Experiment manager station (a) and subject performing a trial (b).
eyes. Similarly, audition outperforms vision in temporal tasks, and vision has
limited possibilities to modulate temporal information carried by our ears [12].
Modulation across senses can also occur when the information carried by two
senses is semanticaly coherent. As an example, musical pitch is often classified
as “high” and “low”, i.e., with intimately spatial terms. Rusconi et al. [9, 10]
showed that this spatial connotation interacts with motor action so that, when
we are asked to respond quickly whether a pitch is high or low in comparison
to a reference, we are faster if the response is coherent with the spatial position
of the response key (e.g., the response is “high” and the response key is in the
upper part of the keyboard), rather than viceversa.
Empirical results on this type of interaction have led researchers to hypothesize that the representations of heterogeneous continua share a common nucleus.
As an example, according to the ATOM’s theory [15] the representation of space,
time and number is processed by a common mechanism. Other authors, in contrast, suggest that some representations (i.e., time and numbers) are spatially
mapped [3, 7]. At any rate, the work reported in [9, 10] shows that musical pitch
interacts with non-auditory continua such as motor space. Here, we investigated
weather a tone’s pitch (i.e., a stimulus subtly subtending a spatial representation) can influence a robust perception such as the haptic estimate of the size
of an object in absence of vision. In the experiment described in Sec. 2, blindfoldedsubjects explored a virtual 3D object by means of a haptic device and and
had to return a verbal estimate of object’s height. Haptic exploration was accompanied with a continuous sound, a sinusoid whose pitch varied as a function
of the interaction point’s height within two ranges. Experimental results, discussed in Sec. 3 show that the information carried by the frequency sweep (i.e.,
larger sweep, larger tonal space, therefore larger “space”) can modulate only to
a limited extent a robust and inherently spatial perception such as the haptic
perception.

2

The experiment

Apparatus. The experiment was carried out in a silent booth. The experimental setup is depicted in Fig. 1. A computer acts as the control unit and is con-
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Fig. 2: A simplified scheme of the experimental setup.
nected to a Sensable PHANTOM Desktop haptic device3 and to a Motu 896mk3
sound card, which transmits the acoustic feedback to two loudspeakers (Genelec
8030A). The graphical user interface is implemented in MATLAB. The developed software setup is outlined in Fig. 2. In order to build a extensible interactive
multimodal virtual environment, the setup integrates H3DAPI4 (an open source
platform using OpenGL and X3D5 with haptics in one unified scene graph)
and Pure Data6 (an open source real-time environment for audio processing).
Communication is managed through Open Sound Control (OSC).
Stimuli. Test subjects are asked to haptically estimate the heights hi = 2 · i (i =
1 . . . 5) of five virtual stair-steps. To guarantee a sufficient workspace, all the
stair-steps span a 22 × 22 = 484 cm2 horizontal square area (see Fig. 3) The step
riser lies in the yz-plane of the virtual scene and in the midsagittal plane related
to subject posture. The upper tread of the stair-step lies at the left or right side of
the yz-plane, for a right-handed or a left-handed subject respectively. Normalized
static and dynamic friction coefficients are set to 0.1 and 0.4 respectively. The
normalized stiffness is set to 1 in order to render an impenetrable virtual stairstep without causing the device to become unstable.
Upon collision of the cursor with the stair-step, an auditory feedback is produced. The y coordinate of the haptic interaction point (HIP) is mapped to the
frequency of a sine wave. Therefore, continuous interaction with the surface produces a dynamic sine sweep. The mapping is defined through three parameters:
fmin , the lowest frequency associated to ground level; ∆f , the frequency range
spanned above fmin (thus the maximum frequency associated with the upper
tread is fmax = fmin + ∆f ); the mapping strategy, i.e. the function that maps
HIP to the frequency domain within the prescribed range.
In this work we choose fmin = 200 Hz and a linear mapping strategy. Thus,
for the height hi the fundamental frequency f of the sine sweep is:
y
(1)
f = fmin + ∆f .
hi
3
4
5
6

A 6-DOF position input/3-DOF force output device with a stylus grip [11].
http://www.h3dapi.org/
http://www.web3d.org/x3d/
http://puredata.info/
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150 cm
PHANTOM

y

x
22 cm
75 cm

Virtual Obj.
z

Fig. 3: A schematic representation of the experiment spatial arrangement.

The only varying parameter is ∆f , which takes the two values fmin and 3fmin .
These result in fmax values that are one and two octaves above fmin , respectively.
Along the x HIP coordinate, a simple linear panning approach spatially places
the auditory feedback between two loudspeakers in order to improve spatial
orientation in the virtual scene [14] and the localization of the step riser. The
gains for the left and right channel are Gl,r = 12 (1 ± P ), where P ∈ [−1, +1]
corresponds to the horizontal panning position, i.e. P = ±1 at the left/right
loudspeaker positions, and P = 0 at the step riser. Levels are set so as to
produce 70 dB SPL at the approximate listener head position.
The choice of sine waves is coherent with our initial research question of how
pitch alone interacts with haptic size estimation.
Procedure. Participants are informed about the use of the stylus for exploring
objects , and no indication about their shape is provided. They are led to believe
that they will explore real, physical objects, and no mention of the haptic device
is made. They are blindfolded before entering the silent booth and guided to the
experiment-ready position (see Fig. 3).
The 10 stimuli (5 heights × 2 ∆f values) are presented with 4 repetitions.
The order of the 40 trials is randomized. Participants are instructed to be accurate to 1/10th cm in their verbal height estimations and to explore the whole
objects surface (including step risers). They are allowed to interact with each
stimulus for 10 seconds before answering. No feedback concerning the accuracy
of their responses is given. The role of the auditory feedback is not explained
or commented. At the end of the trials participants are guided out of the silent
booth and asked to answer a questionnaire.
Subjects. A total of twenty subjects 12 males and 8 females, aged between 20
and 30 (mean = 23, SD = 2.92), caucasian, 18 right-handed and 2 left-handed,
took part to the experiment. All participants self-reported normal hearing and
no impairment in limb movements. They took, on average, about 35 minutes to
complete the experiment. They were students and apprentices of the University
of Padova and had no knowledge nor experience of haptic force-feedback devices.
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Fig. 4: Mean height estimations (a) and mean relative error of height (b) ±
standard deviation, as a function of the real stair-steps height, for the two sinesweep frequency ranges across 20 subjects. Perfect estimations (black solid lines)
lie on the bisector (a) and on the x axis (b).

3

Results and Discussion

Subject estimates were averaged separately for stair-step height and frequency
range (see Fig. 4a). Two (frequency ranges) by five (stair-step heights) two ways
analysis of variance (ANOVA) on the resulting values revealed that subjects’
estimates increase as a function of the stair-step F (4, 74) = 66.00, p < .001.
Figure 4a shows that absolute height estimates were accurate on average.
A slight tendency to underestimate the stair-step height was observed for most
subjects in all conditions. More importantly, subjects produced larger estimates
when the stair-step was accompanied by a larger frequency range sweep. From
Fig. 4a it can be seen that, for each height, averaged estimates are larger when
the frequency range spans two octaves. However, the ANOVA showed that this
result was not statistically significant: F (1, 19) = 1.79, p = .19.
In order to asses how estimates changed as a function of the height of the
stair-step the subjective estimates were transformed in percentages of underor over-estimation of the stair-step (see Fig. 4b) and the two-ways ANOVA was
recalculated. From Fig. 4b, the effect of the auditory feedback can be appreciated
more clearly. The subject’s percent error did not change as a function of the
stair-step size, F (4, 76) = 0.57, p > .05. However, also in this case the ANOVA
confirmed the non significant effect of sound: F (1, 19) = 1.58, p = .22.
Although current results are not statistically significant, we propose a further analysis. For each subject, the mean value among equal-height repetitions
defines the personal perceived audio-haptic height. The sum of trials that exhibit an estimated height greater than the corresponding reference forms the
personal over-estimation data pool from which we can identify two sub-groups
with respect to their frequency ranges. Figure 5a depicts the relative increment
in cardinality (%) of ∆f = 2 − oct sub-groups related to ∆f = 1 − oct sub-groups
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Fig. 5: (a) Increment in cardinality (%) of ∆f = 2 − oct sub-group related to
∆f = 1 − oct sub-group per stair-step height across 20 subjects. (b) Subjects’
answers to Q2 (black solid line: mean; black dotted line: standard deviation),
and Q3 (blue solid line: mean; blue dotted line: standard deviation.

in dependence of haptic stair-step heights. The resulting curve increases monotonically, especially in 4 − 8 cm range encouraging further studies, particularly
in haptic heights greater than 8 cm where a detectable audio effect occurs.
Finally, three questions from the post-experimental questionnaire are reported and the corresponding answers by subjects are discussed:
Q1: indicate if the object(s) was (were) real;
Q2: evaluate to which extent the haptic feedback helps your estimates;
Q3: evaluate to which extent the auditory feedback helps your estimates.
The first question is binary evaluated (yes or no). Questions Q2, Q3 are evaluated
on a visual analogue scale (VAS) [0 = not at all, 10 = very much].
Interestingly, answers to Q1 reveal that the majority of subjects indicate the
stair-steps as real (yes: 12; no: 6; do not know: 2), confirming the high degree of
realism in the haptic simulation achievable by the PHANTOM device. Answers
to for Q2 and Q3 are summarized in Fig. 5b. It can be seen that most subjects
considered the haptic feedback to be very helpful. On the contrary, subjects on
average reported the auditory feedback to be substantially less helpful, although
the answers to Q3 exhibit a larger variability. This again supports the experimental results, which show to some extent an effect of the auditory feedback.
In fact, by looking at individual subject performances, it can be seen that the
frequency range of the sine-sweep has some effect also on subjects who reported
no influence by the auditory feedback (e.g., Subject 8 in Fig. 6a). Furthermore,
subjects who reported to equally take into account both modalities (e.g. Subject
7 in Fig. 6b) are clearly influenced by the frequency range.
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Fig. 6: Mean relative error ± standard deviation as a function of stair-steps
height, for the two sine-sweep frequency range. (a) Subject 8; (b) Subject 7.

4

Conclusions and ongoing work

In this paper we presented a pilot experiment aimed at studying the effects of
auditory feedback (and particularly pitch) on the haptic estimation of object
size (and particularly height). Our initial results demonstrate the presence of
such an effect. More precisely, when pitch is varied along height using a larger
scaling factor, subjects’ estimates of height become both larger and less reliable.
According to current data, the effect is not statistically significant. This result
may suggest that haptic information related to object size is extremely robust
and that audition has only a limited possibility to modulate size information acquired haptically. This view is also supported by the overall accuracy of subjects
in their absolute estimations of step heights.
However, the experiment presented in this paper was conceived as a pilot
experiment from which more extensive tests can be designed. Therefore, firm
conclusions can be drawn only upon these tests being completed. In particular,
upcoming experiments will also measure subjects’ performance without auditory
feedback, in order to compare unimodal and bimodal conditions.
Moreover, other kinds of auditory feedback will be explored (e.g., using loudness, or spectral centroid, or other parameters as indicators of step heights). The
goal in this case is to assess whether certain parameters are semantically more
coherent than others with the concept of height. Although such a semantic link
has been proven to exist for pitch [9, 10], other parameters (e.g., loudness) may
provide an even stronger link.
Different experimental set-up will also be explored. In particular, headphones
will be used instead of loudspeakers, in order to minimize audibility of mechanical
sounds coming from the PHANTOM device, and to provide better spatial colocation of PHANTOM stylus and feedback sound.
Acknowledgments. We acknowledge the support of Alberto Ziliotto for software development, Laura Anolfo and Alice Cazzolato for data collection.
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Abstract. This article focuses on techniques to increase expressivity
and intuitiveness of an interactive process in the context of audiovisual installations based on motion capture devices. We propose a series
of strategies for mapping and data parameterization obtained from the
analysis of visitors’ gestures. Information retrieved from the analysis of
gestures is interpreted in terms of its meaningful characteristics using descriptors of gesture segmentation, physical-domain characterisitcs (distance, velocity, acceleration and angular relations) and Laban’s effort
analysis. Effort allows us to differentiate quality of gestural movements
aiming to increase responsiveness of the system for the data acquired in
real-time from visitor’s movements, thereby intensifying the interactive
experience. By using simple techniques derived from physical descritors
we have efficient data control and optimized computer processing. These
techniques are being implemented through a framework of MaxMSP abstractions that determine constraints to retrieve information from the
data streaming provided by Motion Capture systems. We present the
resources developed and ongoing improvements of this framework for
mapping.
Keywords: Movement Analysis - Installation Art - Mapping - Sonification - Interactive Systems.

1

Introduction

The relation between gestural controls and sound production has been studied
from an instrumental approach that explores the similarity of the relationship
between corporal actions and acoustic results [1], [2], [3], [4]. This leads to a
more intuitive experience for the audience, motivating their engagement with
the artwork. During the development of two audiovisual interactive installations
- named Abstrações and Cerejeira - we systematized a significant problem to
our study: the search for solutions to increase the effectiveness of immersion
and interaction between visitors and computer systems [5], [6], [7]. Strategies for
mapping and sonification provide suitable solutions to design this process.
The hypothesis suggested here is that it is possible to control the dataflow
using information about motion segmentation and expressivity. The intention is
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to use physical-domain descriptors to optimize mapping configurations in order
to increase the responsiveness of the system. In this study we aim to establish efficient strategies for parameterization, mapping and application of data
acquired from the analysis of gestural movements performed by visitors in the
three-dimensional space of installations. The main objective is to define mapping control resources that allow us to match intuitiveness and expressivity to the
interactive process. Intuitiveness can be considered both as a result of the consolidated knowledge about everyday experiences underlain by shared cognition
modules [8] or as how natural a performed gesture couples with the audiovisual
outcomes, meaning that “obvious physical gestures should have an significant
audible effect”[9]. Expressivity can be considered as the qualities of the movements associated to high-level properties that indicates how the gestures were
performed in terms of valence and activity, valuing their positive or negative
qualities and the intensity of related affects [10], [11]. Terms that define these
qualities are often represented by adjectives and metaphors that can be inferred
from the characteristics of the performed gestures.
Concerning the artistic approach of this study, we tried to set procedures
to best control motion capture data. It is possible to choose between two approaches for interpretation of spatial information during the creative process.
The first takes the global space of coordinates as reference, thus displacement
is the absolute position of the visitor in the overall space. The second model
is inspired by the system developed by Rudolf Laban for the notation of dance
movements [12]. Laban’s concept of kinesphere considers an imaginary sphere
representing the space reachable by a dancer during extensions of the body.
Laban’s theory takes the center of weight of the dancer as the origin for all
represented movements, which we interpret here as the origin for the coordinate
system. Initially, this model considers only one visitor at time and gestural data
is acquired individually. In situations where it is intended the presence of several visitors at the same time, the combination of both global and kinesphere
systems can be used to determine relations between them. The concept of effort
in Laban Movement Analysis has been implemented by interpreting movement
through descriptors associated to qualitative aspects of segmented gestures. Camurri [10], [13], [14] used these descriptors to identify dance gestures as one
component of the musical composition. The approach of that research to this
issue is an important base for our study, since it applies Laban’s effort descriptors as a mean to find out emotional characteristics (sadness, anger, joy, among
others) from gestures. In this study we also incorporate concepts developed by
Maes [15]. The model proposed by Maes fragments Laban’s kinesphere in to a
matrix of small target areas (see section 3.2).
The problem presented earlier concerning [6] lead us to search for more efficient methods to develop a creative process. Laban can improve relations between conceptual goals and retrieved data during the creative process. It should
be noted that we are not working with action-oriented human motion such as
dance or athletics. The target audience in this context is visitors of art exhibitions, disregarding any skills. The installation should also include features that
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can be enjoyed by skilled people such as musicians accustomed to interfaces and
sound reactions to gesture, dancers and actors with experience in gestural and
dimensional control of space or video gamers accustomed to control simulations
of objects in digital media.
Several applications use gestural data to control installations and musical
performances [15], [16], [17]. Most of them are tools developed for specific applications. The most significant researches to this topic were developed by Dobrian
[2] and Camurri [10]. Dobrian developed an extensive research that includes
essential functions to describe physical properties, movement description and
derivative data from spatial coordinates: velocity, acceleration, distance and several other extra resources like inertia control and a player for recorded motion
data. Camurri implemented the above mentioned solutions to extract expressivity from movements in performances, including dance and music. Camurri’s
solutions are based on associations with neural networks or knowledge databases,
while in this study the main concern is the real-time motion data stream. The
Digital Orchestra Toolbox [18] complements these resources with specialized spatial descriptors like jabbing detection or spring-mass models. In our study we
start from these referenced tools to build MaxMSP abstractions with additional
features, or adapting them to better reach our goals. The objective is to provide
applications for gesture segmentation and also strategies for interpretation of
these data, with the aim of using these expressive descriptors in mapping control. Included in this scope are the definition of different response curves and
the creation of strategies for the distribution of spatial information based on
parameters derived from raw data. These parameters are integrated with the
Libmapper software [18] and the data flow is represented in Fig. 1. This enables
dynamic and intuitive associations to manage structures that have motion data
as input and audiovisual parameters as output.

Raw data – manifold interfaces	

(Motion Capture systems)	

Mapping of the interface as input
to the model through Libmapper	

Spatial processing	

(definition of constraining controls)	

Mapping for sound and video
control through Libmapper	

Audiovisual synthesis and
processing	


Fig. 1. Flow diagram of the overall proposed model.
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The choice of a segmentation model relies on objectives and conditions that
are defined by the context of its application. Gestural segmentation can be performed by either a top-down or a bottom-up approach [19], [20]. Bottom-up
methods are suitable for situations that are limited by a high sample rate,
when movements are unpredictable or when the existence of many primitives
can compromise the performance. Considering the amount of data to be processed in complex audiovisual applications, as well as the fact that visitors are
not restricted to a repertoire of predetermined gestures, we decided to implement
bottom-up methods for segmentation. Bottom-up methods consists on making
assesments over subsequent samples retrieved from the motion capture data
stream. The descriptors presented in Section 3 use bottom-up methods to recognize gestural patterns such as changes in direction or the crossing of either
distance, acceleration and velocity thresholds.
In the following sections we present the models being implemented for movement segmentation and introduce the potential of these resources to retrieve
expressivity from gestures.

2

Implementation

In this study we try to combine both raw movement capture and gesture segmentation in order to allow composers to establish formalisms that relate input data to multimedia output. The raw movement data consists on trackeable
points defined by markers that report us each cartesian coordinate in the threedimensional space, represented by variables (x, y, z). These coordinates are the
input data to the descriptors presented in Section 3. The kinetic model constitutes a set of markers defined by the composer, flexible to specific applications
that does not requires a full body model and also flexible to include external
objects as an extension of the kinetic model. Composers can define and work
only with data relevant to represent segmentation and expressivity in a movement, optimizing implementation. The system described in this proposal is not
restricted to a kinetic shape limited by a predefined skeleton, thus expanding
the possibilities of its application. In this work we use the pattern of coordinate
measures used in the Motion Capture system Vicon V460 to exemplify applications. These data are mapped to the input of the descriptors as vectors of three
dimensions, where the effective area of capture in millimeters is in the range
−1600 <= x <= 1600, −1600 <= y <= 1600 and 0 <= z <= 2300. The total
area of capture is in the following range, which is subject to occlusion in the
extreme values because the field of view of the cameras −2000 <= x <= 2000,
−2000 <= y <= 2000 and 0 <= z <= 2500.
Concerning the secondary objective of developing a set of tools for gestural
analysis compatible with several motion capture devices, the model was implemented based on the concepts of reference and changing coordinates. This
concept allows composers to determine direct relations between selected trackable markers. The concept of changing coordinate denotes the marker that will
have its movement tracked, from which displacements will be retrieved by de-

CMMR2013 - 769

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Strategies for mapping control in interactive audiovisual installations

5

scriptors. The concept of reference coordinate denotes the origin considered by
these descriptors. The main difference remains on the chosen approach between
two possible coordinate systems: a) a case where the origin of raw data (0, 0, 0)
retrieved from motion capture devices is also used as origin to assessments. In
this case data will result from the absolute position of the changing coordinate
in the trackeable space; b) a case where the origin of the calculations relates to
another marker or point of reference, which is considered as the origin for our
model inspired in Laban’s kinesphere. In this case data will result from the relation between the position of both changing and reference coordinate. It should
be highlighted that descriptors of angular relations need one more marker to
be tracked, in order to retrieve the rotation of the kinesphere in azimuth and
elevation measures.

Fig. 2. Two possible origins for reference coordinate, tracking both hands. Left image
takes raw origin as reference. Right takes kinesphere as reference.

The disadvantage of this kinesphere model is that the reference coordinate
should consider all possible displacements between itself and the changing coordinate. This is because movement of the reference coordinate will interfere with
the resulting data.

3

Streaming evaluation

The description of data processing in the proposed model is presented in Fig.
1. Motion capture for audiovisual synthesis and processing creates a complex
network of data to be computed that can be affected by delays and jitter. For
this reason, we avoided comparisons with databases, preferring to work directly
with the motion data stream for gestural segmentation. Based on this approach
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we developed strategies to infer qualitative characteristics from movement. The
dataflow is connected through Libmapper linking the input device to the modules for streaming data analysis. These modules currently being developed are
processed inside MaxMSP. They can adjust mapping connections and data control based on an analogy to curves of response. Processed data controls modules
of synthesis. These connections are presented in Fig. 3, which illustrates raw
movement data arriving from Vicon; coordinates of the markers connect to descriptors of physical properties and segmentation modules; the output of these
descriptors connect to synthesis and audio processing modules.

Load Save
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/distancebt2markers.1
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/thresholdofanglesbtmarkers.1
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Fig. 3. Webmapper (graphical interface for Libmapper): Vicon output connected to
physical descriptors, physical descriptors to synthesis module.

3.1

Basics: velocity, acceleration, distance and effort

In this study we propose two complementary solutions for the analysis of velocity and acceleration data. The first solution focuses on continuous control
and immediate response to the movement taking place in relation to global or
kinesphere origin. This model is useful for controlling parameters that evolve in
time, such as synthesis of sustaining sounds or continuous sound processing. The
assessments are reached by simple application of the Euclidian distance.
Let us take (x0 , y0 , z0 ) as the kinesphere or global origin and (xk , yk , zk ) as
the 3D position of changing coordinates over time in k steps. Eq. 1 defines the
radius rk between the origin and the changing coordinate as:
q
2
2
2
rk = (xk − x0 ) + (yk − y0 ) + (zk − z0 )
(1)
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Secondly, Eq. 2 defines the distance between two subsequent points in time
q
2
2
2
dk = (xk − xk−1 ) + (yk − yk−1 ) + (zk − zk−1 )
(2)

Given a sample period T over time, the instantaneous velocity vk and acceleration ak can be calculated as follows:
vk =

dk
T

(3)

vk
(4)
T
The following model is useful for controlling parameters after a gesture is
completed, such as attack-resonance patterns. Given the instantaneous distance
defined in Eq. 2 and velocity in Eq. 3, let us take a threshold l to define effort
Ek by the following equation:


 vmax
× (dmax − dk ) if vk <= l
t
−t
max
k
(5)
Ek =  l−v
min

tmin −tk × (dmin − dk ) if vk > l
ak =

where:
vmax = maximum value of vk since previous Ek
tmax = time in milliseconds when occured vmax
dmax = position in millimiters where occurred vmax
vmin = minimum value of vk since previous Ek
tmin = time in milliseconds when occurred vmin
dmin = position in millimiters where occurred vmin
The implemented resources report only the first identified velocity value
above or below threshold, respectively. Values should cross threshold to trigger a new output.
Effort values and their relations can be analyzed and interpreted to retrieve
qualitative aspects that describe the amount of energy spent to accomplish the
movement. The result of Eq. 5 can be interpreted as the intensity of the movement. High results for the first conditional of Ek can be associated to a performance with high effort, since they represent a fast deceleration with high values
of maximal velocity and displacement in a reduced time interval; these results
imply more force applied to slow down the movement. The second conditional
can be interpreted as the effort intensity Ek for the starting movement. In this
case low values of minimal velocity with high values of displacement in a reduced
time interval imply fast acceleration.
Filters for time measurements and distance data are currently being implemented. A binary controller that indicates if the distance value is increasing
or decreasing reports small changes in direction and respective time intervals,
which can be useful to increase responsiveness of the audiovisual outputs either for movements realized in a small range. A simple example of how this
resource can be used is to track the position of one hand in relation to the
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waist, which can control a sound frequency filter between high- or low-pass configurations if the hand is approaching or distancing in relation to the body. A
standard deviation pattern interprets if the velocity is constant and how much
it varies across time, identifying the flow aspect of Laban’s effort; an also simple
example of its application represents movement between bound or free, which
can be interpreted as a movement hesitant or confident, respectively [12]. E.g.
high values of standard deviation represents a bound movement characterized
by inconstance of velocity, which can be associated to hesitant movements and
associated to sound processings like detune or flanger. These two very simple
examples presents how filters intends to optimize the range of values in relation
to the space covered by visitors, thereby turning the control of the interactive
environment of the installation effective either if the visitors make small or large
movements. This solution increases the response of the system, especially when
controlling sustained sounds, but should be implemented carefully in order to
allow visitors to play with different dynamic ranges.
3.2

Kinesphere and angular relations

Angular relations between coordinates define parameters to sectional control
that indicate the corresponding region of the kinesphere activated by movement
into the spherical coordinate system. The model is ispired in an analogy with
the division of a sphere into longitude and latitude. With this approach, we
developed descriptors similar to the ones presented in the previous section, using
data from azimuth, elevation and distance. These descriptors, together with an
abstraction to segment the kinesphere into regions of detection, describe the
section area of the sphere which the movement is driven to. Considering that
each area in this model can act as a singular trigger for events or processings,
the kinesphere model can also be used to determine target areas. Regarding
situations where information about position inside the target area is needed,
the system reports the displacement of the changing coordinate in azimuth and
elevation.
Let us take rk as the radius of the kinesphere defined in Eq. 1. The angular
relations to [x, y, z] coordinate planes are retrieved by (θk , ϕk , ψk ):








yk −y0
zk −z0
0
×
g,
arccos
×
g,
arccos
×
g
Ck (θk , ϕk , ψk ) = arccos xkr−x
rk
rk
k
(6)
where:
g = 180/π
The implemented model for segmentation of the kinesphere uses the spherical coordinate system, referred as azimuth (longitude), elevation (latitude) and
distance (radius). Given m and s as the number of segments for the kinesphere,
the model divides the angles in equally distributed steps as follows:


αk × m
(7)
Hki = IN T
360
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αk × m
360


γk × s
i
Pk = IN T
180


γk × s
Pkq = F RAC
180

Hkq = F RAC

9



(8)
(9)
(10)

where:
Hki , Pki are integer part of the division respectively for azimuth and elevation
Hkq , Pkq are fractional part of the division respectively for azimuth and elevation
αk = azimuth location of changing coordinate
m = number of segments for azimuth of the kinesphere
γk = elevation location of changing coordinate
s = number of segments for elevation of the kinesphere
The proposed model takes the two-dimensional integer quotient values to
indicate the area of the kinesphere where the changing coordinate is pointing
to in the instant k. The fractional part of the division indicates displacement
of the changing coordinate inside the target area. This application of fractional
part of division allows the control of transition processes between target areas,
since it indicates movement direction and creates conditions to predict upcoming
transitions.
3.3

Curvature and directionality: Principal Component Analysis

One of the major problems to segment directionality and curvature in the threedimensional space lies on the correlation among data in the three axes that
becomes more complex when we consider this descriptor applied to the visitor’s
kinesphere. This situation presents an independent coordinate system with a
moving origin based on visitor’s displacement that is dependent on the global
coordinate system of the motion capture system. The proposed solution applies
Principal Component Analysis (PCA) to create a rotational matrix that analyzes displacement from the rotational point that better describes the movement
[20], [21]. The retrieved eigenvalues describe the movement’s spatial distribution
independently of the coordinate system (absolute or kinesphere), allowing interpretation of how its dimensionality is spread.
Let us take I as a matrix of dimension 3 × 3 formed by buffering the last 3
vectors sampled with the three-dimensional positions of changing coordinates, U
as a real unitary matrix, S as a diagonal matrix with nonnegative real numbers
on the diagonal and V0 as the conjugate transpose of V, a real unitary matrix:
I = U × S × V0

(11)

The values in the diagonal entries Si,i of matrix S reports how movement is
spread between dimensions. The implemented abstraction enables the segmentation of the curvature between linear and curved movements and is retrieved from
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the proportional distribution of the eigenvalues. For ease of use, the eigenvalues
retrieved in the S diagonal matrix are normalized to percentage values at each
sample and treated as a three-dimensional vector. This descriptor considers high
values concentrated only in the first variable of the diagonal matrix vector as an
indication of a unidimensional movement, such as linear gesture. Respectively,
values distributed between two variables indicate a two-dimensional movement
and values spread among the three variables indicate a three-dimensional movement. Qualitative evaluation of these data provide segmentation and association
of gestures to specific targets; e.g. how effort and flow precede the reaching of a
target area of the kinesphere.

4

Virtual Control to Entoa: example of application

In the first model to test the resources here proposed we implemented a redesign
of the work Entoa, composed by the first author to the instrument Intonaspacio, developped by Rodrigues [22] at CITAR (UCP Porto) and IDMIL (McGill
University). In this implementation we adapted the mapping of the instrument,
intending to replace position sensors by processed data from our motion capture descriptors. Concerning our intention of to preserve a relation with the
original spherical shape of the instrument during gestural control, we propose a
model that builds a kinesphere around the left hand. The right hand performs
free movements around the left hand, which will report us data of rotation in
azimuth, elevation and distance among the hands and the left shoulder; these
data replace the orientation reported by sensors of the instrument. The center
of the kinesphere is associated to the middle finger and position of middle and
thumb fingers provides information about rotation of the left hand. Thresholds
of distance defined among markers placed in shoulder, left hand and right hand
simulates the trigger of piezos of the instrument.
Figure 4 demontrates how the concept of kinesphere can be applied to kinetic
models that does not require a specific body skeleton. The composer can determine any markers as reference coordinate, which are consequently considered as
the center of weight of Laban’s kinesphere. The results of our initial test confirmed the demand for filters to control input data. Noise in raw data required
the use of mapping configurations tolerant to slight errors of positions for the
markers.

5

Discussion

The proposed resources to interpret information from motion capture systems
present themselves as a tool to support creative processes with a wide range of
applications in gestural segmentation and expressiveness interpretation. They
allow us to include expressivity as control parameters represented by effort from
Laban Movement Analysis. Mapping allows to experiment strategies with different associations among the raw information data, the descriptors of physical
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Fig. 4. Model of kinesphere applied to the left hand of the performer.

domain properties and the expressive control of devices for synthesis and processing of audio and video. Mapping also allows to optimize responses to the
data informed by these descriptors, enabling a systematic approach to obtain
better audiovisual results.
One of the main concerns consists of the implicit subjectivity when interpreting expressivity. In this paper some strategies to manage this problem are
proposed. Still, there is not a simple or unique solution for this problem since the
efficiency of its implementation deals with several challenges: the characteristics
of the artistic project, the consistency of its conceptual associations and the
commitment between the visitors and the artwork [4]. This study considers only
the implementation level, presenting possibilities for expressive control of the interactive process. The potential of this research lies in the creation of analogies
among the descriptors of physical properties, the additional characteristics to
the segmentation processes and the audiovisual feedback to the visitors.

6

Future work

Future work consists of implementing several mapping strategies, which will
include testing with more complex sound models that enable interaction and
evolutive control in real-time. The intention is to analyze the feedback of the
presented propositions. A graphical user interface (GUI) should be developed in
order to optimize data control and visualization; this will provide resources to
read and adapt data control in a fast and intuitive way.
Models are being adjusted using a marker-based motion capture system (Vicon 460). It is also intended to evaluate the compatibility of these models with
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other motion capture devices. Although main systems already are compatible
with the cartesian coordinate system, the evaluation of the appropriateness of
these resources should be done.
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Abstract. The Interactive Musical Partner (IMP) is software designed
for use in duo improvisations, with one human improviser and one instance of IMP, focusing on a freely improvised duo aesthetic. IMP has
Musical Personality Settings (MPS) that can be set prior to performance,
and these MPS guide the way IMP responds to musical input. The MPS
also govern the probability of particular outcomes from IMPs creative algorithms. The IMP uses audio data feature extraction methods to listen
to the human partner, and react to, or ignore, the human’s musical input,
based on the current MPS. This article presents the basic structure of the
components of IMP: synthesis module, musical personality settings, listener system, creative algorithm, and machine learning implementation
for timbral control.
Keywords: Improvisation, Interaction, Computer Generated Music

1

Introduction

The Interactive Musical Partner (IMP) is software designed for use in duo improvisations, with one human improviser and one instance of IMP, focusing on
a freely improvised duo aesthetic. Two concepts are definitive for IMP. IMP
is a monophonic participant in non-idiomatic improvisation (or free improvisation), and IMP deals with the ways it hears, remembers, and creates musical
content with the fewest possible levels of abstraction. Whenever possible pitches
are dealt with in terms of frequency and durations in terms of milliseconds.
By avoiding thinking in terms of note names and note vales, IMP can more
easily navigate the spaces outside of tonality and tempo.1 IMP strives to function in the aesthetic lineage of the freely improvised duo. David Borgo describes
the music, ”often dubbed ’free improvisation’” as tending to, ”devalue the two
dimensions that have traditionally dominated music representation - quantized
1

There are two exceptions to this principle in which musical data for the generative
algorithm is stored in an abstracted form.
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pitch and metered durations - in favor of the microsubtleties of timbral and temporal modification”[4]. This is an accurate description of the musical priorities
of IMP.
Of course, IMP is not the first interactive music system. There have been
systems that use information from the human performer to control or influence
the computer’s output, like Jean-Claude Risset’s Duo for Piano[11], and Richard
Teitelbaum’s Concerto Grosso for Human Concertino and Robotic Ripieno[12].
Other systems build an output style based on the input of the human partner,
or a preloaded corpus. Francois Pachet’s Continuator[9] continues the phrase
of the human, and the OMax software developed at IRCAM[3] is described as
co-improvising with the human.
The common thread through these previously mentioned systems is that they
are all dependent upon human input. A system that interacts with human input,
but does not depend upon it, is the Voyager system by George E. Lewis. Lewis
describes Voyager ’s structure: ”as multiple parallel streams of music generation,
emanating from both the computers and the humans - a nonhierarchical, improvisational, subject-subject model of discourse, rather than a stimulus/response
setup”[8]. In Voyager, the computer and human are equal in terms of agency;
either one can make music without the other.
IMP is philosophically most similar to Voyager, in that IMP is not dependent
upon a human partner, it simply interacts with one. IMP could play music
on its own. Unlike Voyager, IMP has but one voice. With IMP’s single voice
synthesis, a performance with IMP might superficially sound more like OMax
or the Continuator, but its philosophy of interactivity and structure are much
more like Voyager.
IMP was programmed in the Max 6 Programming environment, using externals by Tristan Jehan[7] and Tap.Tools[10], and uses The Wekinator[6] for
machine learning implementation. IMP consists of: a synthesis module, a Musical Personality Settings (MPS) module, a frequency decider, a duration decider,
a global variation module, a listener module, and a number of smaller decider
modules. I will use the term creative algorithm to refer to the aspects of the
duration decider and frequency decider that control IMP’s autonomous output.

2

Synthesis Module

The synthesis module is IMP’s voice. This is the section of the software that
makes the sounds, and manages the messages sent from the other modules. The
frequency decider, duration decider, global variation module, and listener module
are all sub-patches of the synthesis module.
The synthesis module uses frequency modulation (FM) synthesis to generate its sounds[5]. IMP also employs a second order FM synthesis, meaning that
there is a second modulating oscillator, which modulates the product of the first
order oscillators. Variations of the combination of these two FM pairs are how
IMP controls timbral variety. The primary FM pair is usually set to a simple
harmonicity ratio; 2 is the default. A more complex ratio on the second FM
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pair allows for IMP to make its sound more complex and strident by adjusting
the amount of modulation from the second modulating oscillator.2 This mechanism will be discussed in greater detail in the section on Machine Learning and
Timbral Interaction.
The synthesis module also contains three smaller decision modules: the density decider, the volume decider, and the sub-patcher called silent event.
The density decider is the module that controls the density of events. To begin
a new event(note), A decision is made as to whether the event will make sound,
or be silent. This decision is weighted by the values in the density parameter of
the MPS. The densest setting will have every event make sound, and the least
dense setting will have no events make sound. If the next event is to have sound,
the density decider sends a bang on the next now channel, which cues the synthesis process, and if the event is to be silent, a bang is sent to the silent event
sub-patcher. The silent event sub-patcher receives the next duration from the
duration decider and lets that amount of time pass in silence before sending
a bang to the density decider to cue the decision process for the next event.
This system allows for the MPS to control the density of the texture without
necessarily changing any of the other duration parameters, so it is possible for
IMP to play sparsely in a setting that still has a relatively short duration of
events, or densely in a setting that has relatively long event durations.

3

Musical Personality Settings

One of the goals of this research was to design a system with variable sets of
behavioral characteristics, or musical personalities. This is implemented in IMP
through the Musical Personality Settings (MPS), which are seven separate parameters that influence various aspects of IMP’s behavior. The parameters are:
Density of Events, Length of Events, Rhythmic Regularity, Frequency Listenerness, Duration Listenerness, Melodicness, and Variation.
These parameters were selected so that various aspects of IMP’s behavior
could be controlled independently. The MPS are used to weight decisions made
in the generative algorithms, which generate the actual data used to create the
sounds (frequency, duration, etc). The MPS affect musical output by affecting the
ways in which the generative algorithm makes its decisions. Each MPS parameter
is controlled with a slider on the MPS interface. The interface also contains the
mechanism for setting the length of an episode (or performance), and a visible
timer to give the performer a reference for the amount of elapsed time since the
beginning of the episode.
2

The choice of FM synthesis as IMP’s voice was as much an aethetic decision as a
technical one. While it was tempting to try to design IMP with a more organic voice,
in part to try to make the human performer forget that IMP was not in fact human,
I ultimately decided that giving IMP a voice that would remind the performer that
IMP was not human was a better path.This decision is covered in greater detail in
my thesis[2].
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The Density of Events parameter controls the weighting of the density
decider ’s decision algorithm, which decides whether an event will make sound
or not. The higher this parameter is set the higher the sound to silence ratio will
be. This parameter is also influenced by what is heard from the human, once an
episode begins.
The Length of Events and Rhythmic Regularity parameters work together
to control IMP’s tempo and sense of pulse. I use these terms (tempo and sense
of pulse) loosely in this context, since there is no abstraction of meter present,
but there can be a sense of IMP playing faster or slower, and in more or less
regular event lengths. The Rhythmic Regularity parameter controls a pool from
which duration proportions are chosen in the creative algorithm, and the Length
of Events parameter controls a factor that controls the speed at which these
proportions are realized.
Listenerness is a term I have coined to describe the two parameters that control IMP’s responsiveness to human input. The lower the listenerness value, the
more independently IMP will behave, and the higher the value, the more IMP
will derive its output from what it has heard from the human. There are two
listenerness settings; one for frequency and one for duration. Frequency Listenerness controls the weighting of the frequency decider mechanisms and influences
whether IMP’s pitch output is derived from its creative algorithm or from the
pool of pitches it remembers hearing from the human. Duration Listenerness
controls the weighting of the duration decider and similarly influences IMP’s
output in terms of duration of events.
The Melodicness parameter sets a set of pitches from which the creative
algorithm chooses when IMP is generating content on its own. As the value
moves from low to high the pool of available pitches moves from pentatonic sets,
through major scales, melodic minor (ascending) scales, diminished scales, whole
tone scales, and finally to a fully chromatic set of pitches.
The final MPS parameter is Variation. This parameter weights the decisions
made by the global variation module, which controls a mechanism that causes
variation of the other MPS parameters. The most often the parameters will
change is once per second, and the least often they will change is every 100
seconds, with the largest possible jump on any MPS scale being 10 units, on
a 128 unit scale. This keeps IMP’s output from seeming static in content, but
helps avoid seemingly random huge shifts in musical space as well.

4

Listener System

The listener module receives in the incoming audio signal from the human via the
ADC, performs the audio feature extractions, and sends that extracted feature
data to other IMP modules or to The Wekinator. The central component in
the listener module is the analyzer∼ object, which is a Max/MSP extension
programmed by Tristan Jehan. The analyzer∼ object outputs seven different
audio features, and IMP uses five of those: pitch, loudness, brightness, noisiness,
and attack.
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Pitch is output as frequency in Hz, which is stored in the frequency decider
module. Onset detection is done using a combination of pitch and amplitude
analysis. A bang is sent out of the attack outlet whenever a new onset is detected. This onset bang serves two important functions. The first is that it cues
the current pitch to be sent to the heard freq channel. The second is that it is
sent into the onset average subpatcher, which is used to keep a running average of the time between the last ten onsets detected from the human input, as
well as to send the elapsed time between each individual onset on the heard dur
channel, which goes to the duration decider list of heard durations. The loudness, brightness, and noisiness features are sent via OpenSoundControl[1] to the
Wekinator, where they are used to control the timbral interaction system.

5

Creative Algorithm

There are two primary modules in the creative algorithm: the frequency decider,
and the duration decider. Each functions very similarly, but their processes do
not affect each other. The beginning of the new event process works similarly
on both the frequency and duration deciders. A bang on the next now channel
cues each new event. That bang causes a decision to be made as to whether the
next event will come from IMPs generative algorithm or IMPs pool of heard
events. This is the way in which IMP can play off of what it has heard, or
introduce independent new material. The frequency and duration deciders each
have two sides: one side is a list of heard data, and the other side is the generative
algorithm, or the part that makes IMP’s original output.
On the heard data side of the duration decider, each new heard duration is
entered into a list that keeps the last ten heard durations. When the next now
bang is sent to the heard data side, one of these ten most recently heard durations
is selected randomly, and output as the next duration on the next dur channel,
which is received in the synthesis module and stored in the amplitude envelope
until the next now triggers an event and a new duration is sent. This side of the
decider also keeps a running average of the list of heard durations that can be
used to change the length and density MPS. This average is scaled to fit the MPS
values, and every 500 ms a decision is made to change or not change the MPS
based on the current average of heard durations. The average is scaled differently
for the length and duration MPS, and the decision to change each MPS is made
independently. This system keeps IMP in a similar density and speed area as
the human improviser, but does allows for some divergence in terms of these
parameters as well. It has the effect of varying how much it seems like IMP is
following or ignoring the human.
On the generative algorithm side of the duration decider, IMP chooses a
duration proportion from a set of lists of proportions, and that proportion is
multiplied by a length factor to get the next duration. There are 15 different
files of proportion values, one of which is loaded into the duration coll object
(dur coll) based on the rhythmic regularity MPS. The lower the rhythmic regularity MPS value the more varied the proportions are. The more similar the
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duration proportions, the more of a sense of pulse one hears from IMP. There is
a rhythmic variation decider that uses the variation MPS to change the choice
of proportion coll file during the course of an episode. If the next now bang
is sent to the generative algorithm side of the duration decider, a proportion is
output from the currently loaded duration coll.
Once a proportion is sent from the duration coll, it is multiplied by a length
factor. This length factor is controlled by the length MPS. The shortest duration
that IMP will create from its generative algorithm is 50 ms, and the longest is
2500 ms (2.5 seconds). This proportion/length factor system allows IMP to deal
separately with the sense of pulse and the sense of speed. Rhythmic regularity
with long lengths will feel slow but have pulse and rhythmic irregularity and
short lengths will feel fast, but with little feeling of pulse. The length factor is
also influenced by the input from the human, so IMP will follow the human’s
tempo, for the most part, although as was mentioned earlier there is a mechanism
in place to keep the following from happening too closely.
The frequency decider has a very similar structure to the duration decider.
On the heard data side there is a list of the last ten heard frequencies, and each
new heard frequency is added to that list. If a next now bang is routed to the
heard data side of the frequency decider, a frequency from the list of the ten
most recently heard frequencies is selected. This randomly selected frequency
is output as the next freq, and a loop is setup that will output the rest of
the list as the next frequencies. For example if the initial next now bang causes
the heard frequency in index 7 on the list to be chosen, then the next three
frequencies sent will be indexes 8, 9, and 10. After the end of the list is reached,
the system resets to choose the next frequency from either the heard data side
or the generative algorithm side. This loop system causes IMP to play not just
one pitch that it has heard from the human, but a series of pitches, and in the
same order that they were heard.
The generative algorithm side of the frequency decider is structured similarly
to the generative side of the duration decider. There are 42 different files of sets
of pitches, and one of those files is loaded into the frequency coll (freq coll)
based in the melodicness MPS. The lower numbered sets are major pentatonic
scales, and as the numbers go up they cycle through major scales, ascending
melodic minor scales, diminished scales, whole tone scales, and finally a chromatic scale. There is a melody decider that changes the choice of frequency
coll file, according to the variation MPS, during the course of an episode.
Once a frequency is sent out of the current frequency coll, a loop is enabled
that will select the next 1-5 pitches in a stepwise relationship to the original
pitch within the frequency coll. The steps may move up or down, or any combination of up and down. This feature gives IMP’s output a little more melodic
coherence. While it does not eliminate large melodic leaps, it does force at least
occasional stepwise motion. Each frequency is sent out on the ”next freq” channel, which is received in the synthesis module and stored as the frequency of the
carrier oscillator until a next now bang triggers an event and a new frequency
is generated.
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7

Machine Learning and Timbral Interaction

IMP uses The Wekinator[6], which is a real-time machine learning application,
to analyze incoming timbral information, and to send appropriate timbral output data to the synthesis module. While IMP is playing, the Wekinator is running as a separate application. IMPs listener module sends loudness, brightness,
and noisiness data to the Wekinator via OSC. The Wekinator runs these three
streams of data through a neural network that outputs a single value between
0 and 127, which is sent back to IMP via OSC where it controls the timbral
elements of the synthesis module.
The Wekinator must first be trained by playing tones into the feature extractor (which is part of the listener module), and assigning a value between 0 and
127 to each sound played in. This is usually done with 0 being the most pure
tone, and 127 being the noisiest tone. However, if one wanted IMP to respond differently in the timbral domain, one could train the Wekinator differently. When
IMP gets a 0 from the Wekinator, IMP plays its most pure tone, and a 127 gives
its noisiest tone, with the varying degrees in between. With that knowledge, the
Wekinator could be trained for any given input to make pure tones or noisy
tones, as long as that input is associated with that value in the training stage.
For most of IMPs testing I used a set of training data comprised of solo trombone and solo saxophone recordings. This was done in hope that one universally
useful set of training data could be used for all performers with IMP. That may
still be possible, but a much larger sample size will be needed, so individual instrument training sets have been devised which have proved to be more accurate
with smaller amounts of training data.
The value returned by the Wekinator is received in the timbral noise module. This incoming value is in constant flux, so the timbral noise module polls
that value every 50 ms and keeps a running average of the ten most recent
polled values, and this average is what is used to drive the timbral variations in
IMPs sound. Using this running average smooths the data flow, creating a more
organic, less scattered result.
The value from the Wekinator is tied to the gain on the second order modulation oscillator in the synthesis module. This means that when the human is
playing pure tones, the second order modulation is turned off. As the human’s
sounds get noisier, the second order modulation depth is increased and IMP’s
tone gets more strident. After a certain threshold, the harmonicity ratio on the
first order modulation begins to change to a non-harmonic ratio as well, which
can get quite crunchy. This direct relationship between the timbre of the human
input and the timbre of IMP is the way I prefer to play with IMP, but it is
entirely dependent on how the Wekinator is trained. Different training data can
produce very different results.

7

Conclusion

This outline of the general structure of IMP shows a system that can be expanded
and varied with some ease. Each aspect of the analysis and decision making is
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compartmentalized so that existing aspects may be altered without having to
change the entire system, and new features can also be plugged in. At this point
in its development, IMP is really just out of the proof of concept stage. IMP has
been used with success in public performance, but there are still many areas of
planned further development. A system for analyzing the amplitude envelopes
of events heard from the human, and incorporating that information into the
synthesis module’s enveloping system will be the next addition, followed by an
expansion of the timbral variance capabilities.
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Appendix: The Software Archive
The IMP software package is archived at http://research.jeffalbert.com/
imp/, along with links to related publications, and available audio and video of
performances with IMP.
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Abstract. Mobile devices typically include a built-in camera that allows
high definition video recording. This, combined with last generation mobile processors, makes possible real-time computer vision that can potentially enhance the interaction with various mobile applications. We
propose a system that makes use of the built-in camera to recognize and
detect different hand gestures that could be ultimately mapped to any
application. As an example, we show how the system can control realtime music synthesis parameters, and to better capture its effectiveness
we provide links to video demos. We then show how our method is easily
extendible to other applications. We conclude the paper with qualitative
usage observations and a discussion of future plans.
Keywords: computer vision, hand recognition, mobile interface, mobile
music

1

Introduction

The advent of multitouch mobile computing devices has led to a significant
increase of the use of technology in our day to day lives. Many of these devices
include multiple cores that make the computation of real-time high definition
graphics and low latency, high quality audio feasible. Moreover, these devices
typically include a built-in high resolution camera to provide photo and video
recording to their users. One of the interesting questions that these portable
devices raise is how we can improve the interaction with them.
We propose a framework to detect hand gestures with a built-in camera in real
time. We then use these recognized gestures to control different audio synthesis
parameters enabling a naive user to play the instrument in the air. In contrast to
proposed systems [8, 13], our method identifies different hand gestures without
the need for special color marked gloves or any other type of additional hardware.
Thanks to recent technologies like, e.g. Kinect3 or Leap Motion4 , high quality
?
3
4

Thanks to Fundación Caja Madrid for the funding.
http://www.xbox.com/KINECT
https://www.leapmotion.com/
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sensors have become widely available, so can support music and multimedia
interfaces (e.g. see [16, 12]). However, in this project we rely solely on common
portable devices.
As discussed in [2], traditional musical notions should remain in electronic
music, otherwise the audience may not properly interpret the different cues in
the audio. By having an instrument that is played similarly to a more classical Theremin [6] (i.e. by using different recognizable gestures that produce a
qualitative transformation on the audio), we would not only make spectators
appreciate the music in a desirable way, but would also provide the performer
with a portable instrument that can be easily played virtually anywhere. (see
Figure 1 for a Screenshot of our application).

Fig. 1: Screenshot of AirSynth recognizing one open hand with the detected finger tips
or convex points (in purple and orange) and finger web or defect points (in cyan).

Various hand detection algorithms have been presented in the past, mostly
under the computer vision framework [10, 18], and more recently in portable
devices5 . In this project we propose to first recognize the hands using a color
filter that is set up to map the skin color (similar to [17, 4]). Then, after applying
different transformations such as blurring or high contrast, the image is treated
as a polygon, where a classic convex-hull algorithm [1] is applied. Applying a
specific heuristic algorithm, we can classify various gestures of the two hands at
a given time.
These gestures and the distance to the camera (i.e. the size of the hands)
can be used in real-time to capture different gestures as in [9]. In our music
application, this results in a synthesizer that is played solely by moving the
hands and fingers in the air (links to various video demos are available in section
3.3).
5

http://www.nanocritical.com/nanogest/, http://eyesight-tech.com/technology/, or
http://www.yonac.com/AirVox/index.html
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3

Detecting Hands

In order to make the process achievable in real-time on portable devices, the proposed hand detection algorithm avoids expensive computational techniques such
as neural networks [15] or support vector machines [18] (other machine learning
techniques are described in [5, 7, 3]). Instead, the detection of the hands can be
divided into two subproblems: the acquisition of the data points representing the
defect areas (the triangular regions between the bases of pairs of fingers) for the
convex-hull of each hand, and the determination of the number of finger webs
for each hand given the triangular regions.
2.1

Defect Points Acquisition

The goal of this part of the algorithm is to obtain a set of points representing
the defect areas from an RGB image represented by a 2D matrix X. In general,
a defect area is the area between a polygon and its convex hull. A convex hull
is the smallest outer envelope that contains a specific set of points (in our case,
these points are a polygon that approximates the shape of the hand). The block
diagram of this process is depicted in Figure 2, and a visual example of it can
be seen in Figure 3.

Fig. 2: Block-diagram of the acquisition of the defect points from an RGB image.

The process starts from an RGB image X that is transformed into the Y Cb Cr
color space. The Y Cb Cr model, instead of being an additive color space like
RGB, stores a luminance value Y combined with two different color parameters:
the blue difference Cb and the red one Cr . This model makes the skin filtering
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Fig. 3: Example of the acquisition of the defect points.

method more robust and easy to implement than additive/subtractive methods
such as RGB or CMYK, since the color is determined by only two values (Cb
and Cr ). Generally, the only parameter that must be tuned is the luminance Y .
More information on the Y Cb Cr model for skin detection can be found in [11].
The next block filters out those pixels from the Y Cb Cr image that are not
within a set of threshold parameters that represent skin color, quantized by
the maximum and minimum values of Y , Cb and Cr . These parameters should
be tuned every time the light of the environment changes. However, since we
are using a Y Cb Cr model, the thresholds for Y are the only ones that will
dramatically change depending on the luminance of the room.
After that, the filtered image is blurred by an average filter. A non-linearity
of high contrast is applied in order to remove small artifacts that might appear
after the filtering. Then, the colors of the image are transformed into black and
white to be able to apply the convex-hull algorithm in a more robust way.

Fig. 4: Example of the acquisition of the defect points.
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In the following block we look for the two biggest areas in the B&W image.
These areas represent the actual hands being tracked by the camera. They are
required to be greater than a certain area threshold θ to avoid having little artifacts mistakingly identified as hands. In case there are two hands, we distinguish
them by checking the center of the detected areas: the left center will belong to
the left hand and the right center to the right one. If there is only one hand
facing the camera, we assume that it is the right hand, which will be useful in
order to map it to different controls as we will see in Section 3 (this could easily
be changed for left-handed users).
Once we have recognized the area of the hands, we approximate a polygon
for each hand so that we can ultimately apply a convex-hull algorithm for each
polygon. The polygon is approximated by a specified number of vertices V , using
the classic algorithm described in [14]. Then the convex-hull algorithm, initially
introduced in [1], is applied. This algorithm returns the smallest convex polygon
that envelopes the polygon representing the hand (see Figure ??). After that
we can finally obtain the defect areas, which are the triangular areas between
the convex hull and the actual polygon. This is the output of this part of the
algorithm.
2.2

Recognizing Gestures

Our proposed algorithm identifies different gestures by counting the number of
finger webs (i.e. the space in between two stretched fingers). There are five different finger web combinations for each hand: from 0 to 4 finger webs detected. This
yields a total of 25 different possible combinations to map to various application
parameters when using both hands. On top of this, we also detect the distance
of the hands to the camera (by checking the area size), thus providing another
dimension to these 25 recognizable gestures. In this subsection we detail how to
heuristically characterize these gestures. A list of possible detected gestures for
a single hand can be seen in Figure 4.
At this point of the algorithm we have the defect areas represented by Ai =
{Psi , Pei , Pdi }, i ∈ [1, N ], where Psi , Pei , and Pdi are the starting, ending, and
depth points of the i-th defect area respectively (note that all defect areas are
triangular, so we need only three points to represent them), and N is the number
of defect areas. We are now ready to capture different gestures in real time.
For simplicity, we assume that the finger tips are going to be facing the upper
part of the image, even though this could be easily inferred from the different
points programatically. First, for each defect area Ai , we compute the average
Euclidean distance Di between the starting and ending points to the depth point:
Di =

||Psi − Pdi ||2 + ||Pei − Pdi ||2
2

(1)

If Di is greater than a threshold value η —heuristically determined by the
area of the entire hand j—, then we might have identified the separation of two
stretched fingers (i.e. a finger web). This heuristic value is computed as follows:
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p
ηj =

Hj
5

(2)

where Hj is the hand area of the j-th hand, and ηj is the threshold for this
same hand. Note that there will be a maximum of two hands at a given time,
therefore j ∈ [0, 2]. This value proved to work best in different qualitative tests
and it is highly robust to the distance of the hand to the screen.
Finally, we check that the starting and ending points (Psi and Pei respectively)
are under their associated depth point Pdi in the vertical dimension of the image.
Since we assume (for the sake of discussion) that the fingers will always be
facing the upper part of the image, we can easily determine whether the fingers
are being showed or not by checking the vertical dimension of these points. If
this is the case, and Di is greater than ηj , then we will have found a finger web
for the hand j. Formally:
Di > ηj ∧ yPdi < yPsi ∧ yPdi < yPei
j

j

j

(3)

j

where yPji is the vertical dimension (y) of the i-th point P of the j-th hand.
We do this process for each defect area of each hand.
This algorithm has been implemented in a 3rd generation Apple iPad using
the OpenCV framework6 , where methods for polygon approximation and convexhull are available. The entire algorithm runs in real time, processing around
20 frames per second, including the audio synthesis described in the following
section.

3

Application To Music

In order to show the potential of this proposed technology, in this section we
describe a specific application to manipulate and generate audio in a digital
music instrument. The process of creating music is one of the most expressive
activities that humans can perform, and by making use of different gestures the
interaction with the device becomes more engaging, both for the player and the
listener. Moreover, having this new instrument implemented in a portable device
makes it easier to use and to perform virtually anywhere. We call this instrument
AirSynth since it can be played solely by moving the hands and fingers in the
air.
In AirSynth, each hand has a very different role: the right hand is the one
responsible to generate audio, and the left hand the one to control the other
synthesis parameters and background drones (this of course could be switched
for left-handed performers).
6

http://opencv.org/
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7

Right Hand

AirSynth maps the distance of the right hand to the pitch of a specific type of
wave. Thus, the interaction resembles that of a Theremin[6], where the closer
you place your hand to the device, the higher the pitch will be.
When no finger webs have been detected in the right hand (see Figure 4a),
the sinusoid is silenced. For other possible gestures (see Figures 4b–e), different
types of waves are produced: sinusoidal, saw tooth, square, and impulse train.
3.2

Left Hand

The left hand is responsible for adding different features to the sound being
produced by the right hand. It can also trigger different drone samples. The
effects we have implemented are reverb and delay, which are activated by facing
2 or 3 finger webs respectively. To do so, we have only to show these gestures
once, and these effects are activated until zero finger webs are detected. With two
finger webs detected, the pitch of the right hand will be locked to a pentatonic
scale instead of a constant glissando. Finally, to launch different samples or
drones, 4 finger webs will have to be detected during at least 1 second.
3.3

Musical Performance

The interaction with the instrument is a very expressive one, both sonically and
aesthetically. Various videos are available online7 . The fact that both hands have
a relevant and distinct role when performing, that neither is touching anything,
and that the interaction is happening without noticeable delays, may make it
attractive to different performers to explore various sounds and other possible
mappings using this technology.
In a real environment of a music performance (e.g. rock concert), light is
likely to be too dim or to frequently change. In order to overcome the problem of
light adjustment, we could add a small light underneath the device to effectively
detect the hands.

4

Conclusions

We have presented a robust technology to detect different hand gestures using
an efficient algorithm that is capable of running in real-time on portable devices
with a built-in camera (e.g. smartphones, tablets). The algorithm applies various
color filters and transformations to the input video image to detect the hands and
number of separated fingers in each hand. We have presented a music instrument
that makes use of this technology (implemented in a 3rd generation Apple iPad)
to obtain an expressive and enjoyable experience for both the performer and
listener (see the provided URL in section 3.3 for video examples).
7

http://tinyurl.com/qd4f58p
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Abstract
There is a common agreement among researchers about the involvement of
multiple senses while taste is being perceived. Also, for restaurants, pubs and
similar places there is growing awareness of the significance of the quality of
the soundscape and its influence on taste. This project proposes to study the
perceptual interaction of taste and audition in the context of the primal activity
of feeding. Our aim is also to improve ambient auditory stimulation in
psychophysical experiments on tasting experiences using state-of-the-art
techniques in engineering acoustics.
Keywords: Auditory perception, crossmodal correspondences, virtual
acoustics, contemporary gastronomy

1 Introduction
Sound can change taste
There's growing awareness of the significance of the quality of the soundscape in
restaurants, pubs and similar places as well as of its influence on people’s
experiences: research has shown that several psychoacoustic factors play a role
[22,23]. The acoustic aspect of comfort is not explicitly taken into account in the
overall judgment or commercial valuation of food and drink catering establishments.
On the other hand, the contemporary gastronomy community envisions a fully multisensorial experience for the near future. This publication refers to a starting project
where experimental psychologists, contemporary gastronomes and acousticians are
working as one team to study the influence of sound on taste during a gastronomic
experience. For this, we defined a four-step process dealing with two main research
questions.
How do sonic environments enhance tasting experiences?
First, a team of acousticians will record real gastronomic scenes, during the cooking
and eating process. Second, the information acquired is emulated and analysed in a
controlled environment, extracting its physical and psycho-acoustical characteristics.
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Third, psychologists conduct experiments that use the emulated soundscapes for the
perceptual analysis of the eating process, aiming to quantify its influence on the
perception of taste. Finally, there is the development of a fully customized and
controlled artificial immersive-soundscape, where it will be possible to translate the
desires of the contemporary cooking field into the sound field.
How does tasting involve all senses?
There’s a common agreement among researchers about the importance of the
involvement of multiple senses during the tasting experience: The future of
gastronomy will involve them all.

2

Research Objectives

The idea proposed is based on the hypothesis that it is possible to improve ambient
auditory stimulation in psychophysical experiments using state-of-the-art techniques
in engineering acoustics related to tasting experiences, taking laboratory-only singleuser tests to in-situ multi-user environments, where external influences should play an
important role towards obtaining more reliable results. The study should follow 3
main objectives:
A. The main objective of this project is to establish a link between the acoustic and
gastronomic experience. This requires:
1.

Establishment of the most relevant (psycho) acoustic parameters related to
comfort by systematic mapping of the soundscape in restaurants. This
assessment goes along with assessing people’s subjective perception by
means of interviews and questionnaires in-situ.

2.

Transference of laboratory-only studies to in-situ environments.

3.

Application of electro-acoustical immersive technology to upgrade singleuser cognitive tests to multi-user cognitive studies in a psychoacoustic
laboratory.

B. The second objective is to promote the scientific multidisciplinary work, adding
engineering and art sciences to experimental psychology studies by:
1. Participating in the current scientific discussions regarding the future of
gastronomic experiences.
2. Improvement of the technological access into the Experimental Psychology
research field.
3. Generation of new ways to use emerging technology in the field of
multichannel recording and immersive soundscapes.
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C. The third objective is to offer a knowledge transfer to restaurant ratings worldwide
such as the Michelin Guide.

3

State of the Art

A considerable amount of research is focusing on several aspects of the cognitive
process and the correlation of senses. While the acoustic conditions in restaurants can
be investigated from different points of view, there are no generally accepted methods
for the assessment or prediction of restaurant soundscapes [24]. Most of the published
literature deals with measurements of ‘multi-talker’ sound, suggestions of simplified
prediction methods and applications of universal design principles or soundscape
assessments. Publications in international peer-reviewed journals are predominantly
related to investigations of the Lombard effect [19] and the cocktail-party-effect [20],
[21]. Some studies have been performed about the pleasantness of restaurant sound in
relation to the enjoyment of the meal [23], [22]. The influence of background noise on
flavour’s perception is constantly being investigated. Woods (2011) concluded [18]
that perception of sweetness and saltiness are influenced by white noise. The same
happens regarding the perception of crunchiness. The influence of background noise
on pleasure while eating has also been investigated by different disciplines [1], [3],
[6], [10], [11], [14], [17], [18]. Ferber and Cabanac studied the perception of taste
with strong sweet samples and users reported that the flavour perceived was more
pleasant with the existence of loud background noise and/or music - over 90 dB [6]. In
2012, Stafford reports that his participants evaluated the perception of alcoholic
beverages’ flavour ingested under the influence of strong background noise as sweeter
[17]. The food industry is constantly investing resources to study the impact of
soundscape characterization in food shopping and consuming environments and even
in the presentation of products, for example the influence of the sound generated while
opening a food package or a can of beverage [13], [18]. Areni and Kim found [1] that
people buy more expensive wine while there is classical music than when there is pop
music in the background. In 1997, North stated [10] that consumers are unconsciously
influenced by background soundscape while shopping. In his study it was shown that
when French music was played with accordion at the wines section, consumers bought
more French wine, while when playing German songs consumers bought more
German brands. There are studies where crossmodal perception between hearing and
taste is analysed. On one hand, Holt-Hansen provided [7] two options in the
consumption of beers while observers turned a knob that controlled a tone generator,
with the goal of finding the frequency range that “matched” the taste of the specific
sample of beer. In this attempt of understanding the correlation of senses taste and
hearing, results for the two types of beer fitted in specific different frequency ranges.
On the other hand, Crisinel developed [5] a method for crossmodal studies between
hearing and tasting, where she uses as gustative sample toffee, since it has defined
flavour components of bitterness and sweetness. The experiment studied how subjects
characterize flavour under the influence of two different sonic stimuli: one soundtrack
was developed to be more congruent with sweet flavour and the other with bitterness.
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Final results confirm the direct influence of customized sonic stimuli in taste.
Recent publications are focusing on the importance of the implementation of highly
controlled laboratory experiments and ways to generate more accurate in-situ data.
One of the common conclusions is that what the consumer hears has a role on how we
select the food and in our taste perception. Contemporary chefs are having open
discussions with the scientific community aiming to define the future of Gastronomic
Experiences: The fact that the multi-sensorial eating experience will be further
explored is universally accepted. There is a common agreement among researchers
and developers about the importance of involving all senses during the gastronomic
experience.

4

Methodology Proposal

We aim to merge experimental psychology studies with sound and acoustics
engineering (subsequently, when discussing the experiments, we’ll be referring to
them as psychological experiments). The method consists of three complementary
studies, which should be developed chronologically. These studies are:
4.1 Case study with focus group: Taste and sound stimuli preparation
Our experiments require selection and preparation of (i) taste stimuli and (ii) sound
stimuli. The participants of the “Experts” Focus group should consist of: People
working in contemporary gastronomy (chefs, cooks), acousticians, soundscape
designers, and other stakeholders such as “Michelin” and “Trip advisor”
representatives (professionals involved with contemporary gastronomy). The
instruments to be used during this study are: Literature review, questionnaires, joint
discussions and paper overviews.
(i) Preparation of the Taste stimuli: For this first step, we use the crossmodal
correspondences between flavour and sonic information that has been previously
reported in two other studies [5], [12]. The focus group must use the information
available in these two studies to form three pairs of flavour parameters (e.g. sweet and
bitter; salt and acid). These pairs of flavours are the basis of the food samples to be
prepared during the next steps of the methodology. Literature suggests that crossmodal
auditory modulations of flavour might be more prominent under conditions where
different competing tastes/flavours are present simultaneously [8], [15], [16]. Tasting
samples have to be able to provide both flavour parameters and they must be located
in specific parts of the tongue.
(ii) Preparation of the Sound stimuli: Sound stimuli are being developed by
acousticians, soundscape designers and musicians. It is necessary to generate such
compositions based on information and tools available [5], [12]. Grounded theory
approach is used to grasp additional information from gastronomes (by means of
questionnaires and interviews). Methodology on combined taste-sound pairs is based
on crossmodal correspondences between various parameters of musical composition
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and specific taste/flavour attributes [16], [2], [9]. Each soundtrack produced should be
congruent with a flavour parameter involved (e.g., if the pair is sweet and salt, one
soundtrack should be congruent with a salty flavour and the other with sweetness).
4.2 Case study with “potential common users”: Flavour-soundtracks pair
effectiveness
Sound and taste stimuli theories developed from the previous study (4.1) are used for
tests in the laboratory, where the expertise from gastronomes, acousticians and
psychologist are merged in one experiment. To avoid bias, participants are people not
directly involved with acoustics, psychology nor gastronomy (professionally
speaking). The main task of this case study is to validate which of the previous
proposed samples are most capable of influencing the user's perception.
Selection of participants takes into account: gender, age, education level, exclusion
criteria (e.g. obesity), feeding preferences and habits, among others (to be defined).
Instrumentation involved consist of a sound reproduction-laboratory, which must be
equipped with high soundproofing insulation, the highest standards of sound
reproduction quality, acoustical treatment and a sound production system similar to a
recording-studio. It is also necessary to have computer-based routines prepared for
listening tests. Finally, a computer-based evaluation system developed for
psychological studies is used for statistical analysis of subjects’ answers. Tasting
stimuli created by the focus group are included in this test (4.1). They will be
produced inside an existing cooking facility.
Sound Stimuli are presented over headphones at a unique sound level for everybody,
at all times. Participants are presented together with small pieces of tasting samples.
They are not informed that the samples are exactly the same. Every test begins with
one of the soundtracks presented at the same time that a tasting sample is given to the
participant. The soundtrack should last less than 1 minute, during which the
participants score three different scales. They are asked a question in relation to each
scale. Questions asked during the experiment are based on the knowledge acquired
from literature and outcomes from the experts group (4.1). Each participant tastes two
samples for each soundscape. The order of presentation of the soundscapes is random.

This methodology structure uses as reference the method proposed by Crisinel - A
bittersweet symphony: Systematically modulating the taste of food by changing the
sonic properties of the soundtrack playing in the background [5]. The outcome result
of this study is an adaptation and validation of the method used as reference [5], which
will also provide the most effective pair of flavours/soundtracks. After this step, it is
possible to take the study into the immersive level.
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4.3 Immersive study: Virtual Soundscaping
Immersive experiences are developed in laboratory (4.3.A) and in-situ (4.3.B)
environments. Not only basic samples are used but more complex eating and sonic
environments are presented.
The task group consists of contemporary gastronomes, psychologists, acousticians,
sound engineers with experience in soundscape design as well as common users
without any involvement in disciplines directly related to this project. To avoid bias
sample, they must not be the same participants from the previous studies (4.1 and 4.2).
The multichannel sound recording system used for in-situ recordings is equipped with
surround microphones with customizable polar patterns to act as a microphone array.
The system should be visually discrete, so it can be used in-situ without being
obtrusive. The same sonic multichannel reproduction laboratory implemented for case
study 4.2 can be used for experiments 4.3. The system must be configured to achieve
perfect compatibility with the multichannel recordings. Finally, the same control
systems used at study 4.2 for soundtracks playback and psychological data collection
can be used for this final case study.
Tasting samples involved in these cases are produced at a cooking facility.
The soundscape emulated during laboratory tests (A) are based on recorded and
simulated environments. Recordings are made in different restaurant environments,
such as production (kitchens) and degustation (eating) areas. As mentioned before,
these high-quality multichannel recordings made in-situ are used for virtual
reconstruction of soundscapes. After recording, data acquired is analysed and
processed with the goal of reproducing it in a controlled laboratory environment (A).
It is important to understand that the surround quality of recordings is determinant for
the achievement of an immersive perception.
With the soundscaping system ready, we prepare the experiment from study 4.2 to a
group of users under the influence of the virtual sonic environment achieved through
the multichannel sonic-immersive system implemented in laboratory (A). First, users
are exposed to the same soundtracks from study 4.2 with silent background. Second,
they are exposed to the same soundtracks added to the recorded soundscape from the
degustation zones of visited restaurants (eating zones). And third, users are exposed to
a customized background soundscape, adding recorded elements from the cooking
process. This test should follow the same method applied in case study 4.2. The
outcome of this part should be a relation between the data obtained in the previous
experiment (4.2) and the new data acquired whit users under the influence of the same
immersive sonic technology (meaning without headphones). It is important to remind
that during tests made at studies 4.3, only the most effective pair of
flavours/soundtracks are being presented.
For the next part, users are transferred into a real environment, with the same
restaurant eating zones where the sonic samples were registered. (B) The multichannel
reproductive system is also taken into the restaurant, permitting the presence of the
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sonic elements added artificially to the customized soundscapes during in-situ studies.
The outcome of this final part should be a relation between the data obtained at in-situ
experiences (B) with the data obtained during the immersive test developed at the
laboratory facility (A).
Summarizing: At the beginning of our experiment we use specific stimulus categories
combining flavour and sound that might have a well-defined influence on the tasting
experience (4.1). After stimuli have been validated concerning their effective
influence (4.2), we apply those in a real gastronomic environment (4.3), adding
custom made soundscapes and collecting relevant data of the real influence of the
hearing sense while eating.

5

Impact analysis and future discussion

Research in multisensory perception is being carried out worldwide. Several
disciplines are merging forces towards a better understanding of the underlying
cognitive processes. Our proposal follows this line of thinking: We believe that this
multidisciplinary method could generate accurate results.
Experimental psychologists are working together with neuroscientists and state-of-theart engineering to provide breakthrough results and better methods for reliable data
acquisition. In our case, the objective of applying the expertise of acousticians is a
clear example of how merging different disciplines can expand the horizons of
scientific research.
The field of acoustics is more and more present in our society every day. We have an
actual interest on how the perception of noise influences our social habits and how
cultural aspects are directly involved in auditory education. All great research labs
worldwide host researchers focusing on acoustic studies, and in Belgium this is not
different: KU Leuven is a pioneer in the field [26]; INTEC at University of Gent is a
renowned research facility with more than 20 years of experience that is every day
more involved with environmental monitoring using sound as its main input data, such
as the IDEA project [27].
Our research has also potential impact among other disciplines that invest efforts in
studying perception through different angles, such as:
Virtual Reality: The virtual component of our society is growing constantly. We have
several technologies for entertainment and services that capitalize on virtual
interaction. Since the way we perceive our environment is directly bounded with our
senses, to achieve a fully multisensory experience it is necessary to keep on focusing
into a better understanding of cognitive processes.
Contemporary Gastronomy: The art of eating is the biggest inspiration for this project
and the answers that we will generate may have important applications for
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contemporary gastronomy. Cooking and tasting with all senses is a true desire of the
gastronomic community and with this opportunity we can help into a better
understanding of the role of hearing while we taste.
Artificial Intelligence and Computational Neuroscience: Mapping the brain is a
common line of research, not only in academic scientific research groups but also at
big companies from the private sector, specially the ones involved with computer
sciences. The development of artificial intelligence is on the go and big players are
dedicating considerable amount of resources into a better understanding of how the
human brain works. We can help obtaining relevant data and adding value to such
industry fields. Merging top of the line acoustic knowledge and experimental
psychology can generate a strong interest for future collaboration between such
communities. As mentioned before, the empirical junction between engineers and
scientists accelerates research processes and promotes the development of more
effective methodologies.
Cognitive Healthcare: A better understanding of the influence of audition while eating
should provide interesting and important data that could allow healthcare and mental
care applications through cognitive behavioural therapies.
Finally, towards a better understanding of the impact probabilities, we prepared
several collaboration opportunities, involving different sectors of society.
Direct contact with one of the most important contemporary gastronomy laboratories
worldwide has been established, with the goal of validating the possible impact of our
project: The Canroca brothers, owners of the Restaurant “El Celler de Canroca” which
is considered to be the best restaurant in the world1, are considerate researchers in
gastronomy. They have actual interest in participating in our multisensory research.
They and other world-class chefs were invited to Harvard during 2010, 2011 and 2012
for master classes to share achievements [30]. The Canroca brothers’ latest
involvement with immersive experiences is called El Somni [25], an overall multidisciplinarian, analogue, digital, real, dreamy, cybernetic and culinary work. They
combine opera, electronica, poetry, 3D, performing arts, singing, painting, film, music
and cookery into a gastronomic master piece, that tries to bring all senses into the
eating experience. Although their initial approach uses technology as a simple
provider, they could use our results as insights for a better understanding of what they
want to achieve and how they can do it with a scientific approach.
Charles Spence, Head of the Laboratory of Crossmodal Research at University of Oxford is interested in this type of proposals. He is an important researcher into percept-

1 Source: The World’s 50 Best Restaurants / 2013
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ive fields, such as auditory perception and audio branding [28]. According to him2, to
have a better understanding of auditory cognitive processes, a constant improvement
of acoustic and electro-acoustic technologies involved in psychological experiments is
constantly demanded.

Philips Research Labs in Eindhoven has Prof. Raymond Van Ee among his principal
researchers, providing psychology/neuroscience expertise to develop devices that use
sound in multisensory applications, such as solutions against pain. He is a well-known
researcher in the subject of visual cognition and a co-author of this publication. Using
multisensory psychophysics, neuroimaging and brain stimulation, he investigates how
the human brain voluntarily controls conscious perception and how it is perceptually
'primed'. He is also involved with Wageningen UR in the Netherlands, hosting
pioneers related to rethinking food consumption [29]. Along with Sodexo, Noldus IT
and Kampri Group, this research facility implemented an experimental “Restaurant of
the future”, allowing close observation of consumers’ eating and drinking behaviour.
Furthermore, Philips Design and Arzak Restaurant are working together since 2010
developing interactive tableware, which stimulate senses through light, sound
vibration and electrical current. Since the release of the first series of interactive plates
at Madrid Fusion 2010, the collaboration has looked at ways of altering the perception
and enjoyment of food and drink by subtly stimulating adjacent sense at the same
time. [31], [32]
Major companies such as Unilever, Nestlé, Coca-Cola, among others, are world
players that are constantly looking for new data. We believe that once we have
primary data, it will be possible to propose joint research.
Acknowledgments: Since our project is at its early beginnings, our presence at The
10th International Symposium on Computer Music and Multidisciplinary Research
(CMMR) is due to the fact that we wish to expand our network. We are mainly
interested in spreading the concept and looking for to catch attention of potential
collaborators, especially in the fields of music composition, sound design and
immersive audio-technologies.
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Abstract. This paper introduces the main design elements implemented in the
agent-based interactive music system CoMA (Autonomous Musical
Communities), aimed at the study of music evolution in virtual environments.
Among these, a 2D representation of the virtual agents’ geographical position,
the decision-making and life cycle models provide a better user experience and
result is in an enhanced sense of system’s believability in respect to the
interaction between the real and artificial worlds.
Keywords: music evolution, interactivity, computer simulation, believability

1. Introduction: a shift of paradigms
Among the many transformations occurred in the twentieth century, the emergence of
computing, artificial intelligence, techniques for imaging the brain and, at the same
time, the declining popularity of Behavioural Psychology, among other factors, led to
the so-called “cognitive revolution” [1]. Increasingly, a growing interest in the study
of memory, attention, pattern recognition, concept formation, categorization,
reasoning and language occupied the space that previously belonged to Behavioural
Psychology [1]. In this context, the Cognitive Sciences emerged as an
interdisciplinary area of research gathering Philosophy, Experimental Psychology,
Neuroscience and Computing in order to study the nature and structure of cognitive
processes.
Accompanying these changes, Musicology, especially in recent decades, adopted a
perspective in which music is not only seen as a work of art but, in particular, as a
process that results from the (inter)actions of various agents - musicians, listeners, etc.
- [2]. As the "academic study of any and all musical phenomena", Musicology
"incorporates a blend of sciences and humanities, and is grounded in musical practice
(performance, composition, improvisation, analysis, criticism, consumption, etc.)" [3]
Consequently, it is not surprising that Cognitive Musicology assembled in recent
decades a growing number of enthusiasts interested in studying the musical thought,
or in other words, the musical "habits of the mind" [1]. Being a branch of the
Cognitive Sciences, Cognitive Musicology has its same interdisciplinary character,
bringing together theories and methods developed by Philosophy (e.g., theories of
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knowledge), Psychology (e.g., experimentation), Neuroscience (e.g., brain imaging)
and Computer Science (e.g., simulation).
Computer modelling plays a particularly important role in this area by providing a
formal representation of musical knowledge and experimental verification of different
theories of human cognitive processes. Obviously, the closer the model is to these
processes, the closer it will be to accomplishing that purpose. It is known, however,
that these models have yet not fully achieved the objective of evaluating and
falsifying the theories they represent [2].
Inspired by these initial considerations, in this paper we introduce our research and,
in special, the improvements recently implemented in the interactive computer
musical system CoMA, designed to study music evolution in virtual environments.
These improvements refer not only to the user interface (a 2D representation of the
geographical space in the virtual world where the agents can move) but also a more
detailed model of the agents’ cognitive abilities (decision making and life cycle
models). The result is in an enhanced sense of system’s believability in respect to the
interaction between the real and artificial worlds.

2. The research
Cognitive Musicology's multitude of subjects and interests is particularly influential
in our research, which mainly addresses how musical styles would emerge and evolve
in artificial worlds. Strictly speaking, the questions we face are much broader, and
consist of understanding the processes that, after centuries of evolution led music to
its current state of development. Computational modelling and simulation are
especially useful because they allow the isolation of specific issues and to establish
parallels between what happens in the real and synthetic worlds. Of particular interest,
simulations allow the study of complex phenomena such as adaptive dynamic systems
and the occurrence of emergence, generating data that can be inductively analysed
afterwards.
2.1. Social simulations
At the centre stage of our research is the idea of artificial agents. The agent paradigm
is particularly interesting because it allows the implementation of "units of operation"
around which a myriad of questions can be raised. Agents, for instance, have
perceptive and cognitive abilities, are able to communicate, to evaluate their inner
states and the environment, to make decisions and to take actions in order to achieve
specific goals. Most notably, agent-based systems can simulate social interactions.
The ideas behind virtual agents are not recent, though. Back in 1967, for instance,
Simon [4] compared the central nervous system to a serial information processor "that
must serve an organism endowed with multiple needs, and living in an environment
that presents unpredictable treats and opportunities". According to him, these
requirements would be achieved through mechanisms of goal management that would
be serially processed and allow the re-prioritization of urgent needs in real time. In
1994, The Birmingham Cognition and Affect Project, was introduced by a group of
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researchers [5], based on these (among other) ideas, and focusing on the requirements
for the design of agent-based systems that deal with goals, desires, preferences,
intentions, and other types of drivers, including emotions.
Virtual agents are particularly useful to model social simulations. Multiple agentsbased systems are considered complex systems, as their overall behaviour cannot be
predicted in advance by the description of the properties and/or relations between its
parts. It is said that the behaviour of the system results (emerge) from the local
behaviour of the agents. These systems are characterized by reproducing extremely
dynamic scenarios.
The simulation of human societies involves extremely complex interdisciplinary
issues (e.g., motor control, perception of the world and high-level behaviour, such as
decision making, motivation and social behaviour). Designing these simulations
require the definition of the conditions in which virtual agents can interact, cooperate,
and perceive the world [6]. In society, people act (e.g., cooperate, make friends,
negotiate) according to their preferences, moods, goals, emotions, fears, etc. and, in
order to be convincing or believable, computer systems that deal with social
simulations must replicate these characteristics.
In simulations applied to the Social Sciences, the research paradigm predominantly
used is based on the principle of the rational choice [7]. Normally used in game
theory, this principle allows conclusions based on mechanisms of deduction. It
happens that simulations, besides the rational choice principle, can also reproduce
adaptive behaviour in the individual level (learning), as well as in the level of a
population (differential survival and reproduction of fittest individuals) [7].
As the emergence and evolution of music styles can be considered a social
phenomenon, the adoption of the agent paradigm is a natural corollary. A number of
important musical interactive systems use the paradigm of artificial agents [8]. Only a
few, however, are designed to explore social interactions [9-11] and the evolution of
music styles.
2.2. The evolution of music styles
According to Miranda [12], evolution “occurs when a transformation process creates
variants of some type of information. Normally there is a mechanism which favours
the best transformations and discards those that are considered inferior, according to
certain criteria”. To illustrate this process, Miranda [12] describes a musical game
where a group of virtual agents engage in a drumming session where it is initially
agreed that agents would play in any way they wish. At first, a highly disorganised
mass of rhythms is produced but, after a number of interactions and the occurrence of
spontaneous imitation, some patterns start to become conventional.
In Biology, evolution can be defined as the changes that occur in living organisms
after a number of generations and result from the mechanisms of genetic transmission,
variation and natural selection (fitness for survival). In regard to cultural evolution, by
analogy, Dawkins [13] introduced the idea of memetic transmission: memes would be
units of cultural information in the same way that genes are units of biological
information. Jan [14] defines musical memes as small (indivisible), discrete and selfcontained structures that would survive a large number of generations so as to
represent units of culture transmission. According to the memetic theory, memes
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would propagate by leaping from brain to brain and be subject to the mechanisms of
variation and natural selection.
Although our research doesn't fully embrace the memetic theory, we adopt the idea
of a musical meme, as it is concise and connected with the definition of music style.
According to a well known definition proposed by Meyer, musical style is "a
replication of patterning, whether in human behaviour or in the artefacts produced by
human behaviour, that results from a series of choices made within some set of
constraints" [15]. As musical patterns (memes) become part of one's vocabulary, they
define a particular musical style.
Miranda [12] claims that "variations in musical styles, for example, result from the
emergence of new rules and/or from the shifting of existing conventions for music
making (...). Musical styles maintain their organisation within a cultural framework
and yet they are highly dynamic; they are constantly evolving and adapting to new
cultural situations.”
People generally identify specific styles as a manifestation of one's personality or
identity. American pianist Bill Evans once declared that he never strived for identity:
"That's something that just has happened automatically as a result, I think, of just
putting things together, tearing things apart and putting it together my own way, and
somehow I guess the individual comes through eventually" [16]. The effect of
"putting things together" and "tearing things apart" is that music styles evolve as a
consequence of the events involved in the development of the musicality of
individuals. In science ontogenesis refers to the development of (anatomical or
behavioural characteristics of) an organism since the early stages until maturity. We
call the series of events that influence the development of the agents' musical
behaviour musical ontogenesis.
In our research, the musical style of a particular agent is defined as a complex
object (memory) that stores the set of musical memes (defined by parameters such as
information related to pitch, rhythm, etc., and the relationships between them) and
corresponds to the musical knowledge that an agent accumulated during its lifetime,
according to its musical ontogenesis.

3. Previous and current experiments
The ideas mentioned in the preceding sections have already been tested in two agentbased interactive computer musical systems we implemented in our previous research.
The first one, the Rhythmic Meme Generator (RGeme) sought to demonstrate the
possibility of transmission of rhythmic structures (memes) in a virtual environment
where agents practiced musical tasks (e.g., listening to, performing, and composing
music) [17]. The second system (iMe - Interactive Musical Environments), also based
on multiple agents, dealt with polyphonic music and a broader set of characteristics of
the music flow (e. g., pitch, loudness, rhythm, etc.). In both systems, agents evolved
their musical styles from the pieces with which they interacted. After each interaction
the new adapted memory was compared with the previous one in order to evaluate
how the agents' music styles evolved. A thorough description of the models
implemented in this system can be found in [18].
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The model implemented in the above-mentioned systems presupposes that the user
plans in advance the entire sequence of activities that agents will perform during the
simulations in a kind of "ontogenetic map". This allows the design of simulations
with specific musicological interests. The effect of this approach, however, is that
agents have no freedom to choose the tasks they will perform or at what time these
tasks will be performed.
In order to improve the believability of the model, in our current research we
implemented a third system (CoMA - Comunidades Musicais Autônomas or
Autonomous Musical Communities) which, in addition to improving specific
algorithms, implements two additional principles: independence of execution and
autonomy of the agents. Independence of execution means that the system can be run
without the need of any user intervention. Once a new document (simulation) is
created and a minimal musical material is given to the agents, a simulation can be
started simply by clicking on the start button. Fig. 1 shows CoMA’s main window:

Fig. 1: CoMA's user interface

If desired, the user can interfere in real time by changing some of the parameters of
the simulation. This can be sometimes interesting but not necessary. Autonomy, on
the other hand, refers to the fact that the agents have the ability to make motivated
decisions. A noticeable improvement shown in Fig. 1 is the 2D space, which
represents the geographical position of each one of the agents. This information is
used in specific tasks, such as reproduction and choosing music for interaction, as
described below.
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3.1. Decision-making model
Motivations are values, needs, aspirations, etc., that are constantly changing, guide
human behaviour, affect the execution of our goals and directly influence learning.
Motivational control states (e. g. psychological states) would be in the system’s
jargon, the variables that allow the agents to make motivated decisions, guiding their
actions. In the system CoMA, these control states as well as the algorithms that
govern their operation are globally called the "decision making model" (DMM). This
is one of CoMA's five global models, in addition to the perceptive, cognitive,
generative and life-cycle models (see Fig. 2). In order to explore the emergence and
evolution of musical styles in (believable) virtual autonomous communities, the
DMM obviously must have characteristics that favour the occurrence of these
phenomena.

Fig. 2: Models in CoMA

Fig. 3 graphically represents the idea of the scale of values of control states. The
concept of "trust", for example, would have (hypothetically) two extremes (fear /
trust) where the number 0 represents the maximum amount of fear (or minimum
confidence) and the value 1 represents the maximum of trust (or minimum of fear).

Fig. 3: Spectrum of confidence
The main control variables in the system CoMA are energy (sets the overall energy
level of the agent to perform tasks), self-esteem (sets the trust agent has in its skills
and values), libido (sexual energy level of the agent for reproduction) and popularity
(condition of an agent to be admired by other agents in the community)
Inspired by human behaviour, different architectures of agent-based systems model
decision-making motivations in different ways [19-22]. One of them, the BDI (Belief,
Desire, Intention), for example, was initially proposed by Bratman [21] in order to
explain action planning. In this context, agent's actions depend on the relations
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established between a system of individual beliefs, desires and intentions (actions for
which we have a plan) to achieve a goal.
Another model, proposed by Balkenius [20], consists of a central system
responsible for activating and inhibiting agents’ behaviours. A centralized decision
determines the motivational state, which, in turn, determines the behaviour. This
model adopts three categories of factors to determine motivations: internal
(perception of a desired object) and external (perceptive or cognitive processes
triggered by external events) incentives and internal drives (agent's homeostatic state).
The selection of a motivation is made by a competition mechanism in which
motivational states inhibit each other in proportion to their current level of activation.
Allen [19] proposes some motivational characteristics that an agent with human
characteristics must possess: basic mechanisms, as processes that manage the "preattention" (automatic response to activation conditions of the environment) and
attention (manages resources for general purpose, e. g., primary concerns), attention
filters (protect the attention processes that have limited resources from excessive
interruptions by reactive motivators) and goal management processes (agent's
adaption through monitoring and control of management mechanisms of
reaction/attention").
In another system called GOMASE (Goal Orientated Multi-Agent Simulation
Environment), Baillie and Lukose [22] investigate how to organize the goals of an
agent to simulate the behaviour of a human worker in a system that model initiatives.
In this system agents receive a hierarchy of goals (related to general life goals, i.e.,
self-preservation and preservation of the species), a digraph of activities and a
motivational mechanism. In view of multiple possibilities of action, it is necessary to
establish priorities between goals. What makes us prioritize goals are impulses or
desires (e.g., emergency biological, cognitive and social). Each goal is located in a
hierarchy by a fairly complex mechanism, which combine these motivational desires
[22]. This mechanism also includes motivational states such as emotions.
Emotions could also be considered a category of motivational control states.
Emotions are a complex set of patterns of chemical neural responses that occur in
certain situations whereby the body is prepared to react. They are "mental states
accompanied by intense feelings and involving bodily changes of a widespread
character" [Koestler, 1967 apud 23]. Emotions play an important role in human
cognition (including learning, perception, decision making, etc.).
There are scientific demonstrations that emotions may underlie cognitive functions.
Damasio, for example, observes that there would be important neurological evidences
that demonstrate that “the processes of Emotion and Feeling are part of the neural
machinery for biological regulation, whose core is formed by homeostatic controls,
drives and instincts” [Damasio, 1994, 2000 and 2003 apud 24]. The amygdala, a
specific region in the brain, contributes to the mechanisms of emotion to the extent
that its performance is critical for fear conditioning, a form of implicit memory [25].
Studies of emotions involve evaluation reports, imaging studies of the brain and
other physiological measures (e.g., heart rate, skin conductance, respiration rate,
blood pressure, blood volume and muscular tension). In some of these studies were
established relations between specific musical features and emotional responses.
Trying to relate emotions to musical structures, Sloboda, for example, analysed the
responses of 83 music listeners on the occurrence of a number of physical reactions
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when listening to music. These studies demonstrated, for example, that spine chills,
laughter, tears and "lump in throat" were reported by most respondents. The musical
passages associated with these emotions indicated that “tears were most reliably
evoked by passages containing sequences and appoggiaturas, while shivers were most
reliably evoked by passages containing new or unexpected harmonies" [26].
Huron [28] has extensively studied the effects of music on emotions and proposed
a psychological theory of musical expectation. According to it, emotions evoked by
expectation involve five functionally distinct response systems: reaction responses
(which cause defensive reflexes); tension responses (where uncertainty leads to
stress); prediction responses (which reward correct predictions); imagination
responses (which facilitate deferred gratification) and evaluation responses (which
occur after the processing of conscious thought.)
In CoMA, among other aspects, the DMM controls the agents emotions and
personality and the fact that they are subject to social pressure. The evolution of the
agents musical style and, ultimately, of the environments’ musical style, could be
influenced by these pressures through a system of rewards (and punishments) in view
of the choices agents make during their careers. In this regard, for instance, agents are
rated according to their popularity (number of times they are chosen for interaction).
An agent who chooses more popular songs has more "social acceptance" than others
who choose less popular songs. These choices influence the degree of satisfaction that
an agent has about his career.
Under the DMM, the main goals of the agents are "self-preservation",
"preservation of the species" (called generic goals), and having a "successful music
career" (specific goal). The search for self-preservation takes place through actions
with which agents seek to optimize their "welfare". The preservation of the species,
controlled by the life cycle model, occurs to the extent that agents seek to reproduce.
At last, a successful career in music is pursued from the perspective of an agent’s
"career plan".
During a simulation, in a given cycle, agents have the ability to (i) perform a
reproductive action (generating a new agent), (ii) perform a musical task
(remembering, reading, listening to, performing, composing, solo/collective
improvising with agent/human), or (iii) to perform no action. Moreover, as discussed
below, each of these actions have related actions (sub-tasks or sub-actions), among
which are (i) which partner to choose for reproduction, (ii) which musical task
(remembering, reading, listening, performing, composing, solo improvising, agent
improvise, and improvise with human) to choose in a given cycle and (iii) what music
piece to choose for interaction in reading, listening and performing tasks.
Where there is more than just one possible action (or sub-actions or sub-tasks),
agents must decide what to do. Some general rules were established to determine this
choice. First, an agent can only perform one action at each cycle. Second,
reproductive actions take precedence over musical tasks. Finally, while not fulfilling
the requirements for performing a reproductive or musical tasks, the agent performs
no action in the cycle.
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3.2. Life-cycle model
Another important improvement designed to improve the general believability of the
system, the "life-cycle model" controls the agents' life span as well as reproduction.
Starting from an initial (configurable) value, an agent's life span increases or
decreases depending on the behaviour of its psychological states during the
simulation. The system implements sexual reproduction by isogamy in order to
maintain the number of individuals at a constant level and guarantee genetic
inheritance.
Reproduction is performed in three steps: (i) decision and population check, (ii)
courtship, and (iii) reproduction. In “decision and population check”, for instance, if
agent ‘A’ is “sexually active” (i.e., libido > threshold) it could “decide” to reproduce.
If population allows (agents in the environment < threshold), A proceeds to courtship.
If not, A skips cycle and libido decreases. In "courtship", A looks (within radius range
in the 2D space) for other “sexually active” agents and could, by hypothesis, find
agent ‘B’. A invites B for reproduction (B’s libido and self-esteem increase). If B
refuses the invitation, A’s libido and self-esteem decrease. Finally, in "reproduction",
If B accepts, A’s libido and self-esteem increase. Agents generate offspring (agent
‘C’) with shared genetic information (e.g., size of LTM, size of STM, character) from
both parents. After reproduction A’s and B’s libido decreases. C’s libido is set to 0.
Roughly speaking, simulations are performed in discrete cycles in which each
agent perceives the environment, updating its vision of the world and their internal
states. They then check the rules applicable in each case and make decisions about the
actions to be taken. These actions are then executed by changing their internal states
and the environment.
To start a simulation, the user must provide some files with music data (MIDI)
with which the agents will initially interact. Clicking on the start button (see Fig. 1),
the system generates an initial number of agents who then start to perform their
actions. Once the initial learning phase is finished, the agents begin to perform the
tasks in accordance with the career plan defined at this time. When performing each
one of the musical tasks agents have their memories adapted to the knowledge
contained in the musical pieces with which they interacted. After each interaction, the
system keeps a copy of the agents’ memory that, as seen above, represents their
musical worldview, i.e., their music style. At the end of the simulation it is possible to
run CoMA's analysis tools and compare the successive memories, hence assessing the
evolution of the agent's musical styles.
4. Conclusion
From the application of the principles described above, we conduct a series of
experiments in which we observed the emergence of different behaviours, in view of
the decisions taken by the agents, suggesting the occurrence of different dynamics of
social interaction.
Some of CoMA's control variables (e. g., self-esteem and popularity) functioned as
a system of checks and balances that (apparently) guided these dynamics. We believe
that the dynamics of social interaction caused by the decision making model have the
potential to directly influence the development of the agent's musical styles. Such a
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condition, however, requires the completion of further analysis that is being scheduled
at this time. We can say, however, that the life cycle model implemented in the
system, which involves the reproduction and death of agents was able to conveniently
keep the number of agents at a stable level throughout simulations.
In brief, we believe that the models implemented in the system CoMA described
above (autonomy, independence, etc.) had a positive impact on the system’s
believability specially in respect to the interaction between the real and artificial
worlds.
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Abstract. This paper describes the use of a timbre space mental model to control a digital synthesizer. To create new sounds, our interface uses a morphing
technique with the synthesizer´s presets. All presets are arranged in a bidimensional space that can be continuously explored by a performer in real
time. To setup the interactive space, all preset sounds were analyzed using different spectral and cepstral descriptors. A perception based approach was considered for defining the interactive space. The space dimensions were selected
after performing different timbre discrimination experiments. Experiments were
aimed at maximizing the accuracy of the timbre space while controlling the
number descriptors used. Finally, we discuss how our interface is a step towards
customized exploration of sound synthesis.
Keywords: Timbre space, morphing, sound perception, sound synthesis.

1

Introduction

The precise control of the high dimensionality of sound synthesis interfaces (SSI)
is a challenge for contemporary instrument designers that aim at diminishing learning
time for new practitioners. On one hand, sound synthesis methods offer wide parameter spaces with fine and precise control of all possible variables in the signal and process paths; and on the other hand, timbre is itself a multidimensional characteristic of
sound. Both processes, how sounds are generated and how timbre is perceived, belong
to different dimensions that theoretically do not overlap directly. In addition, most of
the tools used for creating sound do not use a perceptual or cognitive model. Instead
they use technical models derived from acoustics and engineering. Although these
models have proven to be effective, they are limited in live sound transformation
scenarios and also in the comprehension of the relationship between sound generation
variables and their audible results. As the theories of sound generation are separate
from perceptive and cognitive theories, the creation of interfaces and concepts that try
to close the gap between them remains an important practice.
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A common and useful approach aimed at improving comprehension and control of
sound synthesis is to reduce the dimensionality of the SSI. Fewer variables are easier
to understand and control. However, simplifying the dimensions of the SSI implies
the use of new mental models aiming at a sound characterization with fewer variables.
Moreover, those mental models must explore different functions that represent new
mappings between the interface and the synthesis method.
Examples of SSI with new models are based on semantics [1] [2], sound texture
similarity [3], tabletop games [4], or conducting [5]. All of cited examples are based
on standard synthesis and reproduction methods with a dimensionally reduced interface mapped on top to allow simplified sound control. In general, new mental models
should be such that musicians relate to them in a meaningful and straightforward
manner, ignoring the mappings going underneath.
A classic mental model, and the most relevant for this study, is timbre space. The
term timbre space is used to describe an n dimensional space where sounds with similar timbre characteristics are located together, apart from those sounds that contrast.
The use of this cognitive structure in a sound synthesis context implies a displacement
in a small dimensional space as a gesture to transform sound [6]. It also implies that
the axes of the small dimensional space are perceptive variables therefore bringing the
interface closer to cognitive processes.
Accomplishing new mental models for sound control needs the design and testing
of new mappings from the dimensionally reduced interactive space to the wide and
multidimensional synthesis parameter space. There are studies that report the exploration of musicians changing many synthesis parameters simultaneously, using someto-many (or some-to-all) mapping strategies [7] [8]. One particular approach within
these mapping strategies is related to continuous transformation of sound from one
synthesizer preset to another. In other words, to continuously transform the list of
parameters of one preset to the list of another preset while playing the synthesizer.
This technique, generally called morphing, implies a some-to-many or at least a
some-to-most mapping approach. That is, to adjust all or most of the variables of a
synthesizer at once [9] [10] [11]. Morphing allows the discrete activity of preset
browsing to become continuous, allowing for non-preset sounds to emerge from a
synthesizer.
In this paper we describe the use of a timbre space to control timbre morphing between synthesized sounds, emphasizing on testing different methodologies for organizing the timbre space. Morphing is operated in a 2D space where all the presets are
located according to two characteristics of their timbre. To generate an effective location of the presets on the space we analyzed the signals generated by the presets using
BFCC, MFCC, spectral centroid, spectral flatness, spectral flux, spectral rolloff and
attack time.
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As an effective way for traveling around the 2D space and exploring the possibilities of control with a physical interface, an interactive surface was constructed. The
interface consists of a 3D space defined by the 2D plane of an elastic fabric and it’s
possibility to stretch in a perpendicular direction. The x,y position of the fabric was
mapped to the timbre space while the stretching gesture on the z axis was mapped to
the amplitude.

2

Related Work

Mermelstein [12] configured a 3D space to place speech vowels according to 3 salient dimensions; later, Grey psycho-acoustically explored a small dimensional timbre
space for instruments of the orchestra; [13] and finally, Wessel defined the timbre
space as a musical control structure [6], suggesting that a space defined by perceptual
variables is an ideal cognitive structure to transform sounds. Recently, this idea has
been approached in different projects [14] [15] [23].
The Metasurface [11] is a preset interpolator interface for granular synthesis. It has
a 2D surface prepared by the user by placing an arbitrary number of presets at any
coordinate. Using an interpolation technique based on Voronoi tessellation, a user can
interpolate preset parameter values between neighbouring presets. This project explores two-to-many mapping in a randomly distributed preset space.
The general approach taken in [10] explores fundamental concepts of morphing between two synthesized sounds using their parameter vector. A general tool is designed
to address preset morphing. A general expression for interpolation is proposed, as a
way to expand the expressiveness in the morphing, suggesting the use of nonlinear
interpolation. The basic some-to-all mapping is addressed and some alternatives are
proposed: partitioning the complete parameter vector and grouping parameters according to different interpolation functions.

3

Preparing the Morphing Space

We have conducted work in different stages with the aim of exploring how the interaction with synthesizers can be simplified and how this new interfaces can provide
broader expressive capabilities. A subtractive synthesizer was implemented with the
condition of continuous parameter manipulation. On that synthesizer 46 presets were
created. Then, the sounds produced by the presets of the synthesizer were analyzed.
In addition, different alternatives for arranging the 2D space were designed.
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3.1

Synthesizer Implementation in PD

In the first stage, we implemented a synthesizer that uses additive and subtractive
techniques. The special characteristic of this synthesizer is that all parameters are
continuous to allow a smooth transformation from one sound to the other. Using other
types of controllers such as buttons or selectors, had generated unwanted discontinuities when morphing. Therefore, we implemented a synthesizer with 46 continuous
parameters using PureData [16]. The synthesizer has 3 oscillators, noise generator,
one high pass filter and a low pass filter, two envelopes for each filter, 5 low frequency oscillators and an amplitude envelope. The filters were created using Faust [17],
and exported as PureData externals using the faust2puredata tool that is included with
the Faust distribution.
After implementing the synthesizer a preset bank with 46 sounds classified in 8 categories was created: bass, fx, keyboard, lead, percussion, strings, synth and lead. Different subjects were invited to create and submit preset sounds in all these categories.
All preset files were stored in text files containing name, category, author, comments
and 46 synthesis parameters.
3.2

Wave analysis

All 46 elements of the preset bank were loaded to the synthesizer. Then, the sound of
the synthesizer was captured in wave files using the same note (G3), duration (500ms)
and velocity (100) for all presets. The 46 resulting wave files were analyzed to extract
audio descriptors: Bark and Mel cepstrums, spectral centroid, spectral flatness, spectral flux, spectral rolloff and attack time. These descriptors have proven to correlate to
particular human timbre perception characteristics [12] [13] [18] [19].
The analysis was done using the timbreID library for pure data [20] that allows nonreal-time feature extraction of successive audio fragments along a wave file. After the
analysis of each wave file, resulting data is compiled in a text file containing both the
synthesis parameter vector and the results from each feature of the analyzed signal.
Each text file holds the following information: name, category, author, comments, 46
synthesis parameters, 12 BFCC coefficients, 12 MFCC coefficients, spectral centroid,
spectral flatness, spectral flux, and spectral rolloff coefficients.
3.3

Preset Morphing in PD

We implemented a GUI in PureData that allows the arrangement of a 2D artificial
timbre space according to two discriminant functions chosen with different descriptors exposed in the following section. According to each preset´s value in that
pair of functions, the preset is positioned on a specific coordinate of the 2D space.
This space is to be navigated by pointing or dragging a cursor. When a point within
the 2D space is clicked, the distance between the selected point and all the presets is
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calculated and weighted as a function of its distance to the cursor. The weighted parameter is described as:

(1)

Where

is the normalized distance from the cursor to each preset described as

and
is a Gaussian function. This operation guarantees a normalized resultant preset vector, with higher influence of the closest presets. When the
cursor is dragged, the calculation of the distances is performed continuously, changing the weights, and transforming the resulting sound dynamically.
3.4

Gesture interface for morphing

While the use of a mouse is sufficient for the exploration of sound morphing, we designed and built a physical prototype for interacting with the 2D space in order to
evaluate timbre transformations. Our prototype Yemas (Fig.1) is inspired in the Silent
Drum [21], and calls for large and continuous gestures of the hand over an elastic
fabric in order to set the position over the 2D space plus a pressure gesture to control
the amplitude of the sound generated. Yemas determines points in 3 dimensions (x, y,
pressure) while the Silent Drum defines points in 2 dimensions (x, pressure).

Fig. 1. Photography of Yemas interface

4

Perception-based Morphing Space

A user-centered approach for defining the 2D space was designed in order to generate
a space related to user perception of timbre within the samples (Fig. 2). A grouping
experiment, consisting of clustering the 46 sound samples within groups of timbre
similarity, was carried out by an expert user. The experiment resulted in 10 groups of
sounds that the user considered to be timbre families within the sounds. We used
those 10 categories and carried out a stepwise linear discriminant analysis (LDA)
using SPSS [22] to classify the dataset and determine which descriptors are involved

CMMR2013 - 821

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

in the discriminant functions for the expert’s timbre space. Table 1 summarizes the
results of the analysis. We decided to use LDA to explicitly model the differences
between the classes of data, a distinction ignored by other multivariate analyses, such
as PCA or CCA. The lowest classification percentage (47.7%) was obtained using
only two descriptors; MFCC3 and MFCC10 (model 1). Using two additional descriptors, MFCC5 and spectral spread, (model 2) increases the classification percentage up to 56.8%. The percentage increases even more using exclusively 1 to 12
MFCC (model 3: 70.5%) or 1 to 12 BFCC (model 4: 77.3%). Combining 1 to 12
MFCC and 1 to 12 BFCC a 86.4% of correct classification is achieved (model 5).
Finally, using 12 BFCC, 12 MFCC, spectral centroid, spectral flatness, spectral flux,
and spectral rolloff coefficients a 100% correct classification is achieved.

Fig. 2. Morphing space using discriminant analysis of expert’s perception
Table 1. Results of the Discriminant Analyses.
Model
1
2
3
4
5
6

5

Number of descriptors
2
4
12
12
24
29

Correct Classification
47,7%
56,8%
70,5%
77,3%
86,4%
100%

Descriptors
Mfcc3 mfcc10
Mfcc3, mfcc5, mfcc10, spSpread

1 to 12 mfcc
1 to 12bfcc
1 to 12 mfcc, 1 to 12 bfcc
1 to 12 mfcc, 1 to 12 allbfcc,
spectral centroid, flatness, flux,
rolloff

Conclusions and Future Work

The system presented in this paper is a relevant alternative to simplify a sound synthesis interface and to generate a perceptually informed space for navigating continuously throughout presets. Although this system proposes a wide and continuous space
for timbre exploration, the diversity of the sounds generated is dependable on the
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existing presets and their positions on the morphing space. Diversity in the timbres of
preset sounds allows the expansion of the system’s timbre range.
Using the two discriminant functions as defined in model 6 Table 1, the expert has a
morphing space consistent with the experimental results. Therefore, this perceptual
space has implicit characteristics related with human timbre perception. This morphing space that utilizes the individual timbre discrimination ability of the user could
become more intuitive for exploration than other data-based spaces.
Based on the two discriminant functions, our system can position automatically new
presets into the interface. In this paper, we created 46 presets to test our interface.
However, for further research, it is necessary to determine which and how many presets are necessary for reliable automatic timbre discrimination.
Also, the multidimensionality of timbre space was reduced by our interface. Nevertheless, the precision of the control of the generated timbre can be enhanced by using
2 or more of our interfaces in parallel. Moreover, the different morphing spaces can
present different and meaningful descriptors to allow new ways of interaction with
sound.
The design of perception informed interfaces is a practice that should be researched
further to investigate meaningful adaptive timbre musical instruments. The question
to be asked is if this customized space is somehow exclusive, more comfortable, or
better suited in any way to the expert user than to other users.
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Auditory and Visual Cues for Spatiotemporal
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Abstract. The goal of this experiment is to investigate the role of auditory and visual feedback in a rhythmic tapping task. Subjects had to
tap with the finger following presented rhythms, which were divided into
easy and difficult patterns. Specificity of the task was that participants
had to take into account both temporal and spatial characteristics of the
presented rhythmic sequences. We were particularly interested in investigating temporal accuracy of the rhythm reproduction, correctness of
the chosen signal location, and strength of pressure. We assumed to confirm earlier findings stating that temporal accuracy is better reproduced
with vision, while spatial accuracy is better reproduced with audition.
Our focus was placed also on strength of pressure of tapping answers.
We supposed that it could differ between modalities and also between
different types of the stimuli characteristics. Results of the experiment
are presented.
Keywords: rhythm interaction, concurrent feedback, rhythm reproduction, visual rhythm, auditory rhythm

1

Introduction

Our perceptual system is crucial in selecting the modality in which instructions
should be presented. Several research has shown that for the rhythm reproduction auditory presentation is the most efficient [1, 2]. This is due to the higher
temporal resolution of the auditory system versus the visual system. On the other
hand, reproduction of spatial location of stimuli is higher when instruction is delivered using vision. It has been shown that vision dominates audition in object
localisation judgment [3, 4], which makes vision the most sensitive modality in
discriminating between spatial locations at a distance.
It has been reported that auditory stimuli are judged as longer and with
greater precision than visual stimuli of physically equal duration [5–7]. Gardiner
[8] suggested that auditory stimuli result in more accurate coding of time of
presentation than visual stimuli. Glenberg [9] indicated three classes of findings
supporting this temporal-coding interpretation of modality effects. First, the
memory of auditory events is more sensitive to temporal variables than is the
memory for visual events [10]. Second, the memory for the order of events is
affected by the modality. The memory for the order of auditory events exceeds
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the memory for the order of visual events[11, 12]. Third it has been found that
auditory rhythms are remembered better than visual rhythms are [13].
Previous studies clearly revealed that response force is sensitive to the stimuli
intensity [14–16] and a duration of stimuli [14]. Mentioned authors confirmed
that more intense stimuli and stimuli of longer durations produced more forceful
responses. It was inspected for both visual and auditory stimuli. Ulrich et al.
[14] observed also the overall difference between force engaged into response to
auditory and visual stimuli. Participants responded with more force to auditory
than visual stimuli.
The goal of this paper is twofold. On one end we want to assess which modality (vision or audition) dominates in spatial and temporal rhythm reproduction.
On the other we want to examine if the different characteristic of the auditory
and visual stimuli can change the force of the pressure during a tapping task,
which was used for the rhythm reproduction. We are curious if the differences
in force responses will be noticeable even if we engage participants into a more
advanced task than simple pressing only one button.
In this basic experiment we are investigating specific connections between
auditory or visual information and the tapping reactions. Current work is an
introduction to more advance experiments, which will concern the impact of the
type of auditory, visual or haptic feedback on a muscles stress during walking or
gymnastics for elderly.

2

Predictions

As it was shown in previous studies, we expected that subjects would better
reproduce rhythm structure when it is presented by sounds. On the other hand,
the spatial structure of the stimuli sequence would be reproduced better when it
is presented by visual stimuli shown on a computer screen. Different modalities
engagement in task can result in different strength of pressure put in to the
tapping. We assumed that different frequencies of auditory stimuli and brightness
of visual stimuli could also change it. Interesting is if the difference in answers, if
existing, will be generated as a result of the presentation or giving participants
concurrent feedback information.

3

Set-up

Figure 1 shows the experimental set-up. We used six mini speakers (2W/8ohm66mm), 6 round force-sensitive resistors (length 2.35 inch) (FSR), an audio interface RME Fireface 800, a screen, Macbook Pro 10.8.3. Speakers were connected
to six channels of the audio interface and situated on a small platform made of
cardboard (2 inch high). RFS sensors were located with a 7 cm long distance
between two succeeding, below the speakers. Each FSR sensor was dedicated to
one of the speakers and situated exactly in the middle of it. Sensors were fixed to
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the cardboard. Both speakers and FSR sensors corresponded to the visual stimuli (dots) on the screen. Programming part was prepared and the experiment
was conducted with a use of Max/MSP 6.0 software.

Fig. 1. The setup developed for this experiment. Notice the 6 pressure sensors and the
6 speakers. The visual stimuli were shown in the white gaps at the bottom of the screen

4

Experimental Design

The participants task was to reproduce a rhythm presented by visual or auditory
stimuli by tapping on FSR sensors correctly in a matter of time and space.
Experiment consisted of the learning phase (12 trials) and the experimental (48
trials) session. It lasted about 15 minutes. 8 different rhythmical patterns with
two difficulty levels were used (Tab. 1 and 2). Sound stimuli were pure tones (low
300 Hz and high 100Hz) generated with Audacity software. Visual stimuli were
two dots in a grey scale (black and bright grey). Before each trial participants
were informed of what kind of stimuli he/she will receive (visual or auditory),
how many stimuli will be presented (3 or 5) and if the trial has a feedback
information.
4.1

Participants

18 subjects participated to the experiment. All subjects were students or employees at Aalborg University Copenhagen. The subjects’ mean age was 29.5
years old (standard deviation=6.18). 8 of them were women and 10 were men.
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Table 1. Experimental sessions (easy patterns). The first column shows the number
of rhythmic patterns (1-4). The third column shows the timing between stimuli, which
is measured in milliseconds and tells the time interval between two succeeding stimuli.
The fifth column shows the stimulus’ number. Stimuli number informed about the
location of stimuli. Speakers, visual stimuli displays and sensors were labeled with
numbers from 1 to 6, starting from the left.

Pattern Sequence
1
1
1
2
2
2
3
3
3
4
4
4

5

1
2
3
1
2
3
1
2
3
1
2
3

Time between Stimuli
succeeding number
stimuli [msec]
one
800
five
400
three
two
800
one
400
five
four
400
six
800
two
six
400
four
800
one

Analysis

To analyse strength of pressure, rhythmical data and correct and incorrect sensors taps we used One-way ANOVA with repeated measures and Chi-squared
test. Strength of taps was measured in conventional units defined by the sensor
range and translated into 1-1024 points scale (10-bit analog to digital converter
in Arduino mapped input voltages between 0 and 5 volts into integer values
between 0 and 1023). To analyse the reproduction of the rhythm accuracy, we
recorded time between taps and calculate the difference between the presented
and tapped time.

6

Results

The results confirmed the existing knowledge from the literature, as well as partially our predictions. Results are presented in four subsections where different
variables are analysed.
Rhythm Accuracy. The analysis of different type of stimuli (low, high, bright,
dark) shows significant difference for time accuracy (F(3, 645)=3.13, p<0.05).
Pairwise comparison revealed that significant difference was between audio-low
and visual-dark stimuli (p<0.05). From the experimental’s data, we can conclude
that the participants estimated rhythms as faster in visual conditions and as
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Table 2. Experimental sessions (difficult patterns). The first column shows the number
of rhythmic patterns (1-4). The third column shows the timing between stimuli, which
is measured in milliseconds and tells the time interval between two succeeding stimuli.
The fifth column shows the stimulus’ number. Stimuli number informed about the
location of stimuli. Speakers, visual stimuli displays and sensors were labeled with
numbers from 1 to 6, starting from the left.

Pattern Sequence
1
1
1
1
1
2
2
2
2
2
3
3
3
3
3
4
4
4
4
4

1
2
3
4
5
1
2
3
4
5
1
2
3
4
5
1
2
3
4
5

Time between Stimuli
succeeding number
stimuli [msec]
three
900
six
600
five
600
one
900
two
five
600
two
900
three
600
six
900
one
two
600
five
900
four
900
six
600
three
one
900
three
600
six
900
two
600
five

slower in auditory conditions in comparison to presented rhythmical patterns
(Tab. 3). The analysis did not determine the modality which led to more accurate
time reproduction results.
Strength of Pressure. The same analysis showed also significant difference
for strength of pressure (F(4, 827)=15, p<0.001). Pairwise comparison demonstrated that there is a difference in strength of pressure between audio and visual
conditions but there was no difference between different types of stimuli within
one modality (Tab. 4).
Correctness of Taps. The difference in correctness between audio and visual
conditions was significant (χ2 (1, N = 3454) = 247.6, p < 0.001) for the benefit
of visual cues (Tab. 5).
The difference between easy and difficult trials was measured both in auditory
(χ2 (1, N = 1727) = 54.8, p < 0.001) and visual conditions (χ2 (1, N = 1727) =
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Table 3. Presentation of the analysis results for the rhythm accuracy. Means above 0
show that participants judged rhythmical patterns as longer than the presented ones.
Means below 0 show that participants judged rhythmical patterns as shorter than the
presented ones
Type
of stimuli
low
high
bright
dark

Mean
58.3
10.3
-0.6
-14.5

Std.
Deviation
473.9
365.1
412.4
422

N
648
648
648
648

Table 4. Presentation of the analysis results for the strength of pressure component
Compared stimuli
low-high
bright-dark
low-bright
low-dark
high-bright
high-dark

Mean
Difference
14.6
1.7
42.6
44.3
28.0
29.7

Std.
Error
7.4
8.4
8
8
8.0
7.9

Sig.
0.297
1.000
0.000
0.000
0.003
0.001

91.6, p < 0.001) significant. Difficult trial generated more incorrect responses
than easy trials.
Presence of Feedback. The analysis of conditions with and without feedback
demonstrated that occurrence of feedback did not differentiate in a significant
way neither rhythm accuracy nor strength of pressure. However we could observe
that trials without feedback were tapped stronger (Fig. 2). It can be simply
explained by the fact, that participants had to tap stronger to be sure of the
successful action.

7

Discussion

Our experiment partially confirmed our predictions. The most interesting tested
component for us was strength of pressure. Analysis revealed difference between
Table 5. Presentation of the analysis results for the correctness of sensors taps
type of stimuli answer answer total
incorrect correct
low
436
428 864
high
446
417 863
bright
200
643 863
dark
213
651 864
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Fig. 2. An illustration of the participants’ tendency to put a bit more strength into a
taping exercise in the conditions without feedback

modalities, but did not confirm our predictions about difference between different
stimuli within one modality. Still some interesting knowledge emerges from our
research.
It seems important to choose the right modality for presentation of any kind
of tapping task. If we present auditory stimuli we can expect that subjects will
put more strength into performing tapping task, which also correlate with a
bigger stress for muscles.
The absence of the differences between stimuli within one modality can be
caused by two reasons. First of all, it is hypothesized that within one modality
we cannot manipulate strength of tapping pressure by changing stimuli characteristics, Moreover, differences between stimuli were too basic to cause significant
difference. This area needs to be explored more with more advance environment
and stimuli.
The analysis of correctness of tapped locations confirmed knowledge and intuitions. Participants were more successful in judging localisation of visual stimuli.
So-called easy sequence of stimuli was in both modalities easier to localize.
Temporal accuracy analysis showed that subjects judged rhythm intervals
presented via sound as longer than the actual ones. Rhythm intervals presented
visually were judged as shorter than presented. However, our results did not
confirm advantage of the audition over vision in temporal accuracy.
Adding feedback to this kind of task did not change any of the participants
behavior. This means that adding concurrent feedback to this kind of task do not
change performance of subjects. Some of participants informed that having auditory feedback made them sure about correctness of their actions. Visual feedback
did not cause any reflections, but subjects did not have any questionnaire to fill
in after test, which concerned experimental task. Feedback is an important part
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of a learning process [17]. In our experiment feedback was a company for the
responses. In every trial participants had almost new task to do and did not
get information about correctness of the performance. For this type of task it is
understandable that feedback did not change timing or correctness performance,
but it was not the main reason to use feedback. Feedback was to test if it can
change the force of pressure in a different way than the stimuli alone. As we
could see in results feedback did not change strength of pressure in a significant
way. We could only observe a tendency to tap sensors a bit stronger in trials
without feedback. It can be explained by the fact, that occurrence of feedback
made participants sure that they actually tapped the sensor.
Acknowledgments. Authors would like to thank Jon Ram Bruun-Pedersen for
the valuable suggestions to improve the experiment and the volunteer subjects
that took part in the experiment.
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Following Tempo on an Exercising Bike With
and Without Auditory Feedback
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Abstract. In this paper we investigate the role of auditory feedback for
assisting the execution of physical rhythmic exercises. To achieve this
goal we conducted an experiment divided in two parts. In the first part
we measured just noticeable difference (JND) for the perception of the
tempo’s changes.
In the second part, subjects were asked to ride an exercising bike following a tempo provided by a rhythmic drum sound with or without auditory feedback. By feedback we understand information given to the users
regarding their performance. Results show that synthesised concurrent
feedback makes the task more difficult. Moreover, both perceived and
unperceived changes of tempo induce similar subjects’ performance.

Keywords: Auditory feedback, rhythmic interaction, sonic interaction design,
unperceived tempo changes

1

Introduction

Rhythmic sonic interaction while exercising is a very interesting and crucial topic
to investigate, especially since timing and synchronisation disorders can lead to,
or can be observed in Parkinson, Huntington’s disease, disorders of gait and
movement, attention and concentration, attention deficit hyperactivity disorder
(ADHD), among others. Developing new exercising systems and applying rhythm
to new kind of exercises can be beneficial for patients suffering from the above
mentioned disease. Use of auditory cueing can also be beneficial for professional
athletes, as well as for everyday exercising. Experts consider acoustic rhythms
useful especially in sports that are cyclic in nature e.g. running, cycling, rowing
[1]. A phenomenon known as auditory-motor synchronisation explains the fact
that rhythmic bodily movements are often coupled with external acoustic stimuli
[2, 3]. Study shows that cadence for running with a metronome is more consistent
than without auditory stimuli e.g. [1]. On the other hand, synchronising is known
to be an attention demanding process [4]. Peper et al. [5] proved that walking
in rhythm without any cueing is less attention demanding than with auditory
or visual cueing. Moreover, auditory cueing is less attention demanding than
visual. Due to the fact that for the rhythm reproduction auditory presentation
is the most efficient [6, 7] and that auditory cueing helps to keep the tempo while
exercising we used this kind of cues for riding on an exercising bike.
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Auditory Feedback. Auditory feedback can occur in different forms, such as
auditory alarms, sonification of movement variables and sonification of movement
errors [8–12].
Auditory alarms are efficiently used to regain a physiological gait pattern
[13], inform patient about the incorrect loading of foot [8, 14], or inform of vertical displacement of the center of mass during treadmill running [15]. Presented
auditory alarms during learning helps to improve the performance even when
the feedback is not presented anymore [16]. In current study we are focused on
concurrent auditory feedback based on users input which is the subcategory of
the sonification of movements type of feedback.
Interactive Sonification. The efficient learning and memorizing abilities related to the sense of hearing and link between auditory and sensorimotor systems
make the use of sound a natural field of investigation in quest of efficiency optimisation in individual sports at high level [17]. Sonification is the use of non-speech
audio to convey information or perceptualize data [11]. Going further, interactive sonification is defined as a discipline of data exploration by interactively
manipulating the data’s transformation into sound [18].
In a context of sport, interactive sonification is especially useful. Its universal
character makes interactive sonification beneficial for many kind of sports [17].
Among others this strategy was applied to golf [19], aerobics [20], running [21],
or German wheel [22].
Efficiency of interactive sonification is possible in relation to human natural coupling actions and sounds which emerge from the performance of any
movement. The human-body brain system has many hard-coded’ correlations
between sounds and its cause [18]. Hence, design is the key aspect of sonification. Arbitrarily designed display may make motor learning more difficult by
reducing motivation, distraction, or misinterpretation [12]. Designing any kind
of feedback demands considering correct metaphors presenting every change or
mistake. Rath and Rohs[23] indicate that differently designed auditory feedback
should be compared with each other, especially whether abstract sounds facilitate a movement more than natural sounds. Additionally, differently designed
auditory feedback must be evaluated in different movement tasks, since the efficiency of an auditory display is task dependent [24]. Age, gender, skill level, and
musical abilities are crucial for interpretation and effectiveness of the display
[25].
1.1

Tempo Changes Perception

People are more sensitive to changes in tempo of sequences than to changes in
duration of single intervals. Since the amount of available information increases
with the number of intervals, just noticeable difference (JND) should decrease
as the number of intervals increases [26]. The sensitivity for changes depends
also on the beats per minute rate (bpm). Fraisse [27] found a zone of maximum sensitivity around 600 msec interonset interval (IOI) for single intervals,
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what corresponds to 100 bpm. However, Michon [28] showed that sensitivity for
changes in tempo of sequence is considerably faster (about 100 msec IOIs).
The detection of tempo change is also affected by the musical experience.
Musicians always have lower JNDs thresholds than nonmusicians [26].
Thomas [29] compared the ability to detect tempo changes for different tempos value and the direction of change. He tested slow (43 bpm) and fast (75 bpm)
tempos with up and down direction of change. Results present the difference for
the slow and fast tempos. JND for fast was about 6.3 bpm for both changes
directions and for slow 3.3 bpm for up and 2.7 for down direction. Which means
that the tempo value makes a big difference but the direction of change is not
that important.

2
2.1

EXPERIMENT DESIGN
Overall Description

In this paper we designed two-part experiment whose goal was to investigate the
role of concurrent rhythmic auditory feedback while riding on a bike (Fig. 1).
The specificity of the task was to follow the changing tempo. Changes were below
or above the JND threshold which was measured for each participant separately.
Our experiment was expected to answer for two research questions: 1) If the
additional synthesized concurrent feedback can improve rhythmic performance
with auditory cueing, 2) If the scheme for following tempo changes will be similar
for both perceived and unperceived tempo changes? The experiment was divided
into two parts. In the first part each participant completed a psychoacoustic test
which measured JND for the tempo changes perception. In the second part,
which took place after about one week, participants were asked to ride a bike
following the tempo provided by a rhythmic auditory stimuli with or without
auditory feedback. Within each session of riding was incorporated one perceived
and one unperceived tempo change. The values of changes were based on results
from the first part of the experiment. At the end of both parts, subjects were
asked to fill in a questionnaire and provide some opinions.

.
Fig. 1. Sketch of the experimental plan
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Part 1: Noticing Tempo Differences

The first part of the experiment consisted of a psychoacoustic experiment consisting of detecting changes in a presented tempo. The task was to listen to a
sequence of drum sounds and answer if there was a tempo change within the
sequence. JNDs were assessed for four different tempo’s level (65, 70, 72, 80
bpm). The experiment was based on the structure of two up one down’ adaptive method for detecting JND developed by Levitt [30] with one-interval yes/no
procedure. Specifically, at the beginning of each session subjects heard the clear
tempo change within the sequence and with succeeding trials the tempo changed
depending on the previous answer. Two successive correct answers resulted in
a decrease of tempo difference within sequence, one incorrect answer led to an
increase. Steps between trials were counted in milliseconds and after translated
into beat per minute (bpm) measure. Step before first 8 reversals was 100 msec,
after it was 50 msec. Test for each tempo’s levee was finished after 12th reversal.
2.3

Part 2: Rhythmic Interaction While Exercising on a Bike

The main task in the second part of the experiment was following tempo while
exercising on a bike. Within this part there were 8 sessions. In half of them subjects had to follow only the tempo presented by the same drum sound (guiding
sound) as in the psychoacoustic part. In the first four sessions guiding sound
was presented binaurally at the same sound level as in the first part. In the
next four sessions subjects heard in the right ear the same guiding sound and in
the left their own feedback from the pedaling in the exercising bike. Feedback
was also the short sound, but much different than the guiding sound, to be easy
distinguishable.
2.4

Setup

Sequences presented during the feedback and no-feedback segments were the
same but arranged in a different, random order. Each one of the 8 sessions
consisted of the one perceived and one unperceived tempo change. In both segments the task was the same, to synchronise with the guiding sound. Researcher
explained to the participants which sound was the guide. Three of the eight
participants started from the no-feedback session and five from feedback session.
Reason for this division explained more in subsection 2.5. Course of the sessions
during the second part of the experiment is presented in Table 1. In every session participants followed three different tempos. Each tempo was presented for
about 20 rounds of pedals made by participant.
Sounds were delivered through a pair of Sennheiser HD600 headphones and
controlled by an M-Audio MobilePro USB audio interface. The experiment was
implemented as a Max/MSP patch and the feedback was based on the signal
from a magnet sensor attached to the bike. Specifically, the role of the magnet
sensor was to detect each round of the pedalling done by each subject. It was
fixed on the cover of the bike wheel at the place, which allows reacting with
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Table 1. Tempo presented during each session

1
2
3
4

Starting Tempo Tempo After Tempo After
First Change Second Change
65
68
78
60
70
73
72
75
85
70
80
83

Table 2. Exemplary session of the following the tempo on the exercising bike with the
responses from one of the participants detected by magnet sensor
Counter Guide Feedback
[bpm] [bpm]
1
65
66
2
65
63
3
65
64
...
65
65
27
65
66
28
68
67
...
68
68
49
68
67
50
78
75
...
78
78
72
78
78

magnet attached to one of the pedals (Fig. 2). Data collected from this sensor
allow to count the tempo of each subject and present the auditory feedback in
real time, but do not influence the tempo of the guiding sound. The magnet
sensor was connected to Max/MSP by using an Arduino UNO interface.

2.5

Participants

15 subjects participated to both parts of the experiment. However, 7 subjects
used a different strategy in following the tempo. Four out of them worked out
a strategy to follow the tempo twice as slow as the presented one, which made
therefore impossible to analyze their data together with those who strictly followed the guiding tempo. For the three last participants the task seemed to be
very difficult and their results were also discarded. The remaining 8 participants
(5 men and 3 women, aged between 20 and 37, mean=28.63) were students and
employees of the Architecture, Design and Media Technology Department at
Aalborg University in Copenhagen. Participants were rewarded with drinks and
snacks.
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.
Fig. 2. Visualization of the equipment used in the experiment

3
3.1

Results
First Part

The results of the psychoacoustic test showed that 12 of 15 participants were
not able to perceive the change of 3 bpm for every tested tempo level. This
is consistent with the results presented in [29], where it is shown that for fast
tempos (75 bpm) the JND was estimated at the level of 6 bpm. One of the
participants detected all the tempo changes and for him unperceived tempo
changes could not be estimated. Results of the two last subjects showed problems
in the experiment’s execution and unperceived tempo changes were extremely
high in comparison to the rest of the participants.
3.2

Second Part

For the analysis, results from eight participants were taken into account, who
followed the common strategy as previously explained. For the statistical analysis
a t-test was used for dependent samples to analyze differences between feedback
and no-feedback conditions. A within group analysis was conducted.
Results show that for 9 out 12 different tempos the level of performance between feedback and no-feedback sessions was significantly different (p < 0.05)
(see Table 3). For all participants and all tempos above 68 bpm performance was
better without feedback. Only for the slowest tempos: 60, 65 and 68 bpm the
difference in performance was not significant. This means that for the slow tempos below 70 bpm participants’ performance was equally good with and without
feedback. Figures 3 to 6 present the average execution of the experimental task
for all sessions.
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.
Fig. 3. Average response for 8 participants for the follow the tempo task. Session
composed of 60, 70 and 73 bpm as a guiding tempo.

.
Fig. 4. Average response for 8 participants for the follow the tempo task. Session
composed of 65, 68 and 78 bpm as a guiding tempo.
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.
Fig. 5. Average response for 8 participants for the follow the tempo task. Session
composed of 70, 80 and 83 bpm as a guiding tempo.

.
Fig. 6. Average response for 8 participants for the follow the tempo task. Session
composed of 72, 75 and 85 bpm as a guiding tempo.
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Table 3. Tempo levels and the level of significant difference (p) between Feedback and
NoFeedback conditions
Tempo [bpm]
65
68
78
60
70
73
72
75
85
70
80
83

p
.05
.42
.00
.36
.00
.00
.00
.01
.00
.00
.00
.00

Results show that subjects followed both changes based on the same scheme.
Figures 2 to 5 show that after about four cycles of pedaling subjects were achieving the new tempo level. For the unperceived change that occurred after the slow
tempo (65 bpm) (Fig. 3) the performance was equal for the feedback and no feedback conditions. This means that subjects followed better the guiding tempo in
the conditions with feedback after the unperceived change.
Analysis of Questionnaire’s Data. After two experimental parts participants were asked to fill in the questionnaire with the personal data (e.g. age,
gender) and few opinions about the experimental tasks. Subjects were asked if
the feedback helped them to follow the tempo. 1 of 8 claimed that it helped, 5 no and 2 were not sure. This result stands against the quantitative data, where
it looks like for all the subjects the feedback was disturbing. Another question
concerned the amount of tempo changes in each session. In this case, answers
were not consistent. Most of the participants were actually not sure if a tempo
change actually existed or not. Only two of them answered that they noticed
one tempo change. Some subjects perceived two and even more then two tempo
changes. In this case, no trend was noticed.It is interesting to notice that few
participants mentioned that they perceived accelerating tempo. It is also worth
mentioning that most of the participants had a strategy to detect the tempo
changes during the psychoacoustical part. Mostly they were tapping with finger,
hand or leg and nodding head. They also tried to imagine bouncing objects.

4

Discussion

Even if only eight subjects could be taken into account, this amount of data
allowed to draw conclusions that feedback presented to the same modality, in
this case auditory, can disturb in task execution even if the participants reported
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that it had helped them. It would be worth to consider the auditory concurrent
feedback with other types of feedback presented to different modalities. As some
of the subjects mentioned in the questionnaire, it is supposed that it would be
easier to use the visual feedback and prevent the overloading of the auditory
system.
In the second part of the experiment it was also shown that subjects followed
both perceived and unperceived tempo changes in the same way. The only difference is in how they perceive it. This study can a little bit support the theory of
dual-pathway in auditory system, where the dorsal pathway is responsible for the
motor activity. We can see that even if participants do not perceive the tempo
change, they follow it in the same way as they follow the perceived changes.

5
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Abstract. In performance art, expressivity is a quintessential element in
modeling the cognitive and affective interaction between artists and audiences.
The expressive body movements of music performers are particularly revealing,
due to their continuous, inherent synchrony with the development of the artistic
object: the music. We combined functional data analysis of variance and
principal component analysis to examine intra-individual consistencies in time
and expressive intentions. The bell tip of a clarinet was vertically tracked across
1442 time-points, throughout 13 performances of Stravinsky’s Second Piece for
Solo Clarinet. The clarinetist played the segment in three different performance
manners: immobile, standard, and exaggerated. The series of performances was
repeated after six months. The statistical exploration revealed performancegestural consistencies across the half-year interval and comprehensive
movement strategies that distinguished expressive intentions. Our method is an
important step towards understanding the role of expressive gestures in a
multimodal musical framework.
Keywords: performance analysis, music psychology, expressive musical
gestures.

1 Introduction
A music performance, when conceptualized as an interaction between performers
and audiences, presents with a challenge of communicating both thoughts and
emotions between the interlocutors, through the music produced by the
instrumentalist. In this multimodal context, the performer necessarily moves to
manipulate the musical instrument into producing sound. This provides a
continuously changing platform onto which he or she may reflect expressive intent by
crafting a body language [1] of ancillary gestures and expressive movements [2].
The visual channel has a significantly impact on the tension conveyed by a
performer to an audience, particularly at pivotal points in the score [3]. Although
expressive gestures are not essential for playing accurately [4; 5], musicians’
movements are common in music performance practices and may form an integral
part of highly-skilled musical performances that elicit strong admiration in the
audience. This may, in turn, aid in performer’s communicating both the conceptual
and affective interpretations of the musical score.
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Employing analytical tools that avoid the reduction of continuous signals into
discrete experimental observations is particularly relevant to music responses, given
that structural musical elements are manifested, perceived and integrated over time. In
the present study, we focused on movement data in order to discover gesture
strategies that are intrinsically continuous. We aimed to develop regression and data
reduction techniques to explore the variation of ancillary gestures across expressive
intentions and long-term periods of time. We expected that these methods would
reveal expressive movement trends that are consistent in time.

2 Method
An expert clarinet performer participated in the study and was compensated for
playing Stravinsky’s Second Piece for Solo Clarinet in three major experimental
conditions. The participant thus followed three different instructions, which were
aimed at eliciting different expressive intentions through movement gestures: with
restrained body movement (the immobile manner), in a standard performance style
(the standard manner), and with intentional expressivity through exaggerated
movement (the exaggerated manner). Data was collected in two major experimental
sessions separated by a six-months interval. In total, 13 performances were recorded
in session A (immobile 1, standard 1, 2, 3, exaggerated 1 and 2) and session B
(immobile 1, standard 1, 2, 3, 4, exaggerated 1 and 2), including an additional warmup performance in the latter. Optotrak 3020 Motion Capture sensors were placed on
the head, shoulder, elbow, hip and knee of the performer body and the mouthpiece
and bell of the clarinet. The x, y, and z coordinates for each active, infra-red marker
were recorded at a rate of 1 data point per millisecond.
This data was collected as part of a larger project, which included several
performers who displayed intra-individual consistencies across performances in one
session, and two major trends of associating ancillary gestures with equal-duration
note clusters and phrasing, respectively [6]. The current study aimed to focus on
consistencies across several months, and expand upon qualitative analyses [7] to
statistically explore intrinsic sources of long-term variation in expressive ancillary
gestures.

3 Analysis
3.1 Preliminary Data Processing
A total of thirteen performance observations were obtained – 6 in session A
(standard 1, 2, 3, immobile, exaggerated 1, and 2) and 7 in session B (standard 1, 2, 3,
and 4, immobile, exaggerated 1, and 2). The vertical position of the tip of the clarinet
bell was retained for the current analysis, as this is the dimension most indicative of
the performer’s overall movement pattern. The data was registered with respect to the
mean overall center bell position for each recording, to eliminate inter-participant
variability on height.
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The sections selected for analysis spanned the first two staff lines of the Stravinsky
score. The observations were time warped, to permit comparisons across
performances, as well as analyses of the movement patterns that were not attributable
to the performance speed. This was done according to 14 time points which were
independently identified in the score, based on their importance in the phrasing
structure and their perceptual salience (in essence, these time points were assumed to
mark congruent musical events across observations). The final observations measured
1442 time points in length (1 time-point per millisecond) and the index time point was
referenced to t = 0 seconds. The data was not scaled, to maximize accuracy in
assessing the amplitude variability in movement peaks and troughs.
Using functional data analysis techniques [8], each performance observation was
modeled with 150 B-spline functions of order 4. In comparison to the original
framework of 1442 points, this model sufficiently accounted for the continuity in the
data, rendered the basic units of analysis more computable, allowed for more degrees
of freedom in statistical analyses and avoided the stationarity assumption; the
framework was thus particularly suited to analyse the sources of variation in gestures
that may be an integral part of continuous musical communication. The following
analyses were thus employed on these modeled continuous observations.
3.2 Descriptive Analysis
Figure 1 illustrates the thirteen performance observations, their mean and the
standard deviation.

Fig. 1. The 13 performances as a function of time. The grand mean (thick solid black curve),
the immobile (dotted thin curve), the standard (black solid thin curve) and the expressive (solid
grey curve, upper) performance manners (upper), and the standard deviation (lower). Time
(seconds) on the abscissa and the clarinet bell tip height on the coordinate.

We identified five types of movement shapes to index the major gestural structure
of the piece and provide a platform for interpreting the main contributors to the
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variance in the movement. As illustrated in Figure 1, these were high peaks (HP) (t =
3.7 s; 11.3 s) preceded by anticipatory troughs (AT) (t = 3.2 s; 10.6 s), medium height
peaks (MP) (t = 8.2 s), low peaks (LP) (t = 5 s; 6.4 s) and transition sections (TS)
(t between 9 and 10 seconds).
Further analyses were concerned with intentional movement patterns (e.g.
performed beyond those necessary for maneuvering the musical instrument in
producing music). Thus, the immobile observation was thereby subtracted from the
standard and exaggerated performances for statistical exploration.
3.3 Analysis of Variance
Analysis of variance (ANOVA) was performed on the functional observations, in
order to investigate local (short-span) effects of session and performance manner.
Based on the computed regression functions, the continuous F-ratio was obtained
across the performance time duration (see Figure 2). To avoid capitalization on
chance, we considered time regions that spanned at least 500 data points (i.e.
milliseconds) and crossed the 5% critical significance level.

Fig. 2. The main effect F-ratio for the manner (upper) and session (lower) in the analysis of
variance. The critical significance is indexed horizontally at the 5% significance level.

Session effects were observed at the time sections centered at around t=3.5, 5.5, 8.3
and 10.4 seconds. These mark a change in the phase of both trough-peak cycles and
end of the section of low peaks. Main effects of manner were centered at t=3, 5, and 7
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seconds. These marked amplitude changes (lowering) of the first trough, as well as
amplitude changes at low peaks, enhancing position fluctuations between the major
peaks. In a two-way ANOVA, these main effects were replicated, in addition to an
interaction effect showing a marked F-ratio peak centered at t=7.4, which indexes the
end of the first trough-high peak cycle and beginning of the low peak fluctuations.
This indicated a difference in the relative height of finishing the first high peak and
starting the section of low peaks.
3.4 Principal Components Analysis
3.4.1 Sessions A and B
Principal components analysis was performed on the spline function coefficients of
the functional observations, separated by manner of performance and by session.

Fig. 3. The results of the PCA performed on the Session A functional observations for the first
harmonic (upper plot) and the second harmonic (lower plot), after Varimax rotation. The
effects of adding (broken curve) or subtracting (dotted curve) each PC to the mean.

In Session A, the PCA was performed on a total of five functional observations
(standard 1, 2, 3, exaggerated 1 and 2). The procedure revealed four prominent
eigenvectors, their corresponding harmonics accounting for 48.2%, 30.2%, 13.1%,
and 8.5% of variance, respectively.
The fPCA on the six observations in Session B (standard 1, 2, 3, 4, exaggerated 1
and 2) revealed five major harmonics, accounting for 37.2%, 26.2%, 20.5%, and

CMMR2013 - 849

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

6

Dalca et al.

9.5%, respectively. To maximize both data reduction and exploratory interpretability,
the first two principal components (PC) were retained from both session groups and
subjected to Varimax rotation procedures. The effect of adding and subtracting each
rotated component from the mean was analysed at main position indexes with respect
to amplitude and phase variation not taken out by the time-warp registration process.
Thus, as illustrated in Figure 3, in Session A, the first rotated PC accounted for
50.7% of the variance, reflecting changes in the amplitude at LP and HP, the
amplitude at the first AT and the phase at MP. The second rotated PC accounted for
49.3% and revealed changes in phase at HP, amplitude at LP and TS.

Fig. 4. The results of the PCA performed on the Session B for the first harmonic (upper plot)
and the second harmonic (lower plot), after Varimax rotation. The effects of adding (broken
curve) or subtracting (dotted curve) each PC to the mean.

In session B (see Figure 4), the first rotated PC accounted for 56.8% of the
variance and reflected influences in amplitude at LP, and both AT, and phase at MP.
The second PC (43.2%) marked phasing at second HP, amplitude at LP and TS.
3.4.2 Performance Manners Standard and Exaggerated
In the Standard Manner group, the fPCA was performed on a total of seven functional
observations (standard 1, 2, 3 in session A and standard 1, 2, 3, 4 in session B). Six
prominent eigenvectors were elicited, their corresponding harmonics accounting for
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47.2%, 25.8%, 10.9%, 7.8%, 4.7% and 3.6%, respectively. The four observations in
the Exaggerated Manner group (exaggerated 1, 2 in both sessions) were reduced to
three major harmonics, which accounted for 47.8%, 38.3% and 13.8%, respectively.
Varimax rotation was applied to the first two principal components in both
performance manner groups. The effect of these components was explored in terms of
the amplitude and phase influences at the main position indexes (see Figures 5 and 6).
Among the Exaggerated performance observations (see Figure 5), the first rotated
principal component accounted for marked phase changes at high peaks (HP) and
anticipatory troughs (AT), phase and amplitude influences at low peaks (LP)
effectively increasing the frequency of oscillating movement patterns, and amplitude
changes at the transition section (TS). The second principal component represented
variability with respect to the amplitude of all peak types, both troughs and the end
section (HP, MP, LP, AT), as well as a marked trend in multiplying the low and
medium position oscillations to obtain highly fluctuating movements.

Fig. 5. The results of the PCA performed on the exaggerated manner for the first harmonic
(upper plot) and the second harmonic (lower plot), after Varimax rotation. The effects of
adding (broken curve) or subtracting (dotted curve) each PC to the mean.

In the Standard performances (see Figure 6), the first rotated PC encompassed an
emphasis on the amplitude of all peaks and end section. The second PC accounted for
the phasing of HP and AT, the amplitude of both medium and low peaks (MP, LP)
and TS.
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Fig. 6. The results of the PCA performed on the standard manner for the first harmonic (upper
plot) and the second harmonic (lower plot), after Varimax rotation. The effects of adding
(broken curve) or subtracting (dotted curve) each PC to the mean.

4 Discussion and Conclusion
The present analysis aimed at faithfully modeling the continuity of movements across
time and revealed interesting short-span and global differences in the role of
expressive intentions and session. The analysis of variance revealed short-span, local
differences in the gestural movement of the clarinetist. The session differences were
mainly related to phasing differences across performances, implying possible
refinement of the performer’s ability to closely associate his expressive movements to
the music. On the other hand, the manner effects showed marked amplitude
differences across peaks and troughs, resulting in an overall increase in the height
fluctuation across performances. This was mirrored in increasing the height
differences between low and high trough and peaks, as well as doubling of troughs
(e.g. at t=14.5 and 15 seconds). This suggests stylistic differences between
performance manners, characterized by enhancing movement throughout successive
musical events in the service of gestural expressivity.
Marked differences in global movement strategies were revealed by the functional
principal components analysis. After Varimax rotation, 70% to 80% of the total
movement variance was described by two principal components that accounted for
similar patterns of variability across the two sessions. The similarity was exemplified
by a gestural approach of emphasizing low-to-high fluctuations and phasing medium
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peaks. The second consistent movement trend concerned the phasing of highest
movement peaks joined by an amplitude modulation of medium-height gestures. This
suggests a consistent trend to maintain a balance by complementing phase with
amplitude variation across different gestures.
When comparing the two performance manners, however, their variance was
accounted by two principal components characterizing global patterns that were
markedly different between standard and exaggerated condition groups. One of the
marked dissimilarities was the increase in the frequency of oscillations in the
exaggerated manner, that were achieved at different gesture patterns by both of the
two gestural component patterns. These were also combined, in the first and second
component, with an attenuation and an increase, respectively, of the medium peak
amplitude, thereby achieving higher consistency phasing consistency. These patterns
were thus complex, showing combinations of phase and amplitude variability patterns
at different sections of the piece.
This suggests that, in comparison with the differences across performance sessions
separated by several months, the expressivity intentions are more revealing of the
complex movement architecture that are continuously crafted by the music performer.
Expressive musical gestures are, thus, a durable indicator of the performer’s stylistic
intentions (reflecting his or her cognitive and affective interpretation of the score) and
are an integral element of the ongoing music, rather than a parallel, complementary
behaviour reflecting additional cues of momentary disposition, or embellishments to
performance demands.
In our aim to understand the sources of variation in ancillary gestures, we have
shown that they remain ingrained in the performance, even after several months. To
our knowledge, this is the first investigation of music performance gestures that is
focused on modeling the functional continuity of the movement to reveal both local
and global strategies under the influence of temporal, session effects and expressive
intentions. This work is important for supporting the essential role of performance
gesture as indicative of expressed emotion in music, representing an inherent
structural element in the music production.
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Abstract. The objective of this article is to scientifically consider the
methodology of sound indexing in sound libraries used in an audio-visual
context and, in this case, particularly for ambient sounds. To do this, we will
start with the different definitions and stakes involved in using a sound library
as an audio-visual tool in post-production. Next we will concentrate on six case
studies. This focus will allow us to study the common logics of categorising and
semanticising of sound information, employed in our corpus, as part of an
indexing process which seems today to be part of a general so-called
“referentialist” movement. Finally, having demonstrated the existence of
different recurrent linguistic logics, as much lexical, morphosyntaxic, structural
or hierarchical, we will conclude by widening our approach to include different
potential types of index.
Keywords: indexing, ambient sounds, ambience, background, atmosphere,
sound library, database, semio-acoustics, sound editor.

1 Introduction: The Sound Library as an Audio-visual Tool in
Postproduction
If we had define a sound library (or sonothèque1 in French), we would soon notice
that the possible propositions provided by most reference tools available today, as
well as by collective consciousness, bring different ambiguous terminologies into play
which are characterised by their narrowness.
In fact sound libraries are often presented as Audio Archives where different audio
recordings are conserved. Today, through a metonymic shift, archive qualifies the
place as much as the object, translating a real desire to save, conserve and protect
against disappearance. This concerns all collections of objects fallen out of current
usage or context and with the purpose of serving individual or collective history [1].
Audio Archive can also be found compared to the term Audio Collection which
1

The etymology of the term sonothèque, (inspired by bibliothèque) comes from the
association of the masculine noun “son” borrowed from the Latin sonus and the suffix “thèque” (or thêkê in Greek) which can be literally translated as “place”.
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gathers together sound objects of a similar nature, bound together by their intrinsic
social or common qualities.
We are interested in the sound library as an audio-visual post-production tool. We
thus prefer the following approach. Today above all the sound library appears as a
database. This means all information relative to a particular domain (in this case
audio-visual sound) arranged by computer. The database (D.B.) responds to
collecting, stocking, indexing and interconnecting restraints while also being an
access for researching then using the stocked information.
To sum up, as a post-production tool, the sound library is thus an audio database,
which, depending on circumstance, aims to be relatively exhaustive or thematic.
Today, although there are a large number of sound enthusiasts, it is principally
intended for the use of sound post-production professionals, that is sound editors.
And yet we still need to understand an archive’s usefulness. What expectations is it
supposed to satisfy, not only in terms of content, but also usage and exploitation? To
answer this question, we will try to avoid going too deeply into the details of the
sound editor’s job, as this is not the primary objective of this article. However, it
nonetheless seems difficult to avoid this completely since the user and his work
environment are key areas of reflection to understand the points we are trying to
highlight here: the different functions of a sound library.
The sound editor is involved chronologically in each of the major production
stages of an audio-visual work after the “the director has filmed his actors, edited his
image and told his story” [2]. His work consists of different manipulative and creative
processes on the sound “substance” of the cinematographic “form of expression” (in
reference to the terminology employed by the Danish linguist Louis HJELMSLEV,
adopted by Christian METZ). These processes divide into sub-categories collectively
known as Stem (the contraction of “Stereo Master”), which is a grouping of sounds,
classified according to their nature and their functional relationship. This allows us to
distinguish between sounds such as voices, foley sound effects, hard sound effects,
ambiences (or background), design sound effects and music, which thus organise the
sound editor’s work. We can also describe this work as clothing a film with sound
through stratification and superimposition of layers in time and space, thus creating
the illusion of continuity. Indeed this infrastructure reminds us clearly of the notion of
“palimpsest”[3].
Finally the sum of this meaningful whole is part of a global goal of coherence with
the image2 and above all in allegiance with the story which translates through the
persistence of the sound editor which he should demonstrate (or at least ought to) at
every moment and before anything else, to serve the film’s narrative.

2

We also talk of coherences as: temporal (synchronicity), spatial, kinesthetic, semantic or
cultural. We also refer to the notion of Synchresis developed by Michel Chion in L’audiovision!: son et image au cinéma. Armand Colin, Paris (2005)
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Whether this is before the actual sound editing, after a variable phase of
preparation to better understand the script, the film and the director’s wishes, or
during the exercise itself, the sound editor has to permanently search for and choose
sounds. This means constituting what we could call the “film’s sound library” [2],
from the different sound elements he already has available to him, or by stocking up
from pre-existing commercial sound libraries.
Without even mentioning yet the degree of relevance implicated in the sound
editor’s choice, which will determine his selection as well as influencing his research
or the content itself, we can already get to the heart of our question by asking
ourselves about the different internal functions that the sound library must have to
allow
Finding one piece of data within a base is an operation, which depends to a large
extent on the properties of the index, that is, an information group aiming to facilitate
the task. The infrastructure of the index breaks down to a sum of associated values (or
“pointers” [4]), which allow anyone to access the stocked element, which is joined to
it. The indexing of sound signs within a sound library today generally means an
obligatory passage through the semanticisation of the information or the conception of
semantic descriptions which aim to be concise, relevant and, above all, explicit. This
is due to the fact that “we should never forget that; “a reading contract” must in fact
exist between the managers of a documentary storage base and the users of this base
who having to focus their listening. The meaning and the expression of the creators
must match the expectations and possibilities of the users.” [5].
However, describing, that is objectivising, a sensory experience can prove to be a
relatively complex task since (remaining in a globally recognised logic of
semanticising sound) we observe a certain lexical poverty attributed to the domain of
sound. “The only lexicalised sounds are the noises produced by humans (word, song,
shout, sob, belch, etc.). The other denominations, especially in French, use a
construction such as [noise of + source] or [source + x verb of noise productive
action]. [6], (which for the second case we call a “deverbal construction”).
We now propose to focus our attention on six real cases of sound libraries
proposing (notably or specifically) sounds belonging to the ambience category. This
will allow us to make a comparative analysis and, implicitly, to study, the common
logics of categorisation and semanticisation of sound information, employed in this
corpus, during an indexing process.
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2. A Study of Six Online Sound Libraries Offering Ambient
Sounds3
Case study no.1: Sons et ambiances [paying]: http://www.sonsetambiances.com
Case study no.2: Bruitages TV [paying]: http://www.bruitages.tv
Case study no.3: Freesound [free/collaborative]: http://www.freesound.org
Case study no.4: KaySound Collection [paying]: http://fr.kay-soundcollection.com
Case study no.5: Sound Designers [free/collaborative]: http://www.sounddesigners.org
Case study no.6: Naturophonia [paying]: http://www.naturophonia.fr

The syntheses of these six case studies will enable us to emphasise several similar
dynamics that mirror the current trends in the indexing of sound atmospheres. Indeed,
even though we cannot refer to this list of sound libraries as exhaustive, due to the
small number of cases it displays, we believe we can consider it as representative. The
choice of the various case studies of our corpus does follow a number of factors. First,
it is important to remember that a number of online sound libraries are more oriented
towards musical material, or towards what are commonly called hard sound effects;
therefore, our preoccupation with ambient sounds is in itself a discriminating
criterion. Moreover, the sound libraries we selected all display a degree of reflexion
around the problem of indexing. Even though those reflexions are similar, their
existence in itself is not a given, and they should therefore be commented on. Finally,
our corpus is made up of websites that are counted among the main online platforms
used by sound editors and audiophiles, thanks to the sheer number of the ambiences
they offer, and above all their quality and relevance.
2.1 Categorisation
Before discussing the semantics of the contents proper, we propose to briefly
examine the categorisation of sound data, as a first qualification stage in the indexing
process.
In conformity with the Aristotle’s classical approach, to categorise is an operation
that aims to determine whether an object is part of a given category or not, based on
various similarities, criteria or conditions that must be both necessary and sufficient.
By inference, it is therefore possible to ‘deduce the properties of an object from the
fact that it belongs to a certain category’ [7], while the latter can be included in a
larger vertical or horizontal construct [8] through the same relationships of belonging
and inclusion.
This classical conception usefully shows how categorising may more easily allow
users to interact with a structured whole rather than a collection of heterogeneous
data, and how this process takes part in the characterisation of data.
3

The sound libraries we referred to are quoted in the annex and represented as synthetic
figures that attempt to extract the bulk of the relevant information from the website, in other
words, information relating to the semantic description and the categorisation of indexed
ambiences, regardless of the nature of the descriptors or categories used. Some extra
information linked to the available search options, as well as some more contextual data that
may be useful in forming a better understanding of the object of this study, and can also be
found in the annex.
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Chronologically, the sound libraries we quoted in our corpus allow users to access
the sounds directly, using a keyword-based search (as we will see in the part about
semantics), as well as displaying the totality of the data relating to a category or subcategory; via their affiliation, these data display certain properties whose specificity
increases as the user explores the branching organisation of the website.
Inside the broader category of ambiences, two sub-categories appear through three
occurrences: indoor ambiences and outdoor ambiences. Besides the properties of
sound propagation (diffuse field or free field) to which these terms refer, we gain a
first piece of information about the space where sound emission and reception take
place. More precisely, these words take position in relation to a delimitation of space
that could be called holistic
The following sub-categories may also be found in our case studies, whether they
are hierarchically linked to the pair indoor/outdoor or directly to the ambiences
group: Bar/Restaurant/Café (3 occurrences), Public places (3 occurrences), City (2
occurrences),
Countryside
(2
occurrences),
Nature
(2
occurrences),
Others/Miscellaneous (5 occurrences). These categories all belong to a certain lexical
field of sources potentially present in those kinds of places. They also refer to a form
of locally or geographically defined origins for the sounds; this notion reaches its
paroxysm with the sound library Naturophonia that specialises in natural
atmospheres, and whose categories revolve around the five continents (Europe, Asia,
Africa, America and Oceania).
2.2. Semanticising: Titling and Description
All the sound libraries we studied include semantic titles of varying lengths for their
sound data, and most of them (4 occurrences) add a more or less detailed description
in the form of a text.
E.g. (French): "Accordage d'un orchestre: Ambiance de salle de concert pendant
l'accordage de l'orchestre – clarinette + tuba + flute + violons"
English Translation: ‘Orchestra tuning: Atmosphere of a concert hall while
orchestra tuning— clarinet + tuba + oboe + violins’

These various pointers thus feed a search operation akin to the ‘request’ dimension
of the search engine that delivers results thanks to algorithms whose complexity
extends from simple Boolean operations to the paradigm of a vector space model.
Depending on the case, title and description use one or more descriptors whose
disposition obeys not only the logic of a syntactic construct, but also various
organising principles of a hierarchic nature.
These descriptors—as Gérard Chandes already showed in his article that proposed
to ‘establish a semiotics of the effects of meaning produced when a sound is played,
and translate it as keywords’ [5]—have two exclusive aspects. The first is a
referentialist aspect (referring exclusively to the origin of the sound); the other is
technical (more precisely, it is linked to the specific vocabulary of acoustics).
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We should also note that the referentialist approach (to use the terminology applied
to the three types of listening distinguished by Michel CHION, after Pierre
SCHAEFFER) can also by its very nature be called causal, as it consists in ‘listening to
a sound in order to obtain information on its origin’, while the technical approach can
be called limited to the level of details; and that we should focus here on one clearly
identified specificity, that is, acoustic properties, instead of ‘the form of sound itself,
independently from its cause and meaning’; which brings us to consider ‘sound as the
object of observation, instead of looking through it to reach for something else’ (the
word limited is taken from the phenomenological notion of the same name) [9].
The object of this section will first be to further analyse and explain the
referentialist/technical or causal/limited relationship, beyond G. CHANDES’s
observations. To this effect, let us consider a few examples of titles and descriptions
from the corpus, through a mostly lexical, but also morphosyntactic, structural and
hierarchic lens4.
2.2.1. Morphosyntaxic Analysis
(1) Cuisine de restaurant : Fond d’air de cuisine de restaurant
– bruit de frigo – chambre froide
(2) Bar Belleville Paris : Ambiance de comptoir dans un bar du quartier de Belleville à Paris
– Voix de femmes et enfants – machine à café
(3) Ambiance de forum scientifique : Ambiance d'ateliers de démonstration scientifique sous
chapiteau – nombreuses voix – brouhaha - bruitage humain
(4) Bedroom tone: room tone captured from a medium sized bedroom
(5) Large hall ambience: a large reverberant space in a public library
(6) Rumeur urbaine : Rumeur calme de la ville, circulation au loin 5

Clause (1) is particularly interesting through the typical constructions it works
with. The noun cuisine (kitchen) has no linguistic determiner—meaning that it has no
actualisation or quantification, and thus remains in the realm of the virtual—receives
the adjunction of the attributive noun restaurant (introduced by the preposition de in
the French example and placed before the subject in the English translation), to define
its specificity as opposed to a private kitchen, a canteen, etc. In a way quite similar to
the categories we examined earlier, the kitchen as component of the restaurant points
to a place, a locality, that may be the origins of certain types of sounds, that are
described in more detailed in the second descriptive part. We may thus note the
presence of semantic descriptors appearing without a determiner either: the hyponym
of ambience: fond d’air (tone), that characterises its nature; the noun bruit (noise),
4

5

Most of studied examples are in French; the discussion of linguistics may therefore apply to
the French language, but not necessarily to English. English translations will be included in
footnotes.
(1) Restaurant kitchen: kitchen tone—fridge noise—cold room
(2) Bar Belleville Paris: background sounds of the counter of a bar in the Belleville district in
Paris—women’s and children’s voices—coffee machine
(3) Scientific forum atmosphere: background sounds of a scientific demonstration workshop
under a tent—many voices—crowd noises—human sounds
(6) Urban hum: faint city noises, faraway background traffic noises
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coupled with the attributive noun frigo (fridge), that points to the origin of the sound;
and finally the noun chambre froide (cold room), another clearly described sound
source.
Clause (2) has a construction similar to (1), with the comptoir (counter) as subcategory of the bar, itself a sub-locality of a Parisian district, Belleville. The noun
comptoir echoes various sound sources, two of which are clearly cited in the
description: voix de femmes et d’enfants (women’s and children’s voices), the voice
being, as we saw, one of the few lexicalised sounds, that is, stabilised and fixed by
language, but whose sources are nonetheless identified after the preposition de (or by
the genitive construction in English); as well as the contraction machine à café, that
could have been written as the common form [bruit de + source] (noise of + source):
bruit de machine à café (noise of coffee machine).
Clause (3) has the particularity to use a hyponym of noise, the term brouhaha
(hubbub). We might quote other examples from our corpus, like bourdonnement
(droning), ronronnement (purring), grondement (rumbling), etc.
Clauses (4) and (5) introduce another type of technical information about the
acoustic properties of the source or place, besides the constructions we’ve just
reviewed: information about the room where the recording was taken, in those cases,
respectively, its size and its reverberating capacity (two related properties). It is also
common, as in clause (6), to find adjectives like calme (quiet) or bruyant (noisy) that
give information about the relative sound levels, or proche (close) and lointain (far
away), that describe the relative distance of the relevant source. We should also note
that clause (6) uses a hyponym of ambience: rumeur (hum).
After looking at these six different titles and semantic descriptions of ambient
sounds, and after our personal analysis of about a hundred sounds from the three
thousand ambiences in the libraries we studied, we will endeavour to crystallise the
patterns of descriptive constructions, both referentialist and technical, that are used
most often in our case studies.
2.2.2. Structural Analysis
Leaving aside hierarchies for the moment, and relying on French linguistics rather
than on traditional grammar, we may note three levels of structuration in the titles and
description. They all rely on a nominal phrase, which often includes a preposition (or
a genitive construction in English), a determiner (modifier) and a determined
(modified) phrase, or in some cases a particular noun to which a technical adjective
belonging to the vocabulary of acoustics may be applied. For the sake of clarity, we
have decided to classify those three levels according to their pertinence, although this
choice emphasises a hierarchy that does not necessarily echo the classifications of our
corpus libraries. We will come back to this choice in more detail later on.
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Level-1 structural organisation, which we will call macro-structure, may be found
in the titles and the descriptions both. It relies on a determined phrase that points to a
place or ‘sub-locality’ that defines the ambience, caught up in a specific wider space.
This inclusion is materialised by the actualisation of the noun by the determiner, as
we saw in clause (1): Cuisine de restaurant (determined, then determiner). The
locality, in its totality, may be characterised by only one noun (e.g. Eglise, ‘church’) if
this noun is judged sufficiently discriminating and/or if the place is intrinsically
specific.
Level-2 structural organisation, which we will call intermediate structure, also
applies to the title and description of the ambient sound. Like its predecessor, it relies
on the pair determined/determiner. The determined may take two forms. We will call
the first category redundant as it uses the word ambiance (ambient, background or
atmosphere), which refers to the super-category to which all the sounds in our corpus
belong (e.g. (3): Ambiance de forum scientifique). The second form is a hyponym of
ambiance, stabilised at least in the vocabulary of sound editors and audiophiles, for
instance fond d’air (tone) or rumeur (hum), e.g. (6) Rumeur urbaine; we should note
its multisource aspect which points to the inherent complexity of defining an ambient
sound (and its hyponyms) that is made up of a number of sound sources.
The determiner itself points to a locality and/or a sub-locality. The determiner can
therefore be another determined/determiner pair, which will be identical to the title in
some cases; for instance in (1) Cuisine de restaurant: Fond d’air de cuisine de
restaurant, where Cuisine de restaurant, a determined and a determiner, constitutes
the title as macro-structure, but also the determiner of fond d’air in the descriptive
part, in an intermediate structure.
Facing the relative proliferation of intermediate levels, and for the sake of lisibility
and precision, we have decided to systematically qualify this level-2 structure. Thus,
according to the nature of the determined, the intermediate structure may be
category-related or hyponymic, and depending on the construction of the determiner,
it may be expanded, unless the determiner is itself composed of a
determined/determiner pair.
Level-3 structural organisation will be called micro-structure. It applies only to the
description of sounds. Here the determined is materialised through the noun bruit
(noise) or one of its hyponyms or a verb of noise production action, and points to a
source that is specifically identified by the determiner. The linguistic pair
determined/determiner may be replaced by the use of a lexicalised sound that
naturally suggests a sound source or by the exclusive use of the determiner that then
becomes one noun referring to the origin of the sound.
Those three structural levels may now be summed up in the following table:
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Even though we suggested it as early as during our approach of categorisation and
in our analysis of the six clauses from our corpus, it is important to note (this time
through the new tools offered by linguistics) that the determiner (or the determined,
though only when it becomes a noun through the absence of a determiner) which is
used in all the titles or semantic descriptions depending on the level adopted,
systematically points to the cause of the sound, either through a locality that
federates various potential sound sources, or because it refers to one clearly identified
sound source.
2.2.3. Hierarchical Analysis
Coming to the hierarchy between the uses of the various levels of descriptions we
described, we can state that it varies depending on the case studied, and also inside
each case.
(1) Cuisine de restaurant : Fond d’air de cuisine de restaurant
– bruit de frigo – chambre froide
(2) Bar Belleville Paris : Ambiance de comptoir dans un bar du quartier de Belleville à Paris
– Voix de femmes et enfants – machine à café
(3) Ambiance de forum scientifique : Ambiance d'ateliers de démonstration scientifique sous
chapiteau – nombreuses voix – brouhaha - bruitage humain

Clauses (1), (2) and (3) are from our second case study, the sound library
BruitagesTV.
Clause (1) successively uses a macro-structure for its title, then an intermediate
structure for the first descriptive part where the determined is a hyponym of ambience
and the determiner is the title; and two micro-structures.

CMMR2013 - 863

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

10

Jean-Michel DENIZART

Clause (2) also uses a macro-structure for its title, then an intermediate structure
for the first part of its description, then a macro-structure again that’s almost identical
to the title, and finally two micro-structures.
Clause (3) successively uses two intermediate descriptions for the title and the first
descriptive part, with the word ambiance as sole determined, and successively
determining a locality and a sub-locality. The two last phrases are made up of three
micro-structures.
(4) Bedroom tone: room tone captured from a medium sized bedroom
(5) Large hall ambience: a large reverberant space in a public library

Clauses (4) and (5) are from the Freesound library. They display the same
hierarchical structure as (3), with the difference that in English, on a linear (word
order) level, the determiner/determined relationship can be turned around compared to
what is observe in French. There are no micro-structures.
Finally, clause (6) (Rumeur urbaine: Rumeur calme de la ville, circulation au
loin), from KaySound Collection, also uses two intermediate structures with the same
determined and two synonyms as determiners, and finally one micro-structure.
The constructions we have just described for those six clauses is summed up in the
following table:
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3 Conclusion: Towards New Ambient Sound Indexing Methods
In the previous section then, we have proceeded to analyse the logics of semantic
description employed particularly by our corpus but also, by extension, by a large
number sound libraries since, as we have already mentioned, these examples
constitute a perfectly representative sample of current indexing practice.
With an approach mostly based on structural linguistics we are now able to make
several points.
If, as we have been able to see, the hierarchical principles of convocation of
structuration levels destined to the titling and the description of ambiences varies
according to the case, the existence of such levels, applicable to any sound indexing
task met, shows the both unchanging and exclusive character of the methodology that
we have just pointed out and which can be separated thus into different macro,
intermediate and micro structures.
Furthermore, singling out the recurrent use of a determiner phrase, pointing
systematically towards the original sound, tends to demonstrate the predominance of
the causal logic within which sound libraries operate, already underlined by other
research. It thus seems completely appropriate, notably from a methodological point
of view, to make explicit scientifically the referentialist relationship of the descriptive
logics employed, before potentially becoming interested in new indexing perspectives
for ambiences.
However we are not trying, in any way, to stigmatise the causal approach here, as
this has certainly proved itself as far as the illustrative dimension of sound research
and editing is concerned. Nevertheless the degree of appropriateness applied by the
audio-visual post-production professional could not be summed up exclusively by
illustration. In fact, as we underlined in our introduction, sound editing does not
simply consist of the operation of “sonification” of potential sources, determined as
on- or off-screen. The illusion of coherence - whether it is temporal, spatial,
kinesthetic, semantic or cultural - the “added value” brought to the image, the
participation in narrative construction, the emotional impact on the viewer, etc. are all
the fruit of expertise and before anything else, of the choice which is not strictly
determined by the nature of the cause of the sound, but by other qualities of the
sound… by other potentials.
The process of audio-visual and cinematographic textual construction (as a
meaningful entity), but especially, and more precisely, the role of ambient substance
within these same processes as well as its effects (whether it is in the realm of
direction, in our case during the sound editing phase, or the realm of the viewer’s
reception) constitutes a first line of research to explore. We believe that eventually
this will allow us to identify the different intrinsic sound qualities responsible for such
effects and constructions (and which thus motivate the degree of relevance for the
sound editor’s choices).

CMMR2013 - 865

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

12

Jean-Michel DENIZART

In any case, it is important to note that this way of thinking exists. However, if its first
application is not exclusively dedicated to sound, its heuristic dimension, meaning
that which “does not aim to describe reality, but to question, to better understand it
(…)” [10], makes it a perfectly malleable concept. To go further, it could even
represent a real epistemological guarantor, providing numerous questioning and
analytical tools. We are of course speaking of a semio-pragamatic model as defined
by Roger ODIN [11]. His theory provides us with a measuring rod to question the
'semio-pragmatic potential' of ambient sound in the perspective of new descriptions
and new indexing methods breaking with the causal/referentialist approach. This will
be the object of our future articles, which will consider widening the analytical
framework to go beyond a single structural dimension.
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Appendices
Case n°1 : Sons et ambiances : http://www.sonsetambiances.com

Case n°2 : Bruitages TV : http://www.bruitages.tv
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Appendices
Case n°3 : Freesound : http://www.freesound.org

Case n°4 : KaySound Collection : http://fr.kay-soundcollection.com
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Appendices
Case n°5 : SoundDesigners : http://www.sounddesigners.org

Case n°6 : Naturophonia : http://www.naturophonia.fr
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Abstract. Independent component analysis (ICA), also known as Blind Source
Separation (BSS) is one of the widely used methods in separating a signal into
its components. A music source with varying number of elements has been
considered. The emphasis is on separating one of these tracks from the mixture
of elements, i.e., the piece of music. This can be done using ICA by
maximizing the non-gaussianity of the signal through the gradient algorithms of
Negentropy and Kurtosis. Further, Singular Value Decomposition (SVD)
technique has been used for whitening the signal. Their comparative results,
with different number of sources have been analyzed using MATLAB
simulation. It shows that, from the signal to interference ratio (SIR),
Negentropy based ICA gives better separation with more number of elements,
compared to Kurtosis principle.

Keywords: ICA, Kurtosis, Negentropy, SIR, BSS, SVD

1 Introduction
Independent Component Analysis (ICA) is a statistical method for transforming an
observed multidimensional random vector into components that are as statistically
independent from each other as possible. It has been used to perform signal separation
in multiple domains such as Audio [7], Electrocardiogram (ECG) [6] and [8],
Electroencepaholography (EEG) [9], signal and image analysis like feature extraction
and clustering, Compression and redundancy reduction [11]. In this paper an attempt
is made to separate the music elements which combine to form the music, that we
hear in a composition.
Any source of music can be modeled as a composition of various elements, or in
other words, instruments, in general. Even though these elements may have different
principal frequencies, they are actually interspersed with other elements, across the
frequency spectrum. This makes them an inseparable mixture, in terms of filtering.
This makes us look for different mathematical, iterative algorithms that are used to
separate the components. Out of the various methods that have been developed for
this purpose, which include principal component analysis, projection pursuit,
independent component analysis, factor analysis, etc., Independent component
analysis is chosen due to its simplicity and robustness.
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2. Independent Component Analysis
In the real world, many data often do not follow a Gaussian distribution, unlike the
usual assumptions. They have super Gaussian distributions [1] and [10]. Hence, the
distribution of the wave form and thereby its components can be found out, by finding
out the gaussianity. Independent component analysis assumes that a given signal has a
non-Gaussian distribution and is a mixture of statistically mutually independent
components that are mixed in the following form:
=
for all
(1)
where aij, i,j=1…n are some real coefficients. The mixture is thus defined by:
(2)
where is the random vector whose elements are the mixtures
; is the
random vector where , ….
; represent the individual elements of the music
signal and is the vector of the real coefficients that represent the random mixing of
the elements. As is evident, only the Vector is known and both the vectors and
are unknown. Now, our interest is to find out the vector , where there exists a weight
matrix
with coefficients
such that,
for all
(3)
It must be noted that, this model is only applicable if the signals are non-Gaussian
and statistically independent. Now, the task is to find out the weight matrix that
makes the sources as statistically independent as possible, which implies that this
method is a special case of redundancy reduction [2].
ICA assumes that the independent components of the signal are maximally
non-Gaussian. Hence, the weight matrix is the one that represents the maximum nongaussianity point in the signal space distribution. Two of such methods available to
find the maximized points of non-gaussianity are negentropy and Kurtosis.
The generalized algorithm for ICA is as follows:
1. Centralize the data:
This step is carried out to make the mean of the signal zero, as this assumption
simplifies the algorithms quite a lot.
2. Whitening: The next step is to make the signals uncorrelated, because
independent signals are uncorrelated.
3. Finding the maximized non-Gaussian points.

2.1 Whitening using Singular Value Decomposition
To find the independent components, we must first uncorrelate the signal. This
step will greatly simplify the ICA, if the observed mixture vectors are whitened [1]. A
signal is said to be uncorrelated if it has unit variance and if the covariance matrix is
identity. We must now find a linear transformation V that transforms the original
signal into a whitened vector
(4)
where
is the unitary matrix obtained by SVD. We go for SVD because of its
simplicity and versatility [3].
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The algorithm [3] and [4] is given by
1. Find the non-zero Eigen values, λi of the matrix
and arrange them in
descending order.
2. Find the orthogonal eigenvectors of the matrix
corresponding to the obtained
Eigen values, and arrange them in the same order to form the column-vectors of the
matrix
3. Form a diagonal matrix S placing the square roots si = √ i the p=min{M,N} first
eigen values of the matrix
found in step (1) in descending order on theleading
diagonal.
4. Find the first column-vectors of the matrix U: ui=si-1Xvi (i=1: p).
5. Add to the matrix
the rest of M-p vectors using the Gram-Schmidt
orthogonalization process
2.2 Kurtosis
It is the fourth order cumulant of the whitened signal and it is the measure of its nongaussianity. The reason that a cumulant, rather than a moment, is measured stems
from the fact that:
Cn(x1+x2) Cn(x1)+Cn(x2)
(5)
Mn(x1+x2) Mn(x1)+Mn(x2)

(6)

Where Cn(.) and Mn(.) represent the cumulant and moment of the random
variable(music) respectively. This means, that the cumulant of the component mixture
is equal to the sum of cumulant of each component (music sources/elements) [LMK].
Thus finding that point in the signal space where one of these cumulant is maximized,
gives us one of the music elements, which is our goal. The kurtosis, which is the
fourth order cumulant, is expressed as
kurt(y)=E{y4} 3(E{y2})2
(7)
with the assumption that the random variable is zero mean. Further, since we have
whitened the signal, its variance is equal to 1. Which implies that E{y2}=1 (zero
mean). Thereby, we may also ignore the second term on the equation and it simplifies
to
kurt(y)=E{y4}
(8)
The algorithm for kurtosis is given by[10]
1. Initially, randomly assume a normalized value for the unit norm for wp
‖

‖ , where

2.
3.

Let
Update the value of

4.
5.

Normalize
‖ ‖
Check if the value has converged, i.e
weight matrix w. Else, go to step 2
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2.3 Negentropy
Again, this is also a measure of non-gaussianity for a random variable and it also
includes higher order statistical information [1&5]. Negentropy is zero for a Gaussian
variable. In this work, the gradient algorithm using negentropy has been applied. This
algorithm is used to find out the maximized negentropy. This value corresponds to
that value in the distribution space of the signal, where one of the independent
components has the highest weight while the others have the least or close to zero
values.
The negentropy algorithm [1] followed is:
1. Initially, randomly assume a normalized value for the unit norm for wp
2. Let
where is the whitened signal,
and
3. Normalize
‖ ‖
4. Check if the value has converged, i.e.
. This gives the intended
weight matrix . Otherwise, repeat the algorithm

3 Simulation Procedures
The recording from multiple sources are taken. They represent a random mixture
of the individual independent components. Now to separate these mixtures, we first
center the signal. By the process of centering, it means that the Mean of the signal is
made zero by subtracting every term with the mean value of the original signal. We
do centering in order to whiten the signal. Whitening prepares the signal for the
process of ICA, by making all the components uncorrelated with each other. This
process is validated by the fact that, independent signals are uncorrelated signals. So,
by un-correlating the obtained signal, we are distinguishing the individual
components before separating them. This situation is validated by the fact that the
co-variance matrix of a whitened signal is and Identity matrix, because the
independent components are only correlated with themselves.
This procedure is followed by finding either kurtosis value or the negentropy
value. Both these process give us that point in the signal density function, where only
one component of the signal is maximized, while the others tend to zero. So, filtering
the signal through this point must ideally give us any one of the individual
components.
However, due to the randomness associated with this process, we cannot obtain
the ideal output, and the separation also would not be perfect. The results that are
discussed in the following are the desirable results that are achieved through multiple
iterations and we go on to compare the different processes of ICA through them.
The same method was applied for a mixture of two, three and four components.
The relative quality of separation of both the mixtures was measured using the Signal
to Interference Ratio (SIR). SIR is defined as the ratio between the power of the
desired signal to the actual output signal. In an ideal system, the SIR is 0 dB. The
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closer the SIR is towards zero, it obviously implies a better quality of output. The
obtained results and hence their inferences are discussed.

4 Results
A piece of music with piano, pad, drum and flute elements was chosen. They were
samples at the standard frequency of 44100 Hz with a period of 7 seconds. The
original signals of those components are shown in figs. 1, 2, 3 and 4.
These signals were originally mixed randomly and they were separated by the
algorithm. For a two component input, the input signal that was whitened is shown in
fig. 5.
As is observed from the fig. 6, the output obtained is that of the drum loop and it
is very close correlation to the original signal, both for negentropy and kurtosis. The
SIR in the case of the former is -9.32 dB while that of the latter is -4.24 dB. It is
observed that in many a case, kurtosis obtains a better result.
To extend the process to three signals, the signals, piano, drum and pad were
mixed randomly. Fig. 8 shows the whitened input for the three component mixture. In
this case, both the methods show similar efficiency in results. A close examination
suggests that although kurtosis still gives a higher SIR, the perceptional quality is
much better in the case of negentropy. The average SIR for the method of Kurtosis is
around -5.00 dB, while for negentropy it is around -3.50 dB.
The average SIR for the method of Kurtosis is around -5.00 dB, while for
negentropy it is around -3.50 dB. Figs. 9 and 10 show the piano component output
for kurtosis and negentropy methods respectively. To further validate the methods for
a complex four component mixture, all the elements that have been considered were
mixed randomly and subsequently the algorithm was applied.
Even for a mix of four signals, both the principles gave a satisfactory output. Yet
the certainty that the separated signal is the source was considerably low. Negentropy
gave better results with SIRs as high as -2.66 dB while kurtosis algorithm gave results
with SIRs around -5.00 dB as shown in table 1.
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Fig. 1 Source1: Piano

Fig. 2 Source2: Drum Loop

Fig. 3 Source3: Pad

Fig. 4 Source4: Flute

Fig. 5 Whitened Input for two source mixture
(drums and piano)

Fig. 6 Output for two source mixture using
kurtosis

Fig. 7 Output for a mixture of two sources using
negentropy
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Fig. 8 Whitened Input for three source mixture
(piano, drums and pad)

Fig. 9 Output for three source mixture using
kurtosis

Fig. 10 Output for a mixture of three sources using
negentropy

Fig. 11 Whitened Input for four source mixture
Fig. 9 Output for three source mixture
using
Output
for a mixture of three sources using
(piano,
drums,Fig.
pad10and
flute)
kurtosis
negentropy

Fig. 12 Output for four source mixture using
kurtosis

Fig. 13 Output for a mixture of four sources using
negentropy
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Table 1. SIR analysis

No. of sources
2
3
4

5

Signal to Interference Ratio (dB)
Kurtosis
Negentropy
-4.2380
-9.3205
-5.8434
-3.4968
-5.4540
-2.6590

Conclusion

Through numerous iterations and analysis, it is understood that both Kurtosis and
Negentropy gradients are efficient in separating the sources from the music mixture.
When there are more number if sources (elements), Negentropy gives a better result,
while the converse is true for Kurtosis. The average SIR values obtained for all the
cases considered is -3.95 dB for Kurtosis and -6.16 dB for negentropy. Kurtosis
method is a lot simpler and much more efficient. However, for a complex multi
element mixture, the negentropy method proves to be more capable.
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Abstract. An algorithm for live convolution of two audio signals for use
in improvised electroacoustic music is proposed. The convolution engine
uses an extension of partitioned convolution in the frequency domain to
offer a combination of low output delay and low computational complexity. The input signals are segmented in a rhythmically intuitive way by
using transient analysis. A VST was created to allow for live change of
parameters with a GUI. The algorithm offers a generalized framework
for live convolution, where parts are modular and exchangeable for more
specialized tasks.
Keywords: convolution, real-time, live electronics, music, VST, DAFx,
transient detection

1

Introduction

Convolution is a powerful and ubiquitous technique in signal processing. Its use
has great importance both in the time- and frequency domain, as exemplified
by its applications in frequency selective filters and reverberation. Convolution
takes two signals as input, and gives one signal as output. Traditionally, one of
the signals has been a fixed impulse response (IR), while the other signal may be
a live input. IRs for digital filters are usually mathematically derived functions,
while IRs for reverberation are typically recorded by exciting a room with some
impulse, like a balloon popping.
Work has been done to explore the musical possibilities of convolution with
signals that are not impulse responses, but time-limited samples, such as recordings of trains or angle grinders[1]. Convolving a live signal with these leads to
output that is spectrally and temporally shaped by the recording, resulting in
timbres which differ substantially from IR convolution.
The mentioned techniques all have in common that they require one of the
inputs to the convolution to be prerecorded. Work has been done to allow for live
For examples of the effect in action, please visit https://soundcloud.com/laivconv
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convolution between two non-prerecorded signals[2]. This work introduces the
notion of using transient analysis to determine where convolution should begin
and end. The beginning and end of a convolution is an important consideration,
as it has implications both for processing and memory usage, as well as the
intelligibility of the output.
We propose a method for live convolution of two signals, where we have
nearly instantaneous output, as well as the ability for the convolution of long (i.e.
several seconds) segments. The method uses transient analysis to find musically
relevant ways to partition the signals into what we have named convolution
events. It gives output that both gives satisfying feedback to the performers, as
well as being mathematically equivalent with convolution of the partitions.
A VST has been created for intuitive use for musicians.

2

Algorithm

Convolution is defined as
y(n) = h(n) ∗ x(n) =

∞
X

h(k)x(n − k).

(1)

k=−∞

The span of k is ±∞, which cannot be evaluated. In traditional applications the
IR h(n) has a finite length, Lh , and k ∈ [0, Lh − 1], resulting in only Lh multiplications and additions per input sample, even if the input x(n) is conceptually
infinite in length (i.e. since it is a live input, it may continue for an unforeseeable amount of time). If the input signal x(n) and the IR h(n) are finite, i.e.
they have lengths Lx and Lh , respectively, the convolution result y(n) will have
length Lx + Lh − 1.
However, in the case of convolution of two live inputs, both input signals are
conceptually infinite. Therefore, the input signals must be segmented somehow,
in a musically meaningful way. Additionally, minimal output delay is desirable,
as this effect is meant to be usable in live performances. In this section, a convolution algorithm which uses transient information from the input signals to
segment the convolutions, and provides very short output delay, is presented.
Because the transient analysis part is not the main focus of this paper, details
on it are mostly omitted.
The convolution part of the algorithm is based on the Csound opcode ftconv,
which uses one fixed impulse response to perform its convolution[4]. We expand
upon it by replacing the fixed IR with a live signal, as well as implementing
handling of transient detection, and parallel processing of convolution events.
In this section, we first give a quick introduction to the concept taken from
ftconv, and give an overview of our algorithm. We subsequently offer a mathematical explanation of the convolution events.
2.1

Overview

ftconv exploits the fact that frequency domain multiplication is equivalent to
the Fourier transform of a circular convolution[5]. Thanks to the fast Fourier
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Seg 1

FTB 1

FTB 2

FTB N-1 FTB N

FTB 1

FTB 2

FTB N-1 FTB N
Seg 2

Fig. 1: Cross multiplication of two segments with N FT blocks. The arrows
denote multiplications.

transform (FFT), frequency domain multiplication (FDM) offers a more computationally efficient way to perform convolution. In contrast with traditional
FDM, which needs to buffer up the entire length of what is to be convolved,
ftconv splits up the segments into blocks of length LB and performs blockwise
FDM. Because the blocks are transformed into the frequency domain, we henceforth refer to them as FT blocks. The radix-2 FFT is performed, and the blocks
always have LB = 2n . The blocks are padded with an amount of zeros equal
to the initial length of the blocks to account for the length of the convolution
and edge effects of circular convolution, resulting in 2LB . Because the oldest FT
block from input 1 is multiplied with the newest FT block in input 2, etc, we
call this frequency domain cross multiplication (FDCM), see fig. 1. This gives a
good balance between computational efficiency and output delay.
Our first approach was to keep the segment length constant, throwing out the
oldest block in the segment each time a new block was buffered up. Unfortunately
this naive method led to severe destructive interference, and a more complicated
method had to be developed.
A block diagram of the algorithm is shown in figure 2. The input signals
are buffered up and form a block pair, one block for each input signal. An
FFT is then performed on the blocks and the FT block pair is passed on to the
Segment update + process update part. Here, the FT Blocks are appended to their
respective segments, which are associated with what is called the active process.
The Segment update + process update part also contains semi-active processes.
Each process represents a convolution event, i.e. convolution of segments between
subsequent transients. The semi-active processes represent convolution events
where input has ended, therefore the oldest FT Block pair in each semi-active
process is thrown out every time a new block is buffered. The active process does
not throw away any FT Block pair because it represents the current, growing
convolution event. Whenever a transient is detected on one of the input signals,
the active process is set to be semi-active and a new active process is started.
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IFFT
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Output

Fig. 2: Block diagram of the algorithm

Although the fixed size of blocks entails that some pre-transient samples will
be included in a convolution even, the block size will typically be 1-2 orders of
magnitude shorter than the length of the convolution segments. Hence when the
events, the actual position of a transient within a block normally has a negligible
effect on the audible result.
In theory, there might be an infinite amount of time between transients causing the segments in the active process to grow beyond available memory. To
ensure against this possibility, the parameter Nmax is set by the user. If no transient is detected, the active process will eventually contain Nmax blocks. This
event is treated as if a transient was detected.
New output is generated for every new block pair that is buffered up. It is
generated with i semi active processes, SAP[1], ..., SAP[i − 1], SAP[i], and one
active process, AP . The number of semi active processes depend on the recent
occurrence of transients in the input signals, and can maximally be log2 Nmax .
This is due to the fact that all the semi-active processes throw away an FT Block
pair every time a new FT Block pair is added. FDCM is performed separately
on the processes. All the FDCM results are then added and divided by the total
number of FT Block pairs, BNTot . The division by BNTot is done to strive for a
consistent output amplitude. This is illustrated in figure 3. The total number of
blocks used to generate the output can vary significantly, and the output would
consequently have varied significantly in amplitude if no division took place.
Finally the output is generated by performing an inverse fast Fourier transform
(IFFT) on the result.
While the input blocks have lengths of LB samples, the output generated will
have a length 2LB − 1. Each output block is therefore put on top of the previous
generated output block in an overlap add fashion. The segments are convolved
without any preprocessing, but due to the ramp characteristic of the convolution
output and the overlapping processes, the audible result is smooth and free of
clicks.
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FDCM Result
SAP[1]

FDCM Result
SAP[i-1]

+

1
BNTot

IFFT

Output

FDCM Result
SAP[i]
FDCM Result
AP

Fig. 3: FDCM is computed separately on i semi-active processes,
SAP[1], ..., SAP[i − 1], SAP[i] and the active process AP. The FDCM results are added together and divided by the total number of blocks, BNtot ,
before the IFFT is computed.

2.2

Mathematical Explanation of Convolution Events

We will now show the mathematics of convolution events, and explain how the
output delay is related to the block size.
The input signals are divided into segments, which are subdivided into N
blocks:
x1 (n) = [x1,1 (n), x1,2 (n), · · · , x1,N −1 (n), x1,N (n)]

(2)

x2 (n) = [x2,1 (n), x2,2 (n), · · · , x2,N −1 (n), x2,N (n)] ,

(3)

and
where x1 and x2 each have length Ls , the segment length, and x1,i and x2,j each
have length Ls /N = LB , the block length. The total convolution of the segments
is
y(n) = x1 ∗ x2 =

N X
N
X
i=1 j=1

x1,i ∗ x2,j =

N X
N
X

iL
B −1
X

x1,i (k)x2,j (n − k) . (4)

i=1 j=1 k=(i−1)LB

The result of the convolution of two blocks is limited in time in the following
way
(
values, if n ∈ [(i + j − 2)LB , (i + j)LB − 2]
(x1,i ∗ x2,j )(n) =
0,
otherwise.

(5)

Drawing on these limits, we define the starting- and end-point of the convolution of block x1,i and x2,j as
Si,j = Sj,i = (i + j − 2)LB
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FTB 1 FTB 2 FTB 3
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FTB 1
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FTB 3

Seg 2

Seg 2

Seg 2

Seg 2

Seg 2

Fig. 4: Example of a process where a transient is detected after three blocks have
entered. The arrows denote multiplications. Notice that FT Block pair 1 exits
the process first, followed by FT Block pair 2, etc. This illustrates five iterations.

and
Ei,j = Ej,i = (i + j)LB − 2
respectively. Because S1,2 > LB − 1, we only have a contributions from x1,1
and x2,1 when n ≤ LB − 1. This allows us to give output immediately after the
first blocks have been buffered. The next output block should come when n =
2LB − 1 < S3,1 , which again shows that we only have contributions from blocks
which have already been buffered. We may therefore give output immediately
after each input block pair is buffered. This holds for all blocks from 1 to N .
The consequence is that we may start a convolution while the segments are still
growing, allowing for real-time output with a delay of no more than LB samples.
When block N is reached (i.e. when we get a transient on one of the input
channels), old blocks may be discarded. When n > E1,N = (1 + N )LB − 2,
both x1,1 and x2,1 stop contributing to the output, allowing us to free that
memory. For each iteration after that point, a block pair may be discarded,
and the segments shrink by one block each, until they are both empty and the
convolution is complete. For an illustration of the appending and throwing of
blocks from a process, see fig. 4.

3

Implementation of Algorithm and VST

The effect was prototyped in Matlab, and the real-time version was written in C
and Csound. Csound is a convenient and flexible language for signal processing of
sound, which has an extensive library of sound generation/processing modules,
called opcodes. These are usually written in C or C++, and we wrote a custom
opcode to provide the needed functionality for our implementation.
In addition, the Cabbage framework[3] provides quick and simple development of graphical user interfaces (GUI), and allows for exportation of Csound
programs to VST plug-ins on Windows, OSX and Linux.
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Fig. 5: Graphical User Interface of the VST

3.1

Parameters

The effect is meant to be as general as possible, and to be usable with any kind of
instrument. The transient detection part of the algorithm therefore has a flexible
array of parameters to tailor its response to most applications. The two channels
have independent settings, which even makes it possible to do transient detection
on one input signal only, by clever adjustment of parameters. The threshold
knobs adjust how large the transients must be to be detected. MinThresh sets
the minimum amplitude needed, while Thresh sets how big of a jump must
occur from the current level. The threshold is adaptive, and increases if a high
amplitude is maintained. The Release knob affects how quickly the threshold
adjusts to amplitude variations, and MinTime sets the minimum time which
transients must be separated by to be detected individually. To help the user
adjust the parameters, two ”LEDs” are next to the transient knobs, which light
up each time a transient is detected. In addition, the TransMonitor knob can be
turned up to allow the user to hear a short input clip when a detection occurs.
This allows for quick and intuitive adjustments.
The Convolution part of the GUI lets the user change the block size (given
in samples) and segment length (given in seconds). The segment length adjusts
Nmax , which greatly affects the density of the output. With a short segment, one
gets output which doesn’t depend much on past values, while a longer segment
results in slower decay of past samples, and a denser, fuller sound. Rhythmic
content is emphasized more with shorter segment sizes.

4

Computational Complexity

Ignoring the transient analysis, which is not computationally intensive, one iteration of the algorithm may be represented by the following pseudocode:
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Perform FFT on new input block pair
for (all blocks in active and semi-active processes)
for (every sample in an FT block)
perform multiplication and addition of FT block sample
end
end
Perform IFFT on output block
This shows what happens each time a new pair of input blocks is buffered.
The blocks must first be Fourier Transformed(O(N log N )) [5]. The zero-padded
input blocks have length 2LB , resulting in an O(LB log LB ) complexity. In the
worst case, there are no more than Nmax FT block pairs to be processed, so the
for-loops result in O(Nmax LB ) operations. The IFFT has the same complexity
as the FFT, so the total complexity is O(LB log LB + Nmax LB ).
For long segments a large block size diminishes the CPU use, at the cost of
an increased output delay. A block size of 256 uses less than 15% of the CPU on
a five year old laptop PC, resulting in a delay of 6ms, which is usually inaudible.

5

Conclusion and Further Work

An algorithm for the live convolution of two continuously changing signals has
been proposed. It offers low output delay, and provides the musician with the
spectral processing characteristics of convolution while at the same time offering
adjustable rhythmic responsiveness and real-time control of temporal smearing
through interactive transient detection. It is designed with the intention of being
intuitive for musicians to use as well as giving musically meaningful output in a
broad range of applications. Parameters which determine how large a portion of
the input signals that should contribute to the output have great impact on the
spectral density of the output. The effect has potential for further extensions,
such as partitioning the segments based on other things than transients, for example with a MIDI clock. Although the delay is small enough to give feedback to
users in acceptable time, a method for zero-delay frequency domain convolution
exists[6] and is compatible with this algorithm.

References
1. T. Engum. Beat the Distance, NTNU Department of Music, 2012,
http://thesoundbyte.com/?page id=68
2. Ø. Brandtsegg, S. Saue, Experiments with dynamic convolution techniques in live
performance, Linux Audio Conference (2013), http://lac.linuxaudio.org/2013/
3. R. Walsh, Cabbage Audio Plugin Framework, Proceedings of the International Computer Music Conference (2011), http://www.icmc2011.org.uk/
4. I. Varga, ftconv (2005), http://www.csounds.com/manual/html/ftconv.html
5. J.G. Proakis and D.G. Manolakis, Digital Signal Processing, Fourth Edition, ISBN
0-13-187374-1, (2007)
6. W.G. Gardner, Efficient Convolution Without Input/Output Delay, 97th Convention of the Audio Engineering Society (1994)

CMMR2013 - 885

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

Time-Span Tree Analyzer for Polyphonic Music
Masatoshi Hamanaka1, Keiji Hirata2 and Satoshi Tojo3,
University of Tsukuba
Future University Hakodata
3
Japan Advanced Institute of Science and Technology
hamanaka@iit.tsukuba.ac.jp
1

2

Abstract. We have been developing a music analysis system called a
polyphonic music time-span tree analyzer (PTTA). A time-span tree assigns a
hierarchy of ‘structural importance’ to the notes of a piece of music on the basis
of the Generative Theory of Tonal Music (GTTM). However, the theory only
accepts homophonic music. To solve this problem, we first record the
composers’ processes for arranging from polyphony to homophony because the
processes show how a musician reduces ornamental notes. Using the recording
of the arrangement process with the time-span tree of the homophony, we
manually acquire a time-span tree of polyphony. Then we attempt to develop a
PTTA that semi-automatically acquires a time-span tree of polyphony by
implementing an additional novel rule for time-span analysis. Experimental
results show that the PTTA using our proposed rules outperforms the baseline.

1

Introduction

Our goal is to create a system that will enable a musical novice to manipulate a piece
of music, which is an ambiguous and subjective media. For example, it is difficult for
musical novices to manipulate music with commercial music sequencers that only
operate on the surface structure of music, that is, the pitch and on-timing of each note.
On the other hand, Garageband [1] can create a piece of music though simple
manipulations, i.e., by just concatenating pre-stored phrases. However, when we want
to arrange a portion of a melody in a phrase, we have to manipulate the surface
structure of the music, and a musical novice will have difficulty finding the software
to mirror his or her intentions in such a case.
Previous music systems [2, 3] have their own music analysis methods, from which
deeper musical structures are difficult to acquire, and thus these systems are difficult
for the users to manipulate at their will. However, a representation method and
primitive operation for time-span trees in the Generative Theory of Tonal Music
(GTTM) [4] have been proposed, and these developments indicate the potential for
constructing a melody-arranging algorithm [5]. An example of arranging algorithms
that use a time-span tree is the melody morphing method [6], which generates an
intermediate melody between one melody and another with a systematic order in
accordance with a certain numerical measure.
However, GTTM is limited to homophonic music, which consists of a single note
sequence with chords. To overcome this limitation, we extend GTTM by proposing
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and implementing an additional novel rule for time-span analysis and attempt to
develop a polyphonic music time-span tree analyzer (PTTA) that enables a time-span
tree to be acquired semi-automatically from polyphony. This extension enables the
time-span tree to represent the relationships between parts. For example, there are
completely independent parts that form independent trees. In contrast, there are parts
that progress in the same rhythm to form an overlapped tree.
This paper is organized as follows. We discuss the problem of how to construct a
system that can acquire a time-span tree from polyphony in Section 2 and whether a
time-span tree can actually be acquired from polyphony or not in Section 3. We describe the polyphonic music time-span tree analyzer in Section 4 and present experimental results and a conclusion in Sections 5 and 6.

2

GTTM and its Analyzer

GTTM is composed of four modules, each of which assigns a separate structural
description to a listener’s understanding of a piece of music. These four modules
output a grouping structure, a metrical structure, a time-span tree, and a
prolongational tree, respectively (Fig. 1).
In our previous work [7], we extended original theory by full externalization and
parameterization and proposed a machine-executable extension of GTTM, exGTTM.
The externalization includes introducing an algorithm to generate a hierarchical
structure of the time-span tree in a mixed top-down and bottom-up manner. The
parameterization includes introducing a parameter for controlling the priorities of
rules to avoid conflicts among the rules, as well as parameters for controlling the
shape of the hierarchical time-span tree.
We implemented the exGTTM on a computer called ATTA (Fig. 2). The ATTA
only treats monophony because several rules in the theory only allow monophony.
This limitation is too narrow because users may want to manipulate polyphonic or
homophonic music. Therefore, we have been constructing a music analysis system
that enables a time-span tree to be acquired from polyphony and homophony. Here,
we discuss the problems when extending the system that enables polyphony and
homophony to be treated.
MusicXML

Time-span Tree

Metrical Structure Analyzer

Grouping Structure Analyzer

Detection of low-level boundary

Current
structure

Bi

( boundary
strength )

Applying GPR1, 2, 3, 6

[time]

Detection of high-level boundary
Divide by top down

Metrical Structure
Grouping Structure

Applying GPR1, 2, 3, 4, 5, 6

Contains more than
one boundary
No

GroupingXML

Time-span tree Analyzer

Calculation of low-level beat strength

Low-level boundary

Yes

Dilow-level

(strength of beat) Applying MPR1,2,3,4,5[time]

Choosing next-level structure

Choice of
next-level
structures

mˆ = 1
mˆ = 2
mˆ = 3
mˆ = 4
mˆ = 5
Choosing with applying MPR10

Contains more than one beat
No

MetricalXML

Yes

Calculation of head strength

Current
structure

Ditime-span

(strength of head)Applying TSRPR1,3,4,8,9

Choosing next- level structure

Next-level
structure

Contains more than one head
No

Time-spanXML

Fig. 1. Structures
Fig. 2.ofStructures
GTTM. of GTTM. Fig. 2. Automatic time-span tree analyzer (ATTA).
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No ground truth exists. If we analyze polyphony using GTTM, there are no ground
truth data because the theory is limited to treating homophony and the Lerdahl and
Jackendoff’s book contains no example that uses polyphony.
The time-span reduction represents the intuitive idea: if we remove ornamental
notes from a long melody, we obtain a simple melody that sounds similar. An entire
piece of Western tonal music can eventually be reduced to an important note. For
example, the left-hand side of Fig. 3(a) depicts a simple monophony and its tree. The
time-span (designated as <--->) is represented by a single note, called a head, which is
designated here as “C4”.
We believe this intuitive idea of GTTM is applicable to polyphonic and
homophonic music. For example, the left-hand sides of Fig. 3(b) and (c) depict a
simple example of polyphony or homophony consisting of two parts and its tree.
These time-spans can also represent a single note as on the right side. In Fig. 3(b), the
connection between notes in a chord is important, but in Fig. 3(c), that in a melodic
part is important.
C4
C4
C4
C4
(c)
(b)
(a)
head
head
C4
C4

head

ＩＵ

ＩＵ

ＩＵ
Instantiating

Abstracting

Fig. 3. Subsumption relationship of monophony, homophony, and polyphony.

The rules of GTTM cannot treat polyphony. Even if we acquire the ground truth of
GTTM analysis results for polyphony, it is difficult to implement a system which can
retrieve a time-span tree from a polymorphic piece of music. For example, the
grouping analysis is limited in monophony because those rules imply a single note
sequence.
We propose an algorithm to treat polyphony and propose an additional novel rule
that enables a polyphonic music time-span tree to be acquired in section 4.
Less precise explanation of feedback link. The GTTM has rules for feedback links
from higher to lower level structures, e.g. GPR7 prefers a grouping structure that
results in a more stable time-span and/or prolongation reductions. However, no
detailed description and only a few examples are given.
To solve this problem, we developed an interactive analyzer with which a user can
acquire the target analysis results by iterating the automatic and manual processes
interactively and easily reflects his or her interpretations on a piece of music.

3

Manual Acquisition of Time-span Tree for Polyphonic Music

We attempted to acquire the time-span tree from polyphony manually in order to
investigate whether the time-span tree was actually acquirable from polyphony or not.
We could easily consider a bottom up way to construct a time-span tree of polyphony;
that is, we first constructed sub-trees of musical phrases in each part and then connected
the heads of two trees and make a new head iteratively. However, this bottom-up
approach did not work well when a musicologist attempted to acquire a time-span tree
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of polyphony because it is difficult to select two sub-trees to make a new head.
Therefore, we consider another approach based on a polyphonic reduction process.
Fig. 4 shows the process for acquiring the time-span tree from polyphony manually.
First, we asked musicologists to arrange polyphony to homophony (Fig. 4(a)). This
arrangement process is very similar to time-span reduction, which removes
ornamental notes and acquires the abstracted melody. Then we asked the
musicologists to analyze the homophony and acquire the time-span tree on the basis
of GTTM (Fig. 4(b)). Finally, we tried to acquire the time-span tree from polyphony
by tracing the inverse process of the arrangement that instantiates the ornamental note
and adds the branch of the note to the time-span tree (Fig. 4(c)).
Inverse process







     
     



Polyphony

(a) Arrange polyphony
to homophony





   
     
 
Homophony

(b)Analyze
by GTTM

 (c)Acquire polyphonic 
   

      time-span tree
 





Homophony




     




      




Polyphony

Fig. 4. Manual process for acquiring time-span tree of polyphony.

Record Arrangement Process. We recorded five musicologists’ processes for
arranging a polyphonic orchestral score into a homophonic piano score. To video a
composer’s visual points, we used an eye mark camera. We also used microphones to
record each musicologist’s voice when he/she was thinking aloud. After the music
arranging processes had been completed, we asked the musicologists about the details
of their arrangement processes using the video from the eye mark camera. For
example, we asked composers the following questions: Why did you focus on this
section for a long time? What bothers you now about your arrangement? Do you have
any better ideas for the arrangement?, and so on.
Eye Mark Camera
Piano

Orchestra

Arrange

(a)

(b)

(c)
Reduction level 2

Visual Point

Reduction level 1

Fig. 5. Recording arrangement process.

Fig. 6. Refinement of time-span tree.

Refinement of time-span tree. By refining the time-span tree of homophony, we can
acquire a time-span tree applicable to polyphony. Fig. 6(a) is a time-span tree of
homophony in which each branch of the tree is connected to a chord. Fig. 6(b) and (c)
show the refined time-span trees of homophony.
If we slice these three time span trees by using reduction level 1, all the results are
the same: two chords of quarter notes. When we abstract the tree in Fig. 6(b) by using
reduction level 2, the result is a chord of half notes. Thus, the time-span tree like that
in Fig. 6(b) will be formed when there are important chords in the phrase. On the
other hand, when we abstract the tree in Fig. 6(c) using reduction level 2, the result
remains one voice consisting of two quarter notes. Thus, the time-span tree in Fig.
6(c) will be formed when there is an important voice in the phrase, such as unison.
The same musicologists refined the time-span tree of homophony and decided the
type of time-span tree. As a result, the refinement was applicable only in the smallest
group in which the grouping boundaries of multiple voices are the same.
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Manual Acquisition of Polyphonic Music Time-span Tree. If we assume a timespan tree can be acquired from polyphony, a subsumption relationship is formed
between the time-span tree of polyphony and that from homophony acquired and
refined by the musicologists. To acquire the time-span tree from polyphony, we
manually add the omitted ornamental notes and its branches one by one by tracing the
inverse process of the arrangement (Fig. 7). The note that connects to the omitted note
by the branches can be detected as either of the following.
- Head of the smallest time-span that includes the omitted note
- Head of another voice time-span that is the same as or similar to the time-span
that includes the omitted note
Fig. 8(a) shows an example of the former, where the smallest time-span that
includes omitted note 2 in time-span b. Therefore, note 2 is connected to note 3. Fig.
8(b) shows an example of the latter, where omitted note 3 in time-span d is connected
to note 1 in time-span c because time-spans c and d are the same. When connecting
the branch of note 1, note 3 is at a higher position than note 2; otherwise, note 3 in
time-span d is connected to note 1 in time-span a, and the time-spans d and a are
(a)
(b)
different.
1
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Fig. 7. Polyphonic time-span trees.

Implementing PTTA

In this section, we describe the system to acquire a time-span tree from a polymorphic
piece of music. Fig. 9 shows an overview of our polyphonic music time-span tree
analyzer (PTTA).
In the initial input we use MusicXML of polyphony, in which each voice is
separated. We also need MusicXML of homophony and its time-span tree that is
manually arranged and analyzed by musicologists.
The part divider splits each voice and outputs the MusicXML of monophonies. The
harmonic analyzer analyzes the harmony using Tonal Pitch Space [8], which was
written by Lerdahl, an author of GTTM, and is implemented the same way as in the
work of Sakamoto and Tojo [9].
We designed the PTTA to separate the input polyphony to each voice part of the
monophonic melody and to analyze in a parallel manner using a grouping structure
analyzer and a metrical structure analyzer because the grouping and metrical
structures of each part of polyphony sometimes differ. The contents of the grouping
structure analyzer and metrical structure analyzer are the same as those of the monophonic version in the ATTA.
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On the other hand, the time-span analyzers analyze all the parts of polyphony
together because only one time-span tree is acquired from polyphony.
MusicXML
PTTA (monophony)

MetricalXML

GroupingXML

Time-span
XML
(Polyphony)

MusicXML
(Polyphony) Part
divider

Harmonic
analyzer

..
..

..
.

.
Grouping
structure analyzer

..
.

.
Metrical
structure analyzer

Time-span tree
analyzer

HarmonicXML
Manual arrangement
by musicologists

Manual analysis

MusicXML by musicologists
(homophony)

Time-spanXML
(homophony)

Fig. 9. Overview of PTTA.

Overview of time-span tree analyzer in PTTA. The time-span tree analyzer of
PTTA differs from that of ATTA. However, the algorithm for acquiring a time-span
tree is the same.
(1) Consider all the notes as a head.
(2) Apply time-span tree preference rules (TSRPR) to local-level heads DiTSRPR R ,
where R is an index of preference rule in GTTM [4].
(3) Calculate the head strength Dtimespan (i) at a local level.
(4) Select the next-level head from each time-span.
(5) Iterate steps 2 to 4 as long as the time-span contains more than one head.
Application of time-span reduction preference rules. We implemented seven out of
nine time-span reduction preference rules (TSRPR). We did not implement those
concerning feedback loops: TSRPR5 (metrical stability) and TSRPR6 (prolongational
stability). DiTSRPRR indicates whether TSRPRR holds. Since the priority among these
TSRPRs is not shown in GTTM [4], we introduce adjustable parameter STSRPRR.
For example, TSRPR7 prefers that a head i appear at a cadence. DiTSRPR7 returns 1
if the head is at the cadence position and 0 otherwise:
1 i appear at cadence
(1)
D TSRPR7 =
i


0

otherwise.

Novel rule of TSRPR. To treat polyphonic music on the basis of GTTM, we propose
an additional novel rule that we call TSRPR10.
TSRPR10 (Time-span Trees Interaction) Prefer a time-span analysis of
polyphonic that minimizes the conflict between the time-span tree of polyphony and
the time-span tree of homophony that is arranged and analyzed by a musicologist.
We express the degree of application of the TSRPR10 as follows:
(2)
D TSRPR10 = h max h
i

i

j

j

where i is note transition and hi is the number of time-spans whose head is i from the
refined time-span tree of homophony. If i is an important note, note i can be a head in
several hierarchies of the time-span. The denominator max hj is for normalization. We
added the adjustable parameter STSRPR10 to control the strength of the rule.
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Generation of time-span tree. We calculate the plausibility of the head Dtimespan(i) by
DiTSRPRR and adjustable parameter STSRPRR.
TSRPR
(3)
D timespan (i ) =
D
×S

∑
R

i

R

TSRPRR

A hierarchical time-span tree is constructed by iterating the calculation of the
plausibility of the head Dtimespan(i) for the current heads and choosing the heads of
the next level.
Interactive analyzer for PTTA. Because GTTM has a feedback link from higher to
lower level structures, the analyzing process is not straightforward. We therefore
developed an interactive analyzer that enables the use of analyzers of the grouping
structure, metrical structure, and time-span tree and of a manual editor for each
structure in alternative orders.
Fig. 10 shows a screen snapshot of the interactive analyzer, where polyphonic
sequences are displayed in a piano roll format. Each part of the sequence is shown in
a different color. When a user selects one part, the grouping and metrical structures of
the sequence are displayed below it.

Fig. 10. Interactive analyzer for PTTA.

5

Experimental Results

We evaluated the performance of the time-span analyzer of PTTA using an F-measure,
which is given by the weighted harmonic mean of Precision P (proportion of selected
heads that are correct) and Recall R (proportion of correct heads that were identified).
This evaluation required us to prepare correct data of the grouping structure,
metrical structure, time-span tree, and harmonic progression of the polyphony and
needed the time-span tree of homophony, which was arranged and analyzed by a
musicologist. We collected 30 eight-bar-length, polyphonic, classical music pieces
and asked the musicology experts to analyze them manually and faithfully with regard
to GTTM. Three other experts crosschecked these manually produced results.
We compared the baseline performance where we fixed STSRPR10 to zero and other
parameters were configured by hand, which means the analyzer did not use TSRPR10.
It took us an average of about ten minutes per piece to find the plausible tuning for
the set of parameters. As a result of configuring the parameters, the PTTA using
TSRPR10 outperformed the baseline not using TSRPR10 (Table 1).
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Table 1. F-measure for our method
Melody
1. Borodin Streichquartett No.2 3rd mov.
2. Mozart Eine Kleine Nachtmusik K525 2nd mov.
3. Beethoven Streichquartett Op.18 No.4 1st mov.
4. Haydn Quartett "Kaiser" Op.76 No.3 1st mov.
5. Brahms Streichquartett No.2 op.51-2
:
Total (30 Polyphonies)

6

Baseline not using
TSRPR10
0.27
0.41
0.52
0.13
0.24
:
0.36

Our system using
TSRPR10
0.91
0.76
0.95
0.42
0.64
:
0.89

Conclusion

We developed a music analysis system called a polyphonic music time-span tree
analyzer (PTTA) that enables time-span trees to be acquired from polyphony. To treat
polyphonic music on the basis of the generative theory of tonal music (GTTM), we
propose a new preference rule called TSPRP10 for time-span reduction that prefers a
time-span analysis of polyphony that minimizes the conflict between time-span trees
of homophony, which is arranged and analyzed by musicologists. Experimental
results showed that by using TSRPR10, our PTTA outperformed the baseline.
Since we hope to contribute to the research of music analysis, we will publicize our
PTTA with an interactive analyzer and a dataset of a hundred pairs of a polyphonic
score and musicologists’ analysis results on our website:
http://music.iit.tsukuba.ac.jp/hamanaka/gttm.htm.
We plan to develop further systems using time-span trees of polyphony for other
musical tasks, such as searching, harmonizing, voicing, and ad-libbing. Such systems
will help musical novices to manipulate music.
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Abstract. We present an algorithm for tracking individual instruments
in polyphonic music recordings. The algorithm takes as input the instrument identities of the recording and uses non-negative matrix factorisation to compute an instrument-independent pitch activation function.
The Viterbi algorithm is applied to find the most likely path through
a number of candidate instrument and pitch combinations in each time
frame. The transition probability of the Viterbi algorithm includes three
different criteria: the frame-wise reconstruction error of the instrument
combination, a pitch continuity measure that favours similar pitches
in consecutive frames, and the activity status of each instrument. The
method was evaluated on mixtures of 2 to 5 instruments and outperformed other state-of-the-art multi-instrument tracking methods.
Keywords: automatic music transcription, multiple instrument tracking, Viterbi algorithm

1

Introduction

The task of automatic music transcription has been studied for several decades
and is regarded as an enabling technology for a multitude of applications such as
music retrieval and discovery, intelligent music processing and large-scale musicological analyses [1]. In a musicological sense, a transcription refers to a manual
notation of a music performance which can include the whole range of performance instructions ranging from notes and chords over dynamics, tempo and
rhythm to specific instrument-dependent playing styles. In scores of Western
music each instrument or instrument group is usually notated on its own staff.
Computational approaches to music transcription have mainly focussed on
the extraction of pitch, note onset and note offset information from a performance (e. g. [2], [3], [4]). Only few approaches have addressed the task of additionally assigning the notes to their sound sources (instruments) in order to
obtain a parts-based transcription. The transcription of individual instrument
parts, however, is crucial for many of the above mentioned applications.
?
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In an early paper, Kashino et al. [5] incorporated a feature-based timbre
model in their hypothesis-driven auditory scene analysis system in an attempt
to assign detected notes to instruments. Vincent and Rodet [6] combined independent subspace analysis (ISA) with 2-state hidden Markov models (HMM).
Instrument spectra were learned from solo recordings and the method was applied to duet recordings. The harmonic-temporal clustering (HTC) algorithm
by Kameoka et al. [7] incorporates explicit parameters for the amplitudes of
harmonic partials of each source and thus enables an instrument-specific transcription. However, no explicit instrument priors were used in the evaluation and
the method was only tested on single-instrument polyphonic material. Duan et
al. [8], [9] proposed a tracking method that clusters frame-based pitch estimates
into instrument streams based on pitch and harmonic structure. Grindlay and
Ellis [10] used their eigeninstruments method as a more generalised way of representing instruments to obtain parts-based transcriptions.
The standard non-negative matrix factorisation (NMF) framework with instrument-specific basis functions is capable of extracting parts-based pitch activations. However, it only relies on spectral similarity and does not involve pitch
tracking and other explicit modelling of temporal continuity. Bay et al. [11] therefore combined a probabilistic latent component analysis model and a subsequent
HMM to track individual instruments over time.
In this paper we follow a similar approach as in [11]. We also employ the
Viterbi algorithm to find the most likely path through a number of candidate
instrument combinations at each time frame. However, we use a more refined
method for computing the transition probabilities between the states of consecutive time frames. The proposed transition probability is based on the reconstruction error of each instrument combination and the continuity of pitches
across time frames. Additionally we address the fact that one or more instruments might be inactive in any time frame by an explicit activity model. For
this work we assume that all instruments are monophonic but the method could
be extended to include polyphonic instruments.
The paper is structured as follows: In Section 2 we describe our multiple instrument tracking method. We explain the preliminary steps of finding candidate
instrument combinations and illustrate the details of the Viterbi algorithm. Section 3 outlines the evaluation procedure and presents the experimental results.
We conclude the paper in Section 4.

2
2.1

Multiple instrument tracking
Overview

Given the identities of the I instruments, we learn protoype spectra for the instruments in the mixture from a musical instrument database. These spectra are
used as basis functions in an NMF framework in order to obtain pitch activations
for each instrument individually. Instrument confusions are likely to happen in
the NMF analysis. We therefore sum all instrument activations at the same pitch
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into an overall pitch activation matrix from which we can obtain more reliable
pitch information in each time frame.
In the resulting pitch activation matrix, we identify the P most prominent
peaks in each time frame (P ≥ I) and consider all possible assignments of each
peak to each of the I instruments. For each of these instrument-pitch combinations, the reconstruction error is determined and the combinations are sorted
in ascending order of their reconstruction error. The N combinations with the
lowest reconstruction errors at each time frame are selected as candidates for the
Viterbi algorithm. We then find the most likely path through the Viterbi state
sequence by applying a transition probability function that takes into account
the reconstruction error of each instrument combination, the pitch continuity as
well as the fact that instruments might be inactive in each time frame.
2.2

Pitch activation function

To obtain the pitch activation function, we apply the non-negative matrix factorisation algorithm with a set of fixed instrument spectra on a constant-Q
spectrogram and use the generalised Kullback-Leibler divergence as a cost function. The instrument spectra for each instrument type in the target mixture were
learned from the RWC musical instrument database [12]. The constant-Q spectrogram was computed with a sub-semitone resolution of 4 bins per semitone,
and in order to detect pitch activations with the same resolution, additional
shifted versions of the instrument spectra up to ± 0.5 semitones were employed.
The NMF analysis with instrument-specific basis functions actually provides instrument-specific pitch activation functions, however, we realised that
instrument-confusions do occur occasionally which introduce errors at an early
stage. We therefore compute a combined pitch activation matrix by summing
the activations of all instruments at the same pitch, which provides more reliable estimates of the active pitches. It should be pointed out here that numerous
other ways of computing pitch activations have been proposed (e. g. [3]) which
might equally well be used for the initial pitch analysis.
2.3

Instrument combinations

From the pitch activation function, the P highest peaks are extracted and all
assignments of peaks to instruments are considered. To make this combinatorial
problem tractable we make the assumptions that each instrument is monophonic
and that no two instruments will play the same pitch at the same time. An
extension to polyphonic instruments is discussed in Section 4. The total number
of pitch-to-instrument assignments is given by
C(P, I) =

P!
,
(P − I)!

(1)

where P denotes the number of extracted peaks per frame and I the number
of instruments. Depending on both P and I, this can lead to a large number of
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combinations. In practice, however, we can discard all combinations for which a
peak lies outside the playing range of one of the instruments. In our experiments
this reduced the number of combinations considerably. If all peaks lie outside
the range of an instrument, however, the case in which the instrument is inactive
has to be included.
In order to determine the reconstruction error for each instrument-pitch combination we computed another NMF with fixed instrument spectra. Here, only
a single spectrum per instrument at the assigned pitch was used and we applied only 5 iterations of the NMF update rules for the gains. Due to the small
number of basis functions and iterations, this can be computed reasonably fast.
Given the reconstruction errors for each combination at each time frame, we select the N combinations with the lowest reconstruction errors as our candidate
instrument-pitch combinations. The gains obtained from these NMF analyses
are used for the activity modelling as described in the following section.
2.4

Viterbi algorithm

We employ the Viterbi algorithm to find the most likely sequence of instrumentpitch combinations over time. A general description of the Viterbi algorithm can
be found in [13]. In our framework, a state j at time frame t can mathematically
be described as Sj,t = (φj,t,i , aj,t,i ) with i ∈ {1, . . . , I}. In this formulation, φj,t,i
denotes the pitch of instrument i and aj,t,i is a binary activity flag that indicates
whether the instrument is active at that time frame. The observed gain values
for the instruments i of a state Sj,t are denoted by gj,t,i and the reconstruction
error of the state is given by ej,t .
The states of the Viterbi algorithm are obtained by considering all possible
combinations of instruments being active (aj,t,i = a) and inactive (aj,t,i = a) for
each of the selected instrument-pitch combinations from Section 2.3. These can
be seen as activity hypotheses for each combination. Note that in this process,
a large number of duplicates are produced when the pitches of all active instruments agree between the selected instrument-pitch combinations. As an example,
consider a 2-instrument mixture with the following two candidate instrumentpitch combinations at time t: (φ1,t,1 = x, φ1,t,2 = y) and (φ2,t,1 = x, φ2,t,2 = z).
The activity hypothesis in which a1,t,1 = a2,t,1 = a and a1,t,2 = a2,t,2 = a produce identical Viterbi states, that both assume that instrument 1 is responsible
for pitch x and that instrument 2 is inactive. For all identical Viterbi states, we
only consider the one with the lowest reconstruction error ej,t .
For the transition probability from state Sk,t−1 at the previous frame to state
Sj,t at the current frame, we consider 3 different criteria:
1. States with lower reconstruction errors ej,t should be favoured over those
with higher reconstruction errors. We therefore model the reconstruction
error by a one-sided normal distribution with zero mean: pe (e) = N (0, σe2 )
(Fig. 1a), where σe is set to a value of 10−3 .
2. We employ a pitch continuity criterion in the same way as [11]:
pd (φj,t,i |φk,t−1,i ) = N (0, σd2 ), with σd = 10 semitones (see Fig. 1b). Large
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g
(c)

(d)

Fig. 1. Components of the transition probability for the Viterbi algorithm.

jumps in pitch are thereby discouraged while continuous pitch values in the
same range in successive frames are favoured. This probability accounts for
both the within-note continuity as well as the continuity of the melodic
phrase.
3. An explicit activity model is employed that expresses the probability of an
instrument being active at frame t given its gain at frame t and its activity
at the previous frame. With Bayes rule, this probability can be expressed as
pa (aj,t,i |gj,t,i , ak,t−1,i )

=

p(gj,t,i |aj,t,i , ak,t−1,i ) · p(aj,t,i |ak,t−1,i )
. (2)
p(gj,t,i |ak,t−1,i )

We furthermore assume that the gain only depends on the activity status at
the same time frame and obtain the simpler form
pa (aj,t,i |gj,t,i , ak,t−1,i ) =

p(gj,t,i |aj,t,i ) · p(aj,t,i |ak,t−1,i )
.
p(gj,t,i )

(3)

We model the probability p(gj,t,i |aj,t,i ) by two Gamma distributions with
shape and scale parameters (2.02, 0.08) for active frames and (0.52, 0.07)
for inactive frames. These distributions are illustrated in Fig. 1c. The probability p(aj,t,i |ak,t−1,i ) for transitions between active and inactive states is
illustrated in Fig. 1d. In this model, p(a|a) was set to 0.986 and p(a|a) was
set to 0.976 at the given hopsize of 4 ms. The term p(gj,t,i ) can be discarded
in the likelihood function as it takes on the same value for all state transitions to state j at time t.
All parameter values above were obtained from analyses of the test set. Even
though the parameters could have been obtained from other data sources,
we believe that the parameter values and distributions and are reasonably
generic to obtain similar results on other datasets.
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Based on these criteria the overall log transition probability from state Sk,t−1
at time t − 1 to state Sj,t at time t can be formulated as

ln(p(Sj,t |Sk,t−1 )) =

I
X

ln[p(gj,t,i |aj,t,i )] + ln[p(aj,t,i |ak,t−1,i )]+

i=1

X

ln[pd (φj,t,i |φk,t−1,i )] + ln[pe (ej,t )]

(4)

{i|aj,t,i =
{ak,t−1,i =a}

3

Evaluation

3.1

Dataset

The multi-instrument note tracking algorithm described above was evaluated
on the development dataset for the MIREX Multiple fundamental frequency &
estimation task 3 , which consists of a 54 s excerpt of a Beethoven string quartet
arranged for wind quintet. We created all mixtures of 2 to 5 instruments from the
separate instrument tracks, which resulted in 10 mixtures of 2 and 3 instruments,
5 mixtures with 4 instruments and a single mixture containing all 5 instruments.
A MIDI file associated with each individual instrument provides the ground truth
note data, that is, the pitch, onset time and offset time of each note.

3.2

Metrics

For the evaluation we did not use the common multiple-f0 estimation metrics
because these do not take into account the instrument label of a detected pitch.
Instead, we employed the same metrics as in the MIREX Audio Melody Extraction task, which evaluates the transcription of individual voices4 .
The metrics are frame-based measures and contain a voicing detection component and a pitch detection component. The voicing detection component compares the voice labels of the ground truth to those of the algorithmic results.
Frames that are labelled as voiced or unvoiced in both the ground truth and the
estimate are denoted as true positives (TP ) and true negatives (TN ), respectively. If labels differ between ground truth and estimate, they are denoted as
false positives (FP ) or false negatives (FN ). The pitch detection component only
looks at the true positives and measures how many of the pitches were correctly
detected. Correctly detected pitches are denoted by TPC , incorrect pitches by
TPI , with TP = TPC + TPI .
3

4

available
from:
http://www.music-ir.org/evaluation/MIREX/data/2007/
multiF0/index.htm
MIREX 2012 Audio melody extraction task, http://www.music-ir.org/mirex/
wiki/2012:Audio_Melody_Extraction#Evaluation_Procedures
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Fig. 2. Experimental results of the Viterbi note tracking method for different combinations of the transition probability components.

From these numbers, precision, recall and f-measure are computed in the
following ways:
PI PT
t=1 TPC i,t
precision = PI i=1
(5)
PT
i=1
t=1 TP i,t + FP i,t
PI PT
t=1 TPC i,t
recall = PI i=1
(6)
PT
i=1
t=1 TP i,t + FN i,t
2 · precision · recall
f-measure =
,
(7)
precision + recall
The precision measure indicates what percentage of the detected pitches were
correct whereas the recall measure specifies the number of correctly detected
pitches in relation to the overall number of correct pitches in the ground truth.
3.3

Results

The results were computed for each file in the test set individually and are
here reported for each polyphony individually. We were also interested in the
contributions of the different parts of the transition probability (Eq. 4) on the
results, that is, the reconstruction error, the activity detection part as well as
the pitch continuity criterion. To that end we first computed the results by using
only the probability of the reconstruction error pe , then we added the activity
detection part pa and finally we also considered the pitch continuity part pd .
Figure 2 shows the results as boxplots. Each boxplot summarises the results for
all the instrument mixtures at a specific polyphony level.
When we successively combine the different parts of the transition probability, an increase in performance is apparent. Adding the activity detection part
pa (see middle plot in each panel) consistently improves the f-measure and likewise adding the pitch continuity criterion pd (right plot in each panel) leads to
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another leap in performance. Both parts roughly contribute the same amount
of performance improvement. The activity detection part mainly improves the
precision measure because it considerably reduces the false positives (F P ) rate.
The pitch continuity part on the other hand improves the correct true positives
(T P C) and thus affects both precision and recall. The median f-measure goes
up to 0.78 for the 2-instrument-mixture, to 0.58 for mixtures of 3 instruments
and up to 0.48 and 0.39 for 4 and 5 instrument mixtures, respectively.
In terms of the absolute performance of the tracking method, we compared
our results to the results reported in [10] and [11]. These methods likewise apply
their algorithms to the wind quintet dataset. The results in [10] were computed
on the same dataset, however, ground truth data was only available for the first
22 seconds of the recording. The authors in [11] reported their results on other
excerpts from the wind quintet recording that are not publicly available, and
five 30s excerpts were used in the evaluation. A comparison of the results can
be found in table 1. Both algorithms use the same metrics as the ones described
above, and report the mean of the results for the different instrument mixtures.
To enable a comparison, we likewise compute the mean values of our results
in table 1. Note that these values differ slightly from the median values in the
boxplots in Fig. 2.
Table 1. Comparison of average f-measure with other multi-instrument tracking methods on similar datasets.
2 instr.
Grindlay et al. [10] 0.63
Bay et al. [11]
0.67
Viterbi tracking
0.72

3 instr.
0.50
0.60
0.60

4 instr.
0.43
0.46
0.48

5 instr.
0.33
0.38
0.39

The comparison shows that the proposed algorithm outperforms the previous methods at almost all polyphony levels. While the results are only slightly
better than the results reported in [11], the difference compared to the method
proposed [10] is significantly larger. In [10], pitch activations were thresholded
and no temporal dependencies between pitch activations were taken into account
which underlines the fact that both an explicit activity model as well as a pitch
continuity criterion are useful improvements for instrument tracking methods.

4

Conclusion

In this paper we presented an algorithm that tracks the individual voices of a
multiple instrument mixture over time. After computing a pitch activation function, the algorithm identifies the most prominent pitches in each time frame
and considers assignments of these pitches to the instruments in the mixture.
The reconstruction error is computed for all candidate pitch-instrument combinations. Those combination with the lowest reconstruction errors are combined
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with instrument activity hypotheses to form the states of a Viterbi framework
in order to find the most likely sequence of pitch-instrument combinations over
time. The transition probabilities for the Viterbi algorithm are defined based on
three different criteria: the reconstruction error, pitch continuity across frames
and an explicit model of active and inactive instruments.
The evaluation results showed that the algorithm outperforms other multiinstrument tracking methods which indicates that the activity model as well as
the pitch continuity objective are useful improvements over systems which are
based solely on the reconstruction error of the spectrum combinations.
Although in this paper we restricted the instruments to be monophonic, the
method could be extended to incorporate polyphonic instruments. In this case a
maximum number of N simultaneous notes would have to be specified for each
polyphonic instrument. Instead of assigning each peak of the pitch activation
function to a single instrument, we would allow up to N peaks of the pitch activation function to be assigned to the polyphonic instrument. If the number of
simultaneously played notes of the polyphonic instrument remains constant over
time, the Viterbi algorithm would combine the notes closest in pitch into individual note streams associated with the polyphonic instrument. If the polyphony
increases, one or more of the inactive note streams would transition from a rest
state to an active state. In the same way, if the polyphony decreases, one or
more of the active streams would transition to a rest state.
A potential improvement could address the complexity of the method, that
is, reducing the number of peak-to-instrument assignments which leads to a high
computational cost for larger polyphonies. Instead of allowing each peak to be
assigned to each instrument, peaks could be assigned to a subset of instruments
only based on the highest per-instrument pitch activations in the initial NMF
analysis.
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Abstract. This study compares Chinese and Western instrument playing styles, focussing on vibrato in performances of Chinese music on the
erhu and on the violin. The analysis is centered on erhu and violin performances of the same piece; comparing parameters of vibrato extracted
from recordings. The parameters studied include vibrato rate, extent,
sinusoid similarity and number of humps in the vibrato f0 envelope. Results show that erhu and violin playing have similar vibrato rates, and
significantly different vibrato extents, with the erhu exhibiting greater vibrato extent than violin. Moreover, the vibrato shape of the erhu samples
was more similar to a sinusoid than that of the violin vibrato samples.
The number of vibrato f0 envelope humps are positively correlated with
the number of beats for both erhu and violin, suggesting that erhu and
violin players share similar vibrato extent variation strategies.
Keywords: vibrato feature analysis, vibrato performance style, chinese
music, cross-cultural comparison

1

Introduction

Every musical genre and instrument has its own performance style(s) which
can be hard to capture succinctly in a few words or sentences. As one of the
expressive features important to performance style, vibrato is applied extensively
across different musical genres and instruments, especially in singing and bowedstring instrument playing. To investigate the difference in vibrato style between
Chinese and Western music performance, we use the erhu3 , pictured in Figure
1, and violin as a case study. We present a computational analysis of vibrato in
the same piece of music performed by erhu and violin players.
Research on vibrato in Western music dates back to the beginning of the
1930s, when Seashore analysed vibrato in the singing voice and instruments [1].
Much vibrato research has been devoted to the singing voice. Prame reported
the vibrato rate and vibrato extent of Western singing voices [3][4]. He found
3

The erhu, a traditional Chinese musical instrument, is a two-stringed fiddle. The
erhu is considered by many to be the Chinese violin. Like the violin in Western
musical culture, the erhu plays a central role, and is often viewed as symbolizing
Chinese musical culture.
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Fig. 1. Photo of an erhu.

that the vibrato rate across 10 singers averaged 6.0Hz, with a vibrato extent
of 71 cents. Bretos and Sundberg examined the vibrato in long crescendo sung
notes [5], and confirmed Prame’s finding that the vibrato rate increased towards
the end of the note. The means with which singers changed the vibrato rate as
they tried to match to a target stimulus was explored in [6]. Mitchell and Kenny
presented research on how singing students improved vibrato by examining the
vibrato rate and extent[10]. Bloothooft and Pabon found that the vibrato rate
and the vibrato extent became more unstable as singers aged [9].
The perception of vibrato has also been subject to research. The relationship
between vibrato characteristics and perception in Western singing was examined by Howes et al. [8]. In [2], d’Alessandro and Castellengo showed that pitch
perceived for short vibratos were different from that for long vibrato tones, and
proposed a numerical model consisting of a weighted time average of the f0 pattern for short vibrato pitch perception. In [7], Diaz and Rothman showed that
vibratos considered to be good (as rated by subjects) were the most periodic
ones, and also that vibrato extent was the dominant factor for determining the
quality of the vibrato.
The primary vibrato features examined have primarily been vibrato rate and
extent, using various techniques. Relevant vibrato detection, estimation methods
can be found in [12]. Distinct from previous studies, Amir et al. used self-defined
parameters obtained from the spectrum and vibrato autocorrelation, instead
of vibrato rate and extent, in order to assess the vibrato quality of vocal students [11]. Some researchers have also focused on the synthesis of vibrato. For
vibrato synthesis, Järveläinen suggested that the accurate control of the vibrato
rate is much more important than control of vibrato extent [13]. Verfaille et al
proposed a generalised vibrato effect generator by introducing spectral envelope
modulation to maintain the real vibrato properties [14].
Our study is a cross-cultural one comparing vibrato in erhu playing vs. violin
playing. In the realm of research on Chinese music, studies on the recognition of
Chinese instruments can be found in [15] and [16]. Mood classification of Chinese
music was explored in [17]. Unlike for Western music, investigations into vibrato
in Chinese music are scarce, and the subject area is wide open for exploration.
Vibratos can been classified into three types: pitch vibrato, amplitude vibrato, and timbre vibrato[18]. They are defined by fluctuations in pitch, amplitude and timbre respectively. In this study we investigate pitch vibrato as it is
the primary factor in vibrato perception [19].
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In our experiment, we consider the performances of a single piece of music
by a number of erhu and violin players. We compare recordings by six different
erhu players, and six distinct violin performers, all of the same piece of music.
20 notes are selected from each performance for close examination.
We utilize a number of vibrato characteristics in our study. Vibrato rate and
vibrato extent are the most important parameters as vibrato rate determines
the speed of the vibrato, while vibrato extent gives its depth. Vibrato structure
is represented by vibrato sinusoid similarity. As for the form of the vibrato, the
envelope hump number, extracted from vibrato f0 envelope, is used to assess the
variation in vibrato extent.
Applications of vibrato characteristics studies includes vibrato detection [20]
and synthesis [21], instrument recognition, performer recognition [22], and automatic characterization of Chinese music.
We expect that the vibrato characteristics will help reveal the differences
in musical genre and instrumental styles. It is our aim to answer the following
questions:
1. What are the vibrato characteristics of erhu players?
2. What are the vibrato characteristics of violin players performing Chinese
music?
3. Is there any difference between the ways erhu players and violinists play
vibratos when performing the same piece of music?
The remainder of the paper is organized as follows: first, the data selection
method, including performance selection and note selection, is presented; followed by the relevant methods applied to the extracting of vibrato parameters.
Next, the results and discussions, then the final conclusions, are presented.

2

Data

2.1

Performance Selection

It has been posited that vibrato is influenced by several factors including musical
context, tone length and musical expression [4]. To investigate vibrato differences
that are introduced by erhu and violin and minimize the effect of other factors,
comparisons are made between performances of the same piece of music, and the
same notes within the piece.
We choose a well known Chinese piece called The Moon Reflected on the
Second Spring 4 . This piece of music describes the sufferings of a blind composer,
and is idiomatic of Chinese traditional music.
The 12 performances that form the focus of our study are shown in Table 1.
Performances 1 to 6 are commercial CD recordings by professional erhu players.
These six erhu performers are famous in the erhu music community, and they
have each received systematic education in music conservatories. Performances 7
4

There are a number of English translations for the title of this piece. The original
Chinese name is 《二泉映月》and the pinyin transliteration is Erquanyingyue.
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Table 1. Selected Performances

Index
1
2
3
4
5
6

Erhu
Performer
Nationality Index
Guotong Wang(王国潼)
China 7
Jiangqin Huang(黄江琴) China 8
Wei Zhou(周维)
China 9
Jiemin Yan(严洁敏)
China 10
Huifen Min(闵惠芬)
China 11
Changyao Zhu(朱昌耀)
China 12

Violin
Performer
Nationality
Laurel Pardue
U.S.A.
Lina Yu(俞丽拿)
China
Baodi Tang(汤宝娣)
China
Nishizaki Takako
Japan
Yanling Zhang(张延龄) China
Yangkai Ou(欧阳锴)
China

to 12 are recordings by six violin players. Since this piece of music was originally
composed for erhu, professional violin performances of this piece on commercial
CD recordings are relatively scarce. Only 8 to 10 are commercial CD recordings.
7 is a recording of an unaccompanied performance of the piece by Laurel Pardue.
11 and 12 were found online; the performers are Chinese violin pedagogues. With
respect to nationality, the 6 erhu players are all from China. For violin, the 7th
player is from the U.S. and the 10th player is from Japan. The other violinists
are from China.
2.2

Notes Selection

The notes were selected based on the following criteria:
1. The note should not be played on an open string. Performers cannot apply
vibrato to such notes.
2. The note should be of relatively long duration. Since vibrato rate is typically
around 4-8Hz, if the note duration is too short it is difficult for the performer
to apply vibrato, and for listeners to perceive it as vibrato. For our case study
piece, a note of long duration was one lasting more than 0.5 seconds.
3. The note should be of high amplitude. If the note has low amplitude or
exhibits a diminuendo, it will pose difficulties in the measurement of the
vibrato parameters, especially in pitch detection. For low amplitude notes,
any noise will significantly impact signal acquisition and extraction, providing less reliable data for pitch detection.
After applying the above rules, 20 notes in the first performance were selected. To make the results as unbiased as possible, the same notes were selected
from other performances. When a composition is transcribed for other instruments, it is not uncommon to see some degree of changes and recomposition. All
six erhu performances used almost exactly the same composition. However, the
transcription for violin, while preserving most of the original composition, had
introduced some changes to the erhu version. This difference is evident in Table
2 which shows the same selected 20 notes for each performance. It tells whether
this note is included in the corresponding performance or not, and whether this
note has vibrato. The 7th performer applied vibrato to almost all the same notes
as the erhu performers. In contrast, the 8th, 9th, 11th and 12th performances
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Table 2. Note selection for each performance.
Performance Number

1

Note Number
2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

! !!!!!!!#!!!!!!!!!!!
! !!!!!!!!!!!!!!!!!!!
! !!!!!!!#!!!!! * !!!!!
! !!!!!!!#!!!!!!!!!!!
! !!!!!!!#!!!!!!!!!!!
! !!!!!!!#!!!!!! * !!!!
! !!!!!!!!!!!!!!!! * ! *
# ####!!!!!!!!!! * !!!!
# ####!!!!!!!!!!!!!!!
! ! * !!!##!!!!!!!!!!!!
# ####!!!!!!!!!!!!!!!
# ####!!!!!!!!!!! * * ! *
!: has vibrato. *: has no vibrato. #: note does not exist.
a

1
2
Erhu 3
4
5
6
7
8
Violin 9
10
11
12
a

all used the same transcription. This variation did not include the first phrase,
which contained the first 5 selected notes, and they were thus not found. The
10th performance, which was by a Japanese violinist, used another version. This
version did not include two notes numbered 7 and 8. Thus, 218 notes were examined in total. Performers did not apply vibrato to every note. Consequently,
out of 218 notes, 204 notes had vibratos.

3
3.1

Methodology
Vibrato Fundamental Frequency Extraction

The vibrato parameters were extracted from the note fundamental frequency,
and the fundamental frequency obtained using the Praat [23] software. Praat
performs robustly for fundamental frequency extraction of monophonic audio.
The six erhu performances were monophonic and without accompaniment; the
vibrato fundamental frequencies were directly extracted using Praat. For polyphonic audio, Praat cannot provide the same reliability in extracting the fundamental frequencies as for monophonic audio. Except for the 7th performance,
all other violin performances had accompaniment.
For polyphonic textures, we applied the method described by Desain and
Honing in [24]. With knowledge of the expected pitch, the spectrum was filtered
around the pitches of the melody. As the violin melody may be close to the
accompaniment, a higher harmonic was chosen for filtering instead of the violin’s
fundamental frequency. The method is demonstrated in Figure 2, where one of
the higher harmonics is selected for filtering. The filter pass band and stop band
are readily identified in a higher frequency range. This filtered area could then
be used by Praat to provide robust fundamental frequency extraction.

CMMR2013 - 908

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

6

Luwei Yang, Elaine Chew and Khalid Z. Rajab

Fig. 2. Higher harmonic filtered out from spectrogram of one note.

3.2

Vibrato Rate and Extent Measurement

The vibrate rate and extent was calculated from the peaks and troughs of the
vibrato fundamental frequency contour, as shown in Figure 3. Since vibrato
follows a sinusoidal shape [25], the interval between one peak and one trough is
assumed to be a half cycle of the vibrato period. Then, the inverse of the interval
gives the vibrato rate for the corresponding half cycle. The average vibrato rate
for all half cycles results in the vibrato rate for the corresponding note. The
vibrato extent for one half cycle is half the difference between the peak and the
trough of the corresponding half cycle. The average vibrato extent for all half
cycles gives the vibrato extent for the corresponding note.
3.3

Vibrato Sinusoid Similarity Measurement

The underlying structure of a vibrato is another important aspect of vibrato research. Usually, the vibrato shape is that of a quasi-sinusoid [25]. In the present
study the cross-correlation of vibrato shape and the relevant sinusoidal shape
was applied to compare the similarity of the vibrato shape to that of a sinusoid.
However, different vibrato notes exhibit different vibrato rates and extents, and
even different phases. It is impossible to create a unique and general sinusoid as
a standard reference for cross-correlation. Instead, every vibrato has its own reference sinusoid by creating a sinusoid having the same frequency as the vibrato.
The vibrato sinusoid similarity was obtained as follows:
1. Convert the fundamental frequency of the vibrato from linear scale to MIDI
(musical instrument digital interface) scale.
2. Apply the local regression using weighted linear least squares, and a first
degree polynomial model with 80 points span to smooth the fundamental
frequency, in order to get the vibrato’s average fundamental frequency.
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Fig. 3. Vibrato example for vibrato rate and extent measurement.

3. Subtract the vibrato’s average fundamental frequency from the MIDI scale
fundamental frequency to block the DC component and make the vibrato
fundamental frequency centred at 0. The upper and middle parts of Figure 4
show a vibrato fundamental frequency waveform and its 0-centred fundamental frequency waveform, respectively. The data has been transformed
to MIDI scale. The x-axis shows the performance time, indicating that this
vibrato is played at around 49-50s into the performance.
4. Compute the FFT of the 0-centred fundamental frequency.
5. Pick the peak from the spectrum to get the vibrato frequency.
6. Use this vibrato frequency to create a sine wave, and set the amplitude of
the sine wave to 1. The amplitude does not affect the final result when the
normalised cross correlation is applied.
7. Calculate the normalized cross correlation between the 0-centred fundamental frequency waveform and the sine wave. The correlation index (vibrato
sinusoid similarity) lies between 0-1. The larger the value, the more similar
the vibrato waveform is to the sine wave.
8. Set the vibrato sinusoid similarity as the maximum of the normalised crosscorrelation results.

3.4

Vibrato Envelope Measurement

Average vibrato parameters for one note have been explored extensively. However, the vibrato parameters can change within one note. How the vibrato
changes is an aspect of the vibrato’s characteristics. Prame showed that the
vibrato rate in opera singing increased towards the end of the note [3]. Bretos
and Sundberg confirmed this result for long sustained crescendo notes in opera
singing [5]. In the present research, how the vibrato extent changes within one
note was examined. As the analysis later in the article shows, the significant
difference between erhu and violin vibrato lies in the average vibrato extent. As
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Fig. 4. Vibrato and sine wave signals for calculating the vibrato sinusoid similarity.
Top: the original vibrato fundamental frequency and its average vibrato fundamental
frequency. Middle: 0-centred fundamental frequency. Bottom: sine wave with the same
frequency as the vibrato.

a consequence, it is interesting to examine closely the make-up of a note, which
could give insight into how the vibrato extent changes within the note.
The vibrato envelope was extracted by applying the Hilbert transform to the
vibrato fundamental frequency contour. The result is an analytic signal of the
fundamental frequency, which is a complex signal. Then the amplitude envelope
of the original signal (vibrato fundamental frequency contour) can be obtained
by taking the absolute value of this analytic signal.
Finally, the envelope was smoothed by applying a moving-average filter with a
0.2-second span to filter out the noise. Figure 5 shows the fundamental frequency
of one vibrato and its envelope. There are two humps in the vibrato extent
envelope. For this vibrato, the vibrato extent is relatively small at the start of
the note, it then reaches its first hump at around 0.2s. The extent decreases,
then increases again. It reaches its second hump at around 0.75s. A decreasing
trend completes the vibrato. Thus, this vibrato has two envelope humps. For
each note, the number of humps in the envelope was recorded to reflect the
vibrato extent variation.

4

Results and Discussions

Figure 6 shows the erhu and violin performers’ mean, min and max vibrato
rates on the left, middle and right, respectively. Here, the mean vibrato rate is
defined as the mean vibrato rate of all of an individual performer’s extracted
vibratos. Min/max vibrato rate refers to the min/max value that occurred for an
individual. The bar in the middle of the box indicates the median vibrato rate.
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Fig. 5. Vibrato envelope of one vibrato. Solid line: fundamental frequency of the vibrato. Dashed line: vibrato envelope.

Fig. 6. Comparing the mean, minimum and maximum vibrato rates for erhu and violin.

The upper and lower edges of the box indicates the 75th and 25th percentiles.
Dotted lines extend to the extreme values. Plus signs mark the outliers.

4.1

Vibrato Rate

Regardless of whether one considers the mean, min or max vibrato rates, the
violin is always larger in value than the erhu. Violin performers tend to apply
faster vibrato rates than erhu performers. The violin vibratos also had a wider
range than those for erhu for both the mean and min rates, which means that the
vibrato rate varied sharply among our violin performers. Note that although the
median of the violin vibrato rate is greater than that for erhu, the lower extreme
of the violin vibrato rate is lower than that of erhu. The violin performers we
considered seem to demonstrate more variability in vibrato rate.
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Fig. 7. Comparing the mean, minimum and maximum vibrato extents for erhu and
violin.

Table 3 provides more details of the results. Erhu players have a vibrato rate
ranging between 5.44 and 7.20Hz, with a mean value of 6.18Hz. Violin performers
have a vibrato rate ranging between 5.13 to 8.23Hz, with a mean value of 6.65Hz.
Previous studies have shown that, in the Western classical music, the vibrato
range is 4 to 12Hz [24]. Seashore noted that vibrato rates between 5 and 6Hz
were more common [26]. Specifically, Prame observed that the vibrato rate range
amongst 10 singers was between 4.6 and 8.7Hz, with an average value of 6Hz[3].
For violin, Seashore found that violinists had an average vibrato rate of 6.5Hz,
with a small range amongst individuals; he also discovered that violinists and
vocalists had similar vibrato rates. Desain et al. confirmed Seashore’s result
by determining that violin vibrato rates were generally around 6.5Hz [18]. The
vibrato rate of violin performers is similar to the values reported in Western
music studies, even though the violinists were playing Chinese traditional music.
If vibrato characteristics relate to musical styles and instruments, one might
expect erhu and violin vibrato rates to be significantly different. As in [27],
Ozaslan et al observed that the vibrato rate in Turkey’s Mamkan music was
between 2 to 7Hz, which is significantly different from that for Western music.
An ANOVA[28] analysis reveals an unexpected result, that the Chinese instrument erhu showed no significant difference from the violin in terms of mean
vibrato rate (F = 3.93, P = 0.0757), min vibrato rate (F = 1.43, P = 0.259)
and max vibrato rate (F = 0.950, P = 0.0102).
4.2

Vibrato Extent

Figure 7 shows the erhu and violin performers’ mean, min and max vibrato
extents on the left, middle and right, respectively. Here, the mean vibrato extent
is defined as the mean vibrato extent of all of an individual’s vibratos. Min/max
vibrato extent refers to the min/max value of the extent of the vibratos played
by an individual.
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Unlike vibrato rate, the mean, min and max vibrato extent values for erhu
were much larger than for violin as shown in Figure 7. Erhu performers tend
to play vibratos with larger extents than violin performers. Moreover, erhu has
wider vibrato extent ranges than violin for all these parameters. The vibrato extent varies more widely among erhu performers, indicating that erhu performers
have more variability in their vibrato extents.
Table 3 shows that the six violin performers have vibrato extents ranging
from 0.04 to 0.32 semitones, with a mean of 0.14 semitones. In the literature,
Seashore found that violinists’ vibrato extents, around 0.25 semitones, were half
as wide as singers’. Prame stated that violin vibrato extents were no more than
half that of the vibrato of singers; the ten singers he studied had vibrato extents
ranging from 34 to 123 cents, with a mean of 71 cents [4]. Thus, the statement
suggests that the violin extent would be no more than 17 to 62.5 cents, with
a mean of 30.5 cents. In another study, the vibrato extent for Western string
players was shown to be 0.2 to 0.35 semitones [29]. The vibrato extent of violin
in the present study is very close to that reported in the literature. Although
the violin performers were playing Chinese traditional music, their vibrato extent
did not exceed that reported in the Western music studies.
Erhu performers, on the other hand, have a larger vibrato extent, from 0.21
to 0.94 semitones, with a mean of 0.49 semitones. Not only are the lower limit,
upper limit and the mean value of the erhu vibrato extents larger than that of
the violin, the range of the vibrato extent of erhu (0.73 semitones) is also wider
than that for violin (0.28 semitones). This implies that erhu performers exercised
greater variability in changing the vibrato extent than violin performers.
This observation may stem from differences in the left hand movements when
playing the two instruments. For the violin, the lower left arm of the player
angles up to the finger board and the vibrato movements are lateral along the
horizontal finger board. For the erhu, the lower left arm of the player is more or
less horizontal, and the vibrato movements are up and down along the vertical
strings. The vertical alignment of the erhu strings and the corresponding hand
motions may allow for larger vibrato movements.
The fingerboard exists in the violin, but not the erhu. When a violin player
presses the string, the string touches the fingerboard. However, when an erhu
performer presses the string, nothing else is touched. This absence of a fingerboard may give erhu performers more flexibility to create wide vibratos. This
hypothesis requires further research. The ANOVA analysis shows high confidence
that the mean vibrato extent (F = 53.2, P = 2.62 × 10−5 ), min vibrato extent
(F = 60.6, P = 1.49×10−5 ) and max vibrato extent (F = 39.9, P = 8.70×10−5 )
are significantly different between erhu and violin players.
4.3

Vibrato Rate Range and Vibrato Extent Range

The left and middle parts of Figure 8 show the vibrato rate range and vibrato
extent range for erhu and violin. The vibrato rate range for individual players results from the difference between their min vibrato rates and max vibrato rates.
The vibrato extent range was obtained in a similar way. Table 4 provides further
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Table 3. Statistics for vibrato rates and extents for the twelve performances.
Performance Number
1
2
3
Erhu
4
5
6
Average
7
8
9
Violin
10
11
12
Average

Vibrato Rate (Hz)
Mean Min Max
5.96 5.60 6.58
6.34 6.02 6.67
6.18 5.44 7.16
6.17 5.73 7.20
6.02 5.54 6.70
6.38 5.61 6.92
6.18 5.66 6.87
6.97 5.77 7.80
6.55 5.83 7.62
7.33 6.73 8.23
6.97 6.33 7.58
6.24 5.85 6.75
5.82 5.13 7.51
6.65 5.94 7.58

SD
0.70
0.64
1.01
0.90
0.58
0.72
0.76
0.92
1.05
0.85
0.92
0.83
0.97
0.92

Vibrato Extent (semitones)
Mean Min Max
SD
0.51 0.29 0.74
0.11
0.70 0.36 0.94
0.12
0.37 0.27 0.51
0.08
0.52 0.39 0.80
0.10
0.45 0.24 0.62
0.07
0.40 0.21 0.53
0.06
0.49 0.29 0.69
0.09
0.14 0.07 0.23
0.03
0.14 0.09 0.20
0.04
0.13 0.07 0.19
0.04
0.15 0.06 0.29
0.04
0.16 0.04 0.32
0.05
0.13 0.07 0.19
0.03
0.14 0.07 0.24
0.04

details. Violin performers have slightly wider vibrato rate ranges than erhu performers. However, this difference is not significant (F = 2.54, P = 0.142), meaning that erhu performers could have a similar vibrato rate range as violin performers. For the vibrato extent range, erhu performers have much larger values
than violin performers. This difference is significant (F = 17.6, P = 1.80×10−3 ),
meaning that erhu performers vary their vibrato extents more widely than violin performers. This suggests that erhu performers may use vibrato extent more
expressively in their playing.
4.4

Vibrato Sinusoid Similarity

Vibrato sinusoid similarity is shown on the right in Figure 8. The vibrato shape
of erhu performers is much more similar to a sinusoid than that for violinists.
This difference is significant (F = 14.3, P = 3.60 × 10−3 ), as validated by the
ANOVA analysis.
In order to try to find any relationships between sinusoid similarity and
other parameters, Pearson correlation analysis has been applied. However, no
significant relationships were found. The vibrato sinusoid similarity is thus uncorrelated with the other parameters. Whether the vibrato shape is related to
the vibrato rate and extent needs further study.
4.5

Vibrato Envelope Hump Number

Pearson correlation shows that the number of the vibrato envelope humps is
strongly and positively correlated with note duration (in beats). This phenomenon
was observed in both erhu (P = 7.92 × 10−4 , r = 0.688), as well as in violin
(P = 6.94 × 10−4 , r = 0.694) performances, indicating that erhu and violin
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Fig. 8. Comparison of vibrato rate range (in Hz), vibrato extent range (in semitones)
and vibrato sinusoid similarity for erhu and violin.

performers introduced more vibrato extent variation cycles as the number of
beats increases. We noted that the r-value for erhu and that for violin are very
close, meaning that erhu and violin players employed the same degree of vibrato
envelope variation with the number of beats.
Figure 9 shows the number of vibrato envelope humps and note duration (in
beats) indexed by vibrato number on the x-axis. It is interesting to observe that
erhu and the violin vibrato hump numbers varied in the same ways. The hump
numbers peak for vibratos 2, 7, 9, 13, 15 and 18, while the numbers drop for
vibratos 3, 8, 12, 14 and 16. With the exception of vibratos 15 and 18, high
values of note duration (number of beats) correspond to peaks in the number
of envelope humps. Except for vibrato 16, low hump envelope numbers occur
at vibratos with similarly low note durations. To some extent, erhu and violin
players adapted vibrato extent variations to the number of beats in the same
fashion. One exception is vibrato 15: it has the same number of beats as vibratos
14, 16 and 17; however, both erhu and violin players alike introduced more extent
variations for this vibrato than the other vibratos.
Although erhu and violin players exhibit significantly different vibrato extents, they vary the vibrato extents in a similar way. Long notes produce typically more variations in vibrato extent. Due to human physiology, it is difficult
to maintain the same vibrato rate and vibrato extent over a long period. Another explanation could be the musical context. Performers used the vibrato to
indicate the beat positions. This observation warrants further exploration.

5

Conclusion

In this study, we examined the differences in vibrato playing styles on two different instruments, the erhu and the violin, for the same piece of music. Vibrato was
characterized in terms of vibrato rate, vibrato extent, vibrato sinusoid similarity
and vibrato envelope hump number.
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Table 4. Vibrato rate range and vibrato extent range for each performer.
Performance Number Vibrato
Rate Vibrato
Extent
Range (Hz)
Range (semitones)
0.98
0.45
1
2
0.66
0.58
3
1.72
0.24
Erhu
4
1.48
0.42
5
1.15
0.38
6
1.31
0.32
Average
1.21
0.40
2.03
0.16
7
8
1.80
0.11
9
1.50
0.11
Violin
10
1.25
0.22
0.90
0.28
11
12
2.38
0.12
Average
1.64
0.17

Vibrato Sinusoid
Similarity
0.85
0.85
0.77
0.86
0.89
0.88
0.85
0.68
0.74
0.66
0.80
0.77
0.77
0.74

Although violin performers showed slightly higher vibrato rates and ranges
than erhu players, the difference is not significant. Erhu performers had significantly larger vibrato extents than violin performers. They also employed wider
vibrato extent ranges than their violin-playing counterparts. The results reveal
that violin players exhibited more variability in vibrato rates than erhu players,
whilst erhu performers showed more variability in vibrato extents than violin
performers. The vibrato shape of the erhu samples was more similar to that of a
sinusoid than the violin samples. The analyses suggest that the vibrato shape is
an independent and intrinsic feature of the vibrato. Erhu and violin shared the
same vibrato extent hump number variation pattern; both adapted variations in
the vibrato extent to the number of beats in the note.
The music piece may be traditional Chinese, but the violin players’ vibrato
rates and extents were consistent with those reported in the literature (for Western music). This suggests that either vibrato performance styles are more dependent on musical instrument than musical genre. Moreover, the U.S. and Japanese
violinists each showed the same vibrato characteristics as the Chinese violinists.
Thus, the background of the violin players may not exert a large influence on
the vibrato style. Overall, the results suggest that the physical form of the instrument and how it is played may be the most dominant factor affecting the
differences in vibrato style in erhu and violin playing.
While it can be difficult to completely eliminate or perfectly ensure a musician’s prior knowledge of different performance practices, identifying a few
performers conversant in both erhu and violin playing styles for carefully designed experiments could provide more systematic approaches to discriminating
between instrument effects and performance practice in the future.
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Fig. 9. Vibrato f0 envelope hump number and number of beats across vibratos.
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Abstract. We propose an expandable string representation for symbolic polyphonic music, and apply it for measuring tonal similarity. First,
the data is processed into tempo- and key-invariant form. Then, timeinvariant high-level features are extracted from the dataset, and the features are clustered adaptively to obtain an alphabet for each feature.
Finally, the string for each piece of music is composed by concatenating
the instances of the clustered features; hence, creating a representation
where not only new features can be easily added, but also the alphabet
size for each feature is effectively limited. For distance measuring, we
use Hamming distance, but the fixed size of the strings allows using any
common metric. We evaluate our approach with a collection of classical
variations, with results comparable to the state of art.

1

Introduction

The multifaceted nature of music means that pieces of music can be considered
differently similar according to which features are being compared. For example,
two pieces of music in the genre of classical music are likely to be deemed more
similar in their timbral features in comparison to a piece of so-called popular
music. But a classical rendition of the popular music composition would again be
more similar, and the distinction could not be based on the timbre. The tonality
of the music, represented in melodies and harmonies, is a more semantic highlevel feature of music, and by describing essentially the musical characteristics
of a piece, highly applicable in various different tasks in content-based music
information retrieval.
The challenge of measuring tonal similarity between pieces of music stems
from the various dimensions of musical content. For example, otherwise tonally
similar pieces can be considered highly dissimilar if they are in different keys.
On the other hand, pieces of music in different tempi can easily produce representations that are difficult to align, and this can turn out to be even more
⋆
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challenging if the lengths of the pieces vary significantly. In many cases, the
continuous features also need to be quantized for the representations and efficient similarity measuring, with no a priori knowledge on how the quantization
should be implemented. Furthermore, adding new features might be challenging if the representation is restricted and the expanded representation might be
considerably complicated or bloated for practical applications. With our work,
we address each of these problems to produce an expandable representation that
can be adaptively constructed from the data.
Naturally, a plethora of representations and similarity measuring methods
for symbolic, polyphonic music already exist. Most of the earliest methodologies
are based on representing the tonal information as a sequence of symbols and
measuring similarities between them (see [11] for a tutorial on melody-based
retrieval) whereas several newer systems apply different techniques such as trees
[13] or geometric representations [2, 6]. The features of jSymbolic [7] have been
applied for various purposes in music information retrieval, especially in different
classification tasks (e.g. [9, 8]). Similarly to us, in [1] only a subset of these features were used, and DBSCAN clustering was applied to cluster music according
to the polyphonic similarity.
In this paper, we present a novel representation for high-level tonal features
extracted from symbolic music in MIDI format. The representation is invariant
of key and tempo differences and operates using a limited-sized alphabet. The
formal definition of the representation is described in Section 2, along with technical details on the implementation. To evaluate the representation in practice,
we conduct a series of retrieval experiments with a test set of classical music variations in Section 3. The results are comparable with the performance of several
representations and similarity measuring techniques that can be considered to
be state of the art. Finally, conclusions and potential future work are presented
in Section 4.

2

Description of Representation

For a dataset of size n, the string representation Sp for each piece of music p,
1 ≤ p ≤ n, is created in the following manner. First, the desired feature set
F = {f1 , f2 , . . . , fm } and the ordering of the features are defined; here, we will
simply assume fi < fj ⇐⇒ i < j. The features selected are discussed in more
detail in the later sections.
After the feature set F has been chosen, all values vfpi , 1 ≤ p ≤ n present
in the dataset are observed for each feature fi . The values of interval or ratio
features are then clustered into Cfi = {c1fi , c2fi , . . . , cafi } clusters using any clustering method which does not need to define either the known cluster amount,
or static cluster intervals. These kinds of clustering methods are favored as they
tend to maximize the variance of the dataset by themselves without the need of
handling the clustering on feature-by-feature basis.
For each feature fi , a character is associated for each cluster; thus, creating an
alphabet Σfi with a size σfi = |Cfi |. The nominal features cannot be clustered
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as the differences between the values cannot be observed, but fortunately they
commonly have a relatively small alphabet size.
In some cases, if the underlying feature has a type of interval or ratio, it
can be beneficial to keep the characters of the clusters in the same order as the
intervals present in each cluster. This adds a possibility to treat these alphabets
as ordinal variables.
When the alphabets have been created, we straightforwardly build a string Sp
for a piece of music p, by constructing a character sequence Sp = (s1 , s2 , . . . , sm ),
where si ∈ Σfi , 1 ≤ i ≤ m; in detail, si is the character associated with the
cluster in which value vfpi of feature fi in music piece p belongs. The whole
dataset can then be represented as n × m matrix D, where the string for music
piece p is on the corresponding row p, and the character for the feature fi in piece
p is in the cell Dpi . A visualization of creating the representation is depicted in
Figure 1.
The obtained representation can easily be extended
with additional features
S
or different sections. For example, character ǫ ∈
/ Σfi , 1 ≤ i ≤ m can be used
to separate a section to store the music piece’s flattened chromagram matrix or
the hash of the original MIDI file.
2.1

Features

In our current work we have chosen to use two distinct groups of features. The
first group is extracted via the jSymbolic [7] software package, which uses MIDI
files as input, and the second group is extracted from the so-called skyline of the
music piece; in the future these are called jSymbolic features and skyline features, respectively. Where jSymbolic recognizes very high-level musical features,
the skyline features are thought to be more of a ground level, containing tonal
information not exposed by jSymbolic.
The jSymbolic software package provides access to numerous high-level semantic features of a piece of music in symbolic format. As jSymbolic can also
extract features that are not tempo, key and time signature invariant, or contain
other meta-information – such as instrument family – we have restricted the fea-

GoldbergA.mid

2, 0.12, 0.15, 4, ...

b, c, a, e, a, ...

bcaeaaacdadac...

GoldbergB.mid

2, 0.15, 0.19, 4, ...

b, c, a, e, a, ...

bcaeaaabdaaae...

6, 0.48, 0.32, 6, ...

f, f, a, j, a, ...

ffajaaaagadac...

.
.
.

.
.
.

HaydnA.mid
.
.
.

.
.
.

(a)

(b)

(c)

.
.
.

Fig. 1. Conceptual drawing of the process flow: (a) Each feature is extracted from each
piece of music. (b) Each feature is clustered based on the feature’s type (ordinal/ratio)
and encountered values, and each cluster is given a (representative) character. (c)
Features are concatenated to a string for each piece of music.
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ture set by removing these features from the set. In other words, we use only the
features we consider relevant for the tonality; that is, melodic, harmonic, and
pitch statistic features. These include such features as note durations, interval
distributions, and pitch class strengths. The full list of the jSymbolic features
used can be found online1 . The chosen 67 features are divided into two sets,
unique and clustered; unique features are treated as nominal variables and clustered features as interval/ratio variables.
A skyline reduction, as suggested by Uitdenbogerd and Zobel [12], is a monophonic representation of a polyphonic piece of music. With MIDI, all note events
of a piece are combined into a single channel and then only the note events
with the highest pitch values are preserved, thus producing an approximation
of the most prominent melody of the piece. From the skyline we extract third
order posterior note probabilities based on the two preceding notes. For example, if the note C is followed by E 30 times in the piece, and similarly C
and E are followed by F 15 times in the piece, we extract posterior probability P (F | C, E) = 15/30 = 0.5. These posterior probabilities are observed for
each pair of preceding notes, which results in 144 different features. We then use
principal component analysis (PCA) [10] to reduce the skyline feature set size
by taking only the first components of the resulting PCA, which add up to h of
total variance of the skyline features; for example, in our dataset with h = 0.90
this results in 71 distinct features. These features are then clustered to obtain
the actual substrings of skyline features for each piece of music.
2.2

Methodology

To preprocess the data into a key- and tempo-invariant form, we use the MIDI
Toolbox [3], which represents MIDI files internally as ”note matrices”—essentially
sets of beat intervals tagged with MIDI pitch, channel, and velocity information.
Such structures are simple to analyze and transpose into a single key; to achieve
tempo invariance, the transposed structures are written to temporary MIDI files
using standard values for ticks per quarter note, tempo, and time signature.
For clustering the features we use DBSCAN [4], which is a density-based clustering algorithm for noisy data. DBSCAN uses the concept of density-reachability
in its clustering process and takes two input parameters: maximum distance ǫ of
directly density-reachable and the minimum cluster size. The maximum distance
ǫfi of directly density-reachable for each feature fi is chosen to be the average
of the nearest-neighbour distances for all the values of the feature
ǫ fi =

Pn

j=1

min{|vfji − vfki |}
n

,

(1)

where j 6= k, 1 ≤ k ≤ n, as it does not need a prior knowledge of the dataset
and is not only consistent with the desire of minimum amount of input from
the user, but also fits into the algorithm’s behaviour. As we cannot allow any
1

http://www.cs.helsinki.fi/u/teahonen/cmmr2013appendix.html
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feature in any piece of music to be treated as a noise point in DBSCAN, we use
a minimum cluster size of ⌊log2 (n)⌋ and label each noise point vfji to a cluster
with a maximum gravitational pull max{g(vfji , cfi )}, cfi ∈ Cfi , where
g(vfji , cfi ) =

X

(vfji − vfpi )−2 .

(2)

pfi ∈cfi

3
3.1

Evaluation
Test Data

For evaluation, we use the classical variation dataset presented in the PhD thesis
of David Rizo Valero [13]. The dataset consists of 17 sets of classical themes and
their variations, with a total of 95 pieces of music. The cardinalities of the sets
vary from 2 to 31. This dataset is suitable for our experiments, as recognition
of variations demands methods for robust measuring of the tonal similarities
between the pieces, and the material is genuinely polyphonic real-world music
data.

3.2

Results

We conducted a standard retrieval experiment with the data, using each piece of
music in the dataset as a query and calculating distances between every query
and all the pieces in the dataset in order to discover the variations for each query.
The results are displayed in Table 1. We report two precision values; precisionat-one describes how well the methodology is able to distinguish at least one of
all possible correct answers per query, whereas precision-at-class describes the
overall retrieval quality. We performed experiments with two parameters. First,
we applied key invariance using the method described by Krumhansl [5] and in
contrast experimented with no key invariance at all. Second, we experimented
with total variance values of h = 0.90 and h = 0.99 for skyline features. We
report results for all possible parameter and feature set combinations in Table
1.
The classical variation dataset was used for similar retrieval experiments in
[13]. The methods described in [13] were tree-based representation by Rizo, and
two geometry-based representation approaches by Clausen [2] and Lemström [6].
The highest precision-at-class values reported in [13] were 0.6 for every method.
In comparison with those results, our methodology performs with a nearly similar
level of precision, suggesting that the proposed feature vector representation
does capture vital tonal information in a similar manner as various state-of-theart representations for symbolic music retrieval, and straightforward similarity
measuring can be applied for the vectors with adequate results.
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Features
all
all
all
all
skyline
skyline
skyline
skyline
jSymbolic
jSymbolic

Transposition Total Variance Precision-at-one Precision-at-class
None
0.90
0.632
0.520
None
0.99
0.695
0.519
Krumhansl
0.90
0.642
0.461
Krumhansl
0.99
0.611
0.449
None
0.90
0.295
0.158
None
0.99
0.232
0.170
Krumhansl
0.90
0.158
0.173
Krumhansl
0.99
0.137
0.159
None
0.674
0.525
Krumhansl
0.642
0.494
Table 1. Results for the retrieval experiment.

3.3

Analysis

The results depict two observations related to the parameters used. Key invariance seems to have very little effect on the results with jSymbolic features; the
differences between the values are hardly noticeable, and most peculiarly, the
method produces slightly better results when no key invariance methodology
is applied. We have two possible explanations for this. First, the features we
eventually chose to use and have the most distinguishing power are the ones
that are already key invariant in the first place. Second, the key-dependent features are possibly dominated by the non-key-dependent features in the similarity
measuring process.
The total variance values of skyline features, when combined with the jSymbolic features, do not seem to affect the values greatly, but interestingly the
h = 0.99 produces better results in precision-at-one with no transposition invariance and smaller precision when applied to dataset preprocessed with the
Krumhansl transposition algorithm. This is probably due to skyline note sequences’ posterior probabilities heavy transposition dependency, whereas jSymbolic features are more prone to be stable upon transpositioning. On the other
hand, skyline features seem to have poor precision when they are used by themselves. This suggests that they are not describing enough on their own, but in
certain cases complement the jSymbolic features.
Taking a closer view of the results suggests that the aforementioned observations can be considered sound. For example, out of the 30 Goldberg variations
by Bach (BWV988) included in the dataset, three are in a different key (parallel minor) than the original performance. Out of these three pieces, two are
deemed most similar with variations in the original key, thus suggesting that the
method does measure genuine similarity even without explicit requirements for
key invariance.
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7

Conclusions

We have presented a novel, vector-based representation for symbolic, polyphonic
music data. The representation provides effortless addition of features, and allows
different similarity metrics to be applied; for our work, even straightforward
Hamming distance calculation provided adequate results. Our approach yielded
comparable results with the state of the art in an experiment of music retrieval
with classical variation data.
There is clearly a lot of work left for the representation. We admit a need
for more experiments with different kinds of data in order to see how well different features can be included into the representation and how well different
similarity metrics actually work in practice. As currently naively implemented
skyline features did seem to do an inadequate job at separating the variations,
one possible direction for future work could be an introduction of more complex
skyline- and chromagram-based note and chord sequence features. In addition,
other clustering algorithms could be experimented with the variable quantization
procedure.
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Abstract. We propose a cross-modal approach based on separate audio and image data-sets to identify the artist of a given music video.
The identification process is based on an ensemble of two separate classifiers. Audio content classification is based on audio features derived
from the Million Song Dataset (MSD). Face recognition is based on Local Binary Patterns (LBP) using a training-set of artist portrait images.
The two modalities are combined using bootstrap aggregation (Bagging).
Different versions of classifiers for each modality are generated from subsamples of their according training-data-sets. Predictions upon the final
artist labels are based on weighted majority voting. We show that the
visual information provided by music videos improves the precision of
music artist identification tasks.

1

Introduction

To demonstrate the opportunities of a Music Video Information Retrieval approach, we address the problem of music artist identification - the task of identifying the performing musician of a given track. Music Video Information Retrieval (MVIR) constitutes a cross-modal approach to Music Information Retrieval (MIR) problems. Music videos like their underlying audio recordings are
pieces of art and are used to accompany or augment the musical track. The
visual part adds a second semantic layer to the song which may correlate with
the other layers or contradict. In any case, a lot of information is provided in
the visual part of music videos. Musical genres can be predicted without hearing
the audio, artists are recognized by their faces and even the tempo of a song can
potentially be estimated by the rhythmic movements of artists or background
dancers. The fact that this can be accomplished within fractions of seconds by
humans implies that enough information is present to classify the content (see
Figure 1). The challenging task is once again to extract this information in an
appropriate way. By augmenting MIR technologies with solutions emerging from
the video retrieval domain open research challenges could be addressed that are
currently problematic to solve through audio content analysis (e.g., classifying
Christmas songs).
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Fig. 1. Examples of music genres that are easy to identify in images - a) Dance, b)
Rock, c) Heavy Metal, d) Rap

Artist recognition is an important task for music indexing, browsing and
content based retrieval originating from the music information retrieval domain.
Typically it is subdivided into the tasks artist identification, singer recognition,
and composer recognition. Recent achievements in music classification and annotation including artist recognition are summarized in [9]. A typical content
based approach to this problem is to extract audio features from the corresponding tracks, train a machine learning based classifier and predict the artist
name for the given track. This approach is similar to music genre classification,
but whereas respectable results are reported from genre prediction, artist identification is still failing to achieve comparable levels of performance. The problem
is that audio features used in these evaluations are statistical descriptions of the
audio signal correlating mainly to sound properties as brightness, timbre or frequency/amplitude modulations over a period of time. All these features describe
sound characteristics that are rather related to genre properties. Although an
artist is mainly dedicated to a specific genre, its distinct songs are not. Tracks
of a record may vary in tempo, instrumentation and rhythm. Further, stylistic
orientations of the artists may change over time. The most intrinsic problem
is that audio features are low level description of the audio content. Thus, two
artists with similar sounding repertoire of songs will get confused, because the
discriminating unique qualities of the singers voice get lost during the data reduction phase. The solution provided in [10] attempts to extract vocal segments
of a song to identify the singer.
On the other side Video Information Retrieval (VIR) pursues the same goals
in the video domain as MIR does in the music domain. Big effort is put into
categorizing videos into different genres. A good summary of video classification
is provided by [6]. Typically these approaches draw from more than one modality
- the most common among them are text-based, audio-based and visual-based.
Different properties of videos in conjunction with cinematic principles (e.g., light,
motion, transitions from one scene to the other) are explored to estimate the
genre of the video. Fast motion and short shot sequences are a good indicator
for music videos. Although it is easy to distinguish music videos from other
video genres, no publication is yet known to the authors, that explicitly tries
to categorize the musical genres of music videos. Different acoustic styles are
nevertheless used to estimate the video genre, as certain types of music are chosen
to create specific emotions and tensions in the viewer [17]. VIR makes more use
of time domain features, because some genres (e.g., news, sport) can already be
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discriminated by their perceived loudness through computing the Root Mean
Square (RMS) from the signal or by identifying voiced from unvoiced sequences
through calculating the Zero Crossing Rate (ZCR) or a thresholded silence ratio.
Face recognition - identifying or verifying a person from still or video images has received increased attention from academic and industrial communities over
the past three decades due to potential applications in security systems, law enforcement and surveillance, and many others. A comprehensive summary of face
recognition approaches is given by [29]. Despite the achievements and promising results reported of systems in relatively controlled environments, most face
recognition approaches are still limited by variations in different image or face
properties (e.g., pose, illumination, mimic, occlusions, age of the person, etc.)
- properties that are extensively used as artistic and stylistic features of music
videos. The predominating approaches to face recognition are Principal Component Analysis (PCA) (e.g., Eigenfaces [26]) and Linear Discriminant Analysis
(LDA) (e.g., Fisherfaces [2]). A good summary of video-based face recognition
is provided by [28].
The remainder of this paper is organized as follows. In the next section we give
a brief overview of the state-of-the-art in the different domains and modalities.
In Section 3 the layout of the classification approach as well its evaluation is
described. Section 4 depicts the different datasets used in the evaluation. In
Section 5 and 6 the separate classification approaches based on the two modalities
audio and video are explained. In Section 7 the ensemble classification method
that combines the previous two classifiers is outlined and the final results of the
evaluation are provided which are further discussed in Section 8. Conclusions
with suggestions for future work are provided in Section 9.

2

Related Work

Early approaches to artist identification are based on the Mel-Frequency Cepstral
Coefficients (MFCCs) feature set in combination with Support Vector Machines
(SVM) for classification [10, 15]. In [11] a quantitative analysis of the album effect - effects of post-production filters to create a consistent sound quality across
a record - on artist identification was provided. A Hybrid Singer Identifier (HSI)
is proposed by [22]. Multiple low-level features are extracted from vocal and
non-vocal segments of an audio track and mixture models are used to statistically learn artist characteristics for classification. Further approaches report
more robust singer identification through identifying and extracting the singers
voice after the track has been segmented into instrumental and vocal sections
[16, 25]. Good summaries of state-of-the-art approaches and challenges in face
recognition are provided by [13, 19, 29]. Face detection, tracking and recognition
is also used in multi-modal video retrieval [12, 23]. Faces are either used to count
persons or to identify actors. Most common methods used to recognize faces
are Eigenfaces [26] and Fisherfaces [2]. In [7] face tracking and text trajectories
are used with Hidden Markov Models (HMM) for video classification. A face
recognition approach based on real-world video data is reported in [24].
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Fig. 2. Classification Architecture

Due to the expenses of producing music videos the number of productions
per artist or album is marginally low compared to the number of songs recorded.
Videos are typically produced for single releases of records to promote the track.
As a consequence only a few videos can be collected and especially for relative
young artists not enough entries to reliably train a classifier might be found. A
common evaluation method in classification experiments is to use k-fold crossvalidation with k usually set to 10. This requires at least 10 videos per artist,
which for many artists are not available.
We present a three-folded classification approach based on two separate training data-sets to take advantage of multiple sources to predict the performing
artist of a video. Figure 2 depicts the architecture of the classification system.
The two modalities of the systems are trained independently on their data-sets
and combined by an ensemble classifier to make a final prediction.
The audio classifier is trained on all available songs of an artist, that have
not been released as video. This takes advantage of the broad spectrum of the
artists work and provides a richer set of information. The face recognition system
is trained on artist images downloaded from Google Image Search. Like the
separate audio data the image data-set constitutes the ground-truth data for
our classification system. Both classifiers are cross-validated on their data-sets
to assess their confidence.
The trained audio and visual classifiers are applied to the music video test
data-set. In a pre-processing step the videos are split into their source components and processed separately. An ensemble classification approach based on
bootstrapped aggregation is used. Instead of using the complete training-set,
the classifiers for each modality are trained only on sub-samples. This classification step is repeated n times resulting in 2n predictions for each music video.
These predictions are aggregated through a weighted majority vote, using the
previously evaluated confidence values of the classifiers as weights.
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5

Dataset

The evaluation data-set used for the experiments is based on 14 popular western music artists listed in Table 1. Popular artists were chosen to meet the requirement of collecting enough music videos for each musician. To demonstrate
typical problems of content based artist identification the selected artists belong
predominately to the two non-overlapping genres Pop and Rock.
4.1

Training Data

As described in the classification architecture in Section 3 training and test data
do not originate from the same data-set. The training data is drawn from two
different sources - an audio and an image data-set.
Artist Tracks For the audio modality, the artist tracks provided by the Million
Song Dataset (MSD) [3] have been used. For each artist all tracks available in
the MSD have been selected exuding those that are present in the music video
test-set. Table 1 lists the number of tracks for each artist. The audio training
set has a total size of 645 tracks.
Artist Images For each artist, portrait images have been downloaded. If the
performing artist was a band, only images of the lead singer were used. Bulk
download from Google Image Search was used to retrieve a huge number of images for each artist. In a second step the face detection algorithm described in
Section 6.1 was applied to each image to filter out photos that do not contain
detectable faces or where the resolution of the detected face was below 120x120
pixels. The resulting subset was manually analyzed to remove duplicates and
images where the portrait person does not look frontal into the camera. It was
also verified that the remaining images are not, in fact, screen-shots from the
music videos used for the evaluation. Further images with low resolutions, occlusions, exaggerated smiles or arbitrary illuminations were removed. Such deviations from pass-photo like portrait images will degrade the performance of the
recognition system by introducing too much variance. Further problems concerning face recognition in music video will be addressed in Section 6.2. The resulting
set of training images contains approximately 50-150 portraits per artist (see Table 1).
4.2

Test Data

Test-data consists of music videos that have been downloaded from Youtube3
The following requirements concerning the quality of the video and its content
were used to select the test-set:
3

http://www.yoututbe.com
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Table 1. Artists and training data
Artist Name MSD Tracks Images Music Videos
Aerosmith
83
104
23
Avril Lavigne
29
105
20
Beyonc
32
117
19
Bon Jovi
59
54
26
Britney Spears
57
160
24
Christina Aguilera
46
123
14
Foo Fighters
64
55
19
Jennifer Lopez
45
92
21
Madonna
62
47
25
Maroon 5
20
78
10
Nickelback
57
47
16
Rihanna
24
122
21
Shakira
48
123
20
Taylor Swift
19
117
19
645
1344
277

–
–
–
–

has to be an official music video produced by the artist
the lead singer has to appear in the video
a minimum resolution of 360x240 pixels
a minimum audio bitrate of 90 kBit/s

Audio Data was retrieved directly from the video files extracting the audio
stream using FFMPEG4 . The audio was converted to mp3 format with a samplerate of 44100 Hz and a bitrate of 128 kBit/s. The Echonest API5 was used to
extract the audio features from the files which were stored equivalent to the
MSD format.
Visual Data from the videos was retrieved frame by frame using the Open
Computer Vision Library (OpenCV)6 [4] that was also used for the further video
processing.

5

Audio Content Analysis

The audio content analysis task is based on audio features provided by the
Million Song Dataset (MSD) [3]. The MSD provides a rich set of low level features
(e.g., timbre, chroma) and mid level features (e.g., beats per minute, music key,
audio segmentation). For each artist of the evaluation test-set all tracks available
in the MSD that do not overlap with the test-set are used. The number of tracks
used for each artist is summarized in Table 1.
4
5
6

http://www.ffmpeg.org/
http://developer.echonest.com/
http://opencv.org

CMMR2013 - 933

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

A Music Video Information Retrieval Approach to Artist Identification

5.1

7

Audio Features

Content based artist classification is based on the audio features provided by the
Million Song Dataset (MSD). The features provided by the MSD are extracted
by the Echonest7 . According to the documentation of the Echonest Analyzer8
their proprietary algorithms uses onset detection to localize beats and extract
a feature vector for each beat. This approach returns a list of feature vectors
of varying length. To make this information applicable for standard machine
learning algorithms, it has to be aggregated into a fixed length single vector
representation.
In this evaluation we use Temporal Echonest Features (TEN) as proposed by
[21]. These audio descriptors summarize an empirically selected set of features
provided by the MSD by calculating all statistical moments of the MSD features
Segments Pitches, Segments Timbre, Segments Loudness Max, Segments Loudness Max Time and lengths of segments calculated from Segments Start. The
resulting feature vector has 224 dimensions. In [21] we have shown that these features outperform state-of-the-art music feature sets in genre classification tasks
on conventional data-sets.
5.2

Audio Classification Results

Audio classification was conducted using the Python machine learning library
Scikit Learn9 . Training and test data was separately normalized to have zero
mean and unit variance. A Support Vector Machine (SVM) with a linear kernel
and a penalty parameter of C = 0.1 was trained on the data from the MSD and
used to classify the audio test-data set of the music videos. The results showed,
that the audio data from the videos can be predicted with a precision of 37%
and a recall of 36%. Such a value was to be expected do to the high variance
in musical style of some of the artists. This can be seen in the high variance
of the distinct values for all artists in Table 2 and is also illustrated by the
corresponding confusion-matrix of the classification result in Figure 5.

6

Visual Content Analysis

The visual content analysis part of this evaluation is focused on face recognition. Generally face recognition systems can be classified into the two groups
of recognizing faces from still images or from video. In this approach we use
frame-by-frame analysis of still images - thus, ignoring spatio-temporal relationships. First faces from the training-set, i.e. the images collected from the Web,
were detected and extracted to train a face recognizer. In a second step faces in
video frames were detected and the recognizer was used to compute predictions
concerning the artist.
7
8
9

http://echonest.com/
http://developer.echonest.com/docs/v4/_static/AnalyzeDocumentation.pdf
http://scikit-learn.org
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6.1

Face Detection

Detecting faces in the video data is the first step of the recognition task. Frame
based face detection using boosted cascades of Haar-like features as proposed
by Viola and Jones [27] and Lienhart [14] was used. Their method uses a set
of simple features based on pixel value differences between neighboring adjacent
rectangles. These features are rapidly calculated from an intermediate representation - the integral image - that already pre-computes neighborhood statistics
for each pixel of the original image. The classifier for the face detection task is
constructed by selecting a small subset of important features using AdaBoost
[8]. Finally more complex classifiers are combined in a cascade structure. This
approach for object detection minimizes computation time while achieving high
prediction accuracy.
In order to eliminate false positives, detected faces were further analyzed in a
post-processing step. Additional cascaded detectors were used to locate eye-pairs,
noses and mouths within the region of the detected face. If all sub-components
were recognized, the face was verified and added to the test-set. Face detection
and extraction are the main pre-processing steps for face recognition and are
limited by the same problems that are summarized in the following section and
listed in Figure 3.
6.2

Obstacles in Face Detection / Recognition

Although remarkable progress in face recognition in the last decades [13, 19, 28,
29] most of the reported work has been evaluated in laboratory environments.
The most influencing factors for the accuracy of face recognition systems are
illumination, occlusions and distortions - properties that are common in music
videos. See Figure 3.
– Occlusions of the face are one of the biggest problems in face recognition
and unfortunately very common in music videos (e.g., microphone, hands
touching the face, sunglasses, caps, hats, etc.) (see Figure 3a). Makeup and
jewelry (see Figure 3e) pose a similar problem.
– Distortions of the face due to singing, screaming, expressive mimic or fast
movements (see Figure 3b).
– Pose deviations. Face recognition systems work optimal when subjects look
frontal into the camera, but in video or photography frontal face shots are
not considered to flatter the photographed person. Further, poses are used
for acting purposes to express emotions such as grief, sorrow or thinking.
– Illumination changes are a stylistic tool in many music videos. Typically
stage lighting is used to create the impression of live performance. This
results in fast illumination changes even within a short sequence of video
frames (see Figure 3d).
– Facial Hair in the form of locks of hair hanging into the face is a similar
problem to occlusions (see Figure 3f). Another, more severe problem are
beards of male artists. Those may change over time or disappear completely.
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Fig. 3. Examples of problematic faces - a) occlusions b) distortions c) video transitions d) varying illuminations e) make up and ornaments f) hair g) beards h) stylistic
elements

Because they are not excluded during the face extraction process, beards
influence the training-set or prediction. Figure 3g shows the same artist
with different beard styles and no beard.
Special video related problems:
– Blending Effects between scenes or cuts. Smooth transitions with imagecross fading effects can overlay the content of consecutive frames onto the
face (see Figure 3c). In such cases the face detector recognizes valid properties
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Fig. 4. Face recognition with Local Binary Patterns
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of a face, but the overlaid content distorts the face similar to make-up or
illumination changes.
– Overlays of visual blocks (e.g., text, images, logos) have similar effects as
occlusions.
Further problems arise through aging of the artist. Music videos are typically
produced in combination with new records which are released in a time-span of
one to three years on average [18]. Artists that have begun to produce videos in
the early stages of the music video trend and are still actively doing so have aged
more than thirty years now. The effects of aging are reflected in the face and
even when surgery is used to overcome them, the effects on the face recognizer
are the same - the person might get misclassified.
6.3

Face Recognition

Face recognition used in this evaluation is based on Local Binary Patterns as
proposed by Ahonen et al [1] due to their robustness against different facial
expressions, illumination changes and aging of the subjects. LBP is a simple but
very efficient gray-scale invariant texture descriptor that combines properties
of structural and statistical texture analysis. It labels each pixel of an image
by thresholding the 3x3-neighborhood of each pixel with the center value and
considering the result as an 8 bit binary number. The texture of an image can
be described by a histogram representation of the frequency of the 256 different
labels. For efficient face recognition the image is divided into regions to retain
also spatial information. As depicted in Figure 4 the resulting histograms of
the different image regions are normalized and concatenated to form the final
face descriptor. Recognition based on these descriptors is performed using a
nearest neighbor classifier in the corresponding feature space with Chi square as
a dissimilarity measure.
6.4

Video Classification Results

The face recognition based visual classifier was implemented using the Python
programming language bindings of the OpenCV library [4]. This library provides
implementations for the cascaded classifier based on Haar-like features which is
used for face detection (see Section 6.1). In a preceding step the images were converted to gray-scale and their color histograms were normalized to retrieve better
results from the face detector. The detected and verified faces were extracted.
Contrast Limited Adaptive histogram equalization (CLAHE) [20] was applied
to the face images to further enhance contrasts and normalize the images for the
identification step. The LBP face recognition approach described in Section 6.3
which is also provided by OpenCV was used to predict the corresponding artist
name. The recognizer was initiated with the radius of 1 and 8 neighbors used for
building the Circular Local Binary Pattern. A grid of 8x8 cells was applied to the
image resulting in a LBP descriptor consisting of 64 concatenated histograms.
Each extracted and post-processed face gets an artist name label assigned by the
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Table 2. Classification results of the separate modalities
Artist Name
Precision
Aerosmith
0.33
Avril Lavigne
0.50
Beyonce
0.33
Bon Jovi
0.28
Britney Spears
0.32
Christina Aguilera
0.48
Foo Fighters
0.41
Jennifer Lopez
0.22
0.27
Madonna
Maroon 5
0.20
Nickelback
0.55
Rihanna
0.29
Shakira
0.44
Taylor Swift
0.60
avg
0.37

Audio
Video
Recall F1-Score Precision Recall F1-Score
0.52
0.39
0.14
0.33
0.20
0.45
0.47
0.62
0.25
0.36
0.26
0.29
0.28
0.42
0.33
0.36
0.32
0.20
0.04
0.07
0.33
0.33
0.16
0.17
0.16
0.71
0.57
0.18
0.43
0.26
0.47
0.44
0.00
0.00
0.00
0.24
0.22
0.33
0.14
0.20
0.28
0.24
0.50
0.12
0.19
0.10
0.13
0.12
0.80
0.20
0.38
0.44
1.00
0.18
0.30
0.19
0.23
0.40
0.10
0.15
0.40
0.41
0.25
0.21
0.23
0.32
0.41
0.50
0.06
0.10
0.36
0.35
0.34
0.21
0.20

face recognizer. For each label the average prediction confidence is calculated. To
punish supposed isolated mis-classifications and to favor frequent assignments
the average confidence is divided by the natural logarithm of the number of how
often this label has been assigned. The results showed, that the visual data from
the videos can be predicted with a precision of 34% and a recall of 21% where
Precision describes the confidence a video classified as artist a to be truly from
a whereas Recall describes how reliably all videos of artist a are recognized to be
from a. The distinct values of the artists are listed in Table 2. The corresponding
confusion-matrix of the classification result is depicted in Figure 5.

(a) Audio Classifier
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(b) Video Classifier

Fig. 5. Confusion matrices of the classification results.
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Cross-Modal Results

The previous chapters 5 and 6 explicated the functionality, implementation and
performance of the classifiers for the separate audio and video modalities. In this
chapter a combined classification approach is explained that is used to combine
the distinct modalities and provide enhanced classification accuracy.
7.1

Ensemble Classification Method

The ensemble classifier is based on the Bootstrap Aggregation (Bagging) as
introduced by Breiman [5]. Bagging generates multiple versions of a predictor
by making bootstrap replicates of the learning set through random sub-sampling.
In our approach subset selection on T rainAudio and T rainV ideo was applied to
generate i = 10 classifiers for each modality. Each classifier CAudioi and CV ideoi
was trained on a selected sub-set T rainAudioi and the remainder of the training
set T rainAudio − T rainAudioi was used to estimate its confidence ConfAudioi .
The resulting 20 predictions were aggregating through weighted majority
voting. Each classifier CAudioi and CV ideoi predicts a music video mv of the
test-set. Each prediction is now assigned a weight that is defined through the
confidence of the used classifier ConfAudioi or ConfV ideoi .
weightmvi = ConfAudioi
For each music video mv the sum of the weights of all labels is calculated.
The label with the highest sum wins the vote and is the result of the ensemble
classifier for the music video mv.
7.2

Results

The bootstrap aggregation ensemble classification approach as described in the
previous section has been implemented using the Python Scientific Machine
Learning Kit (SciKit Learn). For each modality bootstrapped sub-sampling with
10 iterations and 10% test-set size was applied to the according training-set. The
results are summarized in Table 3 show an improve in precision using the multimodal ensemble classification approach.

8

Discussion

The presented approach should demonstrate how to improve common approaches
to artist identification through information extracted from music videos. The
baseline for this experiment was a typical audio content based approach using
the audio feature set presented in [21]. According to this the precision of the
audio based classifier could be increased by 27% while recall values were only
slightly improved by 5%. Thus, the ensemble approach did not increase the
number of correctly identified tracks, but did enhance the reliability.
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Table 3. Results of the Ensemble Classification
Artist Name
Precision Recall f1-score
Aerosmith
0.36
0.57
0.44
Avril Lavigne
0.64
0.45
0.53
Beyonce
0.55
0.32
0.40
Bon Jovi
0.24
0.27
0.25
Britney Spears
0.34
0.42
0.38
Christina Aguilera
0.33
0.50
0.40
Foo Fighters
0.62
0.53
0.57
Jennifer Lopez
0.27
0.19
0.22
Madonna
0.30
0.24
0.27
Maroon 5
0.35
0.70
0.47
Nickelback
0.58
0.44
0.50
Rihanna
0.75
0.14
0.24
Shakira
0.28
0.65
0.39
Taylor Swift
1.00
0.16
0.27
avg
0.47
0.38
0.37

As described in Section 3 this evaluation was intentionally based on two simple approaches. The audio classifier uses song-level features describing temporal
statistics of timbral and chromatic music properties. Using audio segmentation
to separate voiced from un-voiced sections [16, 25] may enhance the performance
of the audio classifier. The visual classification approach was based on frameby-frame face recognition and prediction was made by a majority vote. This
approach might be improved through considering spatio-temporal relationships.
By applying a shot-detection music videos can be segmented and faces tracked
within one shot could be verified and summarized more reliably. A further limiting factor of this evaluation was the low resolution of the music videos which
has been chosen as a compromise to collect enough videos. Face recognition
systems highly depend on the information provided in the images. The minimum resolution of 120x120 pixel is sub-optimal and a verification-test-set using
high-definition videos might provide better results.
The presented results showed that the performance of audio based artist
identification can be improved through information extracted from music videos.

9

Conclusion and Future Work

We presented a cross-modal approach to music artist identification. Audio content and visual based classifiers were combined using an ensemble classifier. The
audio classifier used Temporal Echonest Features [21] to predict artist labels.
Its precision of 37% and recall of 36% was used as benchmark for the further
experiments. The visual content classifier used face recognition based on a Local Binary Patterns (LBP) predictor. The two modalities are combined through
bootstrap aggregation. For each modality 10 classifiers are created and trained
on sub-samples of their according training-sets. The final prediction for a music
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video is calculated on the basis of weighted majority voting of the resulting 20
predictions. The proposed cross-modal approach showed that the initial audio
content based baseline could be increased by 27% through information extracted
from the visual part of music videos.
The presented approach relies on a predefined dataset of artist images - thus,
still requiring manual interaction. Future work will include automatic identification of lead singers to train the face recognition algorithm directly on faces
extracted from the music videos. Such an approach would provide the possibility
to use k-fold cross-validation on a single music video dataset.
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Abstract. In this study, we focused on the establishment of perceptual
categories of shapes and materials associated with everyday objects, in
the perspective of setting up high-level controls in an impact sound synthesizer. For that purpose, impact sounds were recorded from everyday
objects covering various physical attributes, i.e., seven types of materials
(Metal, Wood, Plastic, Glass, Stone, Ceramic and Cardboard) and five
types of shapes (Solid 1D, Hollow 1D, 2D, Solid 3D and Hollow 3D), and
resynthesized with signal parameters estimated from a high-resolution
method (ESPRIT). Listening tests were conducted on these sounds to
define perceptual categories and evaluate their relevance. Perspectives in
terms of their acoustic description are finally discussed.
Keywords: Sound categorization, material, shape, impact sounds, analysissynthesis, ESPRIT method, acoustic descriptors.

1

Introduction

For sound design and virtual reality, the challenge now lies in making sound synthesis tools accessible to all, offering coherence with complex virtual scenes, and
compatible with real time constraints. The design of intuitive control strategies,
through the use of high-level descriptors, can meet this demand.
The current study is part of the development of an impact sound synthesizer for which a high-level control of the perceived shape and material of the
object is desired [1]. This issue requires knowledge on acoustical properties of
sounds that convey relevant information on the source and how they are perceived. Previous studies have investigated the auditory perception of physical
attributes such as shape, hollowness or material. In particular, several studies
can be found on the dimensions of objects, such as bars [2], [3], rods [4] or spheres
[5]. They demonstrated that height-width ratios and lengths could be recovered
from sounds with reliable accuracy. In terms of cavity, Lutfi [6] and Rocchesso
[7] showed that the perception of hollowness can reasonably be identified from a
certain size threshold. The pitch and brightness-related descriptors were found
to be relevant for listeners. In terms of shapes, Kunkler-Peck and Turvey [8]
investigated the participants’ ability to identify circular, triangular or squared
plates made of various materials. Performance was almost perfect with only a
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secondary tendency to associate materials with particular shapes. By contrast,
Tucker et al. [9] and Giordano [10] found that shape recognition abilities were
limited and strongly depended on the material composition. Lastly, the auditory
perception of materials was investigated in [11], [12] and [13]. Two gross material categories (wood-plastic, glass-steel) emerged from these studies, where the
metal was more often better identified. The damping parameter was found to be
one of the main acoustic cues for listeners [14].
Given the perceptual sensitivity of human being to some physical attributes of
objects, the challenge now lies in the establishment of representative perceptual
categories related to the sound sources as well as in their acoustic description.
In our study, we evaluate the perceptual attributes of everyday objects. Based
on previous studies, we aim at defining perceptual categories of shapes and also
completing and refining the perceptual categories of materials established in [15].
For this purpose, we constituted a sound data bank by recording impacted
items recovering a large set of physical categories of material and shape, considered as representative of the everyday life. Hence by recovering a large set
of physical attributes, we assumed that a large variety of perceptual categories
would be obtained after the listening tests. The recorded sounds were analyzed
with a high-resolution method (ESPRIT) and resynthesized on the basis of the
estimated parameters. Then, a series of listening tests were conducted to determine the main perceptual categories of material and shape. Finally, in the aim
of characterizing the sounds belonging to these perceptual categories from an
acoustic point of view, perspectives on acoustic descriptors are discussed.

2

Sound Data Bank from Everyday Objects

Lutfi has asked in [6]: ”How might a listener determine from sound that a class
of resonant objects is, say, hollow or is made of metal despite differences in the
size or shape of individual exemplars or the manner in which they are driven to
vibrate ?” The database we describe in this section is actually intended to enable
us to answer this question. Here we first present the different objects that have
been impacted and the methodology adopted. In a second part, we discuss the
high-resolution ESPRIT method that allowed us to estimate the parameters of
the recorded sounds and then make their synthesis.
2.1

The Sounding Objects

It is important to remember that the perceptual category that matches a given
sound can be totally different from the real category associated with the object
that produced the sound. Beyond this consideration, based on previous studies
[17], we considered that the fact of covering various physical categories of objects
would maximize the variety of perceptual categories obtained after the listening
tests. The categorization presented in Figure 1 has therefore emerged as the
most exhaustive according to the existing objects encountered in our everyday
life.
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What Are the Categories ? Seven types of materials are investigated: Metal,
Wood, Plastic, Glass, Stone, Ceramic and Cardboard. Note that each category is
broadly defined. For example, the Metal category includes: iron, steel, aluminum,
bronze, alloys, etc. The Wood category includes: beech, fir, pine, chipboard, etc.
And the Plastic category includes objects made of different types of polymers
(PVC, PET, PP, PS, etc.). Since our previous works on the impact sound synthesizer [15], the categories Plastic, Stone, Ceramic and Cardboard are so new.
Five types of shapes are investigated: Solid 1D, Hollow 1D, 2D, Solid 3D
and Hollow 3D. The 1D category denotes objects for which one dimension is
much larger than the two others (e.g., rods, beams, bars, tubes, pipes, etc.). The
2D category denotes objects for which two dimensions are of the same order of
magnitude compared to the third one (e.g., plates, slabs, sheets, etc.). The 3D
category refers to three-dimensional objects for which the three dimensions are
of the same order of magnitude (e.g., jars, bottles, bowls, boxes, balls, etc.). The
presence or absence of cavity is also considered for 1D and 3D objects and is
denoted by the label Hollow (e.g., bell) or Solid (e.g., rod) respectively.
As a summary, 35 categories of objects’ attributes have been defined to constitute the complete sound data bank.

3D Solid

Wo

3D Hollow

od

2D
1D Solid

Metal

1D Hollow

Stone
Fig. 1. The physical categories of everyday objects : 7 types of materials covering 5
types of shapes, including 2 types of cavities

Procedure In practice, 126 objects that match at best the 35 previous categories were collected. Note that for some categories, it was not possible to find
corresponding objects because of the unusual physical characteristics (e.g., Hollow 1D objects made of stone). However, this constraint did not fit in conflict
with our wish to study representative everyday objects. Since we aimed at collecting 10 sounds by category, the goal of this part of the work was to record
about 350 impact sounds.
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The recording session was made in an anechoic chamber. The objects were
placed on a rigid support and stabilized with hooks and foams (pictures available
at [22]). They were then impacted with a Brüel & Kjaer 8202 hammer to record
the excitation force. When possible, objects were impacted at three different
points (center, edge and section) to obtain various vibratory responses, evoking
how we manipulate objects in our everyday life. The sounds were recorded with
a Neumann KM183 omnidirectional microphone, placed about 15cm from the
object, and a sound card Motu UltraLite mk3 at 44.1kHz sampling frequency.

The Signal Model We considered a signal model based on physical considerations to synthesize the recorded impact sounds. From the point of view of
physics, an impact sound corresponds to the vibratory response of a structure
to an impact excitation. By assuming linear conditions, this structure can be
modeled by a mass-spring-damper system, said harmonic oscillator. Such a mechanical system can entirely be characterized by its impulse response. Therefore,
we assumed that the choice of impact to excite the collected objects would reveal
at best the sound sources’ attributes investigated in our current study.
In the case of one degree of freedom in a mass-spring-damper system, the
equation of motion taking into account the dissipation process is:
m

dx
dx2
+c
+ kx = 0 ,
dt2
dt

(1)

where x is the displacement, m is the mass, k is the spring stiffness assumed
to be constant, and c is the viscous
friction coefficient of the object. For c inferior
√
to the critical damping cc = 2 km, the solution of this equation leads to damped
oscillations and is written :
p
x = Ae−ζωt sin( 1 − ζ 2 ωt + ϕ) ,
(2)
q
k
where A and ϕ are constants, dependent on the initial conditions, ω = m
is the angular frequency and ζ = ccc is the viscous damping coefficient. This
solution describes an exponential decay of the oscillation amplitude of the signal.
In this study, we therefore considered structures with K degrees of freedom,
which corresponding impact sounds were modeled as a sum of K exponentially
damped sinusoids, zero for negative time, and could be written as:
K−1
X

ak eiφk e−δk t e2iπνk t

s(t) = H(t)

(3)

k=0

where ak is the amplitude at the origin, φk is the phase at the origin, δk
is the damping (in s−1 ) and νk is the frequency (in Hz) of the k th component.
These signal parameters were estimated using a high resolution method, whose
principle is briefly explained below (see [18] for more details).
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Signal Parameter Estimation

The recorded sounds were analyzed using the Estimation of Signal Parameters via Rotational Invariance Techniques (ESPRIT) [16]. This high-resolution
method was chosen because of its high accuracy in the identification of close
components, and of its low sensitivity to noise [19].
The ESPRIT Algorithm ESPRIT is a parametric method, linked to a signal
model where the discrete signal to be analyzed x(t) is discretized and is written:
x(l) = s(l) + w(l) ,

(4)

where l is the sample index and where the deterministic part s(l), in reference
to equation (5), is a sum of K damped sinusoids:
s(l) =

K−1
X

αk zkl ,

(5)

k=0

where the complex amplitudes are defined as αk = ak eiφk , and the poles are
defined as zk = e−δk +2iπνk . The stochastic part w(l) is a gaussian white noise of
variance σ 2 .
Here is performed a singular value decomposition on an estimate correlation
matrix of the signal. The eigenvectors corresponding to the K highest eigenvalues correspond to the so called signal subspace, while the remaining vectors
correspond to the so called noise subspace. The shift invariance property of the
signal subspace allows a simple solution for the optimal poles values zk . Then,
the amplitudes ak can be recovered by solving a least square problem.
ESPRIT in a Gabor Frame To overcome the high computational complexity
of this method and the assumption that the background noise of the analyzed
signal is white, a time-frequency representation of the original sounds was computed [20]. This representation consisted in a Gabor Transform (GT), which is
basically a sub-sampled version of the short-time Discrete Fourier Transform.
It was computed within a Gabor frame (GF), which forms a discrete paving of
the time-frequency plane. The GT allows the expression of x(l) in a given GF
{g, a, M } which is characterized by a window g, a time-step parameter a, and
a number of frequency channels M . Indeed, an Exponentially Damped Sinusoid
(EDS) in the original sound still being an EDS inside each band, straightforward
time subsampling and sub-band division of the signal through the GT can be
achieved [21]. Several configurations of GT parameters {g, a, M } were tested.
After evaluation of sound quality to computing time ratio, ESPRIT analysis
were finally applied with a = 64 and M = 256 (see [18] for more details).
The Synthesized Sounds The sounds were synthesized on the basis of the signal model (5) and the signal parameters estimated from the ESPRIT method.
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Synthesis was performed at 44.1kHz sampling frequency, 16-bit resolution, in
.WAV format.
Since the estimation of synthesis parameters with ESPRIT method was not
always optimal on real sounds [18], each synthesized sound was then compared
to the original one from a perceptual point of view. The synthetic sounds that
were perceptually closest to the recorded ones were selected and incorporated
into the final sound data bank (see Table 1), the others were discarded. Actually, inadequacies between the acoustic morphology of the recorded sound and
the chosen signal model according to the assumptions required in the ESPRIT
method (i.e., multiple impacts or low signal-to-noise ratio) were the main causes
of an unsatisfying synthesis. On the 350 initial recorded sounds, 246 were accurately synthesized and were finally selected. The reader can find examples of
original and resynthesized sounds at [22].
Table 1. Distribution of the selected synthesized sounds in each real category, forming
the sound bank.
Shapes
1D
Materials
Solid Hollow
Metal
7
10
Glass
Stone
3
Ceramic
Plastic
8
6
Wood
14
Cardboard
4
Total
36
16

3

2D
10
7
17
10
8
15
11
78

3D
Total
Solid Hollow
8
16
51
4
14
25
5
3
28
3
12
25
7
12
41
8
14
51
2
8
25
37
79
246

Experiment I: Material and Shape Identification

In this section, we present the listening tests that we conducted in order to
determine perceptual categories associated with material and shape attributes
of the sound source. In particular, we evaluate the confusion between actual (i.e.,
physical) and perceptual categories.
3.1

Method

Participants Seventeen listeners participated in the experiment (7 females, 10
males), aged 19-55 years. All of them reported having normal hearing. None of
them was a professional musician.
Stimuli The 246 synthesized sounds were evaluated within 5 separated listening tests of about 50 sounds each. The sounds were chosen to cover the different
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material and shape categories at best in each test. The average distributions are
available at [22].
Although we make the assumption that loudness is not a fundamental perception cue for the perception of material or shape, sounds were equalized by
gain adjustments to avoid any impact of loudness in the categorization judgments. The gain adjustments were determined by ear by the experimenter with
Adobe Audition. To minimize the contribution of the background noise that is
naturally present in the recorded sound during the gain amplification process, we
spotted the threshold level of appearance of this noise in the concerned sounds
and took it as a reference to adjust the other sounds.

Apparatus and Procedure The experiments were conducted during almost
two months, with a test about every two weeks. Listeners were seated in a
quiet room. A graphical interface was developed specifically for these tests with
Matlab program (R2011a version) running on a Mac OS 10.7.3 environment.
This interface was used to present stimuli to participants and collect responses.
Sounds were amplified with an Apogee One sound card and presented through
Seinnheiser-HD650 headphones.
To begin, participants were accessing to a training page where they could listen to impact sounds evocative of everyday life objects, as many times as wanted,
to familiarize themselves with the categories further tested in the formal session.
Then, they were accessing to the test where they were asked to evaluate each
sound according to the perceived material and shape. In practice, they had to
classify each sound into one of the proposed Material categories (Metal, Glass,
Stone, Plastic, Ceramic, Wood, Cardboard or Other) and Shape categories (Hollow 1D, Solid 1D, 2D, Hollow 3D or Solid 3D) by clicking on the corresponding
label displayed on the screen (screen-views available at [22]). Note that for the
material evaluation, participants were free to propose an additional category by
selecting ”Other” and by entering the evoked category label with the computer
keyboard. The association between response buttons and category labels displayed on the screen was randomized at each trial to avoid any bias linked with
the order of presentation of the label categories. Listeners were allowed to replay
the sound as many times as wanted during the trial. The order of presentation
of the sounds was randomized across participants.

3.2

Results

Each session took 20 minutes in average to be completed. In this section, identification rates of the categories are evaluated in order to conclude about their
perceptual relevance. Since the material and shape evaluation were performed
within a same trial, the interaction between the perceived material and the
perceived shape are also investigated. For sake of clarity, the analyses were conducted separately for materials (the seven categories), shapes (1D, 2D, 3D) and
cavities (Hollow, Solid).

CMMR2013 - 949

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

8

C-E. Rakovec et al.

Outliers We first evaluated the participants’ responses as a whole to detect
possible outliers. One of them was found to be outlier during the first test. He
was asked to effectuate this test again to incorporate the general tendency, that
he completed successfully.
Table 2. (a) Material confusion (%). (b) Shape confusion (%). (c) Cavity confusion (%). Rates represent the percentages of classification of sounds in the perceived
categories with respect to the actual categories of the corresponding physical objects.
The reported values are significantly above chance when ∗∗∗ p < 0.001, except when
indicated by ∗∗ p < 0.01, ∗ p < 0.05 or p > 0.05. In a same row, confused categories
(p > 0.05) are highlighted in bold.
(a)
Real

Perceived
Metal

Glass Ceramic Stone Plastic Wood Cardboard

Metal

63.55∗∗∗ 15.22∗∗∗

2.42

1.38

0

Glass

24.47∗∗∗ 34.12∗∗∗ 15.29∗∗∗ 13.88∗∗∗

6.35

5.18

0.71

19.76∗∗∗ 39.29∗∗ 15.76∗∗∗

4.71

5.65

0.24

32.77∗

9.66

12.61

0.21

Ceramic

14.59

Stone

4.20

15.76

7.27

10.03

24.16
∗∗∗

Plastic

14.35

4.60

3.16

13.34

Wood

4.73

3.23

7.04

1.73

33.68∗∗∗ 47.29∗∗∗

2.08

Cardboard

0.24

0

0.24

3.29

31.29∗∗∗ 15.76∗∗∗

48.94∗∗∗

(b)
Real
1D
2D
3D

Perceived
1D
2D
3D
∗∗∗
37.10
28.73 34.16∗∗∗
17.04 46.38∗∗∗ 36.58∗∗∗
20.44
25.86
53.70∗∗

36.01

∗∗∗

19.66

8.46

(c)
Perceived
Real
Solid
Hollow
∗∗∗
Solid 61.16
38.84
Hollow 39.18
60.82∗∗∗

Table 3. Results of rANOVA performed with Materials and Shapes as withinparticipant factors.
Factors

SS

df

MS

F

p

Materials (7 cat.)
6628.58 7.11 946.94 31.13 p¡0.001
Shapes (5 cat.)
5181.69 4.64 1295.42 46.24 p¡0.001
Materials x Shapes (35 cat.) 9092.90 28.45 327.75 17.19 p¡0.001

Identification Rates for Material The rate of the ”Other” category being
very low (< 1%), it will not be taken into account in the further analyses. Results
are shown in the confusion matrix in Table 2 (a) representing the percentages of
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classification of sounds in the perceived categories with respect to the actual categories of the corresponding physical objects. A t-test with a significance level
α = 0.05 was conducted in each cell to determine reliable values (i.e., above
chance level = 1 / number of choices = 12.50%). The confusion between categories were then assessed by paired t-tests (T-test 2) between cells in the same
row with a significance level α = 0.05. In particular, it appears that actual Metal
sounds are identified as Metal at 63.55% and as Glass at 15.22%. However, since
there is no confusion between the two groups (p < 0.001), this material appears
to be perceptually clear to identify. Actual Glass sounds were classified in four
perceptual categories (Metal, Glass, Ceramic and Stone) at above chance levels
(p < 0.001). Some perceptual confusion between these categories was revealed
since the percentages did not significantly differ from each other (p > 0.05).
Hence, actual Glass appears to be difficult to identify and classify as Glass. Actual Ceramic sounds were identified as Ceramic at 39.29%, but also as Glass at
19.76% and as Stone at 15.76%, these percentages do not significantly differ from
each other (p > 0.05). This result confirms the perceptual proximity of these materials. In addition, Stone and Plastic sounds have not been identified as such.
Stone was instead perceived, although not significantly, as Ceramic (32.77%)
and Plastic, significantly perceived as Stone (13.34%) or Wood (19.66%). Wood
and Cardboard were significantly identified as such, but as Plastic also.
Identification Rates for Shape Results are shown in the confusion matrix
in Table 2 (b). A t-test was used to determine reliable values (chance level
= 33.33%). As for material analysis, the confusion were assessed by conducting
paired t-tests on rates between cells in the same row of the confusion matrix with
a significance level α = 0.05. It appears that actual 1D sounds were identified as
1D and as 3D at rates near chance level. Confusion between these two perceived
categories has also been highlighted (p > 0.05). Actual 2D sounds were significantly identified as 2D at about 46% but also as 3D at 36%. However, these
two categories were not found to be confused (p < 0.001). Actual 3D sounds
were significantly identified as 3D at more than 50% (p < 0.001) and were not
confused with other categories. The 3D-perceived category is the category that
listeners most often chose, followed by the 2D-perceived and the 1D-perceived.
Identification Rates for Cavities The confusion matrix for cavity assessment is shown in Table 2 (c). The values reliability was also tested with a T-test
(chance level of 50%). It appears that both categories were significantly identified as such with rates over 60% (p < 0.001). Moreover, no confusion between
categories was found.
Material and Shape Interaction At the end of the tests, most participants
explained resolving first the material evaluation and then the shape one, because
they considered the latter attribute less obvious to evaluate. Thus, the extent
to which the perceived material influences the choice of the perceived shape is
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assessed here.
A chi-squared test with a significance level α = 0.05 was performed on the
percentages of perceived shapes through the perceived materials in order to evaluate a H0 hypothesis of independence (χ2 = 1.38 103 , χ2s = 49.8).
A repeated measures analysis of variance (rANOVA) was also performed
on the participants’ responses where the Material and Shape were included as
within-participant factors (see Table 3). Note that for this analysis, the Shape
categories included Solid 1D, Hollow 1D, 2D, Solid 3D and Hollow 3D. Significant effects of main factors were found (p < 0.001). Results also revealed a
significant Material by Shape interaction (p < 0.001). Indeed, it appears that the
number of sounds by perceived shape differ according to the perceived materials
(p < 0.001). Table 4 shows distributions of sounds between shape categories for
each perceived material. The numbers of perceived sounds by gross categories
(materials, shapes and cavities) are substantially identical to numbers of sounds
in each actual gross category of the bank. However, 2D category is more often
associated with Metal, Solid 1D with Wood, and Hollow 1D with Plastic, while
Solid 3D is more often associated with Stone, and Hollow 3D with Metal.
Table 4. Average number of sounds classified by listeners in each category of perceived
shape for given categories of perceived material. Maxima per shape are in bold.
Shapes
Materials

3.3

1D
Solid Hollow

2D

3D
Total
Solid Hollow

Metal
Glass
Stone
Ceramic
Plastic
Wood
Cardboard

8
3
2
3
4
13
0

4
2
1
2
8
6
1

20
7
5
15
14
12
7

3
5
17
5
5
3
2

17
13
1
7
15
9
7

52
30
26
32
46
43
17

Total

33

24

80

40

69

246

Discussion

In terms of materials, highest classification rates are obtained in the diagonal
of the confusion matrix except for Stone category, meaning that the perception of Material is correlated with the physical category of the impacted object.
Metal was the category that was best identified (63%) and the lowest identified category was Stone (24%), which was mostly classified as Ceramic. Results
also revealed confusion between some perceptual categories. Based on these confusions, we can highlight two macro-categories: Metal-Glass-Stone-Ceramic on
the one hand and Wood-Plastic-Cardboard on the other hand. The obtained
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classification confirms the findings obtained by Giordano [12] where the author
explained that available measures of the mechanical properties of engineering
materials report Plastic and Wood (P-W) as strongly different from Metal and
Glass (M-G) [25] so that signals originated from P-W objects would always be
differentiated from those originated from M-G objects, independently of their
geometry.
In terms of shapes, 3D category is best recognized, followed by 2D and 1D.
Given the low identification rate for 1D shape and confusions between the three
categories of perceived shapes, the 1D category does not seem a relevant attribute
at this point. On the other hand, results showed that the 2D and 3D categories
can be reasonably well identified and seem intuitive to listeners. However, the
fact that the 3D category was most chosen by listeners could be explained by
our greater ability to imagine three-dimensional objects than 1D or 2D types
objects in all types of materials.
Given the high obtained percentages, the cavity attribute appears to be perceptually relevant to listeners. One can also assume that the Hollow or Solid
morphology of an object is acoustically dominant over the nature of its shape
(1D, 2D or 3D).
The choice of perceived shape has be shown to be conditioned by the perceived material, which is in line with results of Kunkler-Peck and Turvey [8] and
Giordano [12]. This observation may reflect our relative inability to conceptually separate the shape attribute from the material attribute of an object, and to
naturally associate specific shape with specific material because of our ecological
approach of perception [23]. Listeners thus tend to choose shapes that seem most
typical for each material, such as Hollow 3D Metal (e.g., metallic bell) or Solid
1D Wood (e.g., wooden beam), reflecting the physical regularities encountered
in our everyday acoustical environment [24]. However, the fact that associations
between materials and shapes performed within the tests (see screen-view at
[22]) were almost identical to examples presented at the start of the tests lead
us to wonder if participants were influenced in their choices or not.

4

Experiment II: Shape Perception Regardless of
Material Evaluation

Results of Experiment I have shown significant interactions between perceived
materials and shapes. We therefore wanted to evaluate to what extent the perception of the shape was influenced by the perceived material. Therefore, we
decided to test only one perceptual attribute at a time. In Experiment II, we
conducted two listening tests where the material of the impacted objects was
fixed and participants were asked to only evaluate the shape of these objects.
This Experiment was a way to confirm the relevance of the previous shape categories (1D, 2D and 3D) and to refine their definition by asking participants to
describe the perceived objects with labels (names and/or adjectives). The choice
of materials was made on the basis of the macro-categories highlighted in Experiment I. We selected a representative category of material from each obtained

CMMR2013 - 953

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

12

C-E. Rakovec et al.

macro-category and for which a wide variety of everyday objects was represented
(see Table 1). According to these criteria, the Metal and Plastic categories were
finally chosen.

4.1

Method

Participants Twenty listeners participated in the experiment (5 females, 15
males), aged 23-57 years. All of them reported having normal hearing. None of
them was a professional musician. Eleven participated in Experiment I.
Stimuli Two sets of synthesized sounds for Metal and Plastic categories were
constituted. Sounds were chosen to cover the shapes categories at best. For more
information, the distributions are available at [22]. As in Experiment I (see §3.1),
sounds were equalized by gain adjustments to avoid any impact of loudness in
the categorization judgments.
Apparatus and Procedure Two separate listening tests were conducted. The
test dedicated to Metal category was conducted first, for about one month, and
the test for Plastic category was conducted then, over a similar period. The apparatus used here was the same as in Experiment I (see §3.1).
To begin each test, participants were accessing to a training page where
they could listen to evocative Metal (resp. Plastic) impact sounds of everyday
objects, as many times as wanted, to familiarize themselves with the shape categories further tested. Then, they were accessing to the test where they were asked
to categorize each sound in one of the propositions (Hollow 1D, Solid 1D, 2D,
Hollow 3D or Solid 3D) by clicking on one of the labels displayed on the screen.
Listeners were also asked to name (i.e., label) the object evoked by the perceived
sound. As in Experiment I, the association between response buttons and category labels was randomized at each trial. Listeners were allowed to replay the
sound as many times as wanted during the trial. The order of presentation of
the sounds was randomized across participants.
4.2

Results

Each session took about 15 minutes to complete in average. Confusion matrices
for shapes and cavities are presented Table 5 (a-d). T-test were conducted with
a significance level α = 0.05 with chance level = 33.33% for shapes and = 50%
for cavities. The percentages in brackets are those obtained on the same sounds
in Experiment I. Globally, the rates are significantly higher in Experiment II
(p < 0.001).
For Metal sounds, we observe a significant increase in the 1D identification
rate with +14pts, while confusion with 2D is not significant (p < 0.001 with
T-test 2), neither the 3D-perceived rate (p > 0.05 with T-test). The identification of 2D is lower (−7pts) while confusion with 1D is not significant (p < 0.001
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with T-test 2), neither the 3D-perceived rate (p > 0.05 with T-test). For 3D
identification, an increase of +8pts is observed and low confusion with 1D and
2D were found to be significant after T-test 2 (p > 0.05). Besides, Solid and
Hollow are much better identified with +9pts and +10pts respectively.
For Plastic sounds, the 1D identification rate increased (+15pts; p < 0.005)
but much lesser for 2D (+2pts; p < 0.001), for which confusion with 1D remains
not significant (p < 0.001 with T-test 2). Besides, there is no improvement in
the 3D identification rate (−2pts; p < 0.001) but confusion with 2D remains
also insignificant (p < 0.001 with T-test 2). For Solid and Hollow sounds, identification rate were significantly improved (p < 0.001) with +16pts and +31pts
respectively.
Here we consider typical sounds from Table 6 (i.e., sounds classified in a same
category by more than 52% of listeners, this threshold ensuring an acceptable
number of sounds within each category). We observe an increase of the number of
1D and Hollow typical sounds that we could explain by the better identification
rates observed in those two categories, causing a 2D and 3D typical sounds decrease in both materials. Yet, typical sounds were almost identically distributed
within perceived shapes from Experiment I to Experiment II.
Table 5. Matrix confusion (%) of: (a) Metal shapes, (b) Metal cavities, (c) Plastic
shapes, (d) Plastic cavities. The percentages of classification obtained in Experiment
I are represented in brackets. The reported values are significantly above chance when
∗∗∗
p < 0.001, except when indicated by ∗∗ p < 0.01, ∗ p < 0.05 or p > 0.05. In a same
row, confused categories (p > 0.05) are highlighted in bold.
(a)
Real
1D
1D 52.22∗∗∗ (38)
2D
9.09∗∗∗
3D
15.24∗∗∗

Perceived
2D
3D
14.72∗∗∗
33.06
50.91∗∗ (58.20)
40
∗∗∗
∗∗∗
13.81
70.95
(62.70)

(c)
Perceived
Real
1D
2D
1D 49.64∗∗ (34.87)
21.43∗
2D
16.25∗∗∗
54.37∗∗∗ (52.21)
3D
33.81
17.58∗∗∗

4.3

3D
28.93
29.38
48.61∗∗∗ (51)

(b)
Perceived
R.
Solid
Hollow
S. 70.71∗∗∗ (61.80)
29.29∗∗∗
H.
33.49∗∗∗
66.51∗∗ (56)

(d)
Perceived
R.
Solid
Hollow
S. 79.25∗∗∗ (63.14)
21.15∗∗∗
H.
29.09∗∗∗
70.91∗∗∗ (40.20)

Discussion

In Experiment II, only the shape of the impacted object was evaluated. Results
showed that listeners’ choices led to clearer categorizations than in Experiment I.
Also, we observed that 1D, Solid and Hollow sounds were much better identified
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Table 6. Metal and Plastic typical sounds distribution within shapes categories from
Experiment I to Experiment II. Sounds were judged typical when classified by more
than 52% of listeners in a given shape category.
Metal
Plastic
Experiment I Experiment II Experiment I Experiment II
1D
2D
3D
Solid
Hollow

7
12
22
14
15

9
5
21
15
21

5
7
17
15
7

10
4
7
13
10

Table 7. Labels and adjectives most given by participants in Experiment II to describe
the perceived shapes of Metal and Plastic objects.

Solid 1D
Hollow 1D
2D
Solid 3D
Hollow 3D

Labels

Adjectives

Rod / Bar
Tube
Membrane / Plates
Block / Brick
Bowl / Bell

Little
Thin / Flexible / Big
Hard / Rigid / Strong
-

while confusion between 1D and 3D decreased. However, 2D and 3D identification rates remained identical to those observed in Experiment I. Thus, these
results allowed us to actually conclude that the 1D category is relevant from
a perceptual point of view. Moreover, Solid and Hollow attributes seemed to
be very clearly perceived by listeners, ensuring us about the great interest of
these categories for synthesis perspectives. Besides, typical sounds distributions
showed us a participants’ tendency to perform almost identical associations between materials and shapes to those performed in Experiment I. Consequently,
the observed interactions between materials and shapes previously considered as
biases, are likely to have a cognitive and not a methodological origin.
In terms of labelling, semantic descriptions most frequently used by participants are listed in Table 7. This brings us to conclude that listeners considered
1D objects as elongated objects such as tubes or bars, 2D objects as flattened
objects such as plates or membranes, and 3D objects as volumetric objects such
as bricks, bowls or bells. These descriptions are in line with the real categories
we defined in our sound bank (see §2.1). A size indication is yet added, showing
that 1D objects are most often perceived as little objects, 2D objects most often
as big and thin objects, and 3D objects most often perceived as big and strong
objects.
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Conclusions and perspectives

The presented study is part of the development of an impact sound synthesizer
for which a high-control strategy is desired. More generally, we are currently
interested in offering an intuitive control of synthesis models for an easy manipulation of intrinsic sound properties such as timbre. This aspect is for instance
of importance within virtual reality domain. Indeed, the use of synthesis models can dramatically be improved in sonification processes which generally deal
with the choice of optimal synthesis parameters to convey relevant acoustic information through sounds. According to this perspective, we wanted to define
perceptual categories of shapes and materials reflecting everyday objects, with
a view to describe them acoustically.
For this purpose, an impact sound bank was created from everyday items
classified within seven types of materials (Metal, Wood, Plastic, Glass, Stone,
Ceramic and Cardboard) and five types of shapes (Solid 1D, Hollow 1D, 2D,
Solid 3D and Hollow 3D). In the aim of defining acoustic descriptors relevant for
material and shape identification, recorded sounds were resynthesized on the basis of a signal model expressed as a sum of exponentially damped sinusoids. The
synthesis parameters were estimated with a high-resolution (ESPRIT) method.
We then set up a first experiment during which participants had to classify
the synthesized sounds with respect to the material and shape attributes. In
terms of materials, Metal was the best identified and Stone the lesser. From a
perceptual point of view, two macro-categories were highlighted: Metal-GlassStone-Ceramic on the one hand and Wood-Plastic-Cardboard on the other hand.
In terms of shapes, 3D was the most relevant for listeners while 1D was not considered as pertinent at this point. The Hollow and Solid attributes appeared
to be quite evocative. Besides, results revealed a certain influence between the
perceived material and the perceived shape. In order to evaluate this interaction
and the intrinsic relevance of the shapes categories, a second experiment was set
up, comprising two listening tests in which only the shape attribute was evaluated. Sets of Metal and Plastic sounds were chosen for their acoustic and clear
perceptual distinction. As we also wanted to refine the verbal description of our
shape categories, listeners were also asked to label the evoked objects. These
mono-tasking tests allowed us to finally conclude on the interest of the 1D category and on the great relevance of the Solid and Hollow categories. In addition,
we concluded that participants tended to make their choice from an ecological
approach, that is to say, influenced by their daily environment. Though, the semantic description made during the tests were found to be consistent with the
shapes categories previously defined.
Perceptual categories of shapes and materials being clarified, the next step
is to acoustically describe them. Psychoacoustical studies showed that damping properties are essential cues for material perception (e.g [9], [12], [13]). Recent works ([17] and [15]) proposed a damping model to describe the damping behaviour of the signal components: α(ω) = e(αr ω+αg ) , where αg is the
global damping and αr the relative damping (related to the fact that damping
is frequency-dependent). They concluded that these two damping parameters
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were an important descriptor of materials for synthesis perspective. Roughness,
associated to the presence of several frequency components within the limits of
a critical band, was also found to be relevant in [15]. On the basis of the estimated signal parameters of the impact sounds analyzed in this study, acoustic
description of the materials categories was recently investigated by Sirdey (see
his thesis to be defended [18]). In parallel, we began to focus on the acoustic description of shapes categories (see [26]) for which damping and spectral/energy
descriptors are foreseen to be relevant. Investigations are currently underway on
parameter α, roughness, spectral centroid, Mel-Frequency Cepstral Coefficients
(MFCC) of modes density and MFCC of energy distribution.
Acknowledgments. The authors wish to thank Vincent Germain for the constitution of the sound data bank.
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Abstract. This paper describes a framework for interactive solid sounds
in virtual environments. In an offline stage, the finite element method
is used to pre-compute the modal responses of objects impacted at several locations. At runtime, contact/collision events from the game engine
are used to drive excitation functions simulating impacts, rolling or friction interactions at audio rate. These functions are filtered by modal
filterbanks simulating object resonances. Collision location is taken into
account to modify the amplitude of resonant filters in real-time. This
approach is appropriate for reproducing impact, rolling and friction interactions between objects. Results are illustrated by a real-time demonstration using the Blender Game Engine and Max/MSP.

1

Introduction

Procedural sound synthesis is an attractive alternative to pre-recorded sound
samples for increasing the sense of realism in games and interactive audio/graphics scenes [4, 5, 13]. In this paper we focus on interactive solid sounds and
their possible integration with a physics engine for rendering impact, rolling
and friction sounds in virtual worlds. Previous works in the computer graphics
community provided methods for modeling modal properties of objects with arbitrary shapes [7, 3, 11] and controlling modal synthesis by game engine collision
events [12, 9, 14]. This paper provides an overview of existing techniques, and introduces a demonstration framework for event-driven interactive sound synthesis
in games and virtual environments. The framework is illustrated on Figure 1.
Focusing on solid sounds, we use the action-object paradigm [2], recalled in
Section 2, to generate complex interactions (impact, rolling, friction) between
modal rigid-bodies. Section 3 describes the computation of modal resonances
for arbitrary 3D objects with the finite element method. In Section 4, methods
are proposed to compute an audio rate excitation function, controlled by game
physics events to drive the sound synthesis. Finally, the framework is illustrated
by an interactive rigid-body demonstration using Blender and Max/MSP.
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Fig. 1. Framework for event-driven interactive sound synthesis.

2

Action-object paradigm

Our framework is based on the action-object paradigm [2] that models interactive resonating objects by two components: an excitation function modeling
the action (e.g., impact, rolling, friction) and a set of resonant filters modeling
modal resonances of the object.
The excitation function eptq is computed at audio rate so that the sound xptq
produced by the object in response to eptq is given by :
xptq  pe  rqptq
with:
rptq 

M
¸



(1)


am sin 2πfm t eαm t

(2)

m 1

where the frequencies fm are the modal frequencies of the excited object, while
the amplitudes am depend on the excitation point, and the decay factors αm
are characteristic of the material [1]. Using this approach, interactions with arbitrary objects can be realized in two stages: first modal responses of the object
are determined for several impulse locations. Second, an audio rate excitation
function is computed and convolved by impulse responses to simulate complex
interactions at different locations on the object. These two stages are described
in more detail in the following parts.

3

Modal parameters for arbitrary shapes

Several approaches have been proposed in the computer graphics community to
model modal responses of rigid-bodies, based on finite elements [7] and springmass systems [10]. [7] first introduced the finite element method (FEM) with
thetraedral meshes to extract modal resonances from arbitrary shaped objects.
[3] extended the approach using the boundary element method (BEM) to compute sound radiation of each mode, leading to complex directivity patterns. [8]
proposed a multi-scale voxelisation process to alleviate FEM computational complexity when dealing with large mesh objects. Also, an hybrid physics/exampleguided approach was proposed in [11] for extracting FEM material parameters
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Fig. 2. Modal Analysis of arbitrary 3D objects. The finite element method using thin
shell elements is performed in Sysnoise to compute modal frequencies of the object and
their amplitude for impulses on each vertex.

from recorded sound samples, allowing independent shape/material transformations.
In this study, we used the FEM approach [7] with thin shell elements to
model arbitrary shaped objects. Analysis was performed using the Sysnoise
vibro-acoustic software1 . A Matlab toolbox was designed to import generic 3DS
models into Sysnoise and automatize the modal analysis, as illustrated on Figure 2. Sysnoise allows to compute modal responses to excitations using both
FEM and BEM models. In practice FEM analysis requires elements sizes approximately ten times smaller than the analysed wavelength. This imposes high
resolution meshes, sometimes leading to high computation time. To reduce the
complexity, a first approximation consists in assuming omnidirectional directvity
(i.e., no BEM calculation) and use the movement (or velocity) of a single vertex
on the object (typically the impacted vertex) to compute the modal response.
Such simplification is crude but convenient when a high number of impact locations are pre-computed for a single object. Note that since calculations are
performed offline, the full FEM/BEM chain provided by Sysnoise may still be
used for better accuracy at a few impact locations.
Considering the synthesis model of Eq. 1, modal analysis provides the frequencies fm of resonant filters and their amplitudes am for several impact locations on the object (potentially for each vertex). In our synthesizer, the dampings
are given to the sound designer as an efficient control to interpolate between different materials, as proposed in [1]. In the next section we present our approach
to compute the audio rate excitation function eptq (see Eq. 1) from game engine
events, to sonify complex interactions between rigid-bodies.

1

http://www.lmsintl.com/SYSNOISE
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Event-based control

In [12] rigid-body physics events from the game engine were used to drive the
sound generation, leading to tightly-coupled audio/graphics. Since the physics
engine typically run at low frame rate (e.g., 60 frames per second) a mapping
stage is necessary to control synthesis from physics events (see Figure 1). This
is especially true when using the action-object paradigm which requires an excitation function at audio rate to feed the resonant filterbank. Physically inspired
mapping strategies were proposed in the Phya library [6] to control synthesis
process from rigid-body movements. Additionally, bump-map information was
used for computing the excitation function from image textures [9]. This was
extended in [14] where a three layers excitation function was computed from
object geometry, bump-map, and additional fine grain audio texture.
Our approach for computing the audio rate excitation function is based on
the model proposed in [2]. In this study the authors proposed a generic excitation model, allowing users to navigate continuously between impact, rolling and
friction (rubbing, scrapping). We use this model along with collision/contact
events provided by the game engine to simulate real-time rigid-body interactions. Physics engines typically provide developers with enter/stay/exit collision
events. Here, these events are used to switch between impact, rolling and friction
excitation models. At each event, object velocity is sent to the sound engine to
parameterize the excitation function. For more details on the excitation function
parameters, the reader is referred to [2].

5

Implementation

A demonstration was designed to illustrate the event-driven sound synthesis
framework. We use the Blender Game Engine2 for physics and graphics rendering, while sound synthesis is performed in Max/MSP3 .
The Blender scene is based on the excellent Studio Physics Demo4 by Phymec.
Here it involves two objects, a ball and a cube, that can be manipulated by the
user and interact with a square plate. Figure 3 illustrates the scene, and the sound
synthesis implementation scheme. Modal responses of the plate were computed
offline using Sysnoise for 38  38 impact locations evenly spaced on a square grid.
The excitation function eptq and resonant filters Fi pZ q are implemented using a
set of Max/MSP objects provided by the Metason project5 . At run-time, computed modal amplitudes are linearly interpolated to reflect the position of the
objects on the plate.
Appropriate logic is implemented in the Blender Logic Editor to send information from Blender to Max/MSP at each collision event (see Figure 4). Event
2
3
4
5

http://www.blender.org/
www.cycling74.com
http://youtu.be/hM3wke1mVgE
http://metason.cnrs-mrs.fr/
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Fig. 3. Interactive plate/ball demonstration. Excitation function eptq (for impact,
rolling...) is convolved by the plate modal filterbank rF1 pZ q, ...FM pZ qs. Pre-computed
amplitudes ra1 , ..., aM s are applied to simulate the ball/plate contact point.

communication between both softwares is realized with the Python implementation of Open Sound Control (OSC) provided by Labomedia6 . Additionally, the
script given below shows an example for sending the velocity of Blender objects
via OSC, to control the excitation function of modal synthesis in Max/MSP.

Fig. 4. Logic bricks for detecting object collisions in the Blender Logic Editor

Python script for sending OSC messages from Blender to Max/MSP
# OSC Blender Collision Demo
#
# send object velocity via OSC
# when enter/stay collision is detected
6

http://wiki.labomedia.org/index.php/Communication entre Puredata et Blender en OSC
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from bge import logic
import OSC
ip_send = ’localhost’
port_send = 11000
client = OSC.OSCClient()
msg = OSC.OSCMessage()
print("osc client has been created !")
def sendOSC(controller):
# get object velocity
owner = controller.owner
v = owner.getLinearVelocity()
v = v.length # keep magnitude
# get collision sensor
touch_sensor = controller.sensors[0]
if (touch_sensor.positive): # object is touching Ground
if (owner[’touchingGround’]==0): # enter collision
print(’Enter collision’)
owner[’touchingGround’]=1
address = "/blender/" + owner.name + "/groundEnterCollision"
else: # stay on collision
print(’Stay on collision’)
address = "/blender/" + owner.name + "/groundStayOnCollision"
msg.setAddress(address)
msg.append(v)
client.sendto(msg, (ip_send, port_send))
msg.clear()
else:
owner[’touchingGround’]=0

6

Conclusion

We described a framework for event-driven synthesis of impact, rolling and friction
sounds in virtual environments. Modal responses of rigid-bodies are computed offline
for a set of impact locations using the Sysnoise acoustic software. At runtime, an
excitation function is computed from the game engine collision events. This excitation
function is filtered by the modal responses of colliding objects. Impact location is
taken into account by modulating the energy of modal components in real-time. A
demonstration illustrates these functionalities for simulating the interactions between
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a ball, a cube and a plate. This approach for linking sound synthesis processes to
the game physics engine provides promising results for tightly-coupled audio/graphics
integration. In future works, perceptual evaluations should be carried out for validation
and calibration of the system.
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Abstract. This paper presents a time-domain technique based solely on
simple operations, like filtering and scaling, to continuously track a sound
descriptor correlated to brightness and pitch. In opposition to existing
algorithms this approach does not rely on input framing or frequencydomain transforms, ensuring a better temporal resolution and the possibility to model analog-like implementations. In the first part of the document we present the details of our approach to brightness estimation;
then we will compare CoBE to the brightness estimation implemented
in MIR Toolbox; we introduce and define the concept of “Equivalent
Brightness Frequency” (EBF) and finally we show how to exploit CoBE
and EBF to obtain a rough monophonic pitch estimator or an efficient
pre-processor for zero crossing rate (ZCR) pitch trackers.
Keywords: brightness estimation, real-time, time domain approach,
feature extraction, preprocessing, pitch-tracking

1

Introduction

In the context of Music Information Retrieval (MIR) the use of complex descriptors such as “brightness” as well as the fundamental frequency estimation
of signals are well-researched problems that can be solved in a number of different ways for a number of different constraints (e.g. mono/poly-phonic signal,
offline or in realtime). No algorithm can solve the issues for all the requirements
and with any possible input condition so the design of dedicated algorithms is
still an open issue.
When one of the requirements is the real-time execution of the algorithm it
become very important to avoid any unnecessary computation. See [1] for a review of other algorithm for realtime pitch tracking and refer to a classical paper
on time-domain pitch extraction by Gold and Rabiner [2]. A possible solution
is to perform only operation in time domain. This is the case of the proposed
solution that exploits the behaviour of filters. A workflow of the proposed algorithms is shown in Fig. 1. The adoption of such a methodology turns out to
provide both a brightness estimator and a low cost pitch tracker for monophonic
sound.
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(a) CoBE

(b) Iterative use of CoBE as a pitch
tracking helper.

Fig. 1. A flow chart of the proposed techniques.

2

Continuous Brightness Estimation (CoBE)

The main idea behind CoBE is to remove from the input data all the amplitude
modulations dividing the signal by its envelope, then the demodulated signal is
filtered and its new envelope is revealed. This envelope is a measure of how much
of the input sound matches the filter characteristic (examples in Fig. 2 and Fig.
3). If the filter is an high-pass filter, this provides an estimation of brightness,
which can be defined as the level of the signal over a certain cut-off frequency
(see [3] and [4]).
In opposition to other algorithms we use a very gentle 1st order filter to ensure
some sensitivity to lower frequencies (see Fig. 4). This characteristic makes the
algorithm slightly different from others brightness trackers, but gives us the
ability to exploit this behaviour to also track pitch (details in Sections 4 and 5).
Moreover, brightness is generally measured with 0 to 1 real values, while CoBE
can give values higher than 1, but this happens only for pure tones near Nyquist
frequency, which is a negligible circumstance in case of music signals.
CoBE works in spite of amplitude modulations over the input signal, because
those modulations are removed in the first step of the algorithm. Nevertheless,
as in many brightness tracking algorithms, the response to high frequencies in
conjunction with the insensitivity to level changes, implies a sensitivity to background noise, which can be treated with the implementation of an input gate
which stops the processing for sounds under a certain threshold (this function
has not been implemented in the present work).
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Fig. 2. A: Input signal. We recorded a plucked instrument with some background noise
coming from the amplifier; B: Input divided by its amplitude envelope; C: Filtered
version of B, showing the percentage of the input matching the filter characteristic.
Brightness increases when the notes fades out due to the presence of noise.

Fig. 3. Due to the HPF, high frequencies have a great influence over brightness estimation, this can help revealing lowpass filter modulations despite of amplitude and
pitch changes.
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Finally, the method used to track the envelopes inside CoBE may be of any
kind. For example a “peak meter” like algorithm with a short decay time can
provide good results and can be easily implemented.

3

CoBE vs. MIR Toolbox Brightness

Typically, wide band or high pitched signals result in peaks of brightness, while
low pitched and/or narrow bandwidth signals result in falls of brightness. Classical

Fig. 4. Sweep response for CoBE and MIR Toolbox. The main difference between
classical brightness and our definition of brightness lies in the filter used, which ensures
a continuous increasing sensibility over the spectrum instead of a steep distinction
between bright and non-bright frequencies.

brightness implementations have an abrupt transition between this two cases (see
Fig. 4), due to the fact that the portion of the signal which is not considered
“bright” is cut out with a very steep curve. To obtain a smoother behaviour,
instead of using high-order filters, CoBE relies on a simple differential filter (1st
order Hi-Pass, or derivative filter). As shown in Fig. 5 and Fig. 6, this alters the
range of the readings, but without changing the general shape of data. In particular, Fig. 6 shows that a non linear function seems to fit the data: further studies
will investigate the compatibility between CoBE and other different approaches
to brightness estimation.
On the computational side, a Matlab test implementation run on various
musical instruments and songs samples revealed that CoBE, on average, takes 8
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Fig. 5. The same sound of Fig. 2 analyzed with CoBE and with MIR Toolbox Brightness: As shown in the right side of the plot CoBE can obtain finer temporal precision
because it does not rely on signal framing.

ms to process one second of audio at CD quality, while “MIR Toolbox brightness”
takes about 27 ms. Test results are shown in Fig. 6. The test has been done on a
commercial laptop with 6GB of RAM and an Intel i5-3317U @ 1.7GHz processor.

4

Equivalent Brightness Frequency (EBF)

As in MIRToolbox, we can interpret CoBE brightness as the percentage of signal
made of “bright” frequencies, but in case of sinusoidal inputs CoBE brightness is
strictly related to the pitch of the input, and so it can acquire another meaning.
This because the delta (i.e. differential) of a sine wave consists in quite the
same signal, delayed and downscaled proportionally to its frequency, by a factor
which is simply the transfer function of the filter used. In other words: CoBE
brightness value can be used to calculate the frequency of a sinusoidal input.
Looking at Fig. 7: “A” is an amplitude modulated gliding sinusoidal wave; “B”
is the demodulated and filtered signal: the transfer function of the differential
filter used in CoBE is:
f
|F (f )| = 2 sin(π )
(1)
fs
“C” is the envelope of “B” processed with the inverse transfer function of the
filter:
fs
A
f = ( ) arcsin( )
(2)
π
2
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Fig. 6. (upper) Plotting the results of 30 different music samples, analyzed with CoBE
and with MIR Toolbox Brightness. (lower) Execution time for different samples length.
The computational cost for CoBE seems to be of a lower order of complexity.

Fig. 7. The brightness value “B” of the sinusoidal input “A” can be turned into the
frequency value “C” because of the known transfer function used in “B” and the independency of CoBE from the amplitude modulations.
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Now that we saw that CoBE brightness can be a simple function of the pitch
of sinusoidal inputs, we can define “Equivalent Brightness Frequency” (EBF) as
the frequency that a sinusoidal signal must have to match the brightness of a
given sound.

5

Multipass (or iterative) CoBE

In case of non sinusoidal inputs, EBF generally points far away over the fundamental frequency. If we use EBF as cut-off frequency for a 1st order lowpass
filter and then feed the filtered signal again into CoBE, the new EBF will be
lower than before. Repeating this operation several times will make EBF converge in the neighbourhood of the lowest frequency of the input (generally the
fundamental), this because the higher frequencies will extinct faster, leaving the
lowest alone as a pure tone: further filtering will not change the balance of the
signal content (but only the amplitude, which is irrelevant to CoBE), resulting
in a steady brightness and a steady EBF. The procedure is presented in Fig.
1 and a sample shown in Fig. 8. Running more iterations or choosing abrupt
low-pass filters can cause estimation overshooting errors, especially in presence
of subharmonics. This iterative setup of CoBE behaves like a rough pitch tracker

Fig. 8. (upper) EBF over 5 iterations of Multipass CoBE converging to the lowest
frequency of the signal (the sample is the same shown in Fig. 3). (lower) Input waveform
and waveform after 4 iterations of Multipass CoBE. The processed signal is suitable
for ZCR pitch tracking algorithms.

for monophonic signals, but a more detailed study needs to be done to investi-
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gate its limitations. If we compare the waveform before the first iteration and
after the 4th one (Fig. 8), we can see that the processed signal resembles a sinusoidal wave more than the input, but sharing with it the same fundamental
frequency. This behaviour is very useful to prepare the signal for other pitch
tracking algorithms, like ZCR.

6

Conclusion

We presented a fast, continuous, and analog-like algorithm to track brightness
that can also be exploited to approximate pitch of monophonic audio signals and
we briefly compared it with MIR Toolbox Brightness. This tool can be useful in
all those situations where a fast and continuous brightness estimation is needed,
like in some MIR applications (e.g. see [5] and [6],) or as a control signal for
audio effects.
Acknowledgments. This work has been partially funded by the Enhanced
Music Interactive Platform for Internet User (EMIPIU) project and by the European Commission under contract “FP7-287723 REVERIE”.
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Abstract. We present our approach to the assessment of practical music competency among high-school age pupils. First, we describe our
setup that ensures controlled and reproducible conditions for simultaneous performance assessments with class sizes of up to 25 pupils. Second,
we outline the signal processing and machine learning tasks involved in
the automatic modeling of experts ratings for music proficiency. The
evaluation methodology and results are discussed in detail.
Keywords: Automatic music performance assessment, melody transcription, transcription-based audio features, intonation, group testing

1

Introduction

Music making is an integral part of music education in schools. It also forms the
backbone of cultural participation in adulthood. In different fields of research,
such as music education and music therapy, the assessment of music performance
(abilities) may be of interest. Music making is traditionally evaluated on an individual basis, resulting in impractical testing durations and procedures. Rarely
is it evaluated in a group environment, much less in large-scale assessments (e.g.
[14]). This problem could be remedied by simultaneous assessment of all group
members. Furthermore, judging performances can be a time-consuming task. For
example, a particular music teacher assessing five school classes, each consisting
of 25 pupils performing for 5 minutes, would have to listen to over 10 hours of
recorded material. Therefore, both a simultaneous recording of all pupils and
an automatic evaluation tool would be desirable when performing large-scale
evaluation experiments.

2

Goals

Our goal was to measure the music making skills of pupils in German grade
school courses within the framework of competency modeling [7]. More precisely,
?

This work was funded by the Deutsche Forschungsgemeinschaft (DFG).
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we wanted to record vocal and instrumental music performances and develop a
system for the automatic assessment of those recorded performances.
Using an automatic melody transcription algorithm and annotations of the
performance quality by music experts, we applied a feature-selection algorithm
to identify the most discriminatory audio features that could be used to train a
statistical classification model of the experts’ ratings.

3

Challenges

Vocal timbres possess a high variability and depend on age, gender, and degree
of musical training. Findings in the literature and music experts opinions show
low agreement in what constitutes desirable vocal characteristics. Here, we focus
on vocal performance of pupils whose voices are representative of the largely untrained population. In the recording sessions, we often encountered timid pupils
who, rather than singing, recited the lyrics of a given song. This led to erroneous
automatic melody transcription results.

4

Previous Approaches

Mitchell and Kenny [11] showed that the assessment of vocal performances is
challenging and difficult. Not even professional singers always agree on attributes
that describe voice quality. Salvator provided an extensive overview of singing
voice assessment methods and instruments in [15].
Hornbach and Taggart developed a 5-point assessment rubric to assess
elementary-age children [6]. The authors reported satisfactory interjudge reliabilities (r=0.76 to r=0.97). However, this rubric only captures an overall impression
of quality without specifying underlying factors (e.g., breathing, phrasing, tone
etc.).
In [9] and [8], Larrouy-Maestri et al. analyzed a corpus of 166 vocal recordings
of Happy Birthday by occasional singers. The authors automatically extracted
the fundamental frequency curve and computed three features from the number
of contour errors, the interval deviations, and the number of tonality modulations. Expert judges annotated the vocal accuracy of each recording on a 9-point
scale. A significant agreement (0.77) was found among the expert judges. In a
multiple linear regression analysis, both the interval deviation and the number
of tonality modulations contributed significantly to the regression model.
Molina et al. also tried to automatically evaluate vocal recordings in [12].
To measure performance quality, sung melodies were rated by the authors on
a 10-point scale in comparison with a given reference melody using as criteria
intonation, rhythm, and overall judgment. Two approaches were used for the automatized scoring: First, both fundamental frequency curves of the transcribed
vocal recording and from the reference melody were temporally aligned using Dynamic Time Warping (DTW). Based on the deviation of the optimal DTW path
in the similarity matrix, two similarity measures for intonation and rhythmic errors were derived. It is worth noting that the authors constrained the maximum
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deviation of the optimal DTW path from the main diagonal. They assumed that
the deviations between the sung and the reference melody were only moderate.
However, in our work, we cannot make such an assumption. Second, the automatic melody transcription was compared to the reference melody using different
note-level similarity measures. Six similarity measures were derived from pitch,
interval, and onset deviations between both melodies. The authors found a very
high inter-judgment reliability for all three ratings. Quadratic polynomial regression was used to model the expert ratings by means of the computed feature
values. Based on their data set of 27 vocal recordings, the authors reported very
high correlation coefficients around 0.98 and small RMSE values between 0.41
and 0.58.

5

Novel Approach

Figure 1 gives an overview of our approach to the automatic assessment of music
performance. First, we recorded pupils who had to perform different vocal and
instrumental tasks. The data acquisition procedure is explained in Section 5.1.
Then, each recorded performance was annotated by multiple music experts as
described in Section 5.2. As shown in Section 5.3 and 5.4, the automatic analysis
consisted of two components—an automatic melody transcription stage and a
feature extraction stage. Based on the extracted features and the experts performance ratings, the most discriminatory features were selected and used to train
a classification model of the ratings as detailed in Section 6.2.

Fig. 1. Flowchart of the proposed framework.

5.1

Data Acquisition

In this paper, we focus on vocal and instrumental recordings. All recordings were
conducted in German schools during class time. In each recording session, up to
15 pupils from ninth- or tenth-grade were recorded simultaneously. Each student
had to perform multiple vocal and instrument recording tasks.
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Vocal recordings The vocal recordings were undertaken using headphones for
the playback of instructions and play-along with an attached headset microphone
for the actual voice recording.

Fig. 2. Screenshot of the “Colored Music Grid” (CMG) app.

Instrument recordings We designed a new musical input device (henceforth
called Colored Music Grid” (CMG) app), which is used for the musical instrument recording tasks. It compensates for the potential advantage that pupils
with antecedent music instruction on keyboard instruments may have. The instrument is implemented as a music application, which can be used on tablet
computers with a multi-touch surface (see screenshot in Figure 2).3 The colored
fields of the grid correspond to a diatonic scale (e.g., C-major). The playable
notes span a pitch range of about one and a half octaves and are aligned like
a numeric keypad. The same colors stand for the same pitch class; hues indicate pitch height (an octave apart) such as light and dark red for C1 and C2,
respectively. During the instrument recording tasks, the students always heard
an accompaniment track on their headphones. The students’ task was to play
the melody given by the score to the accompaniment track in a musically fitting
3

In our data acquisition procedure, 7-inch tablet computers were used.
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Original rating class

1

2

3

4

5

6

Rating class after mapping

1

2

2

3

3

4

5

Table 1. Mapping for the reduction of number of rating classes.

way. Here, the note pitch values were colored similarly as in the CMG app. An
example task is shown in Figure 3.

Fig. 3. Example instrument tasks for the CMG app.

5.2

Expert Ratings

The recorded performances were assessed using two new rating scales that are
shown in Table 2. Both scales are based on the 5-point Hornbach and Taggert
rubric in [6]. The ratings were performed by 3 music teachers and 7 to 10 music
students who showed a high agreement in their annotations. The intra-class
correlation (ICC) values ranged from .74 to .95 for the vocal recordings and .79
and .97 for the recordings with the CMG app. In order to facilitate the automatic
performance assessment, we reduced the number of classes from 6 to 4 using the
mapping shown in Table 1.
5.3

Automatic Melody Transcription

We use an existing algorithm [4] for extraction of the pre-dominant melody
throughout the recordings. The algorithm is based on frame-wise computation of
pitch saliency spectra as described in [3]. The underlying time-frequency transform is implemented as an efficient Multi-Resolution Fast Fourier Transform
(MRFFT) on overlapping frames with a hop-size of approximately 6 ms. The
MRFFT simultaneously enhances sinusoidal peaks in the lower frequency range
and takes into account rapid changes in the upper frequency range (for instance
those caused by vibrato) [2]. The evolution of the most salient pitch candidates
is tracked over time by multiple auditory streams that later form tone objects.
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Rating Vocal rating scale

Instrumental rating scale

1

Child is a nearly or totally accurate
singer

Child plays instrumental part nearly
or entirely correctly (with a clear
sense of musical meaning)

2

Child sings with some accuracy, beginning in the established key

Child plays instrumental part nearly
or entirely correctly (with little sense
of musical meaning; in other words a
mechanical performance)

3

Child sings with some accuracy,
starting in a different key than established, or modulates within the
song

Child plays instrumental part with
minor errors or gaps, recovers from
mistakes

4

Child sings/chants melodic shape at
significantly different pitch

Child plays instrumental part with
some errors or gaps causing a clear
interruption

5

Child sings/chants song with a different melodic contour than the song

Child strives to solve the tasks but
plays mistakes such that the instrumental part is no longer recognizable

6

No meaningful evaluation possible
(no or almost no singing)

No meaningful evaluation possible
(no or almost no notes played)

Table 2. Rating scales used for annotating performance
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Since we expected the input to be monophonic singing, this post-processing
may seem superfluous. However, we realized that a certain amount of cross-talk
was present in the recordings. This could lead to erroneous pitch detection and
melody formation, since the pitch trajectories of the signal and the cross-talk are
presumably quite close to each other. The main advantage of the high level tone
objects over the frame-wise estimated pitch saliency values lies in the fact that
tone objects assemble measures of past frames to establish spectral envelope
information, as well as information about long term magnitude and pitch [5].
This means that with increasing duration of the sung note, pitch and magnitude
estimates become more stable.
5.4

Audio Feature Extraction

Automatic melody transcription results in two representations of the main melody.
First, the melody notes are characterized as discrete time events using MIDI
parameters pitch, onset, and offset. Second, the course of the fundamental frequency is extracted using a time-resolution of 5.8 ms. Based on the transcription
results, we computed a set of multi-dimensional audio features. The final feature
vector has 138 dimensions. In the following sections, a selection of the used audio
features is detailed.
Tonal features
Pitch Characteristics The first group of audio features characterizes the absolute
pitch. The mean and the standard deviation were computed over the absolute
pitch values to capture the average voice register and the pitch variability. Based
on a histogram over all pitch class values4 , we computed the entropy as a feature.
High entropy values indicate a flat distribution, which—assuming one diatonic
scale for each melody tasks5 —can indicate erroneous notes.
Melodic Contour The melodic contour describes the temporal curve of the absolute pitch values. The first features of this group are the pitch range and the
number of transcribed notes. Then, the ratio of interval sequences with a constant
interval direction as well a measure of the dominant direction (either ascending
or descending) was computed. Based on [10], a simplified algorithm was developed, which segments a given melody into melodic arcs, which are consecutive
pairs of ascending and descending note sequences. Features were computed by
calculating the mean, standard deviation, minimum, and maximum over the arc
lengths and pitch ranges.
Interval Characteristic Based on the interval values in semitones, measures for
note sequences with constant pitch as well as chromatic note sequences were
computed.
4
5

The pitch class represents the absolute pitch but ignores the octave placement.
No key changes were required in the melodies performed.
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Melodic Intonation In order to characterize the melodic intonation, we computed
a pitch class histogram of the frame-wise extracted fundamental frequency values
as shown in Figure 4.
1
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Fig. 4. Pitch class histogram nf0 of a vocal recording

First, the f0 -values were converted from Hz to cent as
(
"
!
#)
[Hz]
f0 (k)
[cent]
f0
(k) = 100 · 12 · log2
+ 69
440

mod 1200

(1)

The cent representation neglects the octave information. Then, a histogram nf0 ∈
R1200 with a resolution of 1200 cents per octave was computed over f0 and
normalized to a maximum of 1.
As a reference, the equal temperament tuning was represented by a second
histogram nEQT ∈ R1200 with
(
1 k mod 100 ≡ 0,
nEQT (k) =
(2)
0 otherwise.
In order to compensate for global tuning deviations, the (reference) pitch class
histogram nEQT of the equal temperament tuning was circularly shifted until the
cross-correlation between the two histograms nf0 and nEQT was maximized.
We derived one measure for precision of intonation as follows: For each of the
highest 5 peaks in nf0 , the distance to the closest peak in nEQT was computed.
These distances were weighted with the peak height in nf0 and summed up. A
precise f0 intonation led to small deviations and hence to a small feature value.
Additional features were computed from the size of the circular shift explained
above and from the average peak width in nf0 . Narrower peaks indicate a better
intonation.
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Melodic Fluctuation We computed features from the mean fluctuation (similar
to a zero-crossing rate) and the mean intonation error for each note. In vocal
performances, we often observed that the singer approaches the target note from
a lower frequency at the beginning of the note. Similarly, at the end of the note,
the fundamental frequency often dropped. Hence, we approximated the f0 curve
in the first and last 30 % of each note as a linear function and used the estimated
function slopes as features.
Comparison to Reference Melody For each recording task, we encoded the target melody as a MIDI file and used it as the basis for comparison. Similarly
to the melodic intonation features explained above, we computed a pitch class
histogram nRef of the reference melody. The correlation coefficient between nf0
and nRef was computed as feature.
Also, we compared both melodies on the basis of the number of notes and
the edit distance (or Levenshtein distance).
Rhythmic features
Event Density We computed the mean and standard deviation of the number of
notes per seconds as measures for event density and event density fluctuation.
Duration Characteristics The average note intonation, i.e., the ratio between
note duration and inter-onset-interval, indicates whether notes were sung as
legato or in a short and abrupt fashion. Furthermore, the occurrence of different
note duration values were used as features.

6
6.1

Evaluation
Data set

In some of the recorded performances, the pupils did not sing or play at all. Since
neither the automatic melody transcription nor the feature extraction could be
applied to those recordings, they were removed from the data set before the
annotation process started. The total numbers of annotated recordings were
617 vocal recordings and 664 recordings from the CMG app. Table 3 gives an
overview over the data set for different rating classes.
6.2

Feature Selection & Classification

In order to reduce the dimensionality of the feature space, we applied an univariate filter feature selection method called Inertia Ratio Maximization using
Feature Space Projection (IRMFSP) that was first proposed by Peeters and
Rodet [13]. This feature selection algorithm is motivated by ideas similar to
those of Fishers discriminant analysis. On each iteration of the algorithm we
looked for the feature that maximizes the ratio of the between-class inertia to
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Recording task

Rating
1

2

3

4

Total
P

Instrument (CMG)

86

299

188

91

664

Voice

162

251

182

22

617

Table 3. Number of instrumental (CMG) and vocal recordings in the data set

the total-class inertia. To prevent chosen features from adding the same information in later iterations, all features were orthogonalized to previously selected
ones. The algorithm could be stopped when the desired number of feature was
chosen, or when the relative change of observed inertia ratio fulfilled predefined
conditions. Using the feature selection, we reduced the feature space dimensionality to 50. We used a Support Vector Machine (SVM) with the Radial Basis
Function (RBF) kernel as classifier. SVM is a binary discriminative classifier
that attempts to find the optimal decision plane between the feature vectors of
the different training classes [16].
6.3

Evaluation procedure

We used a 20-fold stratified cross-validation and averaged the evaluation measures across all folds. We ensured that no recordings from the same pupil was
used both as training and as test data within the cross-validation folds. Table
3 shows the number of unbalanced items among the 4 classes. Unbalanced class
sizes may lead to a preference for larger classes in the trained SVM classification model which we avoided by employing sampling with replacement, in other
words, we increased the number of class items for all classes to the number of
class samples in the largest class by randomly sampling from the existing data.
In the cross-validation, we made sure that the same items were never assigned
simultaneously to the training data set and the test data set.

7
7.1

Results & Conclusions
Feature Selection

Table 4 shows the first 5 features that were selected by the IRMFSP feature
selection algorithm for both data sets. For the vocal recordings, the selected
features covered the total number of transcribed notes, the average pitch, two
features that describe the note density, and the average note articulation. For
the instrumental recordings, two of the selected features (Rank 2 and 4) measured the similarity between the transcribed melody and the target melody. The
third feature captured the variability across all note durations. We do not have
a plausible explanation for the feature on Rank 5 (probability of descending
thirds).
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class (correct)

Confusion matrix (vocal tasks)
1

58.6

27.7

12.9

0.8

2

30.1

49.0

20.1

0.8

3

7.2

26.5

60.2

6.0

4

5.2

6.0

33.7

55.0

3
2
class (classified)

4

1

(a) Vocal tasks (Mean class accuracy of
55.7 %)

class (correct)

Confusion matrix (instrument tasks)
1

56.3

34.2

2.4

7.1

2

15.9

63.7

14.9

5.4

3

5.4

26.4

48.8

19.3

4

7.8

10.8

27.8

53.6

1

3
2
class (classified)

4

(b) Instrumental tasks (Mean class accuracy
of 55.6 %)
Fig. 5. Confusion matrix for the automatic performance assessment of vocal and instrumental CMG tasks.

7.2

Classification

As shown in Figure 5(b) and 5(a), similar mean class accuracy values of 55.7 %
and 55.6 % were achieved for the vocal and instrumental (CMG) recordings.
No comparative evaluation with other existing algorithm has been performed
until now for two reasons. First, at this point in our research project, our data
set cannot be published due to privacy restrictions. The data set published by
Larrouy-Maestri et al. contains recordings of occasional singers. The expectable
vocal quality is significantly higher compared to our vocal recordings and the
classification task will not be comparable to ours. Second, none of the algorithms
discussed in Section 4 were made public so we could not apply them to our data
set. As expected, most confusions occurred between the adjacent rating classes.
We assume that the overall classification performance was impeded by several
factors:
– Incorrect transcription results. Even though we used an algorithm for predominant melody transcription, some of the male pupils sang in a comparably low register, so that some of the notes might have been transcribed
incorrectly.
– It is possible that some features were melody-specific and immediately accessible to raters while they were not easy to identify by audio features
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Rank

Vocal recordings

Instrument recordings

1

Number of notes

Flatness in onset-distribution histogram

2

Average fundamental frequency

Levensthein distance between
transcribed and target melody

3

Average number of notes per sec- Standard deviation of all note duond
rations

4

Standard deviation of number of Euclidean distance between pitch
notes per seconds
class histograms of transcribed and
target melody

5

Average note articulation

Probability of descending third interval

Table 4. First 5 features, which were selected by the IRMFSP feature selection, for
the vocal and instrumental (CMG) recordings

(e.g., phrasing at a certain place in the melody, particularly difficult interval). Think-aloud procedures with annotators will be undertaken to identify
missing features.
– Sub optimal vocal recording conditions: especially when timid pupils sang
very quietly, the singing of the neighboring pupils may have been transcribed
erroneously instead. In order to minimize the cross-talk and distraction between neighboring pupils, we started to separate participants by wooden
partition walls.
– In general, we observe significantly worse results than those reported by
Molina et al. [12]. They assumed that the singing quality was good and the
target melody was always complete. In contrast, we classified vocal performances of varying quality, ranging from quiet singing with spoken words to
experienced vocal performances. The future testing of choirs may allow for
larger data sets with lower variability in performance and improved possibilities for classifications.

8

Outlook

In order to add a rhythm factor to our current competency model with vocal and
instrumental abilities, we started to record rhythm tasks using an adaptation
of the presented CMG app. Large scale testing of up to 1000 pupils and 55
recordings per person is underway which will result in more annotated instances
to be classified. Furthermore, we plan to improve classification results by adding
an outlier detection scheme to the classification framework and by optimizing
the applied audio features.
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Abstract. Digital studios trace a great amount of processes and objects.
The important flow of these traces calls for a system to support their interpretation and understanding. We have studied and developed such a
system in the digital music production context – within the Gamelan
research project – towards musical object and process reconstitution.
We present the results we obtained from combining trace engineering,
knowledge modeling and knowledge engineering, based on the differential elaboration of a strongly-committed ontology, standard formats
and common knowledge management tools. We conclude by discussing
some hypothesis about trace-based knowledge management, digital music preservation and reconstitution, opening on to some considerations
about artistic style.

Keywords: Digital Music Production, Reconstitution and Preservation, Trace
Engineering, Knowledge Management, Digital Humanities, Style and Creativity,
Digital studio.

1

Introduction

In the music production studio, everything is about creativity. Until now, music
tools design has mainly focused on the making of the final product, because
the very first aim of the studio is to provide the creator with efficient means
to make and shape the musical object he or she came in the studio for. But
this requisite priority on creativity has overshadowed another need that appears
later: reconstitution.
1.1

Digital Music Production Stakes

Of course, creativity empowering raises in itself tough challenges to work out. For
instance, on the conceptual side, bridging the gap between creative thinking and
application interfaces remains a challenging issue [26, 5], while on the technical
side, the heterogeneity of tools, systems, components, protocols and interfaces
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keeps renewing difficulties for the management of production environment [19,
11].
So today, a creator finishing his or her work in a studio marks the end of the
production process: the so-awaited object is here at last, thus the creator, producer, sound engineer and all the people involved are happy or at least relieved;
the goal is reached and the story reaches its end. However, at this very moment,
because the final object is there, no one wonders about its reconstitution.
But – say in ten years’ time – when “back-catalog” teams of music compagnies
want to edit some easy to sell Greatest Hits at up-to-date audio formats, mining
the musical archives is no longer easy. Back to the reachable recorded digital
files, it may be painful to figure out which one of the bunch of files left is the
one we are looking for. File dates are unreliable, because they may have change
during copies. File names are clearly not more reliable than file dates.
Closer in time – say five years after the production – music companies face
problems when dealing with another typical activity: repurposing (karaoke, spatialization, movie remix, game remix, etc.). Indeed, for such time laps, we cannot
rely on the project file that professional Digital Audio Workstations (DAWs)
provide, because any element of any layer of the digital production system is
likely to prevent the project file from replaying. Obsolescence often leads to forbid replayability, whatever the elements: DAW, plugin, driver, operating system,
machines, etc. Moreover, most professional DAWs project file formats are closed.
Even sooner – say two months after the production – the simple task of
collecting vital information on the contributors who actually worked on the
project may turn into a real problem. A musician may have been replaced by
another without logging his or her name. Or a name is missing because only
the musician’s nickname is given and there are no phone numbers either. There
is a whole set of information on contributions (name, role, time spent, etc.)
necessary to manage salaries, rights and royalties that regularly proves hard to
collect afterwards. Obviously, this kind of information would be far easier to
collect directly at the time of production.
1.2

Digital Music Production Knowledge Management Issues

Music production lacks means of reconstitution [15] both for its final object and
its production process, to master authenticity, integrity and reusability current
walls. What are the conditions for reconstitution? Can these conditions remain
noninvasive regarding the creative priority of the studio? Which level of knowledge is needed both in quantity and in quality?
First of all, reconstitution requires collecting traces during the production
process itself. Automatically-collected software traces differ from human-entered
traces. The former can be seamlessly collected through automatic watching components, with interface traces and logs as heuristic material, while the latter
inevitably requests a human contributor for information that cannot be automatically captured or inferred from automatic traces. A full production tracking
environment would resemble Living Labs [4, 24], towards a “Living Studio” [23,
8].
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Secondly, these traces call for an appropriate knowledge model. To stay as
little invasive as possible, such a model should provide means to determine which
information is worth asking to humans or not during the production compared
to the creativity disturbing cost. More generally, without a knowledge model it
would be impossible to give traces a meaning, nor to predetermine what kind
of traces is worth capturing. To achieve this model, professional knowledge has
to be identified, listed and characterized with domain experts, defining a digital
music production “Knowledge Level” [21].
Lastly, on the technical side of the Symbol Level, the knowledge this model
holds has to be shaped into a form exploitable by programs, following a proper
formalism. Also, the overall environment, from tracking to knowledge base querying, is best designed upon standard technologies and formats, regarding the
reconstitution aim. Both modeling (at Knowledge Level) and formalizing (at
Symbol Level) entail their own pitfalls when dealt with separately, but adjusting their combination could hopefully ward off the curse.

2

Material and Methods

To address the reconstitution issue of digital music production, we developed
a software meta-environment upon the production environment, by combining
trace engineering, knowledge modeling and knowledge engineering.
2.1

Functional Overview

As a meta-environment, Gamelan 1 traces data during the production process
and utilizes formalized knowledge to exploit collected data, both during and
after production time.
Gamelan promotes two categories of users: users of the tracking system, who
generate traces while they interact with the digital tools of the studio during
the production process, and users of these traces, at the other end of the metaenvironment. If a user of the tracker is also user of the trace, he or she simply
get a feedback loop on the creative process, for example process evaluation.
The upper left region represents the trace engineering part of Gamelan, starting from the digital music production process of the tracker user. Tracking this
process should respect the noninvasive constraint against creativity as much as
possible (tracking dotted arrow on Fig. 1), and feeds the system with raw traces,
which are precious but too difficult to exploit under this primitive form.
From this raw trace point, the DiMPO ontology becomes compulsory for
any further operation, which is denoted on Fig. 1 by the gray semantized zone
that surrounds every function coming next. This ontology, as a digital music
production knowledge model, is the back-bone of this second part of the Gamelan
meta-environment, directed to the trace user.
1

Gamelan is the name of both a French ANR research project and of the metaenvironment developed during this project.
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Fig. 1. Architecture overview of the Gamelan meta-environment

2.2

Trace Engineering

The first step deals with raw production traces, through logging user interaction
events and collecting additional contextual information, manually when necessary for this latter.
Operational Tracking. Traces are to be mobilized in never totally predictable
contexts and these inscriptions will report a reality that has evolved by itself.
This is the reason why we designed an operational tracking process as agnostic
as possible, through messaging, tracing and logging.
In order to produce usage data [20, 27], we hacked open-source domain production softwares, like Audacity2 (written in C++), to send a complete OSC
message [30] each time the user performs an action through a user-level function
call of the software, built with: application name, application version number,
time stamp, function name, function parameters.
We developed a tracing and logging application that logs every message received during the production from three sources:
– “gamelanized” applications for actions logs (OSCMessages.txt)
– File System for file movements and creation (FolderState.txt)
– Operating System for application swaps (CurrentApplication.txt)
2

http://audacity.sourceforge.net, an open-source software for recording and editing sounds.
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This tracker adds a reception time stamp and keeps track of every version
of modified files in a backup folder, for file genealogy analysis and preservation
purposes.
Manual Informing. Several retained use cases, like contributors listing, require
further information that cannot be inferred from the software activity logging.
Indeed, a set of primary contextual information must be given by a human
operator, like the user’s name and the title of the work being produced.
But a design dilemma rapidly appears: on the one hand, the more contextual
information feeds the system, the more informative the knowledge management
might be, but on the other hand, the more a system asks a user to enter data,
the more the user may reject the system [3].
In our case, the balance between quantity and quality of information has to
be adjusted in a close relationship with the strongly-committed ontology we have
been incrementally developing with domain experts [28] and which is presented
thereafter.
Temporal modalities have also to be anticipated in the information system,
since the operational manual informing phase can be entered either at the same
time as the production phase or temporally uncoupled, either by the producing
user (e.g. a composer) or by an external agent (e.g. a secretary). Moreover,
crucial missing data detection by the knowledge management system is a key
feature, as information integrity checking.
2.3

Knowledge Modeling

Digital music production knowledge modeling requires first constituting an analysis corpus, essentially because of the oral tradition of the domain. Then, the
preservation aim of Gamelan drives to try and ensure the robustness of the
model, which we addressed with a differential method.
Music Production Knowledge. Usually, the modeling phase begins with
a corpus analysis from a collection of candidate-documents selected on their
relevance [25]. But in the case of digital music production, such a corpus does not
exist, i.e. no written document can provide sufficient support to terms selection.
Indeed, vocabulary, and by extension all the production process, relies on musical
practices that are acquired more by experience than by teaching.
Every musical work is a prototype in the sense of Elie During, as “the most
perfect example, the more accurate”, where each creation is an “ideal and experimental” object: this uniqueness leads to a possibly infinite number of ways to
create [10]. Thus, to achieve this essential phase of study, we needed to make up
our own corpus, which is rather unusual, by following several musical productions
to find out invariants.
We do not seek to explain sound nor music (the what, like MusicXML kind
of languages) but the way it is produced (the how ), i.e. a formal language for
audio production process. This language is devoted to the representation of what
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we might call the “music production level”, referring to the “knowledge level” of
Allen Newell: we want to represent the work at the right abstraction level, neither
too concrete because too technology dependent and therefore highly subject to
obsolescence, nor not enough because information would be too vague to be
usable [21].
Production Process Modeling. To create the representation language of the
production process, we applied the Archonte method of Bachimont [2].
Our music production process modeling followed three steps:
1. Normalization of the meanings of selected terms and classification in an
ontological tree, specifying the relations of similarity between each concept
and its father concept and/or brothers concepts: we then have a differential
ontology;
2. Formalization of knowledge, adding properties to concepts or constraining
relation fields, to obtain an referential ontology;
3. Operationalization in the representation language, in the form of a computational ontology.
After a phase of collection of our corpus and the selection of candidate terms,
we took the first step in the form of a taxonomy of concepts, in which we strived
to maintain a strong semantic commitment in supporting the principles of the
differential semantics theory presented thereafter. This taxonomy has been performed iteratively, since it is dependent on our participation in various productions. Thus, at each new integration to the creation or the updating of a work,
we flatten and question our taxonomy and term normalization, in order to verify
that the semantic commitment is respected.
2.4

Knowledge Engineering

The knowledge engineering part of Gamelan spreads on several operational implementation stages: interpreting raw traces into semantic traces, managing a
server for these semantic traces, deploying a semantic repository with reasoning
capabilities from the ontology, prototyping use case queries.
High-Level Technical Architecture. The technical architecture is seen as a
meta-environment relying on the production environment, which includes various
digital audio production tools at work in the process.
It is based on predefined process models to measure and qualify the steps and
operations performed during a particular process, related to a unit of knowledge
management that provides methods for evaluating this process and provide an
evaluation of the current process and a context sensitive help to the user at
any time. Therefore, it aims at providing at all times an overview of the entire
process in terms of progress, quality, and outcome.
Users should be able to control the interaction of this feedback with their own
work, which implies non-invasiveness and transparency for the meta-environment.
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Finally, an archive unit will allow a smart preservation of digital objects,
keeping the “footprint” of the entire process to allow full traceability. This unit
will be based on the OAIS MustiCASPAR server developed within the CASPAR
project [16], and adapted to the preservation of the production process.
Artificial Interpretation. Interpretation of raw traces according to the ontology yields semantic traces as ontological individuals. A smart implementation of
a converter checks for uniqueness of these individuals against a knowledge base
when necessary (Fig. 2).

http://icm.ircam.fr/gamelan/ontology/
2013/04/03/DiMPO.owl
http://icm.ircam.fr/gamelan/individuals

Raw trace
format

Raw Trace

DiMPO

Individuals
Server

ontology

Artificial
Interpretation

Upload

Semantic Trace

Ingest

Semantic
Repository

Unicity Check

http://gsemantic.ircam.fr

Fig. 2. Trace interpretation and management

Raw Traces Interpretation. Raw traces are not directly informative nor exploitable under this raw form of log files (see Sec. 2.2). The converter interprets theses traces according to DiMPO ontology and OWL language in order
to convert them in ontological individuals, i.e. in semantic traces. A few interconnected DiMPO individuals are shown on Fig. 3 as “owl:NamedIndividual”
elements, identified by a unique URI that ensures relations between individuals.
Uniqueness Checking. If a DiMPO individual produced by the converter is intended to be ingested into an existing semantic repository, then the converter
shall check whether this individual is already there, to ensure individuals uniqueness. Moreover, a mechanism of index attribution recovers current indexes for
each DiMPO class existing in the semantic repository before individuals numbering.
Individuals and Ontology Servers. Before being ingested into the semantic repository, semantic traces are uploaded on the dedicated individuals server http:
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<owl:NamedIndividual rdf:about="http://icm.ircam.fr/gamelan/individuals/2013/04/21/Demo-133638.owl#Seance_1">
<rdf:type rdf:resource="http://icm.ircam.fr/gamelan/ontology/2013/04/03/DiMPO.owl#Seance"/>
<rdfs:label rdf:datatype="http://www.w3.org/2001/XMLSchema#string">Recording</rdfs:label>
<dimpo:debut rdf:datatype="http://www.w3.org/2001/XMLSchema#dateTime">2012-01-20T15:59:-28756.758</dimpo:debut>
<dimpo:concerneProjet rdf:resource="http://icm.ircam.fr/gamelan/individuals/2013/04/21/Demo-133638.owl#Projet_1"/>
<dimpo:fin rdf:datatype="http://www.w3.org/2001/XMLSchema#dateTime">2012-01-20T19:59:-32356.758</dimpo:fin>
</owl:NamedIndividual>
<owl:NamedIndividual rdf:about="http://icm.ircam.fr/gamelan/individuals/2013/04/21/Demo-133638.owl#ObjetBiologique_1">
<rdf:type rdf:resource="http://icm.ircam.fr/gamelan/ontology/2013/04/03/DiMPO.owl#ObjetBiologique"/>
<vcard:fn rdf:datatype="http://www.w3.org/2001/XMLSchema#string">Alain Bonardi</vcard:fn>
</owl:NamedIndividual>
<owl:NamedIndividual rdf:about="http://icm.ircam.fr/gamelan/individuals/2013/04/21/Demo-133638.owl#Role_1">
<rdf:type rdf:resource="http://icm.ircam.fr/gamelan/ontology/2013/04/03/DiMPO.owl#Role"/>
<rdfs:label rdf:datatype="http://www.w3.org/2001/XMLSchema#string">Artistic director</rdfs:label>
</owl:NamedIndividual>
<owl:NamedIndividual rdf:about="http://icm.ircam.fr/gamelan/individuals/2013/04/21/Demo-133638.owl#Contribution_1">
<rdf:type rdf:resource="http://icm.ircam.fr/gamelan/ontology/2013/04/03/DiMPO.owl#Contribution"/>
<dimpo:aPourContributeur rdf:resource="http://icm.ircam.fr/gamelan/individuals/2013/04/21/Demo-133638.owl#ObjetBiologique_1"/>
<dimpo:aPourSeance rdf:resource="http://icm.ircam.fr/gamelan/individuals/2013/04/21/Demo-133638.owl#Seance_1"/>
<dimpo:roleContributeur rdf:resource="http://icm.ircam.fr/gamelan/individuals/2013/04/21/Demo-133638.owl#Role_1"/>
</owl:NamedIndividual>

Fig. 3. Some interrelated DiMPO individuals

//icm.ircam.fr/gamelan/individuals in order to provide an internet location
to loaded DiMPO individuals. New versions of the ontology are also uploaded
on a server, at addresses like http://icm.ircam.fr/gamelan/ontology/2013/
04/03/DiMPO.owl.

3

Results

Results spread on several levels: an operational meta-environment with production tracking, a strongly-committed ontology for digital music production
domain, a raw trace interpreter, a query manager, and a set of queries.

3.1

Production Tracking

The first result is a production tracking system, at technical level. The development affects three layers:
– software and file system operation tracing, based on application messaging;
– production file monitoring and back-up recording;
– manual entry information logging, through an ontological-conform interface.
This part integrates musical and sound production softwares and has its own
non-invasive interface through a menu for manual informing.
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3.2

Database Querying

The digital archival issue of provenance should be avoided or at least diminished
upstream the ingest step. The Gamelan meta-environment allows to detect crucial missing information by reasoning on the combination of software traces and
user information, from expert knowledge. This important features, dedicated to
the trace user, are partially carried out through production tracking and common knowledge management tools, such as domain ontology, query engine, and
semantic repository.
For instance, one can query the semantic repository in order to check whether
expected contributors and their roles on the project are well informed or not.Sets
of queries are designed and managed in a dedicated interface developed for
Gamelan.
SELECT ?Name ?Role
WHERE {
?subject
rdf:type
?subject
vcard:fn
?subject
dimpo:intervientDans
?contribution dimpo:aPourContributeur
?contribution dimpo:aPourRole
?roleID
rdfs:label
}

3.3

dimpo:ObjetBiologique .
?Name .
?contribution .
?subject .
?roleID .
?Role .

Time Axis Reconstruction

In every selected use case, the reconstitution aim implies a time axis reconstruction capability.
Indeed, in the final stage of production, archiving of music and sound production is generally confined to the archiving of a final version (“mastered”).
Whereafter it is clearly impossible from this single object to trace the production history, nor to take back and modify the process in a different perspective,
while informed musical remix is a clear identified need, with repurposing use
case aims of EMI Music France for instance.
This lead us to ensure strong timing properties through our trace-based system, not only time stamping user events from the production tools when emitting
messages, but also independently time stamping a second time these events in
the logging module when receiving messages. This allows us to reconstruct the
time axis of the production safely.
For example, a typical query can retrieve and order audio files movements
(imports and exports) in a project (results on Fig. 4).
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SELECT ?AudioFilename ?FileID ?MoveID ?Date
WHERE {
?FileID rdf:type
dimpo:FichierSon .
?FileID dimpo:nomFichier
?AudioFilename .
{ ?MoveID dimpo:source
?FileID . } UNION
{ ?MoveID dimpo:exporteFichier ?FileID . }
?MoveID dimpo:horodatage
?Date .
}
ORDER BY ?Date

Fig. 4. Retrieval and ordering of timestamped file movements

3.4

Creation Patterns

When DiMPO ontology reached a decent level and stabilized, we entered a second
phase of our ontological research: creation patterns design. Creation patterns
define audio creation acts, such as editing, shown on Fig. 5 (in UML). The use
of these patterns allows to represent a set of actions with a musical meaning,
incorporating the vocabulary developed in the ontology.

Manifestation 1..*
materialise
0..*
isElementOf
1..*
Process

Expression

1..*
realise

Work
hasAsOrigin

0..*
1..* VirtualObject
isElementOf

0..1
0..*
1..* InformationalObject
0..*
isElementOf
+date: datetime
{xor}
NonTemporal
+parametre: string

Temporal
+position: real
+duration: real

Fig. 5. A creation pattern diagram for editing

Query patterns (cf. Sec. 3.2) are grounded on these creation patterns. Reuse
of ontology vocabulary in creation patterns eases their translation into query
patterns, especially when using RDF compliant query languages like SPARQL,
as we do onto a Sesame repository containing OWL individuals.
Here, knowledge can be viewed as bilocalized: on the semantic repository
side for objects of the trace database, and on the query manager side for the
formalized relations of the query patterns base.
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4

Discussion

In this section, we discuss modeling, reconstitution support, and time horizons
of production process tracing.
4.1

Model Pervasiveness and Design Heuristics

As suggested in the architecture overview schema on Fig. 1 with the pervasive
grey zone, in our system, except for the operational tracking that has to remain
agnostic, the ontology drives all functional modules at each level:
Data — The manual informing module for contextual user data, especially for
the entry interface design;
Information — The preprocessing module that interprets raw data (both usage
data and user data) according to the ontology;
Knowledge — The semantic engine reasoning on the preprocessed information,
and answering requests;
Understanding — The query manager module for data browsing, and the
viewer module that provides global graphical representations, like timelines
and file genealogy trees.
Knowledge management depends on the ability to transform data and information into knowledge, according to Ackoff’s model [1], and it turns out that
ontologies are key tools in this transition process [18, 12]. The key position of the
ontology comes from its semantic capabilities and justified deep research toward
professional-knowledge modeling in music.
Yet, despite their power and thus their pervasiveness, ontologies remain human artifacts, reflecting human vision, and never elaborated without design
heuristics. We developed a strongly-committed ontology incrementally, dipping
into music productions with domain experts and submitting them ontology
drafts. This incremental approach continued during the next phases: during software development – with developers feedback –, and during tests and validation
– with users groups feedback.
The differential approach we applied along the ontology design cycles balances the random part brought by heuristics but cannot eliminate it in any way.
Ontology-driven knowledge management should be aware of this contingency
dimension.
4.2

A Reconstitution Support Language

The descriptive approach is not about keeping the content stored, because content is usually partial, incomplete or poorly defined (ad hoc formats, imperfect
knowledge of it, etc.). Rather, it is better to retain a description of the content
that enables to reproduce it. The description may include the main points to
reproduce, the author’s intention to comply [14], the graphical appearance, etc.
So, the description of the content of a work is an approach increasingly
adopted in response to the technical complexity (mostly digital) of content:
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instead of maintaining a technical object that we may no longer know how to
handle, we shall construct a description to reinvent this object with the tools we
will have at hand when the time comes. Such a description necessarily introduces
a deviation from the original: the challenge being that this difference does not
affect the integrity nor the authenticity of the work.
The main question is how to determine such a description language. The score
used in the so-called classical music, is a good example of such a language. Instead
of stepping on the impossible task to keep a musical object before recording
techniques, musicians preferred to keep the instructions to create it. Now, the
complexity of the works, the mutability and fragility of digital imply that it
is impossible to guarantee that a technical object will still be executable and
manipulated in the future.
Several approaches are possible, but some semiotic and logic work has to be
conducted to identify such a description stage:
– Semiotic, because it is necessary to characterize the objects mobilized in a
production, define their significance and propose an associated representation;
– Logical, since this representation must be enrolled in a language for control
actions in the proposed meta-environment.
The combination of these semiotic and logic approaches are key concepts
to unlock the reconstitution possibility of both the work as an object and the
creation as a process.
4.3

Horizons of Production Process Tracing

In the computer music field, production process tracing has never been done yet.
We distinguish between user data and usage data; the former corresponds to the
manual informing data and the latter to the automatic tracking data. Domain
professionals drew use cases in order to help select relevant user interaction with
the production meta-environment.
This production process tracing strategy aims for several beneficiaries and
time horizons:
In the immediate time of production — The composer, audio producer,
may turn back its own work during the production, to explore various options or correct the undesirable consequences; it can be for example a selective “undo” instruction given to cancel an operation; it is also, for the
composer or the sound engineer an opportunity to see and understand the
overall work of composition or production.
In the intermediate time of collection — The composer, or the institution
that manages its works, may return on a given work to recreate or reuse the
content components.
In the long term preservation — The work becomes a memory and a relic,
the challenge is to preserve the artistic and technical information to understand, interpret and re-perform.
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5

Conclusion

Traditional places of creation generate final objects or art works that are closed:
creativity is emphasized but the creation process is most often lost, locking
both object reconstitution and process reconstitution. In this context, Living
Labs often attempt to trace the creation process, by recording actions for usage
study. But, be they objects or process recordings, how to understand digital
studio outputs?
5.1

Synthesis: Unlocking Reconstitution

We presented how a knowledge management approach for digital music production workflows could be of great utility at several time horizons: in the immediate
time of production, in the intermediate time of collection, and in the long term
preservation.
We also detailed how we combined a trace-based architecture and an ontologydriven knowledge management system, the latter being built upon differential
semantics theory for sustainability. Technically, semi-automatic production process tracking feeds a semantic engine driven by production process ontology
levels. Clearly, this requires both trace engineering and knowledge engineering,
and also digital preservation methods awareness.
The idea of such a meta-environment like Gamelan, viewed as a trace-based
system, meets clear needs in the community. Moreover, our ontological work
already points to the solution of various scientific challenges:
– Representation language for managing the creation process;
– Description language for representing the content of a work, with the diversity of its components;
– Integration of both languages in a single control environment.
Digital studios and Living Labs produce a great amount of production process
traces [13] that could be better understood – and thus more easily exploitable
– using semantic trace strategies such as those developed for the case of digital
music production by Gamelan, combining semi-automatic job process tracing
and content and process modeling.
5.2

Perspectives: Meeting Style

Currently, our system can support trace interpretation only up to a certain
point, which is style [22, 6]. Meeting style reconstitution would need further
modeling effort at higher level, which should be partially eased by our lower
level creation patterns and the object and process reconstitution methods we
developed. Further studies shall evaluate to what extend creation process style
can be modeled.
To envision style modeling from semantic traces will require to rely on experts
of art humanities at least, typically in our music production case on musicologists
and composers.
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Of course, approaching style reconstitution is of great interest [7, 9]. However,
it may be perceived by creators as a provocative attempt to unraveling the
mystery of art and creation. Then, we are entitled to wander if art objects opacity
regarding their making is not a consequence of a mystery will from makers. If
it is the case, new reconstitution capabilities could be perceived both as a cure
and a poison.
This is probably a first class concern of future Digital Humanities culture
[17, 29], but from our point of view, the advent of style pattern reconstitution
would not reduce creative processes nor creativity potentials, but rather most
likely shift them.
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(2010)
11. Edmonds, E.A., Weakley, A., Candy, L., Fell, M., Knott, R., Pauletto, S.: The
studio as laboratory: combining creative practice and digital technology research.
International Journal of Human-Computer Studies 63(4), 452–481 (2005)
12. Fensel, D., Van Harmelen, F., Klein, M., Akkermans, H., Broekstra, J., Fluit, C.,
van der Meer, J., Schnurr, H., Studer, R., Hughes, J., et al.: On-to-knowledge:
Ontology-based tools for knowledge management. In: Proceedings of the eBusiness
and eWork. pp. 18–20 (2000)

CMMR2013 - 1002

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

13. Følstad, A.: Living labs for innovation and development of information and communication technology: a literature review. The Electronic Journal for Virtual
Organizations and Networks 10(7), 99–131 (2008)
14. Gaillard, L., Nanard, J., Bachimont, B., Chamming’s, L.: Intentions based authoring process from audiovisual resources. In: Proceedings of the 2007 international
workshop on Semantically aware document processing and indexing. pp. 21–30.
ACM (2007)
15. Galey, A., Cuningham, R., Nelson, B., Siemens, R., Werstine, P., et al.: Beyond
remediation: The role of textual studies in implementing new knowledge environments. New Knowledge Environments 1(1) (2009)
16. Giaretta, D.: The caspar approach to digital preservation. International Journal of
Digital Curation 2(1) (2008)
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Abstract. Are there differences in how well loudspeaker setups are able to
provide a believable illusion of footstep sounds originating from the user of an
immersive virtual reality? To investigate this performance in spatial positioning
via loudspeakers, a comparison of the three surround sound loudspeaker setups
with different distance and elevation from the user was conducted. A fourth
condition with a large amount of reverb added was also evaluated. The results
showed that none of the loudspeaker setups provided an ideal performance.
However, when asked to describe the position of the sounds, the nearest setup
on the floor gave the best performance. When evaluating what degree the sound
were coming from themselves, there were no significant difference found
between the two highest rated, the closest setup on the floor and the distant
elevated setup. On the Likert scales, the reverb condition was evaluated as the
least well performing.
Keywords: Surround sound, footsteps, virtual reality.

1 Introduction.
Self sounds were defined by Ballas [1] as “…sounds that are produced by one’s own
body or body movements.” Belonging to this category of sounds are sounds that are
produced with one’s own body internally as well as with external objects, such as a
foot impacting with a ground surface while walking. Immersive virtual reality (IVR)
simulations offer a unique possibility to experience and study the effect of virtual self
sounds within various environmental settings. This type of simulation involves the
user wearing a head mounted display (HMD), or staying within a CAVE setup [2]
with a motion-capture system or similar for providing some degree of full-body
interaction with the environment. Spatialized audio feedback is delivered through
stereo headphones, multichannel surround sound systems or more advanced 3D sound
systems for headphones based on emulation of binaural sound through head related
transfer functions (HRTF) or speaker based systems using some form of cross-talk
cancelling [3, 4].
When the degree of full-body interaction allows the user to freely turn her head and
body around 360°, a traditional surround sound system as it is, such as the 5.1 or 7.1
setup may not be able to provide an even performance as the placement of the
speakers is not evenly spaced along the circular frame of the setup. The loudspeaker
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arrangement for a 5.1 system according to the ITU-R BS-775 [5] standard is placed as
-30° for Left channel, 0° for Center, 30° for Right, while Right Surround is located at
110°, and Left Surround is at -110°. To adapt the surround system to immersive
virtual reality with the previously mentioned freedom of movement for the user, the
loudspeakers in the setup will need to be positioned evenly along the circular frame
(by intervals based on the number of available speakers divided by 360°).
Surround sound has since long been used in cinema and renders sound sources around
the listener. However, accurate placement of sound sources within the speaker setup
nearby the listener will require the use of 3D sound technologies for loudspeaker
setups such as the one proposed in [4], particularly when the sound is moving or not
centered. The issue with spatially rendering the self-sounds of a user controlled avatar
from a first-person perspective needs to be addressed to investigate the performance
of surround sound systems in various configurations as well as in competition with
other spatialization more recent technologies.
In this paper we investigate the ability of surround sound speaker setups as a starting
point, with varying diameters and elevation adapted for immersive virtual reality
simulation, to render a believable spatial positioning of a user’s own footstep sounds.
We hypothesize that the proximity and elevation of a circular speaker array in relation
to the listener will have an influence on its ability to provide an illusion of footstep
sounds originating from the user’s own feet.

2 Methodology
An experiment was proposed for investigating how well three different loudspeaker
setups would perform when being evaluated by human subjects using an IVRsimulation with some degree of full body interaction enabled. Four experimental
conditions were set. One condition was assigned to each speaker setup, plus one extra
condition where a large amount of reverb that was only used with one of the speaker
configurations (see table 2) (the reverb is further described in 3.1.4) was added to the
footstep sounds, was included. The point of adding a reverb condition would be to
investigate possible effects of such exaggerated room acoustics in comparison with a
completely dry sound.
2.1 Technical implementation
The technical equipment used in the experimental setup consisted of two PCs, a
NaturalPoint1 motion capture system, a 24-channel surround sound system, a head
mounted display and an acoustically controlled walking-in-place interface. One PC
was running Max 62 managing all sound in- and output, including the walking in
place interface. The other PC was running NaturalPoint tracking tools motion capture
1
2

http://www.naturalpoint.com/
http://cycling74.com/products/max/
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software and Unity3D for generating visuals for the virtual environment. The two PCs
were communicating with each other using the “µ” (mu) Max-Unity3D
Interoperability Toolkit3. Tracker markers for the motion capture system were
attached on the head mounted display and on an improvised necklace that were hung
around the neck of the user. The purpose of the marker equipped necklace was to
allow the user to be able to look in one direction while walking in another.

Fig. 1. Screen capture of the visual virtual environment as seen within the HMD.

Visual feedback. A large empty space with an asphalt ground and an open sky was
the only visual elements in the virtual environment. The absence of interiors in the
virtual environment was there to ensure that the users would not get too distracted by
the settings and be able to focus more on listening. No visual representation of an
avatar was added for this setup and the only visual indication of walking taking place,
is the forward movement triggered by the user’s interaction with the walking-in-place
interface. The visuals were delivered to the user via an nVisor SX head mounted
display providing a diagonal FOV of 60 degrees and a screen resolution 1280x1024
pixels in each eye.
Surround sound. Three different speaker setups with varying distance and elevated
positions were used. The loudspeakers for all three speaker setups were evenly
distributed along circles around the user. Details of the three speaker setups are
presented in table 1.

Table 1. Description of speaker setups.
Speaker
setup no.

3

Number of
channels

Height

Radius

Degrees between
speakers

1

16

1.3 m

3.75 m

22.5

2

4

On floor

3.75 m

90

3

4

On floor

1.2 m

90

http://disis.music.vt.edu/main/portfolio.php
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The key differences between the speaker setups are their elevation from the floor and
their proximity to the user. Setup 1 is elevated with the tweeter of the speakers being
approximately in ear height and being placed far from the user, while setups 2 and 3
are placed at floor level with the difference between them being that setup 2 is far (at
the same distance as setup 1) and setup 3 being placed close to the user. As there are
many possibilities when building speaker setups, we chose to take a starting point
from the setup currently used in our lab, which is setup 1, with the addition of setups
2 and 3 placed on the floor. These configurations were chosen for reasons of a mainly
practical nature – as our lab has the need for a large space area used for various
motion capture projects (in particular with human locomotion), it is necessary to
provide a speaker setup that that leaves as much free space available as possible, thus
setups 1 and 2. Setup 3 would provide enough space for projects involving walkingin-place interaction [6], which demands less space compared to 1 to 1 scale motion
capture. Since the user would be stationed in the center of the speaker setups during
the whole of the experiment, there would not be any need of panning the sounds
around. Hence no advanced sound rendering algorithms were used.

Fig. 2. The three different speaker setups.

Table 2. Description of speaker setups.
Conditions

Far(wet)

Far

Low(far)

Close

Setup

1

1

2

3

The purpose for only using the elevated far speaker setup in the reverb condition
was that it would seem most natural to have the reverberating sound played back from
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a far position rather than very close by. All speakers (24 channels in total) were
connected to two RME Fireface 800 audio interfaces (one master unit and one slave)
and one RME ADI-8 converter (slave unit) via ADAT. The speakers used were
Dynaudio Bm5A MkII (for speaker setup 1) and Dynaudio Bm5A Mk I (second and
third speaker setups). All individual channels were level-calibrated by having noise
output from Max 6 set at 1.0 units measuring 85 dBA at the center of the setups where
the user is placed. The output level of the speaker configurations were also matched
against each other and compensations in gain were provided to make sure that each
configuration had equally loud rendering of the footsteps. The footstep sounds were
played with the same output level for all channels in each setup to spatially place
them in the center of the speaker arrays and no cross-talk cancellation was applied.
No attempts were made to compensate for differences in spectral output between the
different speaker setups, caused by the differences in the room and in their relative
position to the listener.
Walking-in-place interface. Additionally to the speaker setups, an acoustically
triggered walking-in-place interface was made to allow the user to generate forward
movement in the virtual environment while staying in the center of the speaker setups.
An earlier version of this interface has been used in [7]. A weakness triggering
forward movement by detecting the step onset is that it introduces a lag in the first
step taken by the user. This issue was known, but the low cost, availability and ease of
implementation of the interface made it a solution of choice for this experiment. The
interface was built from a large wooden board that was slightly elevated from the lab
floor by pieces of wood. The upside of the wooden board was covered with a thick
felt blanket to muffle the higher frequencies from the impacts of the user’s own
footsteps. Underneath the board a Schaller Oyster 723 contact microphone was
attached. The microphone was then connected to a Mackie 1402-VLZ Pro mixer and
the mixer was in turn connected to one of the inputs of one of the RME Fireface 800
audio interfaces. A Max 6 patch accessed the input provided from the microphone,
detecting the onsets caused by stepping on the wooden board and passing on signals
to Unity3D on the PC generating the visuals of the virtual environment. To regulate
the input caused by stepping on the wooden board and to avoid the risk of detecting
several amplitude peaks being close to each other in time, constraints were added to
the patch so that only one onset would able to be detected every 150 milliseconds.
The walking-in-place interface was also calibrated to detect the amplitude peaks
caused by shoes with soft rubber soles.
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Fig. 3. Walking-in-place interface.
The walking-in-place algorithm was created in Unity3D and controlled indirectly
via data from Max/MSP. Every time a step was registered the view point of the user
was translated in the direction of heading for a fixed step length. The step length was
fixed at 2.0 meters per step and a step took 0.2 seconds to complete. This entails that
the algorithm produced walking speeds close to of an athlete runner. That such speeds
were perceived as more natural can presumably be ascribed to the fact that motion
perception is influenced by peripheral vision when speed judgments rely on optic
flow [8]. In this case the field of view was restricted by the HMD. Furthermore, in
treadmill assisted walking in place it has been found that forward movement with
translation gains between 1.55 and 2.41 were perceived as normal movement speeds
[9]. The choice for deciding on a step length of 2 meters were based on the previously
mentioned information and informal estimations of what seemed as a natural
movement speed within this context.
Auditory Stimuli. In the virtual environment the only auditory stimuli presented to
the users was the footstep sounds played through the three different speaker setups as
well as an ambient background loop of the distant noise from a city without any
distinguishable auditory elements occurring that would reveal the looping of the
sound clip. The ambient loop was always played through speaker setup 1, regardless
of the active experiment condition and the level of the ambient sound was set so that
the footstep sounds could be clearly heard. The footsteps were a set of 7 recorded
footstep samples with hard-sole men’s shoes with heels on a concrete plate placed in a
gravel pit inside the anechoic chamber of the multisensory experience lab at Aalborg
University Copenhagen. The recordings were made at a close distance (approximately
30 cm) with a Neumann u87ai microphone and an RME Fireface 800 audio interface.
For the reverb condition the same set of samples had a large amount of reverb added
to them (using a combination of standard reverbs available in Adobe Audition CS6 4)
and they were saved as a separate set of audio files. The first reverb effect used was
the Convolution Reverb with the impulse “Massive Cavern”. The settings used were:
mix 60%, room size 100%, damping LF 80%, damping HF 70%, pre-delay 5.8 ms
4

http://www.adobe.com/products/audition.html
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and gain 5.0 dB. The second reverb effect (placed after the convolution reverb in the
effects rack) was the Full Reverb. The custom reverb settings used were: decay time
1500 ms, pre-delay time 75.5 ms, diffusion 967 ms, perception 8, room size 2484
m^3, dimension 0.38 width/depth, high pass cutoff 35 Hz. The output levels were: dry
15%, reverberation 80%, early reflection 0%. The “include direct” and “sum inputs”
options were checked. The final reverberation time was close to 2 seconds long.
The playback of the 7 footstep samples were randomized with the constraint that
the same sample couldn’t be played twice consecutively and that the whole set of
samples had to be played through before it could start over again.

2.2 Procedures
The experiment was conducted in the multisensory experience lab at Aalborg
University Copenhagen. 26 participants (9 female and 17 male) aged between 20 and
71 years old, (M = 26.8 years, SD = 9.9) volunteered to take part in the experiments
without receiving any form of compensation in return. The experiment started with an
introduction to the immersive virtual reality system and the walking in place interface.
Once the participant was introduced she/he was allowed to try out the system and
walk around for a short period of time in the virtual environment with the first of the
four sound conditions. The four conditions were presented one after another in a
randomized order and the subjects were not aware of which speaker setup was
currently in use. After having interacted with a condition and when the participant felt
ready, questions regarding their impressions of the footstep sounds were asked to the
participants and while answering the questions the participant was allowed to do more
walking and listen to the sounds again while thinking about what to reply. The replies
from the participants were written down by the experiment leader. Once the questions
were answered for the first condition, the condition was changed to the next. After the
participant had answered the questions for all four conditions, three more questions
regarding the performance of the walking in place interface as well as a question of
the overall performance of the system as a whole was asked. All questions asked in
the experiments are presented in table 3.
Table 3. Experiment questionnaire.
Asked for each condition:
Q1. Where are the footstep sounds coming from?
Q2. To what degree are the footstep sounds coming from you?
(not at all) 1

2

3

4

5 (very much)

General questions, after evaluating all conditions:
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Q3. How good do you think the footstep detection is?
(very bad) 1

2

3

4

5 (very good)

Q4. How noticeable is the latency between your step and the sound
that is played by your stepping?
(very noticeable) 1

2

3

4

5 (not noticeable at all)

Q5. Is the setup working well enough for producing a believable
effect that the sounds being played are your own footsteps?
(not well enough) 1

2

3

4

5 (works very well)

For question Q1, the subject was asked to verbally describe the spatial origin of the
footstep sounds as they perceived them while walking around in the virtual
environment. All other questions were based on Likert scales (ranging from 1 to 5).
The experiment including introduction lasted for about 15 minutes.

3 Results
The results from Q1, were categorized according to eight categories extracted from
the varying replies given by the subjects. The results for each category per condition
are presented in table 4.

Table 4. Results from question Q1.
Q1

Far(wet)

Far

Low(far)

Close

From my feet:

0

2

0

3

From below:

0

3

4

7

Above me:

7

5

1

4

Around me:

5

1

3

1

Front:

5

5

4

7

Behind:

4

4

4

4

Sides:

3

6

8

0
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Far away, unspecified:

2

0

2

9

0

The results from question Q2 are illustrated in figure 4.1 and 4.2 for all four
conditions. The mean values and standard deviations are presented in table 5. The
results from questions Q3-Q5 are presented in figure 5 and mean values as well as
standard deviations are presented in table 5.

(very much)

(not at all)

Fig. 4.1 (top) & 4.2. Results for question Q2 showing occurrences of ratings on the
Likert scale per condition. The topmost chart (4.1) shows the raw data and the lower
chart (4.2) shows means for each condition with standard deviations.
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Table 5. Means and standard deviations for question Q2.
Q2.

Far(wet)

Far

Low(far)

Close

MEAN

2,385

3,151

3,115

3,308

SD

1,267

1,156

1,033

1,011

A single factor ANOVA between all conditions for question Q2 gave F(3, 100) =
3.515, p = 0.017. When removing condition Far(wet) and repeating the ANOVA, the
test gave F(2, 75) = 0.235, p = 0.79. When conducting t-Tests (paired two sample for
means) statistical differences, between condition Far(wet) and all other conditions
were found, confirming the outcome of the previously mentioned ANOVA tests.
When doing the same t-Tests between conditions Far, Low(far) and Close, a
significant difference was found between conditions Low(far) and Close (M = 3,115 ,
SD = 1,033 vs. M = 3,308, SD = 1,011) t(25) = -2.44, p < .011.

Fig. 5. Means calculated from the replies of the Likert scales for questions Q3-Q5
with standard deviations.
Table 6. Means and standard deviations for question Q3-5.
Q3.

Q4.

Q5.

MEAN

4

4,231

3,769

SD

0,693

0,863

0,815
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4 Discussion
The results from questions Q1 and Q2 suggests that the speakers placed nearest
(speaker setup 3, see fig. 2) could be the best choice out of the three setups for
providing the impression that the footstep sounds are coming from the user, although
there is no statistical significance in Q2 between the Far condition and the Close
condition. As the loudspeakers in the Close condition were only placed 1.2 m away
from the participants, this would seem as an obvious outcome. By looking at the
results from Q1 it is clear that the Close condition had a higher occurrence of replies
locating the sound below of or directly from the feet than the Far condition (10 replies
vs. 5 replies). The results showed that there was a difference in performance relating
to the diameter and elevation of the speaker setup as noted in Q1 and in the results of
Q2. However, as the participants of the experiment provided a highest mean rating on
question Q2 of 3.3 then the successfulness of using even the best rated of proposed
surround sound loudspeaker arrangement shouldn’t be considered as a highly
convincing solution. Interestingly the reverb enabled condition Far(wet) got a much
lower rating in terms of being able to provide an impression of the footstep sound
originating from the location of the user (M = 2.38) in the virtual environment, but the
replies from Q1 indicated that the sound were more likely to be perceived as coming
from all around or above in comparison with the other conditions. Some subjects also
made post-experiment comments about the mismatch between the reverb and the
virtual environment, which indicates that a more accurately simulated virtual acoustic
environment might have provided a different impression. As questions Q3 and Q4
were rated rather high (Q3 M = 4, Q4 M = 4.23) any negative influence due to poor
footstep detection or noticeable latency in the playback of the footstep sound should
not have been a major influence on the results in Q1 and Q2.
Another issue is that the user needs to constantly stay within the sweet-spot of the
speaker setup to experience the positioning of sounds accurately. Many of the
participants required varying degrees of assistance with staying therein (on the middle
of the platform), which makes this type of setup less practical to use.
Yet another potential issue is latency in the auditory feedback caused by the
varying distance in between the nearby setup 3 and the more distant setups 1 and 2.
The distance between them is 2.55 m which results in an additional latency in the
sound feedback of about 7.4 ms.
It is neither clear how self-sounds in IVR as the ones described in this paper in are
related to the so-called “ventriloquist effect” that refers to the illusion when visual and
auditory stimuli are spatially separated and the sounds are perceived as coming from
the spatial origin of the visual stimuli [10]. The classic example of this is the
ventriloquist and her talking doll. Studies of this phenomenon have focused on both
the on-line and off-line effects of this [11]. The on-line effect concerns the subject’s
immediate reaction while the off-line effect concerns the after-effects. The role of
spatial attention in the ventriloquist effect was explored in [11, 12] where it was found
that the ventriloquist effect is not controlled by neither exogenous (automatic control)
nor endogenous (deliberate control) attention. Perhaps the addition of virtual limbs
would make this effect possible and generate a different experience.
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As these speaker setups may seem non-standard and one may question why these
setups were specifically chosen, it should be noted that these are only to be considered
as a starting point. The results are thus also perhaps most interesting for those using
setups similar to those presented here and perhaps not so useful for the consumer
audience.

4.1 Future work
To further investigate these results control experiments should be performed to
investigate whether the obtained results can be observed in speaker configurations
with different distances, elevations relative to the listener and with different numbers
of speakers. Furthermore, the successfulness of even more variations of surround
sound speaker setups should also be tested with a greater variety of placements.
Additionally, headphone based systems as well as more advanced speaker based
audio-rendering systems such as [4] should be compared with surround sound speaker
setups to achieve a more complete understanding of what solutions are the most
convincing for rendering the spatial positioning of self-sounds in IVR.
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Abstract. The aim of the installation presented in this paper is to investigate the
loss of balance of a body when sounds are moving in a 3D space surrounding a
spectator. To study this loss of balance, the artist wanted to explore the
movement of sound sources following the shape of Möbius strip. This paper
presents the artistic intention around the usage of Möbius strip and the technical
devices used for the spatial rendering of the sound. The installation presented in
the current document is still a work in progress; further experiments will be
conducted to improve the perception of un-balance in such a dispositive.
Keywords: Möbius, 3D sound, Ambisonic, VBAP, loss of balance,
interactivity, force platform.

1 Introduction
Theoretically, Möbius strip is a surface with only one side as opposed to classical
strips that have two sides. How to translate that to acoustical space? What acoustical
properties would be involved in the representation of a single sided surface? And
what would be felt by a user immersed in a virtual reality system with such
characteristics. The current installation tends to give hints on this perception. Möbius
strip operates a rotation in acoustic space around the user who is the center of gravity
of the shape. Its morphogenesis is composed of a reversal, a loss of balance that is
inherent to the topology of Möbius Shape.
Möbius strip shape is a very popular shape that has been studied in many fields,
including among others topology, mathematics, physics, art in all his forms, music,
architecture, philosophy, psychoanalysis …
But, to the knowledge of the authors, no work has been conducted on the perception
of sounds moving on Möbius strip in a 3D space.
This demonstration presents a state of the art of our researches on our perception
of sounds moving on Möbius strip. This paper contains two main parts; we first
present the artistic concepts that conducted to this representation of Möbius strip,
followed by the technical description of our installation.

2 Concepts
The topological shape of Möbius strip has been a central topic of many researches.
This strip where we follow one side, then the other without crossing, folding nor
cutting has been the topic of many researches within the community of scientists,
mathematicians, philosophers, psychoanalysts …
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Some of the most known artists that worked with Möbius shape are Max
Bill [1], Escher [2], Kowalski [5], Eisenman et al. [3] or Thulaseedas and
Krawczyk [10].
We do not try in our approach to build a static object, a sculpture, but we try to think
of Möbius shape as a movement or more precisely as a double movement1 holding a
reversal.
It is the morphogenesis of the strip that we decided to explore, and would like to
make perceptible this reversal. Through this research, we would like to check if this
reversal could be significant in the loss of balance.

3 Description of the installation
The listener is sitting on a chair in half darkness. He is facing two big pictures
projected by two video projectors. The projected images are the representation of a
man and a woman2. Their movement is nearly imperceptible, there are only a few
eyes blinking. The aim of these videos is to create confusion. The spectator must
hesitate between a pause, a static image or a movie.
These nearly static images permit to improve the sensation of sound in 3D space.
The role of the spectator is close to the role of the images, he should stay static. While
he is in place, it creates a triangulation with the two videos.
The spectator is sitting on an unstable stool that allows him to oscillate just a little
around his static position. This stool has one foot shorter than the others, in order to
obtain this instability.
The sounds moving on Möbius strip are made of two human voices: one soprano
and one bass. These voices are delicate, and nearly always close to breaking. They
follow the borders of Möbius strip without intersecting.
The installation is interactive, as the spectator moves, the morphogenesis of the
Möbius strip and the characteristics of the surrounding space are modified.

4 Technical presentation
The aim of this installation is to reproduce the shape of Möbius strip in the 3D
acoustical space. To do so, metaphors have been established in order to map the
topology of Möbius shape to a 3D virtual sound environment. We will first describe
the hardware used in our installation to produce the 3D sound field. In a second part
we will describe the software implementation and the technical choices. Finally, we
will present the metaphors used to represent the morphogenesis of Möbius strip in a
3D virtual sound environment.
4.1

Hardware

To reproduce the 3D sound field, two methods have been investigated: the VBAP [8]
and the Ambisonics [2]. In order to produce a 3rd order ambisonics in 3D, it is
necessary to have at least 16 speakers distributed in a sphere surrounding the head of
1

This double rotation of a segment of line, one of π, the other of π/2 around its center of
gravity of an exterior point is the generative function of Möbius strip.
2
Filmed in American shot as a fresco. The 2 characters are static in a classical posture.
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the listener. The choice of the restitution system is driven by some informal tests on
the sounds that the artist experiments in the installation. The 16 speakers are Yamaha
MZ01067. They are willing on a sphere of 1.1 meter of radius. They have been
calibrated in amplitude, in order to reproduce the same acoustical pressure at the
center of the sphere. The speakers are connected to the computer thanks to a Motu 24
I/O sound card.
In addition, the subject is placed on an AMTI force platform. This platform was
originally used to capture the moment of the center of pressure of subjects during
listening tests.
This platform has been reused in order to interact with the spatialisation system. It is
connected to the computer thanks to an Arduino controller.
4.2

Software

The installation has been built around Max/MSP on Mac OS X. The implementation
of the various modules for the spatialisation has been made with the library
Jamoma [7]. Jamoma is a library built above Max / MSP that helps the developers to
build independent3 and reusable modules. Every module of our spatialisation software
is an independent Jamoma module. The communication between modules uses OSC
format messages; the communication with the spatialisation algorithms uses the
SpatDIF format [6].
4.3

Metaphors

In order to represent the concepts around Möbius strip, the following metaphors have
been implemented in order to have the feeling of the reversal of Möbius strip, and the
inclusion of the spectator in the morphogenesis of the strip.
Sound moving as a light source
In order to represent the sound moving on Möbius strip it was necessary to have an
effect to represent the rotation of a sound in space. To do so, we consider a sound
moving on Möbius strip as a virtual object with a given directivity. As the sound
moves on the strip, its orientation changes, and thus, a different filtering is applied to
the sound.
In order to recreate the space around the listener, the reverberation has an important
role in the perception of the surrounding 3D space. The ratio between direct and
reverberated sound is a first basic trick to create a tangible space around the listener.
Modification of the 3D space around the user
As the listener is sitting on a chair during the time of the installation, he has a very
small movement around his static position. These variations are measured by the force

3

Independent should be understood in the way of Model View Controller (MVC) development
(Reenskaug 1979)
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platform. This signal is then converted in order to modify the orientation of the strip
surrounding the listener.

5 Conclusion
With this project we have experimented various ways of representing Möbius strip in
the acoustical 3D space. We present a set of metaphors or mappings that could be
used to give to the user the sensation of loss of balance while experimenting the
installation. The aim of this installation is more to test the connections between
sounds moving on Möbius shape and unbalance, than to prove that Möbius shape
helps to loose balance. Some further tests should be conducted on the current 3D
sound system in order to increase the feeling of reversal.
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1 Introduction
G.Hack is an art and technology lab founded by female researchers from the
School of Electronic Engineering and Computer Science at Queen Mary University of
London. The aim of the group is to provide a supportive learning environment in
which skills sharing, interdisciplinary collaboration and hands-on experimental
production can take place. G.Hack is an awardee of 2011 QMUL Small Grant for
Development of Learning and Teaching and is currently involved in a number of high
profile public engagement projects (http://ghack.eecs.qmul.ac.uk). Over the past 2.5
years we have developed a number of interactive installations, partly in collaboration
with other universities, art organisations and industry partners. Our latest project,
Light Touch, was commissioned by Digital Shoreditch as part of the Great Digital
Exhibit in Shoreditch Town Hall, London, May 2013.

2 Light Touch
Light Touch is an interactive audiovisual installation, which invites the visitors to
explore sound through light and to create a soundscape through gestures and
movement. The installation is site specific and redesigned in its physical layout as
well as its aural characteristics according to the architecture and identity of each
space. It features an array of multi-coloured lasers, sounds and haze. The lasers are
mounted in various locations around a room to project across the space and create a
three-dimensional pattern of light. Each laser colour represents a different set of
sounds. Interrupting or playing a laser beam will trigger a sound. Playing multiple
beams will create a melodious soundscape. Haze heightens the visibility of the lasers
and contributes to the sensory experience of the visitors. Immersed in patterns of light
and haze, the visitors can play Light Touch individually or in a group.
Using light sensors, hacked laser beams, an Arduino mega board, MAX/MSP and
Ableton Live, the installation creates an environment that empowers collaborative
music making and spatial exploration. It is designed for a broad audience and is
accessible for everyone. No musical knowledge is required to participate. The
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particular interest of the design is to facilitate a musical experience by exploration of
space and light rather than traditional interactions involving strings and air and that is
also enjoyable without musical training.
We propose to investigate collaborative music making as a spatial as well as
communicative activity that facilitates interaction between visitors. In addition, we
propose to explore the role and potentials of gestural interfaces and whole body
interaction to facilitate musical exploration and engagement.
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Technology Programme for the continuous support. We would also like to thank
G.Hack member Mi Tian for assisting with the technical setup of the installation.
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1

Statement of Intent:

Our installation is a simple interactive display of synchronized movies and sounds
of the global seismic wave field after several earthquakes, as described in the accompanying paper “Seismic Sound Lab: Sights, Sounds and Perception of the
Earth as an Acoustic Space” (Holtzman, Candler and Turk). The “seismic wave
field” is the ensemble of elastic waves that propagate through the planet after
an earthquake, emanating from the rupture on the fault. The sounds are made
by time compression of seismic data with some filtering. The movies are renderings of numerical simulations of wave propagation in the globe. Sounds and
images are synchronized and designed to illustrate various aspects of the physics
of wave motion and of the earthquake process. The user chooses the earthquake
and controls the playback speed (and thus the frequency spectrum). Comparison
of different earthquakes can illustrate through physical experience many aspects
of earthquake and wave propagation physics. These movies represent phenomena occurring so far from the time and length scales normally accessible to us,
creating a profound experience for the listener.

2

Description

The installation will be very simple, including only a computer, a monitor, two
pairs of headphones (with amplifier), and a custom-built Earthquake Control
Box (ECB). As illustrated in Figure 1, the participant will (1) choose the earthquake they would like to experience by punching the number into the keypad
attached to the ECB, (2) dial in the playback speed and (3) play the movie. A
“menu” (a laminated card), will contain the numbered list of earthquakes whose
data can be played. After experiencing one event, a second card offers suggestions for comparative study of different earthquakes to demonstrate different
aspects of the seismic wave field and earthquake physics.
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Fig. 1. Overview of the Installation, as described in the text. Users would only touch
the keypad, the Earthquake Control Box (ECB) and the headphone volume. The card
on the left lists the earthquake movies by number to dial in the keypad. The card on
the right describes suggestings for comparisons of different movies/sounds to illustrate
various aspects of their variation (e.g. magnitude, location, source, depth). (1) Keypad.
(2) The Earthquake Control Box (ECB). Users dial in the playback speed and hit go.
CMMR2013 - 1024
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Abstract. Talk to me is a digital art web installation that serves to augment the
story world of Override, a theatrical production by Stacey Gregg,
commissioned by Watford Palace Theatre (London) for the “Ideal World
season”. Talk to me intends to spark discussion and raise public awareness of
the issues involved in digital media use - particularly the ways people configure
their sense of selves and their social relations through digital media. The goal of
the project is to establish a network of creative exchange between new digital
research and its potential for drama in the interface between research and the
creative arts, particularly theatre, and in addressing the issue of science and
society. Subsequently, we have developed an online interactive multimedia
installation which will function as a trans-medial extension of the play's themes
on human augmentation and post-humanism.
Keywords: sound design, video art, digital effects, motion graphics, web
programming, artificial intelligence, augmentation, digital media, interactive
multimedia online installation, cyborg, post-humanism, digital effects on video,
bot programming.

1 Introduction
The integration of technology and biology is often referred to as Trans-humanism.
Within this umbrella term are myriad schools of thought, constantly evolving as
technology both proliferates and accelerates. An existing subcategory is
biotechnology and medicine. Alongside advances in reproductive science, genetic
engineering, bionic limbs etc. are imminent ethical questions often split between the
ancient fear of playing God and inevitable scientific advancement. At what point do
we consider a life, which has been artificially extended and enhanced by way of
implants, a pacemaker, chemical treatment etc. to be no longer human, but cyborg? At
what point does genetic engineering become genetic determinism? And always, how
do these questions impinge and impact upon our humanity and our understanding of
humanness? The aim of this project is to spark discussion and raise public awareness
of the issues involved in digital media use, particularly the ways people configure
their sense of selves and in particular their social relations through using digital
media. The goal of the project is to establish a network of creative exchange between
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new digital research and its potential for drama in the interface between research and
the creative arts - particularly theatre - and in the issue of science and society [1].
Subsequently, we have developed an online interactive multimedia installation which
will function as a trans-medial extension of the play’s themes on human augmentation
and post-humanism.

2 The installation
The concept of the installation features a desk with a laptop or desktop computer, a
chair and an Internet connection. The user can experience the installation both by
viewing the computer monitor and by accepting the invitation of the voice to come to
the screen and talk.
2.1 Web Design
The web installation design consists of two macro scenes.
The opening two minutes feature a multimedia scene setting - similar in
appearance to those of gaming platforms. This will engage the user with basic
storytelling. Interconnectedness and technology are the key words representing the
main theme of the narrative. The tone is one of simplicity and aesthetic
distinctiveness.
After the opening video section the user reaches a point where he is no longer
passive but implicated in the narrative: the user is encouraged to converse via a chat
box with the play character of Violet using Chatbot technology tailored to mimic
Violet.
Regardless of whether the user chooses to experiment with the chatting, Violet will
visually disintegrate over the following 3 minutes of the installation. Users who
choose not to converse with Violet will therefore still have an intriguing aesthetic
experience.
2.2 Sound design
Talk to me is a fixed multimedia artwork, which is deeply rooted in and related to the
play, Override. Theatre is itself a living sound drama. There nothing seems to be
tangible, nor is it taken for granted. Theatre is the very opposite of inscribing sounds
on a medium that will always remain permanent [2], for this reason the hard challenge
with sound was to give to the installation user a perceptible clue of that relationship.
The sound design was devised to play a fundamental role in conveying an
augmented experience - in terms of atmosphere - of what an audience would
experience in the theatre attending the play Override. During the experience of the
web installation sound co-occurs with the moving image and text, therefore any
understanding of its workings should be viewed in the context of intermedia [3]. This
means: coexisting media that conform, complement or contrast with one another [4].
The sound design underlying the whole installation has a meaningful and unexpected
role, giving to the moving image a deeply abstract and conceptual character with a
hazy, almost shimmering tint.
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Both diegetic production sounds and processed production sounds are mixed with
other sounding materials, which do not necessarily have direct referentiality to the
visuals. This is done in order to produce a sound experience strictly interconnected
with the narration. In this way sounds not related to any given source justify their
placement within the soundtrack, oscillating between diegetic and extra-diegetic roles
and driving the atmosphere towards a disintegration of meaning. The 1960’s saw the
start of sound liberated from its original, diegetic, function. The sound design in this
work plays on the ambiguity between the sound reality and the sound transformation
achieved through musique concrète techniques: that is, sounds appear believable
through the phenomenon of synchresis: the same sounds are often unbelievable in real
life. Music composition techniques nowadays play a basic role in sound design,
informing the sound work. The practice of artistic elaboration of sound for the
moving image provides to music and sound composition new tools such as synchrony,
synchresis, empathetic and anempathetic relationships as well as different narrative
roles [5]. Following these premises the sound path composed for Talk to me allows
the installation user to recreate a personal significance across the exploration of the
interaction process.
2.3 Interaction consideration
One of the great challenges in interactive design is actually creating real interactions
between the artistic idea and the user.
A paradigm of interaction was established within the installation. It consists of a
management-type model where the user can communicate something to a system and
the system is able to communicate something back, allowing the user to carry on with
another task. The code manages not only the feedback but also the significance of
each action.
There is a correlation between the richness of interactive systems and the difficulty
of creating it: the richer the interaction, the more can go wrong [6]. This is why the
web installation is very clean and simple: it gives space to the power of the concept at
the basis of the installation.
The classic user interaction model has been adopted: a terminal where a user inputs
code commands that are then run and the results reported to the screen as textual
typing. The interactive concept was to control the machine via a system of commands
that the computer had been pre-programmed to identify. The user should not require a
specific introduction to feel comfortable with the interactivity thanks to a very bare
interface.
In order to perform the textual interaction a chatbot has been applied [7]. This
serves as a conversational agent: a program designed to simulate an intelligent
conversation with a human user via the textual method [13]. The primary aim of such
simulation has been to induce the user into thinking that the program's output has
been produced by a human [8], [9], [10].
The webservice “Pandorabots” has been used to provide a chatbot. It supports the
development and exploitation of chatbots based on an open standard AIML (Artificial
Intelligence Markup Language) [11].
“Pandorabots” operates a free website used to build and deploy virtual
personalities in the form of human-like chatbots [12]. The chatbot programming
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consisted of customizing the pre-programmed Pandorabot by changing some of its
properties and by providing custom responses with a training interface. This free
open-source-based community webservice has been very useful to obtain the
character of Violet, which was obviously linked to the theatre play.
The soundscape adds a more comfortable and ordinary atmosphere during the first
part of the video and creates a suspended ambience during the second part. Chat
typing sounds have been recorded and modified using specific spectral transformation
algorithms including spectrum scaling, shifting and spectral resolution techniques (i.e.
degrading). Clear typing sounds were used during the first part of the chat in order to
make the interaction with the bot more credible; as the video goes on the typing
sounds became more and more abstract and unreal. Other electronic sounds were
synchronised with Violet’s eye movements in order to make her transformation into a
cyborg more powerful and in augmenting the user’s sensation of her eventual
disintegration.
In considering the development of this project, we hope to explore the possibility
of generating intelligent living soundscapes capable of high-level interactive sound
control, through a real-time webcam based system which will allow automatic
detection of user’s facial gestures [13].
This work was supported by AHRC (AHRC Cultural Engagement Fund) and
Warford Palace Theatre.
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Abstract. Sound aquarium is a project on sonification of data - changes in
temperature inside the liquid or the gaz in a container - that we lead at the IUT
in the Department of Physical measures between 2007 and 2009. The goal is to
set up an installation to transform measurements of temperatures in a liquid or a
gaz into sound parameters, while keeping the spatial configuration of the object
observed for the observer. The observer is thus immersed in the sound
environment that exactly reflects the thermal environment inside the aquarium.
The aquarium thus becomes a scientific container "filled" with artistic ideas.
Keywords: Sound, Sonification, Temperature, Installation.

1 Introduction
The Sound Aquarium project was established in the Department of Physical
Measurements IUT de Bourges, as part of the course of acoustics and sonification – a
new discipline – given by Alexander Mihalic. The project is based on the opportunity
to share abilities, scientific and artistic knowledge, equipment and premises of three
institutions in Bourges: Department of physical mesures at the IUT, National college
of arts and the Conservatory of Music and Dance.
The project consists in creating a physical installation which allows the virtual
immersion of the observer – the scientist measuring the data or the visitor of an
exhibition – into the observed object. The Sound Aquarium poject is based on the
possibility of putting together:
- know-how
- scientific and artistic knowledge
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- equipment and places

Fig. 1. The Sound Aquarium installation in the National School of Arts in Bourges.

2 Purpose of the installation
The purpose of this installation is the three-dimensional auditory observation of the
thermal evolution inside a liquid or a gas. It is an experiment of transformation of
thermal data into sound parameters. The purpose of this transformation is the
immersion of the observer into the observed object. The project consists in virtually
"immersing" the observer - the scientist measuring the data - in the observed object.
The Sound Aquarium project is meant to unify scientific and artistic worlds. The
image of an aquarium is also a symbolic image - an aquarium created by scientists is
filled by artists and their artistic ideas. Research on the understanding of reality, the
collection of measures and their transformation can provide "technical" means to
artists to find new ways of expression. On the other hand, artists can provide audio
and visual material that the scientist did not suspect and thus improve the
understanding of reality.
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3

Fig. 2. Diagram of the installation.

3 Experiment
The room, in which the observer is, is an image of the container located inside this
same room. The variations of the sound diffused through the loudspeakers correspond
to variations of the temperature measured by corresponding sensors.

Fig. 3. The Sound Aquarium installation in the National School of Arts in Bourges.

In this way, the observer is immersed in the container. He can virtually observe,
through the variations of the sound parameters, the variations of the temperature
inside the container - a place which is physically inaccessible to the observer.
The container, situated in the middle of the room, is equipped with 8 temperature
sensors. Each sensor is placed in one corner of the container. This means that we
permanently measure the temperature at 8 points of the container.
The room itself is equipped with 8 loudspeakers which are the mirrors of the
sensors inside the container.
With geometric transformation of the homothety, each sensor corresponds
therefore to one loudspeaker.
The experiment takes about 15 minutes. At the beginning of the experiment the
same sound comes from all eight speakers. The candles placed at one extremity of the
container are burning and the container is covered.

CMMR2013 - 1031

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

4

Alexander Mihalic and Jean-Pierre Martin

Fig. 4. The Sound Aquarium installation in the National School of Arts in Bourges.

The candles warm up the air which starts circulating in the container - this flow is
invisible, but the public can hear it through the sound diffused in the room. A wave of
sound, representing the variations of the temperature in the recipient, moves across
the room in which the public is. Gradually, the heat gets evenly distributed in the
container. Likewise, the sound becomes the same everywhere in the room.
Due to the progressive diminution of oxygen in the container, the candles
extinguish one after the other and the temperature drops. At the same time, the public
hears this temperature variation in the room.
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Abstract. Our main goal is to propose a versatile gestural control system, for
monophonic sound spatialisation, over an arbitrary set of loudspeakers, using a
multi-touch tablet. It is our first attempt to control sound spatialisation, in a way
similar to traditional acousmatic interpretation via a mixing desk, using multitouch interfaces, metaphorically using each finger as a virtual sound projector
in the 2D space.
Keywords: Musical interface, Sound spatialisation, Gestural control of sound
in space, Multi-touch instrument, Performance, DBAP

1 Introduction
In the past decades sound spatialisation has become an increasingly important field
of research. From Karlheinz Stockhausen’s early experiments using moving acoustic
sound sources around a set of microphones to contemporary cinematographic
multichannel mastering, there is growing interest in experimenting with sound
diffusion across multiple loudspeakers. Two main approaches to working with sound
in space are distinguishable. The GRM’s Acousmonium, initiated by Francois Bayle in
1974, spatialises stereo tracks manually from a mixing desk to an “orchestra” of
loudspeakers. The differing acoustic characteristics of the loudspeakers combined
with their positioning in the concert hall create unique sound sources with specific
colour and timbre –some enhancing high frequency, others medium etc. The other
main approach is the virtual acoustic model, where sound spatialisation is created by
calculations that apply mathematical and acoustical laws of sound in space. Here,
movements of sound are produced by controlling the virtual source position either
from calculated trajectories or via external input devices such as joysticks or graphics
tablets.
This paper focuses on real-time control of sound spatialisation with an external
sensing device –here a multi-touch tablet. Previous work in this field tends to be
closely related to the virtual acoustic model –controlling virtual sound source on 2D
plane with a joystick for example. Here we are striving to enhance and extend this
type of gestural control to enable a more “acousmatic” approach to sound in space.
Our aim being to (re) enable in a virtual sound environment, the often quite complex
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gestures performed on mixing desk, during the practice of acousmatic interpretation.
Examples of such gestures are displacing sonic waves from rear to front, soloing on a
non-adjacent subset of loudspeakers, subtle “breathing” effects obtained by opening
and closing a specific loudspeaker or sparkling effects. These types of spatialised
gesture are impossible to enact using the virtual sound source model –since the sound
is represented by one point (or at best a surface) in the virtual space it cannot be
assigned to several different non-contiguous audible areas at a given time. Thus with
HoloPad, the main idea is to represent the sound projection of a mono source through
multiple points (e.g. fingers) or sub-sources in the virtual space. This allows for rich
gestural expressivity during real time performance on a custom loudspeaker setup.
The following section will explain how we use the DBAP algorithm to attain this
result.

2 DBAP Spatialisation Model
The DBAP (Distance Based Amplitude Panning) [1] has proven to be one of the most
reliable and configurable amplitude-based panning techniques. As shown in [2],
DBAP has been found to be less sensitive to listener position and to give better results
with arbitrary sets of speakers in non-standard configurations. In the context of
“acousmatic” loudspeaker layout, this feature is very important. The loudspeakers are
not necessarily positioned in a circle or sphere; more often they are placed at various
distances in order to play with the depth of the auditory scene. Ambisonics [3] or
VBAP [4] assumes that all speakers are at equidistant to the centre of the hall and thus
fails in these non-standardized situations. The DBAP algorithm calculates the gain of
each speaker as inversely proportional to the distance from a particular sound source.
A key feature is that the gains are normalized in order to have a balanced system with
constant energy.
DBAP introduces two other features to tune the system. The first is “spatial blur”,
which is, in brief, offset added to each distance between the speakers and the source.
Increased blur reduces the variation between gains and thus reduces the sharpness of
the sound source image. The second feature is a weighting coefficient for each
speaker. It is introduced as a denominator in the distance calculation and allows to
control the “influence” of the independent speakers.

3 Control Metaphor and Principle
The goal of this research is to offer complex gestural control of monophonic sound
spatialisation across an arbitrary set of loudspeakers, using a multi-touch tablet. Most
works in this field are closely related to the virtual acoustic model [5] –having one
finger on the sensor surface control one source position in the virtual space. The
original idea of HoloPad is to permit multiple fingers to control the diffusion of one
source. Metaphorically, each finger injects a specific sound source at different
position in the 2D virtual space.
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HoloPad 3

As seen in Fig. 1, we can distinguish two stages in this process. First, the source has
to be separated into multiple sub-sources. The global sound energy has to be constant,
no matter the number of sub-sources (i.e. Fingers) used. The key to this process is that
the sub-source vector is normalized according to the number of instances created.
Thus constant energy for the sum of the sub-sources is maintained. Another feature
we have added is the possibility to weight the different sub-sources independently by
varying the pressure of each finger touch. This allows for a highly expressive gestural
control. When engaging multiple non-moving fingers on the tablet and modulating the
finger pressure, the performer creates subtle, evolving, spatial masses of sound. It is
also very useful when the user want to smoothly add or remove a particular subsource to a specific sound diffusion topography.

multitouch sensor
Mono Input
< finger status
< finger pressure

DBAP 1 : multi point source

x10 for 10 fingers max

< finger position
DBAP 2 : loudspeaker matrixing

... to loudspeakers

...

Fig. 1. Synopsis of the system

The second stage is more straightforward. Each active sub-source is distributed on the
array of loudspeakers according to its position. We have implemented a classical 10
inputs / n outputs spatialiser configuration. At this stage different “tunings”, inherent
to the DBAP algorithm, are possible. These include: spatial blur, roll-off and temporal
smoothing.

4 Implementation and Future Work
We have used Cycling’74 Max for the interaction and DSP processes. The multitouch tablet used for our experiment is an Apple iPad and the interface was created
using the Lemur OSC controller application as shown in Fig.2. On the left of the

CMMR2013 - 1035

Proc. of the 10th International Symposium on Computer Music Multidisciplinary Research, Marseille, France, October 15-18, 2013

4

Charles Bascou

interface is the track selector with multi-touch trajectory recording capabilities. On
the right is the playable 2D surface.

Fig. 2. Multi-touch interface

This real time spatialisation interface has proved itself to be highly expressive
enabling rich and dynamic audio gestures. The simple underlying metaphor makes it
simple and intuitive to use. The current major draw back, is the “one sound at a time”
gesture control (on a single interface). Hand recognition could be a good solution for
2-track spatialisation but at the time of writing, such devices, coupled with a multitouch surface, are uncommon. A remaining solution is to find a more advanced
control metaphor for multi-track control on a single surface.
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Abstract. We will see in this project how physical movements can be tracked
with a Kinect, analysed with the Synapse app and then used to trigger sounds
on Max/MSP. Several prototypes of mappings will be explored: in the first
place, we devise a system that allows the user to have a precise gestural control
on the pitch, intensity and timber of the sound. The second type of mapping is
more innovative, giving the possibility to mix different sound sources, by
transforming the body position into a two dimensional cross fader. This part
makes use of the Music Space interface where one user places sound sources
and moves an avatar around the latter. By linking the avatar position to the
body, the system becomes a music game consisting in finding the sound sources
by moving around in the physical space.
Keywords: Kinect, Synapse App, Max/MSP, Music Space, Music Game.

1 Introduction
This project rests upon the use of technological devices and programs which are userfriendly and easily accessible. This demonstration highlights three prototypes of
interaction in a single framework. The first one illustrates a gestural control articulated
with the hands and which is convenient for musical performances. This module is in
line with Atau Tanaka works [1]. The second module allows an expressive control for
instrumentalists. By swinging the head, the musician can transform the sound timbre
and shift the pitch while playing. This type of interaction answers the core question
formulated by Marcelo M. Wanderley which attempts to establish accurate systems
for specific contexts [2].
The third module enables the user to interact with sound sources placed in the
physical space. Similarly with the interactive environment "Disembodied Voices: A
Kinect Virtual Choir Conductor" [3], we try to conduct the music rather than to
generate sounds with gesture. By using a trivial functionality of the Music Space
interface, which has originally been designed by François Pachet [4] for interactive
spatialization under constraints, it is possible to move an avatar around mobile sound
sources. The avatar is a representation of the performer on the interface. The player's
goal is then to find the sources in the real space, his body position being linked to the
avatar thanks to the Kinect.
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2 Description of the demonstration
We use the Kinect in order to track several parts of the body, namely, the head, torso,
shoulders and hands). The application Synapse transfers the x,y,z coordinates to
Max/MSP via OSC.
The first part of the program allows the performer to control parameters of granular
synthesis with his/her hands. The granular effect increases as the hands move aside on
the horizontal axis. This effect is applied to an intstrument which imitates the Moog.
This instrument plug in has been written with the programming language Faust [6]
and is based on Volterra series. The movements of the hands in the depth (z axis)
adjusts the overall intensity of the sound. Additionally, the hands acceleration trigger
a wind sound effect, made with the poly~ object on Max/MSP and the mnm.delta
object from the MnM toolbox [5]. The faster the hands move, the louder and higher
pitched is the sound.
In the second part of the patch, the head's position linearly modifies the sampling rate
of the buffer. The incoming signal can be a synthesized or pre-recorded sound.
However, the idea of head wavering is initially thought for guitarists. The closer the
head is from the Kinect, the faster the grains are read. The distance between the
interpret and the Kinect can be calibrated according to the size of the place/scene and
thus, can be used for musical performances.

Fig. 1.

Image displayed by the Synapse app. It is a screenshot from a video accessible
on the following link: http://tiny.cc/freakspace

The last module of the patch can be seen as musical game. The idea of linking the
motion of the avatar on the Music Space with someone is very straight forward once
you have a Kinect. One player places the sound sources on the Music Space interface
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which can be seen as an aerial view of the real space (see fig.2). The second player
being the avatar, moves in the real space and trigger the sounds when its position
matches the sound sources. The intensity of the sound is larger when the avatar is
right on the source and lower when it is on the edges. Furthermore, it is possible to
manually reduce the attenuation of the intensity of the sound sources and to hear all
the sound sources simultaneously. Hence, the position of the avatar acts like a two
dimensional cross fader, and the performer can mix the sounds together.

Fig. 2. The Music Space interface on the left with the avatar and an image displayed by the
Synapse app on the right. http://tiny.cc/freakspace

3 Conclusion
This framework explores three types of interactions. Its main interest is its simplicity
and its versatility. The tools used here already existed and do not require intensive
skills in programming. This do it yourself approach is interesting as it offers multiple
uses and can set up in no time. The following link redirects to a video that
demonstrates three examples of what can be done with this framework:
http://tiny.cc/freakspace
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Telemeta is an open-source audio web Content Management
System (CMS) dedicated to digital sound archives secure storing, indexing and publishing. The demonstration presents the features of this
platform in the context of ethnomusicological research. It focuses on the
enhance and collaborative user-experience in accessing audio items and
their associated metadata and on the possibility for the expert user to
further enrich those metadata. Telemeta also provides integrated audio
signal processing tools for automatic analysis of sound items.
Abstract.

Sound archives, Metadata, Ethnomusicology, Database, Audio labelling, Web platform
Keywords:

1

Introduction

In social sciences like anthropology and linguistics, researchers have to work on
multiple types of multimedia documents such as photos, videos, sound recordings
or databases. The need to easily access, visualize and annotate such materials can
be problematic given their diverse formats, sources and given their chronological
nature. With this in mind, some laboratories1 involved in ethnomusicological
research have been working together on that issue.
The CREM laboratory and Parisson, a company specialized in the management of audio databases, have been developing an innovative, collaborative and
interdisciplinary open-source web-based multimedia platform since 2007. This
platform, Telemeta is designed to t the professional requirements from both
?

1

This work was partially done inside the DIADEMS project funded by the national
french agency ANR (CONTINT)
The Research Center on Ethnomusicology (CREM), the Musical Acoustics Laboratory (LAM, UMR 7190) and the sound archives of the Mediterranean House of
Human Sciences (MMHS)
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sound archivists and researchers in ethnomusicology. The rst prototype of this
platform has been online2 since 2008.
2

Telemeta

2.1

Web audio content management features and architecture

Telemeta3 is a free and open source4 web audio content management system
which introduces ecient and secure methods for back-uping, indexing, transcoding, analysing and publishing any digitalized audio le with its metadata.
An overview of the Telemeta's web interface is illustrated in Figure 1

Fig. 1.

Screenshot excerpt of the

Telemeta web interface

Telemeta is ideal for professionals who wants to easily organize, backup,
archive and publish documented sound collections of audio les, CDs, digitalized vinyls and magnetic tapes over a strong database, in accordance with open
web standards. Telemeta architecture is exible and can easily be adapted to
particular database organization of a given sound archives.
The main features of Telemeta are:
 Pure HTML web user interface including high level search engine
 Smart workow management with contextual user lists, proles and rights
 Strong Structured Query Language (SQL) or Oracle backend
 Model-View-Controller (MVC) architecture
Beside database management, the audio support is mainly provided through an
external component, TimeSide, which is described in Section 3.
2
3
4

Archives sonores du CNRS, Musée de l'Homme, http://archives.crem-cnrs.fr
http://telemeta.org
Telemeta code is available under the CeCILL Free Software License Agreement
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2.2

3

Metadata

In addition to the audio data, an ecient and dynamic management of the
associated metadata is also required. Dynamically handling metadata in a collaborative manner optimises the continuous process of knowledge gathering and
enrichment of the materials in the database. The compatibility with other systems is facilitated by the integration of the metadata standards protocols Dublin
Core and OAI-PMH (Open Archives Initiative Protocol for Metadata Harvesting) [2,4].
Contextual Information In ethnomusicology, contextual information could be
geographic, cultural and musical. It could also store archive related information
and include related materials in any multimedia format.
Annotations and segmentation Metadata also consist in temporal information
such as a list of time-coded markers associated with annotations and a list of of
time-segments associated with labels. The ontology for those labels is relevant
for ethnomusicology (e.g. speech versus singing voice segment, chorus, ...). It
should be noted that annotations and segmentation can be done either by a
human expert or by some automatic signal processing analysis (see Section 3).
3

TimeSide

One specicity of the Telemeta architecture is to rely on an external component, TimeSide, that oers audio player integration together with audio signal
processing analysis capabilities. Figure 2 illustrates the overall architecture of
TimeSide.

Fig. 2.

TimeSide architecture (see https://code.google.com/p/timeside/)
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3.1 Audio management
TimeSide provides the following main features:
 Secure archiving, editing and publishing of audio les over internet.
 Smart audio player with enhanced visualisation (waveform, spectrogram)
 Multi-format support : reads all available audio and video formats through
Gstreamer, transcoding with smart streaming and caching methods
 "On the y" audio analyzing, transcoding and metadata embedding based on
an easy plugin architecture
3.2 Audio features extraction
TimeSide incorporates some state-of-the-art audio feature extraction libraries
such as Aubio, Yaafe and Vamp plugins [1,3,6]. Given the extracted features, every sound item in a given collection can be automatically analyze. The results of
this analysis can be displayed as a support to ethnomusicological studies. Further
works lead by the DIADEMS project will incorporate advance Music Information Retrieval methods in order to provide automatic annotation, segmentation
and similarity analysis.
4

Conclusion - Purpose of the demonstration

The demonstration presents the features oered by Telemeta as detailed in Section 2 in the context of ethnomusicological sound archiving [5]. It focuses on the
enhance and collaborative user-experience when accessing audio items and their
associated metadata, and on the possibility for the expert user to further enrich
those metadata. Another goal of this demonstration is to present the integrated
audio analysis tools described in Section 3.
Acknowledgments
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Abstract. This research, based on the action/object paradigm that proposes that sounds result from an action on an object, focuses on the synthesis of sustained interaction sounds: rubbing, scratching, rolling and
nonlinear friction sounds. Thanks to the underlying signal models which
are highly controllable, the proposed synthesizer allow the definition of
objects and interactions properties from an intuitive graphical interface.
The synthesized sounds are controlled in real time by the user’s gesture
thanks to external controllers and physically informed mappings.
Keywords: Sound Synthesis Control, Rolling, Scratching, Rubbing, Sustained Interaction, Nonlinear Friction, Intuitive Control

1

Introduction

Here we present two interfaces to control sound synthesis models of sustained
interaction sounds. The first presented interface is devoted to the control of continuous interactions: rubbing, scratching and rolling [5]. The synthesizer allows
the user to create and morph between sounds of these three continuous interactions, and can be controlled thanks to the velocity of a gesture on a graphical
tablet. The second presented interface is devoted to the control of nonlinear
friction sounds such as squeaking or wineglass singing [16]. The sound synthesis
process of nonlinear friction sounds is controlled by the pressure and velocity of
the user’s gestures.
Both these models are based on a paradigm called action-object. This concept,
proposed by Gaver [8], assumes that we can model separately the object and
interaction properties. It is indeed possible to extract and model perceptually
relevant features that allow a listener to recognize, for instance, the material of
an impacted object [1], or the perceived interaction [4]. Source-filter modeling
?

The authors would to thank the French National Research Agency (ANR) for
funding this work under the MétaSon: Métaphores Sonores (Sound Metaphors)
project (ANR-10-CORD-0003) in the CONTINT 2010 framework: http://metason.
cnrs-mrs.fr/home.html.
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is well suited to the implementation of sound synthesis models that respect
the action-object paradigm, where the object’s properties are modeled by the
filtering part, which is fed by a source signal modeling the relevant features to
perceive a specific interaction. Based on these considerations, some authors of the
paper proposed an impact sound synthesizer which can be controlled intuitively
by choosing object’s properties such as material and shape [2]. In recent studies
we proposed an intuitive control of an interaction sound synthesizer which will
be briefly presented hereinafter.

2

Sustained Interactions: Rubbing, Scratching and
Rolling

Here, we look at a subset of continuous interaction sounds: rubbing, scratching
and rolling. Synthesis models for such sounds have already been proposed in
previous studies, some based on physical modeling or physically informed considerations [8,9,17,13,15], others on analysis-synthesis schemes [10,11]. In [4], we
highlighted the perceptual differences between rubbing and scratching, allowing to extend the friction sounds model proposed by Van den Doel et al. [17]
and then synthesize scratching sounds and morph continuously toward rubbing
sounds. Based on the results of listening tests on recorded friction sounds, we
proposed a simple sound synthesis control allowing to morph continuously from
rubbing to scratching. This hypothesis was then validated thanks to a perceptual experiment on synthesized sounds. Rubbing and scratching sounds can be
modeled as series of impacts which are lowpass filtered with a cutoff frequency
varying proportionally to the velocity of the gesture. Modifying the temporal
impact density alters the perceived action : the sparser are the impacts, the
more the sound evokes scratching (or the higher the density, the more the sound
evokes rubbing). This is schematized in figure 1.

Fig. 1. Top: Representation of the interactions. Bottom: Associated source signals
which fed the filters. Left: Rubbing interaction. Right: Scratching interaction.
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For the rolling sound synthesis, we proposed in [5] a modeling of the source
signal which is also an impact series. This modeling was based on the study of
the physics-based model proposed by Rath et al. [13] and on analysis-synthesis
of the interaction force between the ball and the surface over which the ball
rolls. As the rolling model in [13] is derived from a bouncing one, the impacts
are related to each other. Thus, by introducing correlation between the impacts
of the rubbing-scratching model previously presented, we can synthesize a sound
signal that evokes rolling sounds. Figure 2 displays a synthesized source signal
related to the rolling action.
Figure 3 shows the synthesizer interface and a demonstration video is available at: http://www.lma.cnrs-mrs.fr/~kronland/InteractionSpace/. Such
a tool can be used for many applications, from virtual reality and video games
to the study of mental diseases [12].

Fig. 2. A synthesized signal evoking rolling sounds (left) and a zoom on this force
signal (right), showing that it is an impact series.

Fig. 3. The synthesizer interface. On the left is the control of the perceived interaction
and on the right the control of the object (material, shape...).
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Nonlinear Friction Sounds

The second interface focuses on the synthesis of nonlinear friction phenomena.
Such phenomena appear when two coupled objects are interacting with strong
forces and produce sounds like squeaky doors, or brake squeal, but also in the
physics of bowed string instruments [14]. The physical modeling of such interactions has been widely studied and efficient models enable to synthesize such
sounds from physical parameters [3]. These models are accurate but hardly controllable. It is thus particularly difficult to propose a high level control of the
different types of nonlinear interactions.
As in the case of rolling, scratching and rubbing, we used the action-object
paradigm and calibrated the resonators according to [2] to model the resonant
object. The source designed to simulate such sounds was based on acoustic considerations and signal analysis of recorded squeaks and squeals. A simple signal
model has been proposed and enables to simulate the sound produced by different nonlinear phenomena [16]4 , and to control it really simply. Two nonlinear
interactions are proposed according to two physical behaviors of a glass rubbed
by a wet finger: squeaking and self-oscillations. The modeling of the source is
made thanks to additive synthesis of a harmonic spectrum whose fundamental
frequency varies according to the different acoustic behaviors.
Such a way to synthesize nonlinear interactions allowed to propose a really
high level control according to any parameters of a controller. Here we use the
pressure and the velocity of a pen on a graphic tablet, which is the most intuitive
case but it is possible to control the synthesis with any descriptor captured and
computed from an interface. A screenshot of the proposed mapping and the
control interface is presented in figure 4.
Such interface led us to envisage many different applications, from tangible
musical interfaces to foley applications. Another application in which we are
particularly interested is the guiding and learning of specific tasks. As squeaking
sounds naturally evoke the sense of effort, it is possible to use it to complete
kinesthetic and proprioceptive modalities in the learning of an expert gesture, or
to rehabilitate motor diseases. Such a remediation tool is currently being tested
in the context of the rehabilitation of a handwriting trouble – dysgraphia – which
affects some children who cannot have a fluid writing gesture [6,7].
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Fig. 4. Mapping between captured parameters and synthesized behavior – Screenshot
of the high level control interface
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Abstract. This demonstration aims to illustrate system presented in the
submitted paper “A Virtual Reality Platform for Musical Creation”. We will
present the audience with a number of virtual musical instruments and virtual
objects that can be manipulated by an ERGOS Haptic device, heard and seen in
real time. Our aim is to introduce the GENESIS physical modelling
environment for those unfamiliar with it, then show how virtual musical
instruments designed in GENESIS can be simulated in real time and interacted
with via the haptic device. We will also be able to show on-the-fly creation of
new models (with audience participation) and interaction with the created
models.
Keywords: physical modelling, haptic interfaces, virtual reality, musical
creation, multisensory interaction

1 Presentation of the system
We present a virtual reality platform specifically conceived for musical creation. It
displays a complete virtual scene construction environment based on mass-interaction
physical modelling and a real time interactive simulation environment generating
visual, haptic and auditory feedback during the multisensory manipulation of the
virtual scene.
Our system is composed of a physical modelling environment, GENESIS [1],
which is based on the CORDIS-ANIMA [2] mass-interaction formalism. This
software allows creating complex vibrating physical structures in order to build
virtual musical instruments.
Our new simulation platform allows simulating these physical models in real time
with haptic, audio and visual feedback, using a dedicated DSP board for audio-rate
(44.1 kHz) synchronous reactive simulation and a host system for visualisation:
•

The haptic interaction is supported by a high performance haptic device (the
transducteur gestuel rétroactif, or TGR, developed by ACROE and ERGOS
Technologies) [3], shown in Figure 1, which presents a versatile 12-degree
of freedom (DoF) configuration and is interfaced with the simulation at the
audio rate. This high rate haptic loop has been proved of significant
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importance for a number of musical gestures [4]. Thus, the instrumentalist
will be intimately in contact with his/her instrument during playing.

Fig.1. 12-key ERGOS haptic device equipped with piano-key end effectors.

•

The manipulated virtual objects can be visualised in real time, allowing
seeing the vibrations and wave propagations inside the physical structure
during playing. We believe that introducing visualisation in the designing
and the playing of virtual musical instruments will considerably improve the
playability, the pleasure, the efficiency, the presence and believability and
the creativeness in the musical playing.

•

All sections of the simulated instruments are physical modelled (vibrating
and non-vibrating sections). The simulated objects present vibratory
deformations when they are excited/manipulated. This physical behaviour is
the source of the sound produced by the instrument.

The auditory, haptic and 3D visual feedback of the manipulated physical objects
occur in real time during simulation, and all stem from the physical behaviour of a
unique simulated vibrating object. Therefore, our system is a full multisensory virtual
reality platform for musical creation, which satisfies the requirements for the ergotic
instrumental interaction as defined by Cadoz [5].

Fig.2. GENESIS model (above) and real time visualisation (below) of the physical
model of a Piano-like instrument that can be manipulated with the ERGOS Haptic
device, producing all haptic, audio and visual feedback.
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2 Planned demonstrations
2.1 Physical Modelling with the GENESIS environment
A workstation with the standard off-line version of GENESIS will be shown, aiming
to familiarise the audience with the physical modelling paradigm proposed by
ACROE-ICA. GENESIS disposes of advanced tools for creating physical structures
and tuning their acoustic and mechanical properties and has matured into a complete,
elaborate and user-friendly environment for musical creation by means of physical
modelling.
Physical objects in GENESIS are one-dimensional, meaning that all physical
elementary modules move along a single vibration axis, sufficient for the modelling
of vibratory behaviour. The associated reduction of the computing cost allows focus
to be put on the simulation rate (44.1 kHz) in one hand and in the other hand on the
complexity of the physical structure.
The demonstration will show the variety of vibrating objects that can be created
with GENESIS, along with all the macro-structural and macro-temporal organisation
of these structures allowing the user to create elaborate musical pieces [6].

Fig.3. Our VR platform

2.2 GENESIS based VR platform
We will present our VR platform (Fig.3), which extends GENESIS with real time
haptic simulation capabilities. The audience will be invited to experiment with
various virtual musical instruments (such as the model presented in Figure 2) and
virtual scenes, and give their impressions regarding the quality of the interaction, as
well as the presence and overall believability of the manipulated objects.
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Simulated instrument models include:
• Virtual piano-like instruments, using all 12 DoF of the ERGOS Haptic
device. The mechanical behaviour of the instrument and the vibrating
structures are all modelled physically with GENESIS.
• Interaction with virtual string instruments: several exciter systems (hammers,
plucking, bowing, etc.) and modification gestures (damping, fretting, etc.)
allowing fine control over the audio output of a physically modelled string.
• Various types of physical vibrating objects.
• VR scenes, such as the 1D Paddleball example described in the paper.
The demo also aims to show the creative process itself, starting from the
conception of a virtual instrument in GENESIS up to the real time simulation with the
VR simulator. Therefore, we also plan to organise interactive on-the-fly instrument
design during the demonstration sessions.

3.
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Abstract. The Sonification of light spectra project proposes to “transform” the
visual information into audio information giving thereby a new perspective and
a new dimension to the perception of a physical phenomenon. The sonification
of spectrometer data enables a new means of observation of plasma spectra.
The spectrometer analyses the light captured in real-time and represents it on
the screen as a frequencies/amplitudes graphic. The live acquisition of spectra
has been developed with the Python computer language. The sonification of
light spectra is done using a software application created especially for this
purpose, and which is an adaptation of the software that we created for
sonification of diffractometer data. The software retrieves the data from the
spectrometer and transforms them into an audio signal affecting the parameters
of the additive synthesis. Applications to plasma physics for live plasma
monitoring are planned in the PIIM laboratory.
Keywords: Sonification, Light, Plasma, Spectra

1 Project
The purpose of the project is the sonification of plasma spectra for artistic and
scientific purposes.
The project contains several working phases:
1 - Live conversion of the data acquired by a spectrometer user for the
spectroscopic study of the magnetized plasma in the MISTRAL machine
2 – Creation of a software application for the sonification of light spectra and
establishment of a database for audio comparisons between timbres for spectra from
different light sources
3 – Testing of the software with plasma spectra
4 – Making of changes and improvements to the software according to obtained
test results in order to manage real-time sonification and to compare the relevancy of
audio and visual results
5 – Use of the results in an art project – a sound installation and a musical
composition at IMéRA Mediterranean Institute for Advanced Research
6 - Use of the results for live plasma monitoring of MISTRAL.
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Fig. 1. Sonification demonstration method.

We have already realized phases 1 and 2 of the project and are currently working
on phase 3. Phases 4, 5 and 6 should be realized between September 2013 and July
2014. A new version of the live acquisition software has been recently developed by
P. Sanchez (Python language on a credit card type Raspberry Pi computer). The
spectra data (intensities and frequencies of emission lines of the spectra) are sent to
software dedicated to music composition (MAX MSP or Pure Data), or through
Ethernet.
Phases 5 and 6 represent two different applications of this project for artistic and
scientific purposes. For artistic purposes, the data will be used for a multimedia
installation in a planetarium, creating the sound of the celestial objects. This project is
a continuation of the sonification compositions like Atoms, Crystals [1] or DNA [2].
The MISTRAL laboratory experiment is dedicated to the physical study of
magnetized plasmas, in connection with the magnetically confined fusion community
(Tore-Supra Tokamak, Cadarache) [3, 4]. The control of the live plasma state in
MISTRAL is crucial for this work. The plasma medium emits some light from which
it is possible to infer numerous types of information: temperature, densities of
different species of particles etc. Then, the sonification of the plasma light allows the
experimentalist to have precious live information when controlling the device.

2 Description of the demonstration
We propose to make a demonstration on the sonification of light spectra using an
OVIO spectrometer. It is a portable and easy-to-use devise which can be plugged into
the USB port of a computer. We will also present videos and recordings of the first
sonifications we have made of plasma spectra.
The demonstration will be made in three steps:
- demonstration of the sonification software for light spectra
- presentation of the database of real-time sonified spectra
- presentation of the sonification software for plasma spectra
2.1 Demonstration of the sonification software for light spectra
The first step of the demonstration consists in presenting the software developed
specifically for light spectrum sonification and for the creation of a database. The
software is written in the Max/MSP programming environment. Using the
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spectrometer we have created a database of spectra from different light sources that
we will sonify in real-time. The software retrieves the data from the spectrometer and
transforms them into an audio signal affecting the parameters of the additive synthesis
(Fig. 1 shows the sonification method).
We use the parameter mapping sonification. The additive synthesis is particularly
interesting for this type of sonification for several reasons: 1. There is a “natural”
correspondence between the frequencies of light spectra and those of audio spectra. 2.
This type of synthesis allows the precise control of each component / oscillator. 3. It
is possible to vary the number of oscillators used for the synthesis according to the
processing power of the computer used.
2.2 Presentation of the database of real-time sonified spectra
We will then present the database with the corresponding sounds for different light
sources as shown in Fig. 2. The visitors will be able to do their own experiments and
to change the sonification parameters themselves in order to hear the results. The
purpose is to make auditive comparisons of different light sources.
The captured light is analysed using an OVIO spectrometer and the data are stored
in files in the form of recordings of intensities corresponding to the different
frequencies of light spectra. An analysis file contains values for the intensities of 248
measured frequencies going from less than 400 nm up to more than 1,000 nm.
The software retrieves the data from the spectrometer creating an additive
synthesis whose parameters depend on the values of frequencies and on the intensity
of light spectra. We use 128 sinusoidal oscillators, whose frequencies correspond to
those of the light spectra. These oscillators are calculated by the ioscbank function.
The amplitude for each oscillator is determined by the intensity of light at the
corresponding frequency. The oscillators cover uniformly the space between two
frequencies (high and low) determined by the user. The amplitude of the oscillators
corresponds to the amplitude of the light spectrum. It may be selected via interface
buttons as linear or logarithmic.
The user may vary these two mapping parameters himself. It is possible to reduce
or extend the range of audible frequencies on which the light frequencies are mapped.
Similarly, the mapping of intensities into amplitudes may vary, and the user may
reduce or extend the range on which intensities are mapped.
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Fig. 2. Graphical interface for sonification of spectra and database.

2.3 Presentation of the sonification software for plasma spectra
This step is the presentation of a second software application, derived from a piece of
software for the sonification of diffractometer data [5]. In this software application,
we will be able to present the first results of sonification of plasma spectra. We still
use the additive synthesis, but this time with nine oscillators whose frequency and
amplitude values evolve like the emission line from plasma spectra.
In order to sonify the data, the software produces an interpolation between the
values of measured data (frequencies, intensities) and those of the calculated sound
parameters (frequencies and amplitudes of the oscillators). This interpolation might be
linear or non-linear according to what the user determines in the Sonification
parameters section. Access to the parameters is in the central space of the software
(see Fig. 3). Likewise, the range of the spectrum is determined by the values in the
Limitation of frequencies section where the user sets the highest and the lowest
resulting frequency for the audible spectrum. This way we can modify the audio
results to make them more significant from the point of view of the auditive
perception.

Fig. 3. Graphical interface of the software application for sonification of plasma spectra.
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Abstract. We demonstrate the block-processing framework of the Large
Time Frequency Analysis Toolbox (LTFAT) which allows audio processing in real-time directly from Matlab/Octave. Such feature allows one to
exploit the existing code and prototype the algorithms in the real-time
setting without rewriting the code in a low-level programming language.
Together with the time-frequency analysis and synthesis capabilities of
the LTFAT, the framework allows audio processing directly in the transform domain.
In contrast to the other available Matlab solutions, the framework does
not depend on any additional Matlab toolboxes. Moreover, the framework was successfully tested in GNU Octave, a free Matlab alternative. The LTFAT itself is an open source project accessible freely at
http://ltfat.sourceforge.net/.
Keywords: real-time, audio, processing, time-frequency, Gabor transform, wavelet transform, Matlab, Octave

1

Introduction

The block-processing framework of the LTFAT[4] is built upon the Portaudio library http://www.portaudio.com/ which is accessed trough the MEX interface
Playrec http://www.playrec.co.uk/, both being free, open-source libraries.
Portaudio is a cross-platform library that can be compiled and run on many
platforms including Windows, Macintosh OS X, and Unix. Recent versions of
Matlab contain the Portaudilo library already compiled in the basic installation,
but it can be easily replaced by a custom version possibly supporting additional
APIs like Steinberg ASIO SDK or JACK http://jackaudio.org.
The real-time processing capabilities of Matlab/Octave are quite limited
when compared to the professional low-level solutions like Steinberg VST plugins http://www.steinberg.net/en/products/vst.html, therefore we cannot
recommend using the block-processing framework in settings where the glitchless playback is a must. Nevertheless, the framework can be invaluable tool for
students and researches who would like to quickly evaluate their algorithms
in a real-time setting. The framework can work reasonably well with block sizes
around 23ms (at 44100 Hz sampling-rate) and can achieve almost non-noticeable
delay with suitable drivers.
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Block-processing

The framework was designed to be maximally simple. The following code snippet
takes an input from a microphone and routes it trough the loop to the speakers
allowing setting gain in a range of −20–20 dB. In fact, the audio stream can be
routed from any available input to any available output.
% Initialize the block-processing framework to route mic input to
% speakers.
block(’playrec’);
% Setup GUI control panel containing one slider.
p = blockpanel({’GdB’,’Gain’,-20,20,0,21});
% Loop until the control panel is closed.
while p.flag
% Get the current slider value in abs. value.
gain = 10^(p.getParam(’GdB’)/20);
% Read 1024 samples of the input.
f = blockread(1024);
% Enqueue the samples to be played.
blockplay(gain*f);
end
p.close();
2.1

Transform domain block-processing

The block-wise transform domain coefficient processing can introduce noticeable
block artifacts due to the lack of samples beyond the block boundaries. Two approaches were implemented to reduce this phenomenon. Overlapping of weighted
blocks is used for the transforms with atoms with unspecified time-domain support [1] and the overlap-save/overlap-add approach is used for transforms using
FIR filters [2].
The following example performs soft-thresholding of wavelet coefficients without introducing the block artifact:
% Initialize the block-processing framework to route mic input to
% speakers.
block(’playrec’);
% Initialize an object performing a Discrete Wavelet Transform
% using three-level "least asymmetric" Daubechies wavelet filters.
F = frame(’fwt’,’sym8’,3);
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% Setup GUI control panel containing two sliders.
p = blockpanel({{’GdB’,’Gain’,-20,20,0,21},...
{’Thr’,’Threshold’,0,0.1,0,1000}});
% Loop until the control panel is closed.
while p.flag
% Get the current slider values.
gain = 10^(p.getParam(’GdB’)/20);
thres = p.getParam(’Thr’)
% Read 1024 samples of the input.
f = blockread(1024);
% Apply gain.
f = f*gain;
% Do block analysis to obtain the coefficients.
c = blockana(F, f);
% Threshold the coefficients.
c = thresh(c,thres,’soft’);
% Reconstruct block from the coefficients.
fhat = blocksyn(F, c, size(f,1)));
% Enqueue the samples to be played.
blockplay(fhat);
end
p.close();
This demonstration is meant to accompany our another paper [3], which
describes the block-processing framework and another capabilities of the LTFAT
in a greater detail.
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